


















































































































































































































































































































































































































































































































































































































8.3 Performance improvements 

A number of changes were made to increase the ability of the 
PWB/UNIX system to run on larger configurations and support 
more simultaneous users. Although demand for service almost 
always outran our ability to supply it, minor tuning was eschewed 
in favor of finding ways to gain large payoffs with relatively low 
investment. 

For a system such as PWB/UNIX, it is much more important to 
optimize the use of moving-head disks than to optimize the use 
of the cpu. We installed a new disk driver* that made efficient 
use of the RP04 (IBM 3330-style) disk drives in multi-drive 
configurations. The seek algorithm was rewritten to use one 
(sorted) list of outstanding disk-access requests per disk drive, 
rather than just one list for the entire system; heuristic analysis 
was done to determine what 110 request lead-time yields minimal 
rotational delay and maximal throughput under heavy load. The 
effect of these changes and of changes in the organization of the 
disk free-space lists (which are now optimized by hardware type 
and load expectation) have nearly tripled the effective multi-drive 
transfer rate. Current PWB/UNIX systems have approached the 
theoretical maximum disk throughput. On a heavily loaded sys­
tem, three moving-head drives have the transfer capacity of a sin­
gle fixed-head disk of equivalent size. The C program listing for 
the disk driver is only four pages long; this made it possible to 
experiment with it and to tune it with relative ease. 

Minor changes were made in process scheduling to avoid "hot 
spots" and to keep response time reasonable, even on heavily 
loaded systems. Similarly, the scheduler and the terminal driver 
were also modified to help maintain a reasonable rate of output to 
terminals on heavily loaded systems. We have consciously chosen 
to give up a small amount of performance under a light load in 
order to gain performance under a heavy load. 

Several performance changes were made in the shell. First, a 
change of just a few lines of code permitted the shell to use 
buffered "reads," eliminating about 30 percent of the cpu time 
used by the shell. Second, a way was found to reduce the aver­
age number of processes created in a day, also by approximately 
30 percent; this is a significant saving, because the creation of a 
process and the activation of the corresponding program typically 

* Written by L. A. Wehr. 
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require about 0.1 second of CPU time and also incur overhead for 
110. To accomplish this, shell accounting data were analyzed to 
investigate the usage of commands. Each PWB/UNIX system typi­
cally had about 30,000 command executions per day. Of these, 
30 percent resulted from the execution of just a few commands, 
namely, the commands used to implement flow-of-control con­
structs in shell procedures. The overhead for invoking them typi­
cally outweighed their actual execution time. They were absorbed 
(without significant changes) into the shell. This reduced some­
what the CPU overhead by eliminating many fork calls. Much 
more importantly, it reduced disk 110 in several ways: swapping 
due to forks was reduced, as was searching for commands; it also 
reduced the response time perceived by users executing shell 
procedures-the improvement was enough to make the use of 
these procedures much more practical. These changes allowed us 
to provide service to many more users without degrading the 
response time of our systems to an unreasonable degree. 

The most important decision that we made in this entire area 
of reliability and performance was our conscious choice to keep 
our system in step with the Research UNIX system; its developers 
have been most helpful: they quickly repaired serious bugs, gave 
good advice where our needs diverged from theirs, and "bought 
back" the best of our changes. 

8.4 User environment 

During 1975, a few changes that altered the user environment 
were made to the operating system, the shell, and a few other 
commands. The main result of these changes was to more than 
double the size of the user population to which we could provide 
service without doing major harm to the convenience of the UNIX 
system. In particular, several problems had to be overcome to 
maintain the ease of sharing data and commands. This aspect of 
the UNIX system is popular with its users, is especially crucial for 
groups of users working on common projects, and distinguishes 
the UNIX system from many other time-sharing systems, which 
impose complete user-from-user isolation under the pretense of 
providing privacy, security, and protection. 

Initially, the UNIX system had a limit of 256 distinct user-IDs; 1 

this was adequate for most UNIX installations, but totally inade­
quate for a user population the size of ours. Various solutions 
were studied, and most were rejected. Duplicating user-IDs across 
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machines was rejected for operational reasons, as noted in 
Section 8.2 above. A second option considered was that of 
decreasing the available number of the so-called "group-IDS," or 
removing them entirely, and using the bits thus freed to increase 
the number of distinct user-IDs. Although attractive in many 
ways, this solution required a change in the interpretation of 
information stored with every single disk file (and every backup 
copy thereof), changes to large numbers of commands, and a fun­
damental departure from the Research UNIX system during a time 
when thought was being given to possible changes to that 
system's protection mechanisms. For these reasons, this solution 
was deemed unwise. 

Our solution was a modest one that depended heavily on the 
characteristics of the PWB/UNIX user community, which, as men­
tioned above, consists mostly of groups of cooperating users, 
rather than of individual users working in isolation from one 
another. Typical behavior and opinions in these groups were: 

(j) Users in such a group cared very little about how much 
protection they had from each other, as long as their files 
were protected from damage by users outside their group. 

(ii) A common password was often used by members of a 
group, even when they owned distinct user-IDs. This was 
often done so that a needed file could be accessed without 
delay when its owner was unavailable. 

(iii) Most users were willing to have only one or two user-IDs 
per group, but wanted to retain their own login names and 
login directories. We also favored such a distinction, because 
experience showed that the use of a single login name by 
more than a few users almost always produced cluttered 
directory structures containing useless files. 

Uv) Users wanted to retain the convenience of inter-user com­
munication through commands (e.g., write and mail) that 
automatically identified the sending person. 

The Research UNIX login command maps a login name into a 
user-ID, which thereafter identifies that user. Because the map­
ping from login name to user-ID is many-to-one in PWB/UNIX, a 
given user-ID may represent many login names. It was observed 
that the login command knew the login name, but did not record 
it in a way that permitted consistent retrieval. The login name 
was added to the data recorded for each process and the udata 
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system call was added to set or retrieve this value; the login 
command was modified to record the login name and a small 
number of other commands (such as write and mai I) were 
changed to obtain the login name via the udata system call. 
Finally, to improve the security of files, a few commands were 
changed to create files with read/write permission for their own­
ers, but read-only for everyone else. The net effect of these 
changes was to greatly enlarge the size of the user community 
that could be served, without destroying the convenience of the 
UNIX system and without requiring widespread and fundamental 
changes. 

The second problem was that of sharing commands. When a 
command is invoked, the shell first searches for it in the current 
directory, then in directory /bin, and finally in directory /usr/bin. 
Thus, any user may have private commands in one of his or her 
private directories, while /bin is a repository for the most fre­
quently used public commands, and /usr/bin usually contains less 
frequently used public commands. On many systems, almost any­
one can install commands in /usr/bin. Although this is practical 
for a system with twenty or so users, it is unworkable for systems 
with 200 or more, especially when a number of unrelated organi­
zations share a machine. Our users wanted to create their own 
commands, invoked in the same way as public commands. Users 
in large projects often wanted several sets of such commands: 
project, department, group, and individual. 

The solution in this case was to change the shell (and a few 
other commands, such as nohup and time) to search a user­
specified list of directories, instead of the existing fixed list. In 
order to preserve the consistency of command searching across 
different programs, it was desirable to place a user-specified list 
where it could be accessed by any program that needed it. This 
was accomplished through a mechanism similar to that used for 
solving the previous problem. The login command was changed 
to record the name of the user's login directory in the per-process 
data area. Each user could record a list of directories to be 
searched in a file named .path in his or her login directory, and 
the shell and other commands were changed to read this file. 
Although a few users wished to be able to change this list more 
dynamically than is possible by editing the .path file, most users 
were satisfied with this facility, and, as a matter of observed fact, 
altered that file infrequently. In many projects, the project 
administrator creates an appropriate .path file and then makes 
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links to it for everyone else, thus ensuring consistency of com­
mand names within the project. 

These changes were implemented in mid-1975. Their effect 
was an upsurge in the number of project-specific commands, writ­
ten to improve project communication, to manage project data 
bases, to automate procedures that would otherwise have to be 
performed manually, and, generally, to customize the user 
environment provided by the PWB/UNIX system to the needs of 
each project. The result was a perceived increase in user produc­
tivity, because our users (who are, by and large, designers and 
builders of software) began spending significantly less time on 
housekeeping tasks, and correspondingly more time on their end 
products; see Ref. 5 for comments on this entire process by some 
early PWB/UNIX users. 

8.5 Extending the use of the shell 

A number of extensions were made to the shell to improve its 
ability to support shell programming, while leaving its user inter­
face as unchanged as possible. These changes were made only 
after a great deal of trepidation, because they clearly violated the 
UNIX system's principle of minimizing the complexity of "central" 
programs, and because they represented a departure from the 
Research UNIX shell; these departures consisted of minor changes 
in syntax, but major changes in intended usage. 

During 1974 and early 1975, the PWB/UNIX shell was the same 
as the Research UNIX shell, and its usage pattern was similar, i.e., 
it was mainly used to interpret commands typed at a terminal and 
occasionally used to interpret (fairly simple) files of commands. 
A good explanation of the original shell philosophy and usage 
may be found in Ref. 10. At that time, shell programming abili­
ties were limited to simple handling of a sequence of arguments, 
and flow of control was directed by if, gata, and exit-separate 
commands whose use gave a Fortran-like appearance to shell pro­
cedures. During this period, we started experimenting with the 
use of the shell. We noted that anything that could be written as 
a shell procedure could always be written in C, but the reverse 
was often not true. Although C programs almost always executed 
faster, users preferred to write shell procedures, if at all possible, 
for a number of reasons: 

(i) Shell programming has a "shallow" learning curve, because 
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anyone who uses the UNIX system must learn something 
about the shell and a few other commands; thus little addi­
tional effort is needed to write simple shell procedures. 

(ii) Shell programming can do the job quickly and at a low cost 
in terms of human effort. 

(iii) Shell programming avoids waste of effort in premature 
optimization of code. Shell procedures are occasionally 
recoded as C programs, but only after they are shown to be 
worth the effort of being so recoded. Many shell pro­
cedures are executed no more frequently than a few times 
a day; it would be very difficult to justify the effort to 
rewrite them in C. 

Uv) Shell procedures are small and easy to maintain, especially 
because there are no object programs or libraries to 
manage. 

Experience with shell programming led us to believe that some 
very modest additions would yield large gains in the kinds of pro­
cedures that could be written with the shell. Thus, in mid-1975, 
we made a number of changes to the shell, as well as to other 
commands that are used primarily in shell procedures. The shell 
was changed to provide 26 character-string variables and a com­
mand that sets the value of such a variable to an already existing 
string, or to a line read from the standard input. The if com­
mand was extended to allow a "nestable" if-then-else-endif 
form, and the expr command was created to provide evaluation 
of character-string and arithmetic expressions. These changes, in 
conjunction with those described in Section 8.4 above, resulted in 
a dramatic increase in the use of shell programming. For exam­
ple, procedures that lessened the users' need for detailed 
knowledge of the target system's job control language were writ­
ten for submitting RJE jobs, * groups of commands were written to 
manage numerous small data bases, and many manual procedures 
were automated. A more detailed discussion of shell usage pat­
terns (as of June 1976) may be found in Ref. 11. 

Further changes have been made since that time, mainly to 
complete the set of control structures (by adding the switch and 
while commands), and also to improve performance, as explained 
in Section 8.3 above. 

* Target-system users who interact with these targets via the PWB/UNIX RJE subsystem 
make about 20 percent fewer errors in their job control statements than those who 
interact directly with the targets. 
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Although the shell became larger, the resulting extensive use of 
shell programming made it unnecessary for us to build large 
amounts of centrally-supported software. Thus, these changes to 
the shell actually reduced the total amount of software that we 
had to build and maintain, while allowing each user project to 
customize its own work environment to best match its needs and 
terminology. A new version of the shell has been written 
recently; 12 it includes most of our additions, in one form or 
another. 

IX. WHAT WE HAVE LEARNED 

Several UNIX systems have served for many years as develop­
ment facilities in support of minicomputers and microprocessors. 
The existence of the PWB/UNIX system shows that the UNIX sys­
tem can also perform this function quite effectively for target 
machines that are among the largest of the currently available 
computers. The importance of this observation lies in the fact 
that the PWB/UNIX system can be used to provide a uniform inter­
face and development facility for almost any programming project, 
regardless of its intended target, or the size of that target. 

Our experience also proves that the UNIX system is readily 
adaptable to the computer-center environment, permitting its 
benefits to be offered to a very wide user population. Although 
some changes and additions to the UNIX system were required, 
they were accomplished without tampering with its basic fabric, 
and without significantly degrading its convenience and usability. 

Finally, why is the PWB/UNIX system so successful? Certainly, 
most of the credit goes to the UNIX system itself. In addition, 
success came partly from what we added to the UNIX system, 
partly because we provided generally good service, and, perhaps 
most importantly, because, during the entire design and develop­
ment process, we forcefully nurtured a close, continuing dialogue 
between ourselves and our users. 

Another reason for the success of the PWB/UNIX system is that 
it adapts very easily to the individual needs of each user group .. 
Without delving into the "Tower of Babel" effect, it appears that 
each programming group has strong functional (and perhaps 
social) needs to radically customize its work environment. This 
urge to specialize has often been carried out at great cost on 
other systems. On PWB/UNIX systems, users within such a group 
share files, build specialized send "scripts" for compiling, loading, 
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and testing their programs on target computers, and write com­
mands (shared within the group) that incorporate nomenclature 
specific to the group's project. Our changes to the shell and to 
the user environment, along with the basic facilities of the UNIX 
system, combined to permit the writing of these new commands 
as shell procedures. The development of such shell procedures 
requires at least an order of magnitude less effort than the writing 
of equivalent C programs. The result is that today, on many 
PWB/UNIX systems, four out of five commands that are executed 
originate in such user-written shell procedures. 

Speaking as developers of the PWB/UNIX system, we believe that 
our system fosters real improvement in our users' productivity. 
The contributing factors have all been touched upon above; the 
most important of these are: 

U) A single, uniform, consistent programming environment. 
(ii) Good, basic tools that can be combined in a variety of ways 

to serve special needs. 
(iii) Protection of data to free the users from time-consuming 

housekeeping chores. 
Uv) Very high system availability and reliability. 

Taken together, these characteristics instill confidence in our users 
and make them want to use our system. 

One effect that we did not fully forsee was that our changes to 
the UNIX system (some made under considerable pressure from 
our users) would lead to an explosion of project-specific software 
and an expanded demand for PWB/UNIX service. However, we did 
keep to our original goals: 

U) To keep up-to-date with the Research UNIX system. 
(ii) To change as little of the Research UNIX system as possible. 
(iii) To make certain that our changes did not compromise the 

inherent simplicity, generality, flexibility, and efficiency of 
the UNIX system. 

Uv) To provide to our users tools, rather than products. 
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The intent of this paper is twofold: first, to comment on the general 
properties of the UNIX* operating system as a tool for software product 
development and as a basis for such products; and second, to introduce 
the remaining papers of this issue. 

I. A BRIEF HISTORY 

Bell Laboratories has employed minicomputers in laboratory work 
since they first became available. By the early 1970s, several hun­
dred minicomputers were controlling experiments, supporting 
machine-aided design, providing remote-job-entry facilities for com­
putation centers, and supplying peripheral support for Electronic 
Switching Systems laboratories. The availability of the C-Ianguage 
version of the UNIX system in 1973 coincided with the emergence of 
several new factors related to minicomputers at Bell Laboratories: 

(i) The cost, reliability, and capacity of minicomputers­
especially improvements in their peripherals-made applica­
tions possible that were previously not economical. 

(ii) Minicomputer-based systems were being selected for installa­
tion in operating telephone companies to assist in the 
administration and maintenance of the telephone plant. 

* UNIX is a trademark of Bell Laboratories. 
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(iii) Many such projects were started in a period of a few months, 
which meant that many engineers were suddenly shifted into 
minicomputer software development. 

(iv) The pressures to develop and install these systems rapidly 
were very great. 

Needless to say, the same factors applied to the laboratory uses of 
minicomputers, but not on the same scale. Product planning esti­
mates suggested that over 1500 such minicomputer-based support 
systems would be installed in the Bell System by the early 1980s. 

The developers of each of these early minicomputer-based pro­
jects had to either write their own operating system or find a suitable 
system elsewhere. The UNIX operating system had become available 
from the Bell Laboratories computing research organization, and 
projects were encouraged to use it for their software development. 
Most projects originally planned to use the UNIX system to develop 
their own special-purpose operating systems for deployment with 
their applications. However, all projects were encouraged to con­
sider the UNIX system for deployment with their applications as well. 
These early projects found that the UNIX operating system provided 
excellent programming and documentation tools, and was 
significantly better than the vendor-supplied alternatives then avail­
able; the C language and the UNIX system provided a means to rapid 
development, test, and installation of their software products. Most 
of these projects found that the UNIX system, with some local 
modifications, could be used not only for program development, but 
also as the base for the product itself. 

No central support of the UNIX system - i.e., counseling, training, 
bug fixing, etc. - was available or promised to these pioneer projects. 
Documentation, aside from a good user's reference manual and the 
C language listings, was also lacking. The first projects were handi­
capped by having to supply their own UNIX system support. In spite 
of this added load, the UNIX system still proved a better choice than 
the vendor-supported alternatives. Central support and improved 
documentation were subsequently provided in 1974. 

Many requests for improvements to the UNIX system came from 
telephone-related development projects using it as the base for their 
products. These projects wanted increased real-time control capabili­
ties in the UNIX system, as well as improved reliability. Even 
though the systems produced by these projects were ancillary to the 
telephone plant, Bell System operating telephone companies increas­
ingly counted on them for running their business. Reliability of 
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these systems became an important issue, and significant support 
effort was devoted to improving the detection of hardware failures 
by the operating system. Mean-time-to-failure was generally ade­
quate for most projects; mean-time-to-repair was the problem. 

Improvements were made that allow UNIX processes to communi­
cate and synchronize in real time more easily. However, additional 
real-time features were needed to control the scheduling and execu­
tion of processes. In another research organization, H. Lycklama 
and D. L. Bayer developed the MERT (Multi Environment Real­
Time) operating system. MERT supports the UNIX program­
development and text-processing tools, while providing many real­
time features. Some projects found MERT to be an attractive alterna­
tive to the UNIX system for their products. This led, in 1978, to the 
support of two versions of UNIX: the time-sharing version (UNIX/TS) 

and the real-time version (UNIX/RT). UNIX/TS is based on the 
research version of the UNIX system with additional features found 
to be useful in a time-sharing environment. UNIX/RT is based on 
MERT and is tailored to the needs of projects with real-time require­
ments. The centrally supported UNIX/TS will become the basis for 
PWB/UNIX as described by Dolotta et aI., and will provide 
computation-center UNIX service. Real-time projects are currently 
evaluating UNIX/RT, and real-time features for UNIX are still a matter 
for continuing investigation and study. 

The UNIX and MERT operating systems have found wide accep­
tance both within the Bell System and without. There are currently 
48 Bell Laboratories projects using the UNIX system and 18 using 
MERT. Some 24 of these projects are developing products for use by 
the Bell System operating telephone companies and have already 
installed over 300 UNIX system-based products, with the installation 
rate still accelerating. In addition, another 10 projects are using 
PWB/UNIX, and many operating companies are evaluating PWB/UNIX 

for programming and text-processing tasks within their companies. 
Outside the Bell System, over 300 universities and commercial insti­
tutions are using the UNIX operating system. An important by­
product of university use is the growing availability of trained UNIX 

programmers among computer science graduates. 

II. WHY UNIX AND C? 

Each of the following papers suggests why the UNIX system was 
selected for a particular purpose, but some common themes are 
worth emphasizing. As was suggested above, development projects 
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initially selected the UNIX system as a program-development 
environment. The earlier paper by Dolotta et al. admirably summar­
izes the general case for using the UNIX system. Minicomputer­
based projects, however, also have incorporated the UNIX system in 
their final product, and this usage raised new requirements and con­
cerns. We shall attempt to categorize briefly these new require­
ments and explore their implications. 

First, and most obvious, the products of many projects could be 
considered simply a specialized use of a dedicated time-sharing ser­
vice; because the UNIX system appeared to be the most efficient 
available minicomputer time-sharing system, it was an obvious 
choice for such projects. Its flexibility, generality, and multipro­
gramming efficiency were just as advantageous for the applications 
programs as for program developers. Even the existing scheduling 
and priority mechanisms were adequate for some applications. 

Because it was designed for the programming of the UNIX system 
itself, the C language could also be used to implement even the 
most complex subsystems. While almost all applications must com­
municate with special devices unique to their projects, C has an 
elegant mechanism for solving this problem without special language 
extensions. It depends upon the fact that the PDP-11 architecture 
presents all device data and control registers as part of the operating 
system's virtual address space. These registers can be accessed by 
assigning absolute constants to pointer variables defined and mani­
pulated by standard C programs. 

III. EXTENSIONS FOR REAL-TIME APPLICATIONS 

Most projects with real-time applications found the UNIX system 
wanting in several areas: 

(0 Interprocess communication. 
(i0 Efficient handling of large files with known structure. 
(iii) Communication with special terminals, or using special line 

protocols. 
(iv) Priority scheduling of real-time processes. 

The general theme is time efficiency; the standard UNIX system 
already provides all the required functions in some form. What was 
needed was the ability to "tune" and control these functions in the 
context of each application. The papers that follow provide three 
different answers to this problem: 
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(i) Modify and extend the standard UNIX system to provide the 
additional function or efficiency required. 

{in Adopt MERT, which is a version of the UNIX system restruc­
tured to include many real-time functions. 

(iii) Distribute the application between a central standard UNIX 

operating system and coupled microprocessors or minicomput­
ers that handle the real-time activities. 

Design of real-time applications is a very difficult area, and we 
expect to see continuing controversy over the best way to handle 
such applications. The paper by Cohen and Kaufeld argues elo­
quently why extending the UNIX system was the proper answer for 
the Network Operations Control System project, while the paper by 
Nagelberg and Pilla is equally persuasive in arguing that adoption of 
MERT was the right answer for the Record Base Coordination System 
project. The papers by Wonsiewicz et al. and Rovegno both describe 
successful delegation of the real-time aspects of the application to 
microprocessors connected to the standard UNIX configuration. 

The project described by Wonsiewicz et al. is especially relevant. 
The designers originally selected MERT for their central machine, but 
in the end they did not use its real-time features. They were able to 
put all time-sensitive processing into LSI-II microprocessors in the 
individual laboratories, and then switched from the MERT system to 
the UNIX system on their central machine to gain the greater robust­
ness and reliability of UNIX (the MERT system is newer than the 
UNIX system, more complex, and less well-shaken-down by users). 

IV. RELIABILITY AND PORTABILITY 

Anything written on minicomputer applications in the telephone 
system would be remiss if it did not mention the issues of reliability 
and software portability. The introduction of commercial minicom­
puter hardware with its 5-year support horizons into the telephone 
plant that has a 40-year-support tradition raises some obvious ques­
tions in the area of reliability and field support. The Bell System 
investment in applications software must be preserved over long 
periods of time in the face of rapid evolution of the underlying 
hardware technology and economics. 

The basic reliability of the UNIX software is very good. Note, for 
example, the comments in Section 8.1 of the paper by Dolotta et al. 
Using an operating system other than that supplied by the vendor 
complicates hardware maintenance by the vendor. Effort has been 
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expended in making the UNIX system report errors to the vendor's 
field engineers in the language and formats that are used by their 
own diagnostic software. The UNIX system is being improved in its 
ability to report its own hardware difficulties, but this cannot be car­
ried very far without redesigning the hardware. None of the current 
uNIx-based systems in the Bell System operating telephone com­
panies directly handle customer traffic, which significantly reduces 
the reliability requirements of these systems. To achieve the relia­
bility required of Bell System electronic switching offices would 
necessitate a large and carefully coordinated hardware and software 
effort. 

One of the goals in using the UNIX operating system in telephone 
applications is to insulate the applications code as much as possible 
from hardware variations that are driven by the vendors' marketing 
goals and convenience. By controlling the UNIX system, applications 
code can be largely protected from the vagaries of the underlying 
hardware. Such hardware independence is clearly a matter of 
degree, although full portability of the UNIX system across several 
different hardware architectures without affecting applications is the 
ultimate goal. Currently, the UNIX applications code moves quite 
easily across the PDP-II line. Experiments are under way to move 
UNIX to different vendors' hardware, as described by Johnson and 
Ritchie earlier in this issue. It is already clear that projects must 
exercise care in how applications are written if they are to move 
easily from one vendor's architecture to another. Fortunately, much 
of the needed "care" is simply good C coding style, but unfor­
tunately, precise, complete rules that guarantee portability are prov­
ing both complex and a bit slippery. However, the basic idea of 
using UNIX as an insulating layer continues to be the most attractive 
option for preserving minicomputer applications software in the face 
of hardware changes. 

v. THE UNIX APPLICATION PAPERS 

The six papers that follow describe a spectrum of applications built 
upon the UNIX and MERT operating systems. The first paper, by 
Wonsiewicz et aI., describes a system handling the automation of a 
number of diverse instruments in a materials-science research 
laboratory. In the second paper, Fraser describes a UNIX system 
used to build an engineering design aid for fast development of cus­
tomized electronic apparatus. The user works at an interactive 
graphics terminal with a data base of standard integrated circuit 

2206 THE BELL SYSTEM TECHNICAL JOURNAL, JULY-AUGUST 1978 



packages, generating output ready to drive an automatic Wifing 
machine. The system makes judicious use of special hardware and 
software facilities available in only two of the large Bell Laboratories 
computation centers, which are accessed via communication links. 
In the application described in the third paper, by Rovegno, the 
UNIX system is used both as a tool and as a model for the develop­
ment of microprocessor support software. Whereas a UNIX system 
was initially used to generate and load microprocessor software in a 
time-sharing mode, many of its features were then carried over into 
a small, dedicated microprocessor-based support system. The fourth 
paper, by Pekarich, shows the use of a UNIX system in a develop­
ment laboratory for electronic switching systems. It replaces the 
control portion of a large switching machine, illustrating the ease of 
interfacing to several specialized devices in the telephone plant. 

Whereas these four papers deal with one-of-a-kind systems in 
research or development environments, the last two papers describe 
the UNIX system-based products that are replicated throughout the 
Bell System. The paper by Nagelberg and Pilla describes the MERT­

based Record Base Coordination System, which coordinates the 
activities of several diverse data base systems. Ease of change, even 
in the field, is the overriding requirement here; this pertains to. the 
interfaces as well as to the algorithms, which are all implemented in 
the UNIX command language (shell) . The paper by Cohen and 
Kaufeld deals with the Network Operations Control System. It 
represents the top level of a hierarchy of systems that collect tele­
phone traffic data and control the switching network. Characterized 
by well-defined and stable interfaces and stringent performance 
requirements, the design of this system exemplifies how real-time 
requirements can be met by modifying the UNIX operating system. 

VI. SUMMARY 

The UNIX system has proven to be an effective production 
environment for software development projects. It has proven to be 
an appropriate base for dedicated products as well, though it has 
often required modification and extension to be fully effective. The 
near future promises better real-time facilities and some significant 
portability advantages for the UNIX development community. 
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Microcomputers, operating as satellite processors in a UNIX* system, 
are at work in our laboratory col/ecting data, controlling apparatus and 
machinery, and analyzing results. The system combines the benefits of 
low-cost hardware and sophisticated UNIX software. Software tools have 
been developed that accomplish timing and synchronization; data acquisi­
tion, storage, and archiving; command signal generation; and on-line 
interaction with the operator. Mechanical testing, magnetic measure­
ments, and col/ecting and analyzing data from low-temperature convec­
tive studies are now routine. The system configurations used and the 
benefits derived are discussed. 

The vision of an automated laboratory has promise: computers 
control equipment, collect data, and analyze and display results. 
The experimenter, freed from tedium, devotes more energy to 
creative pursuits, presumably research and development. Unfor­
tunately, the vision has proved to be a mirage for more than one 
experimenter who, after a year of learning the mysteries of hardware 
and software, finds the control of experiments as far away as ever. 

This paper describes a system for laboratory automation using the 
UNIX time-sharing system that has permitted experiments to be 
automated in hours rather than years. This is possible because the 

* UNIX is a trademark of Bell Laboratories. 
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UNIX system makes programming easy, standardized hardware solves 
many interfacing problems, and a library of programming tools per­
forms many common experimental tasks. The complex task of 
automating an experiment reduces to the simpler tasks of assem­
bling hardware modules, selecting the appropriate combination of 
software tools, and writing the program. The experimenter need not 
know the details of how signals are passed from one hardware 
module to another. 

The benefits of automation are illustrated here by examples taken 
from the laboratory. Among these are very precise data logging, 
simplified operation of complex machinery or experiments, quick 
display of results to the operator, easy interfacing to data analysis 
tools or graphics, and ease of cross-correlating among experiments. 

I. APPROACHES TO AUTOMATION 

A variety of approaches have been made to the problem of labora­
tory automation. Systems can be designed for the job at hand, or 
they can be designed to be multipurpose. A compliter may be 
devoted to a single experiment, or one computer may be shared 
among several experiments. 

1.1 Job-specific automation 

One approach to automation is to tailor a system to a specific 
problem, either by developing dedicated hardware or by developing 
job-specific software. A modern digital multimeter affords a good 
example. Some multimeters employ specially designed digital circui­
try to accomplish a myriad of operations (ac-dc voltage and current 
readings, resistance, autoranging or preset scales, sampling times, 
etc.), while others incorporate a microprocessor with specific 
software to accomplish the same functions. 

A drawback is that the design can be too specific. Changes in the 
operation of the device can be made only by rewiring the circuit or 
by rewriting the program. Since the operation of a digital multime­
ter changes slowly, the job-specific development is practical. If 
enough instruments are sold to recover the high costs of specific 
design, the approach is economical. 

Larger examples of job-specific design are to be found in the auto­
mation of widely used scientific apparatus such as gas chromato­
graphs and x-ray fluorescence machines, where the high cost of 
software and hardware can be amortized over many units and where 
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the function of the apparatus changes slowly. Unfortunately, there 
are other examples where the automation never quite worked prop­
erly or could not be changed to meet changing needs, and still oth­
ers where the high cost of developing the job-specific design was 
never recovered. 

1.2 Multipurpose automation 

In fact, many cases of automation in research and on the produc­
tion line are antithetical to the conditions for job-specific develop­
ment. The tasks are varied, they change rapidly, and the number of 
identical installations is small. Such applications are best served by a 
system that is versatile and easily changed. 

A system can be multipurpose only if the hardware and the 
software are multipurpose. Flexibility in hardware at the module 
level is illustrated by the multimeter, which performs a variety of 
functions by virtue of the specific hardware and software it con­
tains. Hardware versatility at the system level is achieved by the 
ease of interconnecting or substituting various modules, meters, 
timers, generators, switches, and the like. Recently, standards for 
interfacing instruments have been gaining acceptance. Many 
modern instruments offer the IEEE instrument bus; 1 nuclear instru­
mentation follows the CAMAC standard2 which permits higher data 
rates and larger numbers of instruments than the IEEE bus. 

One might think that because typing is easier than soldering, it 
should be easier to change software than to change hardware. How­
ever, the ease of changing software depends on the language at 
hand, the quality of the editor, the file system structure, etc. The 
very features of the UNIX time-sharing system that make it suitable 
for system development3 also make it suitable for automating a 
laboratory or a production line. Most of the work in automation is 
in the software, and UNIX makes developing the software easy. 

1.3 Multipurpose software 

Software is changed more readily if it is well designed and cleanly 
implemented. Quite small programs can meet a large number of 
needs if they fit Kernighan and Plauger's description of a software 
tool:4 

it uses the machine~ it solves a general problem not a special 
case~ and it's so easy to use that people will use it rather than 
building their own. 
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Naturally, such tools will not meet every need, but they will 
serve for most tasks. They are usually easily modified to meet spe­
cial needs. 

1.4 Stand-alone systems 

An experiment can either have a computer devoted exclusively to 
it or it can share the computer with other experiments. The stand­
alone approach has several virtues; chiefly, no one else can preempt 
the computer at a crucial instant (real-time response) and no one 
else's errors can cause the system to crash (independence). Real­
time response and independence must be traded off against the high 
cost of hardware and software. While the cost of the central proces­
sor and memory have declined significantly in recent years, the cost 
of terminals, graphics, and mass storage devices has remained high. 

It should be remembered that most of the cost of automation is 
in software development. The software development tools on most 
stand-alone systems are primitive by UNIX standards and result in 
substantially higher total development costs. 

1 .5 Shared systems 

Connecting several experiments to a well-equipped central com­
puter shares the costs of expensive peripherals and may provide a 
reasonable programming environment. Simple experiments which 
do not require real-time response can be interfaced to a time­
sharing system directly. UNIX time-sharing can be used for this pur­
pose if the data rates are slow enough or if time delays can be 
tolerated. For example, an x-ray diffractometer might be interfaced 
as an ordinary time-sharing user since data are normally taken every 
five seconds or so. If there is some delay due to the load on the 
time-sharing system in positioning the diffractometer for the next 
reading, nothing but time is lost. 

Some central computers do provide a system which will guarantee 
real-time response. The MERT system is an example of one which 
provides a very sophisticated real-time environment aimed at users 
capable of writing system level programs.s Nevertheless, writing 
programs for real-time response on a shared system is a complex 
task that must be done with care because a single experiment can 
bring down the entire system. In the past, big shared central com­
puters have been unsuccessful in controlling many experiments at 
once, although recent reports indicate some success.6 In general, 

2212 THE BELL SYSTEM TECHNICAL JOURNAL, JULY-AUGUST 1978 



such a system is forced to rely on a small amount of very reliable 
code to shield the users from one another and from the system. 

1.6 Satellite processors 

The real-time response and independence of a stand-alone system 
can be combined with the lower costs and superior software of a 
shared system if inexpensive, minimally equipped microcomputers 
are connected to a large, well-equipped central processor. The 
microcomputer or satellite processor (sp) provides real-time 
response and independence when the experiment is in progress; the 
central processor (cp) provides data storage, an excellent program­
ming environment, and data analysis tools. Not only is the cost of 
such a system significantly less than the cost of an equivalent 
number of stand-alone systems, but the CP also provides time­
sharing services for data analysis and reduction, document prepara­
tion, and general-purpose computingJ,8 

II. SYSTEM DESCRIPTION 

In our laboratory, we have automated several experiments with 
the distributed processing system shown schematically in Fig. l. 
The CP provides UNIX time-sharing service to 16 incoming phone 
lines and supports up to 16 SPs for experimental control or as ordi­
nary time-sharing users. 

2.1 The central computer 

A Digital Equipment Corporation (DEC) PDP-11/45 with 124K of 
core storage, cache, 80M bytes of secondary' disk storage, and a tape 
drive serves as the central computer. Graphics are provided by a 
high quality terminal (Tektronix 4014) and a hard-copy printer 
plotter (Versatec 1200A). Data can be transmitted to other com­
puter centers with an automatic calling unit and a 2000-baud syn­
chronous phone link. 

The central facility is similar to an ordinary UNIX installation, 
offering a wide range of time-sharing services. Like other UNIX sys­
tems, many jobs are program development or document prepara­
tion. An unusually large number of jobs are numerical analysis run 
in Fortran or Ratfor9 or graphical displays using the UNIX graph 
command. Fortran is used because of the availability of many 
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Fig. I-Satellite processor system used for control of experiments. 

mathematical subroutines, for example, the PORT library,1O or 
because of inertia on the part of experimenters. 

2.2 The satellite processor 

Eight SPs are presently connected to this central facility, each con­
sisting typically of an LSI-II microcomputer with extended arith­
metic, a 9600-baud CRT terminal, two serial line interfaces (one for 
the CP and one for the terminal), a PROM/ROM board containing a 
communications package, and from 8 to 28K of semiconductor 
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memory. Because memory is inexpensive, most users choose more 
than minimum storage. 

2.3 The CP-SP interface 

The SPs are linked to the cp by means of serial line interfaces 
(see DL and DH in Fig. 1), operating over two twisted pairs of wires, 
often 300m long. 

The SP does not have the resources either in memory or secon­
dary storage to run the UNIX system directly. For a UNIX system 
that will run on a microprocessor equipped with a floppy disk, see 
Ref. 11. However, with the cooperation of the CP, the SP can emu­
late the UNIX environment during execution of a program, using the 
Satellite Processing System (SPS) .12 

SPS prepares a program for execution in the sP, transmits it, and 
monitors it during execution. If the program in the SP executes a 
system call, it is sent to the CP for execution. In our experience, 
sending all system calls to the CP proved burdensome, so we 
modified SPS so that the SP would handle system calls itself if possi­
ble, referring only those system calls to the CP which the CP alone 
could handle. For example, reading and writing the local terminal 
is best handled by the SP itself, whereas reading or writing a remote 
file can only be done through the CPo Certain other system calls, 
fork, for example, are simply not appropriate in the present distri­
buted processing framework and are presently treated as errors. 
When no program is executing in the sP, the local terminal behaves 
exactly as if it were connected directly to the CP under UNIX time­
sharing. Further revisions to the CP-SP communication scheme are 
under way that should permit the SP to run a long-term program 
acquiring data while the local terminal is used for ordinary time­
sharing. 

Although SPS was designed to accommodate a variety of comput­
ers, cost considerations have led us to use LSI-II microcomputers 
exclusively. If future needs dictate a large computer, the capacity is 
there, although the future may well bring bigger and faster satellite 
machines. 

2.4 I nterface to the experiment 

A surprising variety of experiments can be automated with the 
interfaces shown schematically in Fig. 1. 
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(0 The CRT terminal operating at 9600 baud provides interaction 
with the operator at a speed high enough to permit messages 
as explicit as needed without slowing the experiment down. 

(ii) Voltage signals are read or generated by means of an ADAC 

(Analog-to-Digitial Digital-to-Analog Converter). Connec­
tions are made through a standard multi pin connector. From 
8 to 64 lines can be used on input and two lines on output. 
The usual range of voltage is 10 volts with a precision of 
5 mV. The programmable gain option allows the precision to 
be increased to 0.5 mV over a correspondingly smaller vol­
tage range. 

(iii) Signals that are binary in nature can be interfaced with the 
LSI DRV-II parallel interface, which provides 16 input and 16 
output lines. On output, pulses can be generated to step 
motors, set relays, or trigger devices that respond to TTL sig­
nals. On input, switch closure, TTL signals, and interrupts 
can be monitored. The DR also provides a way to interface to 
numeric displays or inputs. If the number of binary inputs is 
large, several DRS can be employed. 

(iv) Sophisticated instruments, such as multimeters, frequency 
synthesizers, transient recorders, and the like, can be inter­
faced through the IEEE instrument bus.! More than a hun­
dred instruments are available with the IEEE bus, and the 
numbers have been increasing rapidly. 

( v) Timing during the experiment can be accomplished with the 
internal 60-Hz line time clock of the LSI-II or by a more pre­
cise programmable clock, the Kw-ll. 

III. INTERFACE TO THE EXPERIMENTER 

Our goal was to create an interface between the user and the 
experiment which used the machine to do the dirty work, met a 
variety of needs, and was so easy to use that people wouldn't try to 
reinvent it-in short, to develop what Kernighan and Plauger 
describe as tools, as opposed to special-purpose programs.4 

Each interface described above is handled with one or more tools 
summarized in Table I. Each is a function or series of functions 
written in the C programming language13,14 which can be called 
from a C program. The C functions can also be called directly from 
programs compiled with the FORTRAN 77 compiler which is now 
operational on UNIX. IS A tutorial discussion of the use of these 
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Table I-Tools for experimental control 

Interaction with the experimenter 
rsvpO; numberO; 

Data acquisition 
getvoltO; setgainO; zeroO; parinO; parintO; 

Experimental control 
outchanO; putvoltO; rampO; sineO; paroutO; 

Timing and synchronization 
timeO; delayO; setsyncO; syncO; 

Dynamic data storage 
bputO; bgetO; bfreeO; 

Sending data to the central computer 
bsendO; bnameO; 

tools is available16 which has served as the text for a 16-hour course 
in computer automation. 

3.1 Interaction with the terminal 

The programmer can use two tools to ask a question of the opera­
tor and read the response: number which returns a floating point 
number and rsvp which matches the response to a list of expected 
replies. For example, 

velocity = number("ram velocity", "mm/sec"); 

will print the message 

ram velocity, mm/sec? 

on the terminal, analyze the response, and return a floating-point 
number. If the input is unrecognizable, number repeats the mes­
sage. If the reply is "1 ft/min," a conversion will be made to 
mm/sec, the units specified by the optional second argument. If 
the units are unknown, e.g., furlongs/fortnight, an error message 
will be printed and number will try again. It is possible for the user 
to supply an alternate table of conversion factors for number. 

A second tool is provided to ask the experimenter a question and 
analyze the reply. The simplest use of rsvp is to use the terminal 
to get a cue, as in: 

rsvp("Hit RETURN to start the test."); 

which prints the message on the terminal and waits for the carriage 
return to be typed. rsvp will analyze responses, as in: 

reply = rsvp("stress or strain?", "stress", "strain"); 

which prints the first argument on the terminal as a prompt, 
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analyzes the response, and sets reply to 1 if stress was typed, 2 if 
strain was typed, and 0 if anything else was typed. 

Because number and rsvp are reasonably intelligent and cautious 
about accepting illegal input, they can be used to create other pro­
grams which are similarly gifted. For example, many experiments 
require a knowledge of the area of the specimen under study. A 
simple function can be written in a dozen or so lines which will cal­
culate the area from information supplied at the terminal for either 
a circular or a rectangular specimen. The user can supply dimen­
sions in units ranging from yards to microns. 16 

Because rsvp and number use the standard I/O routines, they 
run on the 11/45 as well as the LSI-II. Developing them was also 
easy, because the hard part was done by UNIX library routines like 
atof. 

3.2 InterfaCing with analog signals 

Once the leads from the experiment are connected to the ADAC, 

the voltage on the nth channel can be read by calling 

getvolt(n) ; 

The gain on channel n can be set to lOX by calling 

setgain(n, 10); 

If this call is issued and the ADAC lacks programmable gain, or if 
the desired gain is not available, setgain will print an error mes­
sage. In some experiments, it is convenient to take an arbitrary 
reference voltage as a zero reference. Calling 

zero(n) ; 

will take the current voltage reading on channel n as the zero refer­
ence for all subsequent readings on channel n. All data returned by 
getvolt will be in consistent internal units, so that the gain or zero 
can be set independently by different routines. 

Voltages can be generated with the function: 

putvolt(v) ; 

If there is more than one D-A, the function outchan can be 
called to specify the channel for output. The following code causes 
zero volts to appear on the two output channels. 
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outchan(O) ; 
putvolt(O) ; 
outchan(1) ; 
putvolt(O) ; 

putvolt can be used in combination with the timing tools to create a 
variety of signal generators or command signals. If the response to 
the voltage command is measured with getvolt and fed back to the 
command, closed loop control is possible. Examples of such con­
trol are given in a later section. 

3.3 Parallel interfacing 

The 16 output lines of the parallel interface can be written simul­
taneously by writing a 16-bit word with the call: 

parout(n, word); 

where n refers to the number of the DR interface board. The 
binary representation of the word will determine which lines are on 
or off. Since the C language provides a number of operators for bit 
manipulation, the common operations of setting, clearing, or invert­
ing the ith bit can be accomplished easily.14 

Similarly, the state of the 16 input lines on the nth DR can be 
read simultaneously with the function: 

parin(n) ; 

which returns a 16-bit integer. The C bit operators are then used to 
mask off the bits which correspond to the signals of interest. 

The interrupt inputs on the DR can be used to signal the proces­
sor as described in a later section. 

3.4 The IEEE instrument bus 

The IEEE bus interface tools are still under development with the 
goal of writing high-level commands that will interface to many 
electronic instruments. At present, the instruments can be con­
trolled by the standard technique of writing or reading an ASCII 

stream on the bus with reads and writes or the high level routines 
scanf or printf. A command analogous to stty called buscmdO 
sets the state of the bus driver. 
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3.5 Timing 

Events during the experiment can be timed by means of the 
internal line time clock in the LSI or by a higher precision pro­
grammable clock. In either case, the tools for timing remain the 
same; the precision simply changes. The simplest use of the clock 
is to measure elapsed time with the variable time which is incre­
mented each clock tick. Events can be synchronized with a clock by 
the function syncO. A function setsync(t) is provided which sets 
the period of the sync signal to t ticks of the clock. Subsequent 
calls to sync() will not return until a sync signal is generated. In 
this way, data can be obtained at regular intervals, or pulses of a 
specified frequency can be generated. A third function delay(n) 
causes the program to wait for n sync signals. The accuracy of the 
timing functions is determined by the accuracy of the clock and 
ultimately by the speed of the LSI-II, which seems to limit practical 
timing to frequencies of less than about 10 kHz. In the future, fas­
ter processors may extend this limit. 

3.6 Data storage and transmission 

Many applications of computers to experiments are primarily data 
acquisition and recording. The tools for storing data on the SP and 
transmitting it to remote files on the CP are important. Therefore, 
considerable effort has been spent on devising a set of commands 
for storing data in buffers on the SP and transmitting the buffers to 
named files on the CPo 

A group of buffers are provided in which data can be stored 
without regard to type (int, long, float, or double). The buffering 
routines keep track of the type automatically. This is useful in stor­
ing data for an xy graph; n pairs of integers which form the data for 
the graph could be stored in the same buffer as an initial pair of 
double precision scaling factors which convert the integer data into 
useful units. The entire buffer can be transmitted to the CP as a 
unit. The buffers are dynamically allocated; that is, depending on 
how the data are written, one buffer could consume all the buffer 
space, or all the buffers could share the space. The command 
bfree(n) releases the nth buffer whose space is then made available 
for data storage by any of the other buffers. The command 
bsend(n) sends the contents of buffer n to the CPo The function 
bname() is used to specify the name of the file. 
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The buffering commands can be used in combination to form a 
sophisticated data logging system. For example, bsend can be 
called periodically during data logging to update a file on the CPo 

The transmission will be incremental; that is, only the data added to 
the buffer since the last bsend will be transmitted. For applications 
where more data are taken than will fit in the sP, large files can be 
built on the CP by doing a bsend when the buffer fills, followed by 
a bfree. Once the files are saved on the cP, the UNIX shell and pro­
grams can be used to manipulate or forward the data to yet another 
computer facility for analysis on a higher speed computer. 

3.7 Interrupt and signal handling 

In the control of real-time experiments, it is sometimes necessary 
for the experiment to interrupt the computer, as for example when 
data collection is complete or an event of some urgency has 
occurred. The UNIX system's signal and interrupt mechanisms are 
rudimentary, as such events are rare in the fully buffered 110 
environment. The single-level interrupt structure of the LSI-II 
further complicates the problem of handling interrupts generated by 
the experiment. Our solution has been to implement a simple con­
trol primitive for doing all this, the EXECUTE command. 
EXEcuTE(routine, priority) allows the user to specify a routine to be 
run when the software priority level of the program drops below the 
given level. Because things normally considered atomic in nature 
(floating-point arithmetic and system calls) may be extremely slow 
when simulated on the LSI-II, it is advantageous to make them 
interruptable at a high priority rather than atomic. To guarantee no 
side effects, the interrupting routines must take care not to execute 
non-reentrant code. 

The user would not normally use EXECUTE directly but would use 
parint(n, routine, priority) which handles interrupts coming in on 
the nth DR interface. parintO can be used to turn off all interrupts 
or name a routine to be EXECUTEd at the specified priority when an 
interrupt occurs. For example, in the case of finding peaks in a 
diffraction spectrum, it is advantageous to compute while data are 
being collected by the counters, and be interrupted when the count 
is completed. Such an interrupt could be executed at a relatively 
low priority. If, on the other hand, an interrupt is received which 
indicates that a disaster has occurred, it should be handled at the 
highest priority. 
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3.8 Notes on implementation 

We have tried to design a software interface to experiments 
which follows the UNIX unified approach to input-output (I/O), that 
is, I/O should take place without regard to the type of device being 
read or written. For example, the local terminal, remote files, or 
the IEEE bus can all be read or written with standard I/O. 

Using standard I/O provides additional benefits. Routines for the 
IEEE bus were developed on the 11/45 and run on the LSI-II 

without change. Development was much easier on the 11/45 where 
pipes and a bus simulator were used to test the program before run­
ning on the LSI-II, without the added set of problems caused by 
running on the unprotected LSI-II. The IEEE bus interface could 
easily be used as a model for a UNIX device driver if the need arises. 

I/O is handled in the modified SPS framework by keeping a list of 
device descriptors that represent local devices. Any system call for 
a local device is handled without CP intervention; all others are 
passed to the CPo The local terminal driver includes fully buffered 
input and output, echoing, erase and kill processing, and interrupt 
and quit handling. 

A different approach is necessary for the devices on which a sin­
gle word or byte represents the entire transmission (DR or the 
ADAC). These devices can be faster than the LSI-II itself, so we 
have kept the interface as low level as possible, thereby incurring 
less overhead than would be the case if the standard I/O system 
were used. We have tried to make the I/O as independent of the 
device as possible, so that the user will not need to understand the 
detailed operation of each device and so that similar devices can be 
interchanged without changing the user programs. 

Each SP has a unique combination of hardware which requires a 
unique library of software tools to make it work. We are able to 
compile such a library by specifying options to the C preprocessor at 
compile time, so that the libraries can be prepared without changing 
the programs or including redundant information. 

IV. EXAMPLES 

The measure of the system and the tools is to be found in their 
application to actual experiments. The following examples are 
experiments which are now running, using the system and tools 
described above. 
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Fig. 2-Servo-hydraulic control panel. The satellite processor is the small module in­
dicated by the arrow. 

4.1 Mechanical testing 

One function of computer automation is to simplify the operation 
of a machine and shield the inexperienced user from its intricacy. 
The complexity of the control module of a modern servo-hydraulic 
machine is apparent in Fig. 2. The microcomputer, which controls 
the machine, is the small module indicated by the arrow. As a sim­
ple example of the complexity of running an experiment without 
computer assistance, the units of the stress strain curve being 
displayed on the xy recorder in Fig. 2 are determined by the settings 
of four potentiometers, the sensitivity of two transducers, and the 
dimensions of the sample. Under computer control, the results are 
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presented directly in the appropriate units. The computer program 
also provides complete step-by-step instructions for the operator 
during the test. 

A second function of computer automation is to provide safe 
control of a machine capable of generating forces of 50,000 kg and 
displacing a piston 25 cm in fractions of a second. Largely because 
of the simplified operation and safety of computer control, inexperi­
enced operators have been able to use this machine with minimal 
instruction. In addition, computer control permits very precise data 
acquisition, control of experiments not possible by hand, detailed 
data analysis, and automatic data archival which forms the begin­
nings of an automated laboratory notebook. 

Some details follow of how an experiment was automated to 
determine the beginnings of plastic flow. The machine can be con­
trolled by selecting one of three servo modes: stroke, which con­
trols the position of the piston; load, which controls the load gen­
erated; or strain, which controls the strain induced in a specimen. 
The servo mode (load, stroke, or strain) is set by calling 
outchan(sTRoKE). The command signal is then generated by a call 
to putvolt or rampO which generates a ramping voltage to the 
desired level. 

outchan (LOAD); 
zero(LOAD) ; 
ramp((int) 1 OO.O*KG); 

sets the servo mode to load control, takes the current load reading 
as the reference zero, and increases the load to 100 kg. 

Figure 3 illustrates the results of a test to detect the elastic limit 
of a material. The specimen is deformed under strain control to A, 
then unloaded under load control to A '. The sample is cycled to 
progressively larger strains (B, C, D, .. .) until a given amount of 
residual strain on unloading is reached, G '. Data are taken during 
the test with getvolt and stored with bput, as in: 

bput(YS, getvolt(STRAI N)); 
bput(YS, getvolt(LOAD)); 

which stores a stress-strain pair in the buffer, YS. Strain control is 
necessary because the shape of the curve would not permit equal 
load increments. 

Once this part of the test is completed, the results are analyzed 
and the yield stresses displayed for the operator. Testing then 
resumes under stroke control until failure of the specimen is 
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A' D' E' F' G' 
B' 

STRAIN 

Fig. 3-Load-unload test. Testing begins at the origin and proceeds along the path 
given by AA' BB' CC' DO' EE' FF' GG' . 

detected by a load drop. The uniform and total elongation and the 
tensile strength are then calculated and displayed. At the conclu­
sion of each test, the results and stress-strain curves are transmitted 
by bsend to the CP to files bearing the name of the specimen. 
Finally the buffer space is freed using bfree and the program 
requests information for the next sample. 

Thanks to the UNIX file system, the files are marked with the 
exact date and time of their creation, so that the file system itself 
serves as an automated laboratory notebook. Commonly, after a 
group of specimens is tested, the experimenter uses a graphics ter­
minal under time-sharing to examine the data with the graphl tek 
command. The combination of the UNIX file system, the shell, and 
the graphics makes cross comparison among specimens easy. When 
the analysis is finished, the UNIX archive command ar can be used 
to store the data in a compact form. 

Other programs have been written that accomplish static and 
load-unload tensile testing as well as fatigue and stress-relaxation 
testing. Benefits go beyond automation of existing tests, for the 
load-unload program outlined above would be impractical under, 
hand control on this machine. 
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H 

Fig. 4-Magnetic hysteresis loops. BH loops are shown for two materials given 
slightly different heat treatments. Note the difference in the II and IV quadrants, 
which show up in a lower energy product, BH. 

4.2 Magnetic testing 

Using the tools developed for the preceding example, we 
automated a magnetic hysteresis graph in about 5 man-hours from 
start of typing and soldering to the first analyzed data. The applica­
tion monitors the magnetic field intensity H and the magnetic 
induction B of a sample to determine its hysteresis loop (BH loop). 
The output is a BH loop (see Fig. 4) which can be graphed on the 
CP, as well as a table of the cardinal points obtained from the loop: 
coercive force, remnant magnetization, saturation magnetization, 
etc. The program also provides the energy product, BH, at specific 
load lines and the maximum energy product. 

Even though the application is little more than data acquisition 
and analysis, much time is saved during testing. The ability to 
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rapidly retrieve data and superpose BH loops of various materials, 
illustrated in Fig. 4, has been a valuable byproduct of automation. 
Future plans are to use the computer to control the field during 
testing, which would speed up the test and make possible the collec­
tion of recoil permeability data at various points in the loop. 

4.3 Other mechanical tests 

A single satellite processor has been used to control both the 
above experiments as well as acquire data from two screw-driven, 
mechanical test machines located in the same room and automate a 
rather specialized device called the WT- bend tester. I7 The bend 
tester determines the elastic modulus and the onset of plastic defor­
mation by vibrating a small strip sample in bending. The test is 
normally controlled by dedicated digital hardware and mechanical 
feedback. Using the LSI-II we were able to control the bend tester 
and acquire data more extensive and precise than had ever been 
obtained before. The operation was a severe test of the timing abil­
ities of the LSI-II, because a precision of 100 microseconds was 
required, even though the natural frequency of the vibration was a 
few hertz. In this application, the normal timing tools were inade­
quate but served as the starting point for a routine that exploits the 
LSI-II very close to its limits. This is possible because the C 
language permits programming at a level very close to the machine 
level, thereby taking full advantage of the hardware. If, on the 
other hand, the tools were written in Basic or Fortran language, 
they would not have lent themselves to a natural extension to the 
limits of the machine. 

4.4 Low temperature fluid flow 

Finally, to demonstrate the versatility of tools developed for a 
mechanical testing machine, we cite the work of Behringer and 
Ahlers who have studied the instabilities of fluid flow in liquid He 
at 2.2K.I8 The first use of their satellite processor was to acquire 
data over long periods of time ranging from an hour to several days. 
The ability to run continuously for weeks at a stretch is a measure 
of UNIX reliability. 

More recently, Ahlers has been using the LSI-II to control his 
experiments as well as take data. putvoltO is used to generate a 
sinusoidal power input at one plate of the convection cell, while at 
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Fig. 5-Temperature gradient across a cell as a function of time. The gradient is pro­
duced by applying a power input to one plate of a cell filled with liquid He at 2.2 K. 
The power is varied sinusoidally at first, then is held constant at the rms power level 
of the sine, and then is shut off. See Fig. 6 for a magnified view of how the mean 
temperature approaches steady state and Fig. 7 for the power spectrum of the 
response. 

the same time the response (the temperature gradient across the 
cell) is recorded with getvolt and stored with bput. The resulting 
gradient is displayed in Fig. 5. After a time the sinusoidal input is 
replaced by a constant power input of the same mean power, and 
the gradient is again monitored. The power is then shut off for an 
interval and the process is repeated with a slightly higher power 
density. 

Figure 6 shows how the mean temperature gradient approaches 
steady state for the sinusoidal input and the constant input. It 
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Fig. 6-Mean temperature as a function of time. The data from Fig. 5 have been 
averaged and magnified to show that the approach to steady-state conditions depends 
on whether the input is oscillating or constant. 

shows that the stability of the system depends on whether the input 
is oscillating or steady. Still using data obtained with the LSI-II, 
Ahlers applies fast Fourier transforms to reveal the details of the 
instability (Fig. 7). The ability to write programs, control experi­
ments, analyze data with sophisticated mathematical library func­
tions, display it graphically, and write it up for publication on a sin­
gle system is a significant advantage. 

Other applications under way or in progress include x-ray 
diffraction, pole figure determination, scanning calorimetry, phonon 
echo spectroscopy, thin-film reliability studies, and semiconductor 
capaci tance spectroscopy. 
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Fig. 7-Power spectrum of the temperature gradient vs. time function. The response 
to the sinusoidal power input is Fourier-transformed, and the corresponding power 
spectrum is displayed. Note the peaks at the second and third harmonic, which were 
not present in the power input. 

V. CONCLUDING REMARKS 

We have in operation a system for controlling laboratory experi­
ments which is powerful, easy to use, and reasonably general. It 
combines the isolation and real-time response of a stand-alone sys­
tem with the shared cost and better hardware/software facilites of a 
large time-shared system. It is powerful because the UNIX operating 
system and the C language provide facilities for file manipulation 
and the direct control of .devices. It is easy to use because tools 
have been written which shield the novice from many of the inter­
facing details. It is general because the tools were written with gen­
eral, rather than specific, applications in mind. Where great speed 
or specialization is necessary, the tools form a model that can easily 
be modified to meet the needs. 

For the future, we expect bigger and faster satellite microproces­
sors which will add further to the attractiveness of the satellite pro­
cessing scheme. As microprocessors become incorporated in test 
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equipment, we see a trend toward more intelligent instruments 
which, on command from the sP, can execute fast, complicated pro­
cedures without the sp's intervention. The test instrument should 
be intelligent about performing its essential functions and should 
provide an interface (eg. the IEEE bus) to a more general-purpose 
machine which controls other tests, coordinates instruments, and 
analyzes the results. Trends toward building full-blown software 
systems including file systems into large test equipment seem coun­
terproductive. 

As to the future of the software discussed here, we plan to revise 
the CP-SP communications interface to take advantage of new UNIX 

features to improve reliability, versatility, and speed. Further work 
remains to be done on a set of higher level tools for interfacing 
with instruments on the IEEE bus. 
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Circuit Design Aids 
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The circuit design engineer who wants to obtain rapid prototype con­
struction of one-o/-a-kind designs can get help by using programs that 
run under the UNIX* operating system. The programs include means for 
drawing circuit schematics on a graphics terminal and semi-automatic 
production of wire lists from those drawings. Included in the package are 
programs that check for simple errors and an interactive graphics pro­
gram for performing the physical design of a circuit board. 

The design aids are oriented toward the production of circuits com-
posed mainly of dual in-line packages mounted on wire-wrap boards. 
While the graphic editor, called draw, can be used for many purposes, 
the physical design layout program, called place, is valid only for boards 
equipped with sockets for dual in-line packages. The programs know 
how to prepare numerical control information for automatic and semi­
automatic wire-wrap machines. 

The programs use a PDP-11 computer with a Tektronix 4014 graphics 
terminal attached. Hard copy graphic output is obtainable on some sys­
tems from a device attached directly to the terminal; otherwise, the data 
are transmitted over communications lines to a computing service 
machine. 

I. INTRODUCTION 

In the research and development process, there is frequently a 

* UNIX is a trademark of Bell Laboratories. 
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need to rapidly obtain small numbers of prototype circuits. Ideally, 
the designer would like to be able to draw and edit circuit schemat­
ics in machine-readable form so that checking, physical layout, and 
prototype production are available at the touch of a button. Drafting 
standards and (frequently) physical design efficiency are second in 
priority to a fast turnaround. Automatic documentation and facili­
ties for making changes to earlier designs are also required. 

To a significant degree, this ideal has been achieved for those 
engineers who have access to a PDP-II that runs the UNIX operating 
system. The following four command programs are used: 

draw 
wcheck 
place 
wrap 

to edit circuit drawings 
to perform consistency checks on a circuit 
to place components on a circuit board 
to generate data for wire wrapping 

All programs are written in the C language and the interactive 
graphics terminal is a Tektronix 4014. Hard-copy output on paper 
or microfilm is obtained through a Honeywell 6070. The Honeywell 
6070 also produces the paper tape which drives a Gardner-Denver 
I4YN semi-automatic wire-wrap machine. Punched cards suitable 
for use with a Gardner-Denver I4F automatic wire-wrap machine 
are obtained by executing a program on an IBM 370. In each case, 
use of the service machine is automatic and is possible through the 
communications lines linking the pOP-II to the Honeywell 6070 and 
linking the Honeywell 6070 to the IBM 370. 

The circuit design aid programs are intended for use with circuits 
composed primarily of dual in-line packages assembled on wire­
wrapped boards. The intent is to provide the nonspecialist circuit 
designer with a tool suitable for laboratory use. It is assumed that 
the user's prime objective is to obtain an assembled circuit board 
and maintain consistent documentation with a minimum of fuss. In 
exchange, the user must be prepared to adopt some predefined con­
ventions and a rather restricted drawing style. 

Logic diagrams are first prepared using draw. One file of graphic 
information is constructed for each page of the drawing. When the 
logic drawing is complete, the graphics files are processed to yield a 
wire-list file. The user must now prepare a definitions file in which 
the circuit board and circuit components are described. Library files 
of definitions exist to simplify the task. The definitions file is a text 
file prepared using the UNIX text editor. Next, the wire-list file and 
the definitions file are fed to wcheck. That program performs a 
number of consistency checks and generates a cross-reference 
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listing. Any errors detected at this stage must be corrected in the 
logic diagram, and the process is then repeated. When a correct cir­
cuit description has been obtained, the definition and wire-list files 
are fed to place. That is an interactive program for choosing a cir­
cuit board layout. A drawing of the board is generated automati­
cally. In addition, placement information is automatically written 
back into the logic drawings for future reference. Finally, the 
definitions file and a wire-list containing the placement data are fed 
to wrap, which generates the instructions necessary for wiring the 
circuit board. For machine-wrapped boards, wrap produces the 
appropriate paper tape or punched cards. Hard-copy printouts of the 
logic diagrams, the circuit board, and the cross-reference listings 
provide permanent documentation of the final product. 

II. TERMINOLOGY AND CONVENTIONS 

A circuit description contains two parts. A schematic drawing 
shows the interconnection of components, while a text file describes 
the physical properties of the components. Drawings prepared by 
draw are held in drawing files with one file per page of a drawing. 
These files have names that end in the page number and .g. The 
definitions file is prepared as ASCII text and is in Circuit Description 
Language (CDL). It is CDL that the draw program generates when 
asked to produce a wire list from the circuit drawing. 

The terminology used in the circuit design aid programs is 
described below. It will be seen that this terminology is oriented 
toward integrated circuits and wire-wrap boards. However, with a 
little imagination, the user will find that a wide range of "non­
standard" situations can be handled quite effectively. 

signal 

special signal 

chip 
package 

pin 

board 

The information that passes over a wire and is 
carried by a net of wires. 
A signal that is distributed about the circuit 
board by printed circuitry. Ground and vcc 
often fall into this category. 
A circuit component such as a NAND gate. 
The physical unit which houses one or more 
chips. A dual in-line package is an example. 
The point where a signal wire connects to a 
chip. 
The physical unit on which packages are 
mounted. 
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socket 
connector 

The device for mounting a package on a board. 
The interface between signal wires on the board 
and those external to the board. 

Chips, packages, and sockets are grouped by type. All the items 
of one type exhibit the same properties. Types, like signals, chips, 
and connectors, are identified by name. Pins and sockets are 
identified by number. 

III. DRAW: TO EDIT A LOGIC DRAWING 

For simplicity, draw is a graphic editor that knows nothing about 
electricity. However, its features are designed to make the prepara­
tion of logic drawings easy. Using draw one could draw almost any­
thing and there would be no immediate complaint. Errors would be 
reported only if the machine is asked to produce a wire list. 

The user must accept certain conventions for circuit drawings. 
One convention relates to the size and scale of the drawing itself. 
The hard-copy version is intended to fit neatly on 11- by 17-inch 
drawing paper. (Fig. 1 is a reduced version of such an output.) The 
page is divided into two parts: a main drawing area and a narrow rec­
tangular area known as the border. The latter is intended for anno­
tations, such as the name of the component being designed. When 
displayed on the Tektronix 4014, the main drawing area occupies the 
entire screen (Fig. 2), and a special mode of draw is required to 
display the border. To avoid confusion about which lines touch 
which others, a I/IO-inch grid is used. All lines have their end 
points on grid points. (A single exception will be described later.) 
For reference purposes, the drawing area is divided into large 
squares 1 by 1 inch. These are the bases of a coordinate system by 
which the position of any component can be identified. 

draw is used mainly to draw two things: chips and wires. So far 
as draw is concerned, no relationship exists between them. For 
example, it is unaware of any need for a wire to terminate on a chip. 
For the same reason, it does not object to a wire that runs right 
through a chip. Only when it comes time to generate a wire list and 
feed it to wcheck is it necessary for the drawing to meet such stan­
dards of consistency and reasonableness. 

A wire is drawn as a connected series of straight lines. Drawing is 
achieved by first specifying the signal name and then by moving the 
cross-hairs (controlled on the 4014 by thumb wheels) to the position 
at which drawing should start. Striking an e starts a new line and an 
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Fig. 2-The Tektronix 4014 terminal displaying a circuit. 

a starts a new line segment which joins onto an existing line. 
Thereafter, striking the space bar extends the line to the current 
cross-hair position. Line segments drawn in this way are either ver­
tical or horizontal. Diagonal lines are drawn by using z instead of e. 

It may seem illogical, but draw treats pins as part of a wire and 
not part of a chip. A wire joins together a number of pins, and for 
each pin one can specify a name and a number. Chips are drawn 
separately and the association between chips and pins is made when 
the wire list is constructed. For that association to be made, the pin 
must lie within, or be very close to, a rectangle just large enough to 
contain the chip. 

Chips are usually represented by closed geometric forms such as 
rectangles. To draw a chip it is only necessary to specify its shape 
and use the cross-hairs to give its position. A rectangle is drawn if 
no shape is specified. Two text strings can optionally be associated 
with a chip: a chip name and a type name. In some cases the shape 
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adequately identifies chip type and then no explicit type name need 
be given. Both names are treated by draw as text to be written, 
usually, within the drawing of the chip. An option, selected when 
defining a new shape, allows one to specify where such text should 
be displayed. 

To define a new shape, the user first enters its name. A blank 
screen is then presented on which the shape may be drawn at four 
times the final scale. In this mode line end points must lie on 
1/40-inch grid points (not the usual 1110-inch grid) so that reason­
able approximations to curved lines can be made using straight line 
segments. 

By now it should be apparent that draw has little built-in intelli­
gence. For example, it does not have a repertoire of heuristics 
designed to automatically route wires around chips or to minimize 
crossovers. We judge that such heuristics are cumbersome to pro­
gram and rarely satisfactory in practice. Layout of the drawing is 
entirely in the user's hands. However, a number of small conveni­
ences are provided to make the task moderately easy. For example, 
chips are drawn by positioning the cross-hairs on the left-hand end 
of the required centerline. Most chip shapes are symmetric about 
the centerline, and the desired centerline position is frequently 
known more accurately than any other point. Another convenience 
is a command that draws a grid centered on the current cross-hair 
position with grid points spaced at intervals specified by the user. In 
this way, one can quickly and accurately place a series of equally 
spaced wires or chips. 

Editing facilities are equally unsophisticated. One can delete 
specific wires, pins, chips, and other drawing features or one can 
draw a rectangle around a group of components and delete them all 
or move the rectangle with components inside. Rectangular sections 
of the drawing can also be copied either to other parts of the draw­
ing or onto a file for inclusion in another drawing. The awkward 
edits can be most quickly handled by redrawing some of the wires. 
To facilitate this with minimum risk of error, the following tech­
nique is used. First, recall that each wire joins together a certain 
collection of pins. The pins are part of the wire so far as draw is 
concerned. Therefore, there is a mechanism by which the user can 
remove all the lines of a wire without removing the pins. The pins 
remain and are displayed as asterisks. A new series of lines can now 
be drawn joining the asterisks together. In this way the possibility of 
omitting a pin from the wire is minimized and, at the same time, 
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the pin display provides an effective visual aid towards rapid selec­
tion of a new wire route. 

Manipulation of the Tektronix 4014 thumb wheels is an acquired 
skill. draw simplifies the task by not requiring high accuracy when 
positioning the cursor. For example, when extending a horizontal 
line only the vertical cross-hair need be accurately positioned. 
When pointing at a wire, pin, or chip one need only be close to it, 
not precisely over it. 

It has been found that the speed with which one can use a graph­
ics terminal diminishes as the need to move one's eyes between 
keyboard and screen increases. Ideally one should be able to watch 
the screen and not the keyboard. However, it takes two hands to 
operate a typewriter keyboard and one more to control the cross­
hairs. Since draw requires that the user type in signal and shape 
names, some hand and eye movements are unavoidable. The 
compromise that we have adopted requires a hand movement when 
a name or number is typed but not when drawing takes place. In 
particular, while drawing a wire one can keep the left hand in the 
standard position for typing, while the right hand operates the 
thumb-wheels. The thumb of the right hand also is used to strike 
the carriage return key. Each drawing action is effected by striking a 
single key which is in the region controlled by the left hand. Strik­
ing the carriage return terminates a drawing sequence. 

The command 

draw therm 1 .g 

is used to initiate editing of the drawing held in the file therm1.g. 
Hard copy output of that drawing is produced on the Calcomp 
plotter by 

draw -c therm1.g 

A wire list is generated by 

draw - w therm 1 .g 

and it is placed in a file called therm1.w. The wire list is an ASCII 

file in Circuit Description Language. 

IV. CIRCUIT DESCRIPTION LANGUAGE 

The Circuit Description Language was first designed as a con­
venient notation for the manual preparation of wire lists. As the 
design aid programs were elaborated, their needs for information 
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increased and the Circuit Description language grew. It is apparent 
that further extensions to the language will be required as new capa­
bilities are added to the software package. Consequently, the Circuit 
Description language has an open-ended structure. 

A circuit description consists of command lines and signal descrip­
tion lines. The former have a period as the leftmost character, fol­
lowed by a one- or two-letter command. For example, the following 
is a description of a 16-pin, dual in-line package . 

. k DIP16 16 80 30 

.kp 1 05/00 

.kp 9 75/30 
8 75/00 
16 05/30 

The first line gives the name of the package type, the number of 
pins, and the dimensions Gn hundredths of an inch) of the package. 
The remaining two lines give the positions of the pins relative to 
one corner of the package. 

The description of a circuit is in four parts: 

(i) Package Descriptions. A description of each package type. 
(ii) Board Description. A description of the board, the sockets 

and connectors mounted on it, and any special signals for 
which there is printed circuitry on the wire-wrap board. 

(iii) Chip Type Descriptions. A description of each chip type. 
(iv) Wire List. A list of chips and the signals wired to them. 

The commands used in each of these sections of a circuit description 
are described briefly below. 

(i) package type For each package type one must give its 
physical size and the number of pins attached to it. For each 
pin one must give the pin number and its coordinates. A 
shorthand notation for describing the positions of equally 
spaced pins is shown in the example above. 

(ii) board The board name, number of sockets, and number of 
I/O connectors must always be provided. Additionally, one 
can specify the relationship between the board coordinate sys­
tem as used in the circuit description and the coordinate sys­
tem used by a wiring machine. 

(iii) socket Sockets differ either in size or in the range of pack­
age types that can be plugged into them. For each socket 
type, one must list the package types that are acceptable and 
board coordinates at which these socket types occur. For 
example, the following two lines specify that there are 15 
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sockets numbered 22,31, ... ,148 equally spaced on the board 
between coordinates 295/660 and 295/100. Each can hold 
either 14-pin or 16-pin packages . 

. s 80CKET16 DIP16 DIP14 

.sb 22 295/660 -9 148 295/100 

(iv) I/O con nector For each I/O connector one must give its 
physical size, its board position, and the number of pins it 
contains. One must also give the coordinates of each pin rela­
tive to the position of the connector. 

(v) special signals A special signal is distributed by printed cir­
cuitry and made available for wire-wrapping by pins mounted 
at various places on the board. One must give the name of 
the signal and the locations of the pins. For example, 

.v 0 GND 

.vb 110/740 18 110/50 

defines the positions of 18 equally spaced ground pins. 
(vi) chip type For each chip type, it is required that one specify 

the package type and list the numbers of the pins which carry 
output signals from the chip. All other pins are assumed to 
be chip inputs. Optionally, one can specify that certain pins 
are to be wired to special signals. For example, the following 
describes a chip in which there are four outputs . 

. t 2509 DIP16 8 16 

.to 2 7 10 15 

Special signals (GND and vee) are connected to pins 8 and 16. 

The wire list is divided into pages corresponding to pages of the 
original circuit drawing. The chips on each page are described 
separately, and for each chip the signals connected to it are listed. 
For example, 

.c OVR 74874 

.cs 12 
clock+ 3 
aluv+ 2 
ovr+ 6 

describes a chip called OVR which has signals connected to pins 3, 2, 
and 6. The chip is to be placed in socket number 12. 
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V. WCHECK: TO CHECK A CIRCUIT DESCRIPTION 

Suppose that the file therm.chp contains definitions of packages, 
sockets, and chip types. The file therm1.w contains a wire list. 
Together these files completely describe a circuit and the following 
command line will check that the description is self-consistent. 

wcheck therm.chp therm1.w 

The consistency checks performed by wcheck are relatively sim­
ple. For example, it checks that each pin is used for only one sig­
nal, that all chips assigned to one package are of the same type, and 
that at most one package is assigned to a socket. Loading rules are 
not checked but one can obtain a list of signals that do not connect 
to exactly one output pin, or are not connected to at least one input 
pin, or connect to more than 10 input pins. Unused inputs to a chip 
can also be listed. 

wcheck will generate a cross reference listing. For each signal 
there is a list telling what pins are visited, where those pins appear 
in the circuit drawings, and whether the pins are chip outputs. For 
each occupied socket, wcheck gives the types and names of chips 
assigned to it. 

VI. PLACE: TO OBTAI N A BOARD LAYOUT 

The purpose of place is to assign socket positions to the packages 
and to assign routes for the wires. Unfortunately, the common cri­
terion for an optimum placement, minimum wire length, is not 
always adequate and, even if it were, there is no known algorithm 
(other than enumeration) for obtaining it. A fully automatic place­
ment strategy cannot, therefore, be totally satisfactory. Yet the task 
is sufficiently complex that some degree of automation is a neces­
sity. The course we have chosen combines automatic placement 
procedures with human interaction. 

Automatic placement is aimed at minimizing wire length. To do 
that, one must be able to estimate the wire length for any given 
configuration of the packages on a board. That requires a solution 
to the wire routing problem. 

Wire routing operates under the following constraints: A net of 
wires connects together a certain set of pins. There can be at most 
two wraps on each pin so that the net is simply a linear ordering of 
the pins. The route followed by a wire between one pin and the 
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next must always be parallel to one or the other of the board edges. 
Diagonal wiring is not permitted. No constraints are imposed on the 
number of wires that can be funneled through any section of the 
board. The minimum wire route problem is similar to the traveling 
salesman problem and the algorithms used by place are based upon 
the work of Lin. 1 

The package placement routines are based upon the work of D. G. 
Schweikert. 2 Two routines are involved: One makes an initial place­
ment of packages not already placed anywhere on the circuit board. 
The other takes those packages already assigned positions on the 
board and attempts to improve matters by moving them around. 
Both operate within the following constraints: Packages cover a rec­
tangular area of the board, and no two packages can be so placed 
that the area covered by one overlaps the area covered by another. 
Sockets can secure to the board only those packages listed in the 
socket definition. No socket can hold more than one package, but it 
may take several sockets to handle a large package. When a package 
is placed in a socket, the origin of the package coordinate system is 
made to coincide with the origin of the socket coordinate system 
(i.e., the lower left-hand corners of the two rectangles are aligned). 
If the package is larger than the socket, all other sockets falling 
partly or entirely inside the package rectangle are "occupied" by that 
package and cannot be used for another package. A connector 
whose position on the board is always fixed also occupies a rectangu­
lar area of the board. A package cannot be placed so that it overlaps 
the connector. These constraints are considerably more elaborate 
than those used in other placement programs of which we are aware. 
They are made necessary by the growing diversity in package sizes 
and socket configurations. 

place starts with the package placement indicated on the logic 
drawings. It uses the Tektronix 4014 to display the current board 
layout. Sockets and packages are represented as rectangles with 
socket numbers and chip names written within them (Fig. 3). Using 
the cross-hairs, one can point to a chip or socket and, by typing a 
command letter, cause some change either in the display or in the 
current placement. For example, one can move a package from one 
socket to another, place an unplaced package, or remove a package 
from the board. Other commands invoke the automatic placement 
routines. 

Each package can be in one of three states: It can be unplaced or 
its placement may be either soft or hard. A soft placement is one 
that can be altered by an automatic placement routine while a hard 
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Fig. 3-Display of circuit board layout. 

placement can be changed only by the user. An unoccupied socket 
can be in two states: It can be available for placement or it can be 
blocked. Packages cannot be placed in blocked sockets. Sockets are 
blocked and unblocked by user command. 

One quite successful method of obtaining a placement is to use 
the automatic placement and improvement routines on selected 
groups of packages or sections of the board. Between such optimi­
zations the user inspects the current placement, makes key moves, 
and changes the soft/hard and blocked/unblocked states of sockets 
and packages in preparation for the next use of the automatic rou­
tines. To assist with this process one can display an airline map of 
the optimized wire route for wires connected to selected packages. 
One can also obtain summary information such as the length of wire 
required by the current placement. Another helpful display is the 
original logic drawing with the current placement displayed on the 
drawing for each chip. When a satisfactory placement has been 
obtained, the drawing files can be permanently updated in this way. 
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MOUNTING RAILS 

POINTER~ 

Fig. 4-Standard Logic semi-automatic wire-wrap machine. 

A hard copy printout of the board layout can also be obtained from 
place. 

VII. WRAP: TO WIRE-WRAP A BOARD 

Three different methods of wiring a circuit board are currently 
supported: use of hand wiring, use of a Gardner-Denver 14YN 
semi-automatic wiring machine, and use of a fully automatic 
Gardner-Denver 14F wiring machine. Interfaces to two on-line 
machines are under development. One, a Standard Logic WT -600 
wiring machine, is an inexpensive semi-automatic device for making 
wire-wrapped boards (Fig. 4). The other, a custom-made device, is 
used to assemble circuits using a more recently developed wiring 
technique called "Quick-Connect."3 Each requires a different style 
of output from wrap. The format and information content of a 
hand-wiring list was designed to suit a professional wireperson. The 
semi-automatic machine reads paper tape and the more complex 
automatic machine is driven by punched cards. The last of these 
has been programmed by C. Wild4 and wrap simply transmits the 
wire net data as input to C. Wild's program which runs on an 
IBM 370. 
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The wire list is produced by building a model of the circuit board 
in which there is a data structure for each socket, chip, and pin. 
Special signal nets are then broken up into many small nets by rout­
ing wires to the nearest special signal pin. On some circuit boards 
the special signal pins are part of a socket in the position most com­
monly required by integrated circuit chips. Wires are not required if 
the socket is used to hold a chip with standard format. However, 
the special signal pin must be unsoldered if another type of chip 
occupies the socket. This is one of the special cases that wrap han­
dles by modifying the circuit board model before generating the final 
wire list. 

VIII. IMPLEMENTATION 

The design aid programs are written in the C language and, for 
speed and portability, avoid use of floating-point arithmetic. The 
only assembly code program is a subroutine that uses double-length, 
fixed-point arithmetic to scale graphic vectors. 

Standard operating system features are used. In particular, the 
graphic terminal is connected as a normal character device that is 
operated in RAW mode (no operating system interpretation of the 
character stream). 

Twenty separate programs communicate with one another using 
temporary files. Standard programs such as sort and the shell are 
also used in this way. The four command programs draw, wcheck, 
place and wrap are steering programs that do the necessary 
"plumbing" to connect together a number of subprocesses. The 
main work load is performed by the subprocesses. In this way the 
relatively complex tasks required for circuit design and analysis are 
broken into manageable pieces. 

Memory space requirements are further reduced by using as sim­
ple a data structure as possible. For example, the graphic editor 
represents each chip and wire as a named list of points and shapes. 
No attempt is made to store cross-reference information in the data 
base if it can be computed directly. Thus the programs use memory 
space efficiently and CPU cycles less so. 

The largest programs are the drawing editor and the placement 
program. The drawing editor requires 13,000 words of main 
memory plus enough space to hold one page of a logic drawing. 
Typical drawings occupy less than 3,000 words. The placement pro­
gram requires about 11,000 words of main memory plus space to 
store a description of the physical characteristics of the circuit. The 
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latter is approximately 3 words x the number of dual in-line package 
pins plus 25 words x the number of packages (about 7,300 words 
for 100 16-pin packages). 

Communication with the computing center machines is controlled 
by a single program whose arguments include the job control 
language required for each particular purpose. Shell sequences con­
tain the job control instructions for standard tasks using the 
Honeywell 6070. Different installations of the UNIX operating sys­
tem require different job control instructions and use different com­
munications facilities. By concentrating the communications func­
tions in one program, the task of installing the design aid programs 
on different installations is simplified. 

IX. CONCLUSION 

The objective in preparing these design aid programs included the 
hope that one day it would be possible to go automatically from 
schematic circuit drawing to finished circuit board. We have come 
close to achieving that objective for wire-wrapped boards. However, 
there is a need to be able to make printed circuit boards from the 
same circuit drawings. Some steps in this direction were taken in 
the form of an experimental translator which converts between Cir­
cuit Description Language and Logic Simulation Language as used 
by the L TX system.5 
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An integrated software system based on the UNIX* system has been 
developed for support of the Bell Laboratories 8-bit microprocessor, 
MAC-8. This paper discusses the UNIX influence on the MAC-8 project, 
the MAC-8 architecture, the software development and hardware proto­
typing system, and MAC-8 designer education. 

I. INTRODUCTION 

Today's microprocessors perform functions similar to the equip­
ment racks of yesterday. Microprocessor devices are causing a 
dramatic shift in the economics of computer-controlled systems: 
product costs and schedules are influenced more by the system 
architecture and support environment than by the cost or speed of 
the microprocessor itself. In recognition of this phenomenon, Bell 
Laboratories has recently introduced a complete set of development 
support tools based on the UNIX system for its 8-bit microprocessor, 
MAC-8. 1,2 This paper presents an overview of the MAC-8 architec­
ture and development system.3 

Development of a microprocessor-based application consists of 
two activities: 

(i) Design, construction, and test of the application's hardware. 
(ii) Design, construction, and test of the application's software . 

... UNIX is a trademark of Bell Laboratories. 
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The development support system described here assists the applica­
tion designers in both areas. For the hardware designers, a proto­
typing system that permits emulation as well as stand-alone monitor­
ing of the application's hardware is provided. For the software 
designers, a high-level language (C), flexible linker-loader, and 
source-oriented symbolic debugging are supplied. The combination 
of these tools provides the application designer with a complete and 
integrated set of tools for system design. 

II. WHY UNIX? 

At the outset of the MAC-8 development, it was recognized that 
use of an embedded microprocessor would increase the complexity 
and the scope of applications rather than simply lowering their costs. 
The tools of the future were going to be programming, documenta­
tion, and simulation tools. Considered in this light, a UNIX4, 5 sup­
port environment was a natural choice. UNIX possessed many desir­
able attributes of a "host" environment by providing sophisticated 
tools for program development and documentation in a cost­
effective and highly interactive system. There was already 
widespread use of the UNIX system not only as a development vehi­
cle in the Business Information Systems Program,6 but also as part 
of many "embedded" applications. 

III. WHY C? 

While the choices of host system and programming language (s) 
are conceptually independent, there is obvious merit in the con­
sistency of languages and systems. The C language 7 was an obvious 
choice because it offers high-level programming features, yet also 
allows enough control of hardware resources to be used in the 
development of operating systems. 

IV. MAC-8 

The MAC-8 is a low-cost, single-chip, bus-structured, CMOS 

microprocessor, whose architecture (Fig. 1) was influenced by the C 
language. Its major features are: 

(i) MAC-8 chip, packaged in a 40-pin DIP (dual in-line package), 
which measures 220x230 mils and uses over 7000 transistors. 
The chip combines the low power dissipation of CMOS with 
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the gate density of pseudo-NMOS (NMOS with a shared p­
channel load transistor). 

(ii) 16 registers in RAM (random access memory) that are pointed 
to by the register pointer (a MAC-8 on-chip register). Because 
of this, the full set of registers can be set aside and a new set 
"created" by executing only two MAC-8 instructions, which is 
particularly useful to compiler function-call protocol. 

(iii) 65K bytes addressable memory space with DMA (direct 
memory access) capability. 

(iv) Flexible addressing modes: register, indirect, direct, auto­
increment, immediate, and indexed. 

(v) Communication-oriented CPU (central processing unit) with a 
wide variety of 8- and 16-bit monadic and dyadic instructions, 
including arithmetic, logical, and bit-manipulation instruc­
tions. 

( vi) Flexible branch, trap, and interrupt handling. 
(vii) Processor status brought out to pins, which permits monitor­

ing of CPU activity. 
( viii) Internal or external clock. 

Figure 1 is a block diagram of control. The major blocks are: 

(i) Control Logic Array directs the CPU circuitry through the vari­
ous states necessary to execute an instruction. 
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(ii) ALU, or Arithmetic Logic Unit, performs arithmetic and logi­
cal operations. 

(iii) ALU Logic Array controls the operation of the ALU, managing 
the condition register (CR) flags. 

(iv) AAU, or Address Arithmetic Unit, computes the address in 
parallel with the ALU operations. 

( v) Programmable registers include the program counter (pc), 
stack pointer (Sp) , condition register (CR) , and register 
pointer (RP). 

(vi) Internal registers include instruction register (IR) , 
destination/source register (DIS), and temporary storage regis­
ter (T16). 

V. DEVELOPMENT ENVIRONMENT 

. The MAC-8 development system (Fig. 2) is an integrated set of 
software tools, including a C compiler, a structured assembler, a 
flexible linking loader, a source-oriented simulator, and a source­
oriented debugger. All the tools except the debugger reside on 

C 
SOURCE 

RELOCATABLE OBJECT MODULES 

LOAD MODULE 

ASSEMBLER 
SOURCE 

+r---------(( t---( --------.l 
SIMULATOR PLAID 

Fig. 2-MAC-8 development system. 
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UNIX; the debugger resides on a hardware prototyping system called 
PLAID (Program Logic Aid). 

The following sections present a brief discussion of each of those 
tools. 

There is a consistent user interface to all the tools that includes C 
syntax input language, UNIX file-oriented inter-tool communication, 
and names analogous to those of the corresponding UNIX tools, e.g., 
mBcc and mBas. 

5.1 MAC-8 C compiler 

The MAC-8 C compiler permits the construction of readable and 
modular programs, due to its structured programming constructs, 
high-level data aggregates, and a powerful set of operators. C is a 
good language for microprocessors8 because it gives control over 
machine resources by use of primitive data types such as register, 
character, and pointer variables, and "machine-level" operators such 
as indirection, "address of," and post/pre- increment/decrement. 

5.2 MAC-8 assembler 

The MAC-8 assembler is a conventional assembler in that it per­
mits the use of all hardware instructions; it differs from conven­
tional assemblers in the following ways: 

(j) The language has C-like syntax as illustrated in Fig. 3. For 

#define NBYTES 100 
char array[NBYTES]; 
/* 

* Calculates sum of array elements 
*/ 

sumO 
{ 

bO = &array; 
a1 = 0; 
for (a2 = 0; a2 < NBYTES; + +a2) { 

a1 =+ bO; 
++bO; 

Fig. 3-MAC-8 assembler example. 
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example, a move instruction looks like a C-like assignment 
statement. Data layout is accomplished by C-like declarations. 

(ii) The language has structured programming constructs (e.g., 
if-else, for, do, while, switch) that permit one to write read­
able, well-structured code at the assembly level. Each con­
struct usually generates more than one machine instruction. 

The reserved words in the language identify the MAC-8 registers 
and also include many of the reserved words of the C language. 
The #define and #include, as well as the other features of the C 
preprocessor, are supported by the assembler. 

S.3 MAC-8 loader 

The diverse nature of microprocessor applications with their 
different types of memories and, often, noncontiguous address 
spaces requires a flexible loader. Besides performing the normal 
functions such as relocation and resolution of external references, 
the MAC-8 loader has the following features: 

(i) Definition of a unit of relocation (section). 

lowmem 

.text 

.data 

.bss 

f1.0 
f2.0 

( f4.0(.text) } 

( .=Ox1 00 ) 
( .=Ox5000) 
( .=Ox8000) 

.bss ( 

highmem 

. = ( . + 7 ) & Oxfff8 
-RPORG =. 
f3.o(.bss) 
_SPORG = .-1 

.=OxaOOO 
f3.0(.data) 

Fig. 4-Input specification. 
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(ii) Assignment of values to unresolved symbols. 
(iii) Control of the location counter within sections. 

These additional features are specified by an input language that 
has C-like syntax. For example, the input specification of Fig. 4 will 
take the relocatable object files (output of the compiler or of the 
assembler) of Fig. Sa and create the absolute binary output files 
depicted in Fig. Sb. Fig. Sa consists of four files, the first three con­
taining three sections each, namely .text, .data, and .bss, and the 
last just .text. _RPORG and _SPORG are unresolved symbols that will 

f1.o 
0000 

.text f4.o (.text) 

.data 

......... 
.bss "-

"'-
0100 

~ f1.o (.text) 

f2.o 
f2.o (.text) 

.text f3.o (. text) 

.data - - - - -... 
.bss 5000 

f1.o (.data) 

f2.o (.data) 

f3.o 

.text 8000 
f1. 0 (.bss) 

.data ----~ 
f2.o (.bss) 

~ .bss --::..RPORG 

f3.o (.bss) 

~ 
~SPORG 

f4.o 
aOOO 

f3.o (.data) 
(b) 

FFFF 

Fig. 5-Loader example. 
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when (23/func1 II glo = = 4) { 
if ( flag/func1 ) { 

display ii, w; 
userblock; 
continue; 

else display ar/[O] : ar/[nl, m' +6; 

Fig. 6-MAC-8 simulator example. 

determine initial values of the register pointer and stack pointer, 
respectively. The expression .= ( .+ 7 ) & Oxfff8 aligns the f3.o 
(.bss) on a 8-byte boundary. 

5.4 MAC-8 simulator 

The MAC-8 simulator runs on the UNIX host system and permits 
debugging of MAC-8 programs without using MAC-8 hardware. The 
simulator is "source-oriented" and "symbolic," which means that 
programs can be debugged by referencing variables and function line 
numbers in terms used on the source listing (compiler or assem­
bier). The symbolic debugging permits the debugging of a C pro­
gram without worrying about the code generated by the compiler, as 
illustrated in Fig. 6. The simulator also allows conditional execution 
of pre-stored procedures of commands and the specification of C 
expressions containing both user-program and debug symbols, mak­
ing possible the composition of debugging experiments in an interac­
tive fashion. The C-like input language minimizes the difficulties in 
changing from one software tool to another. The major features of 
the MAC-8 simulator are: 

(0 Loading a program and specifying a memory boundary. 
(;0 Conditional execution of code and semantic processing when 

a break point is encountered. 
(iii) Referencing C identifiers (both local and global) and C 

source-line numbers on a per-function basis. 
(iv) Defining a command in terms of other commands to mini­

mize typing. 
( v) Displaying timing information. 

( vi) Displaying items in various number bases. 
( vii) Allocating non-program, user-defined identifiers. 
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(viii) Execution of input commands read from a file on an interac­
tive basis. 

(ix) Some structured programming constructs, including if-else 
and while. 

The command illustrated in Fig. 6 will cause a break point when 

the program executes line 23 of function func1 or 

the global variable glo is equal to 4. 

When the break point occurs, if the value of local variable flag of 
function func1 is non-zero, the values of local variable i and global 
variable ware printed, the user-defined block userblock is exe­
cuted, and execution continues; otherwise the contents of local array 
ar for subscripts 0 through n and the value of the expression m' + 6 
are printed. 

5.S Uti lities 

Utilities and a library are necessary parts of a support system. The 
MAC-8 system not only has utilities (like the UNIX system) for deter­
mining the size of an object file and the contents of the symbol 
table, but also a disassembler, a function line-number listing pro­
gram, and a program to format an object file to permit "down-line" 
loading into the MAC-8-based application. 

5.6 PLAID 

A microcomputer-based application or target system typically 
differs from the host system on which it was developed, particularly 
in its periphery. Development of a microprocessor application 
requires hardware/software tools that allow development and debug­
ging in real-time of the target processor and the periphery of its 
application. The PLAID (Program Logic Aid) system described 
below is such a tool. 

The PLAID hardware includes two MAC-8 systems, each with full 
memory, and an associated hardware monitor system in a 
configuration that permits one MAC-8 system (the master) to closely 
monitor and control the other MAC-8 (the slave). Each MAC-8 has 
separate I/O, allowing connection to various peripheral devices from 
the master, and to the application hardware from the slave. The 
monitor hardware includes various debugging aids, as well as the 
MAc-cable that allows in-circuit control of any MAC-8 system. 
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The PLAID software system includes the Satellite Processor System 
(SPS) , which communicates with a host UNIX system, performing 
operating system functions for the master and monitor hardware, 
and m8db, a source-oriented symbolic debugger whose capability is 
similar to the MAC-8 simulator with the addition of real-time break 
points by use of the PLAID monitor system. 

In the early stages of development, a fully-instrumented MAC-8 
within the PLAID serves as the processor for the target machine, 
where in later stages, the PLAID monitors and controls the prototype 
system. Level-1 PLAID is illustrated in Fig. 7. Work is being done 
on level-2 PLAID, illustrated in Fig. 8. The fundamental difference 
in hardware between levels 1 and 2 is in the master system, which 
in level 1 contains a 32K PROM (programmable read-only memory) 
and a 16K RAM, while level 2 contains a 65K RAM and a dual-drive 
double-density floppy disk. The SPS executive is replaced in level 2 
by a single-user UNIX system; the debugger can be swapped in from 
the floppy disk, as can other tools. 

The satellite processing system of levell, which is functionally 
similar to the system described in Ref. 9, resides in the master and 
controls the flow of program execution. SPS permits communication 
with a host UNIX system via a dial-up connection, and performs the 
operating system functions for m8db, such as control of the master 
arid monitor hardware. Any UNIX command can be entered at the 
user terminal (see Fig. 7) and SPS determines whether the command 
will be processed by PLAID or must be transmitted to UNIX. The SPS 
interface to m8db consists of UNIx-like system calls. 

The PLAID-resident symbolic debugger, m8db, has a command 
language which is a superset of the MAC-8 simulator. The additions 
to the language permit the referencing of the PLAID monitor system 
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Fig. 8-Level-2 PLAID. 

hardware to establish real-time breakpoints. m8db has all the 
features mentioned in Section 5.4, as well as facilities to help debug 
programs in real time. 

The MAc-cable is the channel of communication between the 
PLAID and the application hardware, and permits control of the 
MAc-8-based system. During the initial stages in the development 
of an application, the MAC-cable permits testing out of the slave's 
MAC-8 and memory, while using the application's I/O. As the 
development progresses, the MAc-cable permits testing the 
application's hardware, including its MAC-8 and memory. 

The PLAID monitor system keeps track of the actions of the slave 
or user system enabling the debugging of MAC-8 applications in a 
real-time environment. The major features of the PLAID monitor 
system include: 

(i) Memory monitor contains a 65K by 4-bit dynamic RAM that 
enables trapping ("break-pointing") on a variety of conditions 
such as: 

(a) Memory read, write, or reference. 
(b) Arbitrary 8-bit pattern in memory. 

(ii) Register monitor enables "break-pointing" on a read, write, or 
reference of any of the MAC-8 off-chip registers (see Fig. 1). 

(iii) CPU monitor contains shadow registers that hold the current 
values of the slave/user MAC-8 on-chip registers (CR, SP, RP, 
pc), as shown in Fig. 1. 

(iv) Event counters consist of three 16-bit counters and one 32-bit 
counter that enable "break-pointing" on a variety of events. 
The events include: 
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(a) Slave/user interrupt acknowledge. 
(b) Slave CPU clock output. 
(c) Slave/user memory read, write, or reference. 
(d) Opcode fetch. 
(e) Trap. 
(/) User-supplied backplane signal. 

(v) Jump trace contains a history table of the last 32 program 
counter discontinuities. 

(vi) Instruction trace consists of a 64-entry trace table of the last 64 
cycles executed by the slave. 

( vii) Memory access circuitry permits the selective specification, on 
a block (256 bytes) basis, of read/write protection. Memory 
timing characteristics can also be specified on a block basis. 

(viii) Clock frequency for the slave can be selected from a list of 
predefined frequencies. 

VI. DESIGNER EDUCATION 

Because of the nature of microprocessor applications, designers 
must have both hardware and software expertise. Many hardware 
designers must write programs for the first time, which poses an 
interesting educational problem. C is a difficult language for 
nonprogrammers because it is both powerful and concise. This 
problem can be partially remedied by giving seminars and supplying 
tutorials on C and on programming style. Offering workshops on 
the hardware and software aspects of the MAC-8 has also helped. 

The MAc-tutor, an "electronic textbook," enables the designer to 
learn MAC-8 fundamentals. The MAc-tutor is a single-board com­
puter with I/O and can be communicated with by a 28-function 
keypad or by a terminal. A connection to a UNIX system can also be 
established for use in loading programs and data into the MAc-tutor 
memory. The MAC-tutor also includes an executive to control 
hardware functions, lK RAM expandable to 2K, sockets for three lK 
PROMS, eight 7 -segment LED displays, a PROM programming socket, 
and peripheral interfaces to a terminal and a cassette recorder. The 
tutor, besides being an educational tool, may be used to develop 
small MAC-8-based applications. 

VII. SUMMARY 

The MAC-8 was designed together with an integrated support sys­
tem. The MAC-8 architecture was influenced by the C language, and 
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the support tools were influenced by UNIX. The consistent use of 
C-like language syntax permits easy transition from one tool to 
another. Software tools that began, in many cases, as spinoffs of 
existing UNIX tools have evolved to meet the needs of microproces­
sor applications. The MAC-8 support system continues to evolve to 
meet the growing needs of microprocessor-based applications. 
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UNIX Time-Sharing System: 

No.4 ESS Diagnostic Environment 

By s. P. PEKARICH 
(Manuscript received December 2, 1977) 

Maintenance and testing of the Voiceband Interface and the Echo 
Suppressor Terminal in No. 4 ESS are aided by software in the lA pro­
cessor. A No. 4 ESS diagnostic environment was needed during the 
development phase of both the hardware and diagnostic software. The 
minicomputer chosen to support this environment was also required to 
support the development of more than one frame at the same time. 
Because of this requirement and other reasons, the UNIX* operating sys­
tem was selected for software support and development. This paper 
describes how the UNIX operating system was applied to this project. 

I. INTRODUCTION 

Software in the 1 A processor is used to maintain and test the 
Voiceband Interface and the Echo Suppressor Terminal in No. 4 
Ess.l These testing programs were written in a high-level language 
oriented to the special requirements of diagnostics in an ESS 

environment. A No. 4 ESS diagnostic environment was needed dur­
ing the development phase of both the hardware and diagnostic 
software. Digital Equipment Corporation's PDP-11/40 minicomputer 
and the UNIX operating system2 were chosen to support this environ­
ment. 

* UNIX is a trademark of Bell Laboratories. 
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II. VOICEBAND INTERFACE AND ECHO SUPPRESSOR 
TERMINAL 

The Voiceband Interface3 (VIF) provides an interface between 
analog transmission systems and the digital time-division switching 
network of No.4 ESS.4, S A VIF contains up to seven active and one 
spare Voiceband Interface Units (VIU'S). Each VIU terminates 120 
four-wire, voice-frequency analog trunks and performs the analog­
to-digital and digital-to-analog conversions necessary for interfacing 
with the time-division network. 

The Echo Suppressor Terminal6 (EST) is inserted (when required) 
between the VIF and the time division network. Through use of 
digital speech processing techniques and by operating in the multi­
plexed Ds120 bit stream, the EST achieves about a 10:1 cost reduc­
tion over the analog echo suppressor it replaced. 

III. MAINTENANCE OF VIF AND EST 

Maintenance software for No.4 ESS7, 8 can be functionally divided 
into three categories: 

(i) Detect and recover from software malfunctions. 
(ii) Detect and recover from hardware faults. 
(iii) Provide error analysis and diagnostic programs to aid 

craftspersons in the identification and replacement of faulty 
modules. 

This paper discusses how the UNIX operating system was applied to 
aid the development of diagnostic programs for VIF and EST. 

Figure 1 shows the maintenance communication path between the 
lA processor and the VIF and EST. The lA processor issues mainte­
nance commands to the VIF through maintenance pulse points from 
a signal processor.s The VIF replies to the lA via the peripheral unit 
reply bus (PURB). The EST communicates with the lA through a 
full peripheral unit buss (PUB). EST commands are issued from the 
lA via the peripheral unit write bus (PUWB), and the replies return 
by way of the PURB. 

IV. NO.4 ESS DIAGNOSTIC ENVIRONMENT UNDER THE UNIX 
SYSTEM 

During the hardware and diagnostic software development phase 
of both the VIF and EST, a No.4 ESS diagnostic environment had to 
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Fig. I-Communication path between IA Processor and VIF and EST. 

be supported. Since a lA processor was not available for the 
development of VIF and EST, a minicomputer was used to simulate 
the diagnostic functions. Figure 2 shows the No.4 ESS diagnostic 
support environment which was created. Special hardware units 
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Fig. 2-No. 4 ESS diagnostic support environment. 
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were developed to provide electrically compatible interfaces 
representing the peripheral unit bus and the signal processor mainte­
nance pulse points. These units are controlled by the minicomputer 
through standard computer interfaces. The minicomputer then per­
forms the diagnostic functions of the 1 A processor in a No.4 office. 
By issuing commands to the special interface units, the minicom­
puter simulates the IA processor's transmission of diagnostic 
instructions to the individual frames. The majority of the diagnostic 
software for VIF and EST was developed in this diagnostic environ­
ment. 

Software development began under the disk operating system 
(DOS), supplied by the vendor. DOS is a "single-user" system; that 
is, only one software designer can use the machine at any given 
time. This limitation was acceptable early in the project when all the 
computer time was dedicated for software development. However, 
as support software became available, the hardware and diagnostic 
software test designers became heavy users of the system. 

At the start of the project, it was realized that the minicomputer 
system was required to support more than one frame. In addition, 
support 'software development effort was still continuing, which now 
presented a problem in scheduling the minicomputer system. Two 
alternate solutions were considered. The first was to purchase 
another minicomputer to support the development effort on the 
second frame. A disadvantage of this proposal was that one of the 
minicomputer systems still had the scheduling problem with support 
software development and with supporting the frame. Also, sup­
porting additional frames would cause the problem to arise again. 
The second alternative was to upgrade the minicomputer system so 
that it could support time-shared operations. This seemed a more 
economical way of supporting additional frames and support 
software development. The second alternative was chosen. 

Two time-sharing systems were available for the PDP-II computer, 
UNIX and RSX -11. The RSX -11 system was basically the single-user 
DOS, upgraded to support multiple users. Its main advantage was its 
upward compatibility with programs developed under DOS. The 
UNIX operating system, on the other hand, offered a better develop­
ment environment and more support software tools than DOS. The 
C language was also available, which presented a very attractive 
alternative for developing new software. These advantages 
outweighed the disadvantage of having to modify the existing 
software developed under DOS. Therefore, the UNIX operating sys­
tem was selected to support this project. 
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V. THE SOFTWARE SYSTEM 

Figure 3 is a block diagram of the overall software system used to 
support the No.4 ESS diagnostic environment. It consists of an off­
line compiler for a special diagnostic programming language 
(described below), a run-time monitor for execution and debugging 
of diagnostic programs, an on-line compiler for hardware and 
software debugging aids (denoted as Operational Control), and sup­
port programs for creating and maintaining the diagnostic data base. 
The entire software system on the minicomputer was named PADS 

(POP-II A ided Diagnostic Simulator). 

5.1 DIAL compiler 

DIAL (Diagnostic Language) 8 is a high-level programming 
language that allows a test designer to write a sequence of test 
instructions with data using macro calls. The language was 
developed to meet the special requirements of diagnostics in the ESS 

environment. DIAL statements can be divided into two classes: test­
ing statements and general purpose statements. Testing statements 
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are used to issue maintenance commands to a specified peripheral 
unit in a No.4 ESS office. The general purpose statements are simi­
lar to most other high-level languages. They manipulate data, do 
arithmetic and logical functions, and control the program execution 
flow. The diagnostic programs for both the VIF and EST were written 
in DIAL. 

Several DIAL compilers are available to diagnostic program 
designers. Each compiler produces code for a different application. 
The compilers of interest to the VIF and EST test designers are the 
DIAL/ESS and the DIAL/PADS compiler. The DIAL/ESS compiler, 
developed using the TSS SWAP (Switching A ssembler Program), 9 
produces a data table which is interpreted by a diagnostic control 
program8 in the No. 4 ESS office. The DIAL/PADS compiler, 
developed using VMSW AP (Virtual Memory SWAP), produces code 
for a PDP-I 1. This compiler, which runs on the IBM 370 computer, 
produces PDP-II assembly language source code which is acceptable 
to the UNIX assembler. The assembly language code is subsequently 
transported to the UNIX file system where it is assembled. The 
resultant object modules are usable with the run-time monitor in 
PADS. 

Consideration was given to implementing the DIAL/PADS compiler 
directly on the UNIX system. This would have eliminated the need 
for the IBM 370 computer in the diagnostic development effort. All 
software development could have been performed on the UNIX sys­
tem. However, because of the lack of the necessary staff and com­
puter resources, this approach was abandoned. 

5.2 No.4 ESS run-time environment 

The PADS system allows the test designer to execute a DIAL pro­
gram with the aid of a run-time monitor and debugging software 
package called DeaN (Diagnostic Controller). The debugging pack­
age in DeaN provides a tool for evaluating diagnostic algorithms and 
debugging DIAL programs. DeaN facilities allow the user to: 

(i) Trace the execution of DIAL statements. 
(ii) Pause before execution of each DIAL statement. 

(iii) Pause at DIAL statements selected at run time. 
Civ) Display and modify simulated IA memory during a pause. 
( v) Start execution of the DIAL program at any DIAL statement. 

(vi) Skip over selected DIAL statements at run time. 
( vii) Loop one or a group of DIAL statements at run time. 
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This last feature was especially useful for hardware troubleshooting. 
Using this debugging package, the test designer can follow the exe­
cution of a DIAL program while it is diagnosing the VIF or EST. 

DIAL programs compiled by the DIAL/P ADS compiler communicate 
data and status information to the diagnostic controller program. 
Under DOS, this communication link was established at run-time via 
the pop-II "trap" instruction. After switching to the UNIX operating 
system, the "emulator trap" (emt) instruction was used. The DeON 
process used the signalO system call to catch the emt instruction 
executed by the DIAL program. However, because of the large 
number of emt instructions executed in the DIAL program and the 
operating system overhead to catch and handle this signal, . this 
method of dynamic linking between DeON and DIAL programs had to 
be abandoned. It was replaced by the jump subroutine instruction 
and loading a register with an address at run-time. 

Maintenance instructions are sent to the VIF and the EST through 
general purpose I/O ports (DRIles) on the minicomputer. Origi­
nally, DeON relayed the maintenance instructions of DIAL programs 
using the read 0 and write 0 system services of the UNIX operating 
system. Before executing a DIAL program, DeON opened the 
appropriate files (general purpose I/O ports) and retained their file 
descriptors. All subsequent maintenance instructions requested by 
the DIAL program were handled by DeON as readO or writeO 
requests to the file. Measurement of the I/O activity on these ports 
revealed that the VIF diagnostic program sent a large number of 
maintenance instructions. Hence, a large portion of the diagnostic 
run time was operating system overhead. Based on this observation, 
special system service routines were added to the UNIX operating 
system. These routines directly read and write the general purpose 
I/O ports. After implementing the I/O for maintenance instructions 
in this manner, the run time for the VIF diagnostic was reduced by 
more than half. 

The PADS system simulates the automatic running of diagnostics 
as performed in a No.4 ESS office. A complete diagnostic for a peri­
pheral unit is normally written in many functional blocks called 
phases. Each phase is a self-contained diagnostic program designed 
to diagnose a small functional part of the unit. The phases of the 
diagnostic program are stored as load modules in the UNIX file sys­
tem. The PADS system automatically searches the directory contain­
ing the diagnostic phases for the peripheral unit. Each phase is 
loaded into memory by PADS and execution control is given to it. 
At the termination of each phase, control is returned to the run-
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time monitor program which will determine the next phase to be 
executed. The diagnostic phases for different frames are stored in 
separate subdirectories. The files are named using a predefined 
naming convention. This allows DeON to automatically generate the 
file name for the next diagnostic phase to be loaded and executed. 

5.3 Support programs 

The output from the DIAL/PADS compiler is UNIX assembler 
source code. The DIAL assembly source code is placed on a mag­
netic tape for transport to the pOP-II system. A shell procedure on 
the UNIX system reads the tape and invokes the UNIX assembler. 
The output from the assembler is then renamed to the file name 
supplied by the user in the shell argument. 

The UNIX shell program 10 is also used to interpret shell procedure 
files which simulate the automatic scheduling of diagnostics in the 
central office. These procedure files call special programs which 
monitor the equipment for a fault indication. After a fault is 
detected, the shell procedure calls in the DeON program to run the 
frame diagnostics. 

5.4 On-line diagnostic aids 

A software package known as "Operational Control" was 
developed under the UNIX system using the C compiler .11 This pro­
gram allows the user to issue operational commands to the frame by 
typing in programming statements at his terminal. These statements 
are compiled directly into pop-II machine code and may be exe­
cuted immediately. Test sequences may be developed directly on­
line with the frames. These programs can then be saved in files for 
future usage. This last feature was extremely easy to implement in 
the UNIX operating system. By altering the file descriptor from stan­
dard input or output to a file, common code reads and writes the 
program from the terminal or a file. 

The parser for the Operational Control language is recursive. This 
type of parser was exceptionally easy to implement in C since the 
language allows recursive programming. The management of 
storage variables needed by the parser in recursive functions was 
automatically performed by the C compiler. This would have been a 
horrendous bookkeeping operation if a nonrecursive programming 
language had been used. The block structuring features of C made 
it easy to implement the parser from the syntax definition of 
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Operational Control. Using C, the on-line compiler was defined, 
implemented, and operational within a short time period. 

VI. UNIX SYSTEM SUPPORT 

The UNIX time-sharing system enables the minicomputer system 
to support more than one frame at a time. Each frame has a dedi­
cated, general-purpose I/O port from the computer. The user sup­
plies the frame selection information to the controlling program 
(either DCON or Operational Control). Then the software opens the 
appropriate I/O port for future communications with the frame. 

Another feature provided by PADS is to allow the diagnostic 
debugging program to escape to the on-line compiler program. This 
is done in a manner such that when the user exits the on-line com­
piler, he immediately returns to DCON at the state at which it was 
left. This feature was very easy to implement under the UNIX 

operating system. By using the fork () and execO system calls, the 
parent program (DCON) sleeps, waiting for the death of its child pro­
cess (Operational Control). When the user exits from Operational 
Control, DCON is awakened and will continue its execution from the 
last state it was left in. The concept of placing one process to sleep 
and invoking another was not available on RSX -11. 

VII. SUMMARY 

The UNIX time-sharing system had many advantages over the 
Rsx-l1 system that was considered for the PADS system. Originally, 
PADS was developed under Digital Equipment Corporation's single­
user Disk Operating System (DOS) using the macro assembler 
MACRO-II. When it became apparent that a second frame had to be 
supported, a time-sharing system was considered. At that time only 
two time-sharing systems were available for the PDP-II computer, 
UNIX and Rsx-ll. 

DEC'S Rsx-l1 system is a disk operating system which supports 
multiple users. The basic advantage of Rsx-ll was its upward com­
patibility with programs written to run under the disk operating sys­
tem. However, this advantage was outweighed by the advantages 
the UNIX operating system presented. 

In our opinion, the UNIX operating system provided a much better 
software development environment for our purpose than Rsx-ii. In 
particular, the C language is much better suited to systems program­
ming than a macro assembler or Fortran. Also, many excellent 
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software tools such as the text editor and the linker existed on the 
UNIX system. For example, it was felt that with the aid of the text 
editor, all the programs that were written in MACRO-II assembly 
language could easily be translated into the UNIX assembler 
language. This allowed the existing software to come up under the 
UNIX system in a short time period. Then, as time allowed, the 
existing software could be rewritten in C. All future software was 
slated to be written in C. The need to rewrite the software gave an 
opportunity to rethink the entire software project, this time with 
some experience. In the end, this led to vast improvements in the 
software packages. 
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The paper presents a case history in applying the MERT executive to a 
large software project based on the UNIX* system. The work illustrates 
some of the basic architectural differences between the MERT and UNIX 

systems as well as the problems of portability. Emphasis is on matters 
pertaining to software engineering and administration as they affect 
development and support of a manufactured product. 

I. INTRODUCTION 

The Record Base Coordination System (RBCS) and Recent Change 
Memory Administration System (RCMAS) are two minicomputer­
based products designed to carry out a record coordination function; 
i.e., they accumulate segments of information received from various 
sources on different media, filter, translate, and associate related 
data, and later transmit complete records to downstream user sys­
tems, also on an assortment of media and according to various 
triggering algorithms. The overall objective of record coordination is 
to assure that information stored and interchanged among a variety 
of related systems is consistent and accurately reflects changes that 
must continually occur in the configuration of a large, complex 
telecommunications network. To perform this function, RBCS and 

* UNIX is a trademark of Bell Laboratories. 
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RCMAS both provide various modes of lIO, data base management, 
etc., and each utilizes a rich assortment of operating system features 
for both software development and program execution. 

The RBCS project was initially based on the UNIX system, l making 
use of its powerful text processing facilities, the C language com­
piler,2 and the program generator tools Yacc and Lex.3 However, 
after a successful field evaluation, but just prior to development of 
the production system, it was decided to standardize using the 
MERT/UNIX* environment.4 To a very large extent, this decision 
was motivated by the genesis of a second project, RCMAS, which was 
to be carried out by the same group using the same development 
facilities as RBCS, but which had much more stringent real-time 
requirements. The additional capabilities of the MERT executive, 
i.e., public libraries and powerful inter-process communication using 
shared segments, messages, and events, were attractive for RCMAS 

and, even though the RBCS application did not initially utilize these 
features, the MERT operating system was adopted here as well for 
the sake of uniformity. 

The purpose of this paper is to present what amounts to a case 
history in transporting a substantial application, RBCS, from one 
operating system environment, the UNIX system, to another, the 
MERT/UNIX system. It is a user's view in that development and 
ongoing support for the operating system and associated utilities 
were carried out by other organizations. Of course, these programs 
were also undergoing change during the same period as the RBCS 

conversion. On the one hand, these changes can be said to con­
found the conversion effort and distort the results, but on the other 
hand a certain level of change must be expected and factored into 
the development process. This issue is referred to later as an impor­
tant consideration in determining system architecture. 

The paper begins with a discussion of the reasons for choosing a 
UNIX or MERT/UNIX environment, followed by analysis of the deci­
sion to utilize the MERT executive. The transition process is 
described, and a section on experience in starting with the MERT sys­
tem, for purposes of comparison, is added. Throughout, the 
emphasis is on matters pertaining to software engineering and 
administration as they affect development and support of a manufac­
tured product. 

*MERT executive, UNIX supervisor program. 
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II. WHY THE UNIX AND MERT/UNIX OPERATING SYSTEMS? 

With the exception of the interprocess communication primitives, 
the UNIX and MERT operating systems appear to the user as fairly 
equivalent systems. In large part, this is due to (i) the implementa­
tion of the UNIX system calls as a supervisory process under the 
MERT executive and (ii) the ability to use existing C programs such 
as the UNIX editor and shell with no modifications. Throughout this 
paper, unless emphasis of a particular MERT/UNIX feature is 
required, the phrase "UNIX operating system" will be used to mean 
the stand-alone UNIX operating system as well as the UNIX supervisor 
under MERT. 

The facilities which the UNIX system provides for text processing 
and program development, the advantages of a high-level language 
such as C, and the power of program generators such as Yacc and 
Lex are described elsewhere in this issue. All these were factors in 
the final decision. However, the most compelling advantage of the 
UNIX system was the shells program, which permitted the very high 
degree of flexi bili ty needed in the RBCS project. 

Because of the important role of field experience in the design 
process, developing a system such as RBCS or RCMAS is difficult, 
since a complete specification does not exist before trial implementa­
tion begins. Recognizing this fact, the developing department 
decided to make heavy use of the UNIX shell as the primary mechan­
ism for "gluing together" various utilities. Use of the shell allows 
basic components to be bound essentially at run-time rather than 
early in the design and development stages. This inherent flexibility 
permits the system designer to modify and/or enhance the product 
without incurring large costs, as well as to separate the development 
staff into (;) "tool" writers, i.e., those who write the C utilities that 
make up the "gluable" modules and (ii) "command" writers who 
are not necessarily familiar with C but do know how a set of 
modules should be interconnected to implement a particular task. 

In actual practice, some overlap will exist between the two groups 
if for no other reason than to properly define the requirements for 
the particular C utilities. The RBCS and RCMAS developments fol­
lowed this approach and the evaluations of the projects overwhelm­
ingly support the ease of change and administration of features. The 
response of the end users to the RBCS field evaluation system, in 
particular, has been most encouraging. In fact, they have written a 
few of their own shell procedures to conform more easily to local 
methods without having to request changes to the standard product. 
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In addition to the shell, heavy use of both Yacc and Lex was 
made to further reduce both projects' sensitivity to changes of either 
design or interface specification. For example, some processing of 
magnetic tapes for RBCS has been accomplished with parsers that 
produce output to an internal RBCS standard. For RCMAS, various 
CRT masks are required for entry and display of important informa­
tion from its data base. An example is shown in Fig. 1. These 
masks, being character strings tailored to the format of the specific 
data to be entered or displayed, lend themselves very naturally to 
design and manipulation using Yacc and Lex program generators. 
This allows rapid changes (even in the field) to the appearance of 
the CRT masks without incurring the penalty of modifying the 
detailed code for each customized mask. 

Documentation for manufacture and final use was provided using 
the nroff6 text formatting system. In addition, to make the system 
easier to use and to obtain uniformity of documentation, the UNIX 

form 7 program was utilized to provide templates for the various doc­
umentation styles. 

With two development projects, short deployment schedules, and 
limited computer resources in the laboratory, it was necessary to 
develop,. test, and manufacture software on the same machine. The 
software engineering required to support such simultaneous opera­
tions would have been difficult,· if not impossible, without the vari­
ous UNIX features. 

III. WHY THE MERT SYSTEM? 

If the UNIX operating system performed so well with its powerful 
development tools and flexible architecture possibilities, why, then, 
was RBCS converted from the UNIX to the MERT operating system 
and RCMAS directly developed under the MERT operating system? 
To answer this question, it is important to examine the underlying 
software engineering and administration problems in a project such 
as RBCS. 

The organization responsible for end-user product engineering and 
design for manufacture should regard themselves as users of an 
operating system, with interest centered around the application. Once 
end-user requirements are defined, architectural and procedural 
questions should be resolved at all levels (0 to minimize change 
and (ii) to avoid the propagation of change beyond the region of 
immediate impact. Once the development is under way, changes of 
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any sort are undesirable if adequate administrative control is to be 
exercised, schedules met, and the product maintainable. 

The nature of the RBCS project, however, necessitated changes to 
the UNIX operating system in three important areas: (i) a communi­
cations interface to support Teletype Corporation Model 40 CRTS, 
(ii) multifile capability for magnetic tape (e.g., standard IBM-labeled 
tapes), and (iii) interprocess communication for data base manage­
ment. It was the problem of satisfying RBCS requirements in these 
areas under an ever-increasing rate of modifications to the "stan­
dard" UNIX system that led to a consideration of the MERT operating 
system. 

Figure 2 graphically illustrates the problem of making slight 
modifications to the executive program of the UNIX operating sys­
tem, especially in the area of input/output drivers. Because the 
UNIX system, including all drivers, is contained in a single load 
module, any modifications, even those at the applications interface, 
require careful scrutiny and integration, including a new system gen­
eration followed by a reboot of the system. On the other hand, 
referring again to Fig. 2, modifying a driver in a MERT environment 
is considerably easier because of the modular architecture of the 
MERT executive. In particular, the MERT executive is divided into 
several components, which can be administered and generated 
separately, frequently without a reboot of the system. 

The experience over an I8-month period with the MERT operating 
system is that no RBCS or RCMAS driver was affected by changes to 
the MERT system. RBCS modifications to the magnetic tape and com­
munications drivers were frequently tested without generating 
another system and, quite often, without rebooting. The advantages 
of not having to regenerate or reboot become obvious after a few 
iterations of change. 

Furthermore, as shown in the encircled area of Fig. 2, it should 
be feasible,. ultimately, for a project such as RBCS or RCMAS to 
receive the UNIX supervisor, MERT file manager, and MERT executive 
as object code rather than as source code. Both RBCS and RCMAS 
change only sizing parameters in these modules; such parameters 
could be administered after compilation, thus freeing a project from 
having to track source code for the major portions of the operating 
system. 

With regard to inter process communication, the translation and 
data-base management aspects of RBCS place a heavy strain on any 
operating system, but on the UNIX system in particular. For exam­
ple, since the UNIX system was designed to provide a multi-access, 
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time-sharing environment in which a number of independent users 
manipulate logically separate files, a large body of common code, 
such as a data base manager, could only be implemented via a set of 
subroutines included with each program interacting with the data 
base. With such a structure, no natural capability exists to prevent 
simultaneous updates, and special measures become necessary. In 
general, it is difficult to allow any asynchronous processes (non­
sibling related) to communicate with each other or to synchronize 
themselves without modifying the operating system or spending 
inordinate amounts of time with extra disk 110. 

Several measures were taken to try to overcome these limitations. 
Where sibling relationships existed by virtue of processes having 
been spawned by the same shell procedure or special module, UNIX 

pipes could be used, but these are quite slow in a heavily loaded sys­
tem. Where nonsibling related processes were involved, specialized 
file handlers had to be used since large amounts of shared memory 
(within the operating system) were out of the question. It is impor­
tant that the shared memory be contained in user space since 
different applications, at different points during processing, may 
place inordinate demands on a system-provided mechanism for shar­
ing memory. This point is discussed further in the next section. 

After considerable experience with the RBCS field evaluation, the 
time came to incorporate what had been learned and design a pro­
duction system. It became quite clear that interprocess communica­
tions was our primary bottleneck and that this would be even more 
the case for RCMAS. An operating system was needed that could (n 
support better interprocess communication than the UNIX operating 
system, (in support feature development (modifications to the 
operating system) without tearing into the kernel of the system or 
unnecessarily inconveniencing users by system generations, reboots, 
etc., and (iii) still provide the powerful development tools of the 
UNIX system. The MERT operating system met these three criteria 
quite satisfactorily. 

IV. CONVERTING TO THE MERT OPERATING SYSTEM 

It was essential in converting RBCS from the UNIX operating sys­
tem to the MERT operating system to make as few application 
changes as possible; RBCS was already running so that only 
modifications necessary for enginering the production system, as 
opposed to a field evaluation, were incorporated. Confounding this, 
however, was a desire to upgrade to the latest UNIX features such as 
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(i) the latest C compiler, (ii) "standard" semaphore capability, (iii) 
"standard" multifile magnetic tape driver, and (iv) the Bourne 
shell. 5 There was also, of course, a desire to investigate and exploit 
those MERT features that were expected to yield performance 
inprovements. 

The conversion was carried out over a period of 3 to 4 months by 
a team of three people. As expected, the major changes took place 
in the I/O routines, including (i) the CRT driver, (ii) the CRT utility 
programs, (iii) the magnetic tape utilities, and Uv) the RBCS data 
base manager, which allocated physical disk space directly. The pro­
cedure was straightforward and algorithmic, albeit a tedious process. 
Some manual steps were required, so that the conversion was not 
totally mechanized, but since the four basic subsystems mentioned 
above were edited, tested, and debugged in only 3 to 4 months, the 
effort was considered minimal. 

At this point, an attempt was made to convert the remainder of 
the RBCS data base manager subsystem to the MERT public library 
feature. 4 Under the UNIX operating system, the RBCS data base 
manager routines were link edited into a substantial number of 
application utilities at compile time. Any changes required approxi­
mately two weeks for recompilation of the affected programs (the 
subroutine dependencies were kept in an administrative data base). 
It was felt, during the conversion planning effort, that the most 
common file manager routines were taking an inordinate amount of 
space; approximately 10 to 12K bytes duplicated among on the order 
of 100 routines; each with different virtual addresses for these com­
mon routines. The MERT public library feature appeared to solve 
the common space problem by allowing the most frequently used 
routines to be placed in a shared text segment. As of this writing, 
the basic system without the public library feature has been com­
pleted. Work is still underway to convert the RBCS data-base 
manager routines to the new MERT public library format and should 
be completed in a few months. 

With the confidence gained by the initial success, work proceeded 
on obtaining compatibility with the latest version of the C language 
compiler, on the standard I/O library, and on engineering the 
manufacture of the production RBCS system. 

The program which proved most difficult to convert was the "tran­
saction processing" module. This large, complex body of code is 
responsible for U) restricting write-access to the data base manager 
to avoid simultaneous updates and (ii) maintaining internal con­
sistency between successive states of the numerous RBCS files. 
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These functions require considerable interaction with other shell 
procedures, generally on an asynchronous basis. Since the system 
was written under the UNIX file manager, the transaction processing 
module carried out this interaction through specially created files 
with a large number of "open" and "close" operations, characteristic 
of a time-sharing system. The MERT file manager restricted the 
number and frequency of these operations with the result that con­
siderable effort was necessary first to analyze the problem and then 
to carry out the necessary design changes. 

V. STARTING WITH THE MERT OPERATING SYSTEM 

Probably the most important reason for using the MERT operating 
system, in addition to the above-mentioned architectural advantages, 
is the interprocess communication capabilities; in particular, shared 
segments, public libraries, and guaranteed message integrity.4 

In Fig. 3a, the first module represents a "data base read" module, 
the second a "CRT interactive" package, the third a "data 
verification" module, and the fourth a "data base write" module. 
Fig. 3a illustrates the necessary pipeline flow of data using the UNIX 

"pipe" mechanism via the shell. Reverse flow of data (from 
cooperating modules, for example) is not possible at the shell level, 
and control flow is difficult without some form of executive. Furth­
ermore, in a heavily loaded system, the pipes degenerate rather 
quickly to extra disk 110; the result is a total of 4 reads and 4 writes 
for a simple data base transaction. 

A typical transaction for the architecture illustrated in Fig. 3a 
would be for a keyboard query (module 2) for a particular data base 
record (module 1) to be displayed (module 1). Following local 
modification of the record using CRT masks, a request to send the 
record to the data base (module 4) is made. Before sending the 
record to the data base manager, the sanity check process (module 
3) verifies the "within record" data integrity for such violations as 
nonnumerical data or illegal data. If the data check is unsuccessful, 
then module 2 should be activated to blink the fields in error as 
indicated by data obtained from module 3. Control flows alternately 
between modules 2 and 3 until either the record passes the data 
integrity check or local management overrides the process for 
administrative purposes. Only at that time would the record proceed 
to the data base write process (module 4). With a shell syntax, it is 
only possible for data to flow left to right; reverse flow requires files 
specifically allocated for that purpose. 
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Fig. 3- (a) UNIX™ shell architecture. (b) MERT shell architecture. 

Figure 3b illustrates the MERT approach with a single shared-data 
segment used for a minimum 1 read and 1 write. Each cooperating 
process is shown with a virtual attachment to the shared data seg­
ment indicating access to the data without disk 110. Thus, reverse 
flow of data is accomplished by each process writing into the shared 
segment at any given time. Flow of control and process synchroni­
zation is accomplished in the example shown by the upper process 
called a "Command and Control Module" (CCM) , in RCMAS. The 
shared data segment can be as large as 48K bytes in user space with 
MERT support provided so that sibling-related or even nonsibling­
related processes can be adequately interfaced or isolated· as the case 
requires without system modifications on our part. 

The large user segment size allows individual RBCS or RCMAS tran­
saction data to be supported with a minimum of disk I/O. The mes­
sage capability, along with the segment management routines, allows 
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the data to remain in a segment; the processes modify the single copy 
of the data instead of passing the data around through pipes or files, 
as with the UNIX operating system implementation shown in Fig. 3a. 

Rather than write an elaborate C module for the "Command and 
Control" process of RCMAS, the latest version of the shell written by 
S. R. Bourne5 was extended to include the MERT interprocess com­
munications primitives.8 In particular, the "Command and Control 
Module" for RCMAS has been implemented entirely by means of one 
master shell procedure and several cooperating procedures. This has 
the advantage of easier readability to nonprogrammers, flexibility in 
the light of frequent changes, and ease of debugging (since any shell 
procedure can be run interactively from a terminal, one line at a 
time). Measured performance to date has not indicated any penalty 
great enough, from a time or space viewpoint, to necessitate rewrit­
ing the shell procedures as C modules. 

It is clear from observations of RCMAS performance and discus­
sions with interested people that considerably more flexible architec­
tures are possible than the simple "star" network illustrated in Fig. 
3b. However, it was felt that such a simplified approach was neces­
sary to retain administrative control during the initial design and 
implementation stages until sufficient familiarization was achieved 
with asynchronous processes served by the elaborate MERT interpro­
cess primitives. 
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The Network Operations Center System (Noes) is a real-time, 
multi programmed system whose function is to survey and monitor the 
entire toll network. While performing this function, the Noes supports 
multiple time-shared user work stations used to interrogate the data base 
maintained by the real-time data acquisition portion of the system. The 
UNIX* operating system was chosen to support the Noes because it could 
directly support the time-shared user work stations and could, with the 
addition of some interprocess communication enhancements and a fast 
access file system, support the real-time data acquisition. Features of the 
UNIX operating system critical to data acquisition include signals, sema­
phores, interprocess messages, and raw //0. Two features were added, 
the Logical File System (LFS), which implements fast application process 
access to disk files, and the Multiply Accessible User Space (MAUS), 

which allows application processes to share the same memory areas. 
This paper describes these features, with emphasis on the manner in 
which UNIX operating system features are used to support simultaneously 
both real-time and time-shared processing and on the ease with which 
features were added to the UNIX operating system. 

I. INTRODUCTION 

This paper explains how the Network Operations Center System 

* UNIX is a trademark of Bell Laboratories. 
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(Noes) makes use of the UNIX* operating system to perform its 
functions. Thus, while some explanations of the Noes and its 
processes are given, the primary intent of the Noes explanations is 
to motivate the discussion of UNIX operating system features and 
modifications. 

The paper is organized into three sections. The first deals with 
the Noes, giving a simplified overview of the system and an analysis 
of the critical functions and the features needed in an operating sys­
tem to implement those functions. The second section details a few 
of the features added to the standard UNIX operating system and the 
functions these features are intended to fulfill. The third section 
discusses the advantages which the UNIX environment offered to the 
Noes project during development. 

II. NOCS DESCRIPTION 

2.1 Overview 

2.1.1 Network management 

Network management of the telephone system concerns itself 
with maximizing telephone network utilization. It is performed in a 
hierarchy of levels with responsibilities divided among local, 
regional, t and North American network management centers. At 
all levels, network managers continuously monitor the volume of 
telephone traffic being placed on trunk groups and offices within 
their respective spheres of responsibility. Whenever the volume 
begins to exceed the design capacity of their own portion of the net­
work, network managers attempt to find out-of-chain alternate 
routes through other portions of the network for that telephone 
traffic. If no alternate route can be found, or if insufficient capacity 
is available in the network to handle the traffic presented, network 
managers have the option to cancel a portion of the load via code 
blocks and other traffic-reducing controls, since network call­
completing efficiency decreases when overloaded. To perform these 
functions, network managers require large amounts of up-to-the­
minute traffic data that have been analyzed, summarized, and 
displayed in a concise, filtered manner. 

* UNIX is a trademark of Bell Laboratories. 
t The telephone switching network is partitioned into 12 segments known as switch­
ing regions. 
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2.1.2 Noes role 

Network managers at the Network Operations Center operated by 
AT&T Long Lines in Bedminster, New Jersey have overall responsi~ 
bility for the entire North American toll telephone network. These 
responsibilities include: 

(j) Monitoring the status of all major toll-switching machines and 
their interconnecting trunk groups. 

(ii) Coordinating the efforts of other network management 
centers in charge of smaller geographic portions of the net­
work. 

(iii) Detecting interregional trunking problems and recommending 
reroute control solutions to the other network management 
centers. 

(iv) Distributing network performance and status information to 
appropriate telephone company management personnel. 

The NOCS provides the network managers with many tools to aid 
them in fulfilling these responsibilities and relieves them of much of 
the data uncertainty and manual effort previously associated with 
their jobs. Application processes in the NOCS collect data, maintain 
a visual display of network status, analyze data looking for network 
problems, suggest possible control actions, and provide the ability to 
make a wide variety of complex data inquiries about the network. 
These processes drive a wall display* that gives a visual overview of 
the state of the network, printers that report details of network 
activity, and 10 or more cathode ray tube (CRT) terminals that are 
used to examine problems in detail, to update the data base, and to 
administer the system. 

2.1.3 Data network 

The data transfer point (DTP) t is at the hub of a star-configured 
computer network that has EADAs/Network Management (E/NMH 

'" The wall display contains approximately 8000 binary state indicators and is about 3 
meters tall by 20 meters long. 
t The DTP, which utilizes a Digital Equipment Corporation PDP 11170 minicomputer, 
is a uNlx-operating-system-based system designed to broadcast network management 
data among all E/NM systems and the NoeS according to routing information contained 
in the data messages. . 
:I: The Engineering and Administrative Data Acquisition System/Network Manage· 
ment system (E/NM) is another Digital Equipment Corporation PDP-llI70 minicom­
puter system running under the UNIX operating system. It is designed to monitor and 
control both local and toll traffic in a geographical subset of the telephone network -
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Fig. I-Network management data network. 

systems and the Noes as the nodes (see Fig. 1). The Noes, which 
executes on a Digital Equipment Corporation PDP-11/70 minicom­
puter system, is physically co-located with the DTP. This network is 
synchronized in time to utilize telephone traffic data accumulated 
periodically (every 5 minutes) by data collection systems. When an 
E/NM detects a problem or control on a trunk group or office of 
potential concern to the Noes, the data describing that problem or 
control are sent to the DTP which passes them on to the Noes. In 
addition, this network is used to pass reference data describing the 
telephone network configuration to the Noes. 

2.1.4 NOeS data 

During the first 150 seconds or so of each 5-minute interval, the 
Noes can receive as many as 6000 dynamic data messages, i.e., data 
describing the current state of the network, through the link con­
necting the Noes and DTP computers. About 2000 of these mes­
sages concern the trunk status data needed continuously by the 
Noes in order to find spare capacity for alternate routes. Most of 
the rest are trunk group or office data messages which occur only 
when a trunk group or office is overloaded beyond its design capa­
city. Each message contains identity information and several pro­
cessed traffic data fields, which are retained for several intervals in 
files in the Noes data base. Dynamic data messages which give 
trunk group control, code block control, and office alarm status are 

such as a large metropolitan area, a state, telephone operating company, or switching 
region. It is expected that 30 or more E/NMS will blanket the U.S. telephone network 
by the early 1980s. 
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received asynchronously in time by the Noes, and are retained in 
the Noes data base until a change in state occurs. 

The telephone network configuration of interest to the Noes is 
specified by reference data describing approximately 300 toll switch­
ing offices and up to 25,000 of their interconnecting trunk groups. 
All the trunk group reference data needed by the Noes are derived 
algorithmically from the reference data base of the E/NMs and are 
transmitted to the Noes via the DTP. Hence, reference data mes­
sages that contain updates to the network configuration are received 
at irregular intervals from E/NM systems. 

2.1.5 NOeS data base 

The Noes data are arranged into a data base consisting of several 
hundred data files containing all the reference data necessary to 
describe the network configuration and the dynamic data needed to 
reflect the current state of the network. Some of the files are 
record-oriented, describing all the information about individual data 
base entities such as an office or trunk group. Others are relational 
in nature, containing sets of related information such as all the 
trunk groups between geographic areas or all the trunk groups with 
the same type of problem condition. This arrangement allows com­
plex data inquiries to be answered quickly by combining relations 
with a standard set of operations. It also allows per-entity data to be 
accessed very quickly by a simple indexing operation into a file. 

2.2 NOeS design 

2.2.1 Philosophy 

The UNIX operating system was selected as the basis for design to 
take advantage of prior experience with that system. During the 
design phase, every attempt was made to use existing UNIX operating 
system features to implement the required Noes functions and to 
minimize the number of modifications necessary to the UNIX operat­
ing system. As a result of this philosophy, the final set of features 
needed in the operating system by the Noes included only two 
features not in the standard UNIX system. If the UNIX operating sys­
tem modifications had turned out to be too extensive to be imple­
mented locally, another operating system would have been investi­
gated. 
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Fig. 2-Major Noes subsystems. 

2.2.2 NOeS subsystems 

The application software for the Noes is organized along the lines 
of functional requirements into the major subsystems listed below 
(for graphic representation, see Fig. 2). Each of these subsystems 
consists of one or more UNIX processes. 

U) The Message Processing Subsystem (MPS) receives all incom­
ing data from the DTP. Some incoming data from the DTP are 
reference data messages which are not handled in real-time. 
These reference data messages are passed to the Reference 
Data Update System (RDUS), a background process that main­
tains the Noes reference data base. The remainder, dynamic 
data messages, are handled by the MPS and are entered into 
the Noes data base. If an "immediate notification" request 
has been made for a data item by some other Noes subsys­
tem, an interprocess message containing that data item is sent 
to that subsystem. When all the dynamic data for an interval 
have been received, the MPS notifies all interested subsystems 
of the availability of new data, updates the data indirection 
pointers to make the new data available, updates the wall 
display to indicate the latest network problems, and begins 
printing the latest data reports. 
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(ii) The Reroute Assist Subsystem (RAS) analyzes new data each 
5-minute interval to determine if there are any interregional 
final trunking problems in the network that are possible candi­
dates for traffic reroutes. If any are found, RAS looks through 
the available trunk data to determine if spare capacity exists to 
relieve the problem. Any problems and suggested solutions 
are displayed to the network managers through CRT terminals. 
The RAS also requests the MPS to notify it immediately if any 
further data are received relating to an implemented reroute. 
If such notification is received, the RAS immediately examines 
the data given it by the MPS to determine if any changes 
should be made to that reroute. 

(;ii) The Data Inquiry Subsystem (DIS) provides the network 
managers with access to the NOCS data base from CRT work 
stations. From any of these work stations, a manager can 
display network data in a variety of ways. Each way presents 
the data from a unique perspective in a rigorously formatted 
and easily interpreted manner. In addition, CRT data entry 
displays are also used in maintaining the nontrunking portions 
of the reference data base. 

(;v) The Reference Data Update Subsystem (RDUS) processes all 
changes relating to the configuration of the network. Inputs 
to this system can come from the E/NMS via the MPS via the 
DTP, CRT displays or as bulk input through the UNIX file sys­
tem. It uses these inputs to create and maintain the reference 
data base needed by the MPS, RAS, and DIS to effectively inter­
pret, analyze, and display the dynamic data. 

(v) The Data Access Subsystem (DAS) handles all requests for 
information from the NOCS data base. The DAS consists of a 
large set of subroutines that provide access to the NOCS 

dynamic and reference data files. Hence, in the UNIX sense, 
DAS is not a process but a set of routines loaded with each 
UNIX process that accesses the Noes data base. Because mul­
tiple processes simultaneously need quick access to the same 
files for both reading and writing, the DAS maintains a large 
area of common data and synchronization flags, which is 
shared by all Noes processes using the DAS. 

2.2.3 Operating System Problem Analysis 

2.2.3.1 File system requirements. The initial processing of data 
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messages by the MPS involves a trunk group identity translation, a 
possible wallboard indicator translation and storage of the data items 
contained in the message. A simple analysis of the relationship 
among message content, the expected message volume, and the data 
display requirements reveals that the Noes must be able to do at 
least 12,000 translations on the set of incoming data messages and 
place them into the correct disk files in an elapsed time of about 150 
seconds. Potentially, then, a'very large number of disk accesses are 
possible unless careful attention is given to the algorithms and data 
layouts used. Thus, a data storage mechanism is required with as 
little overhead as possible from the point of view of system 
buffering, physical disk address calculation, and disk head position­
ing. This simple analysis does not take into account the substantial 
number of disk accesses necessitated by DIS, RAS, and other Noes 

background processes. 
In addition, analysis of data inquiry displays reveals that some DIS 

processes would need simultaneous access to more data files than 
the UNIX file system allows a process to have at one time. There­
fore, in order to hold response times down, some mechanism for 
overcoming this limitation without numerous time-consuming open­
ing and closing of files is necessary. 

2.2.3.2 Scheduling requirements. The application processes in the 
Noes impose three types of scheduling criteria on the UNIX operating 
system. First, the MPS and RAS are required to analyze the incoming 
data in "near" real-time to provide network managers with timely 
notification of potential problems and recommended solutions. 
Since the MPS is responsible for collecting and processing incoming 
data, it must execute with enough frequency and for long enough 
periods to prevent data overruns and/or delays. Second, the eRT 

work stations, at which network managers interact with the DIS, 

have classical time-share scheduling needs. Third, background pro­
grams, exemplified by the processing of reference data messages by 
RDUS, require neither real-time nor time-share scheduling. 
Processes of this third type can be scheduled to run whenever no 
processes of the real-time or time-share variety are waiting to run. 

2.2.3.3 Interprocess communication requirements. Several types 
of interprocess communications mechanisms are needed by Noes 

subsystems. First, the MPS must send interprocess messages to 
other Noes processes upon reception of "immediate notification" 
requested data. These data must be passed quickly but are not large 
in volume. The use of an interprocess message facility implies that 
the process identifications (process IDS) assigned by the UNIX 
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operating system* be communicated among processes. Another 
mechanism mentioned in the MPS description was the need to be 
able to notify other processes of the availability of new data. This 
mechanism must be able to interrupt the actions of the target pro­
cess so that any necessary processing can occur before resuming the 
interrupted activity. Last, it was also foreseen that the implementa­
tion of the DAS would require multiple processes to share their 
knowledge of the state of files in the data base and would require a 
mechanism for synchronization and protection of these files. 

2.2.4 Operating system problem solutions 

2.2.4.1 File system. The file system requirements led to the con­
clusion that the standard UNIX file system was inadequate for the 
Noes. However, the raw I/O facility in the UNIX operating system 
has the following features: 

(i) Control of data block placement within the raw I/O area. 
(ii) Transfer of data directly from disk to user buffer. 

(iii) Access to a large contiguous disk area through a single UNIX 

file. 

These features provide precisely the capabilities required by the 
Noes in a file system. Hence, they were used as the foundation for 
a new type of file system, known as the Logical File System (LFS) , 

which was added to the UNIX system. 
The LFS controls logical file to physical disk address mapping and 

the allocation of space on the disk. The LFS can be requested by the 
user to read or write 512-byte sectors of a file, create or delete a file, 
or copy one file to another. It keeps all files contiguous to simplify 
logical to physical address mapping and minimize disk head move­
ment. Also, it transfers data directly from disk to user buffer areas. 

The entire Noes data base is implemented using the LFS. Since all 
access to data from Noes processes is through DAS subroutines, the 
DAS has total semantic responsibilities for the contents of the files 
which are in the LFS. The DAS remembers what Noes data are in 
which file, the size of the file in bytes, and the current usage status 
of the file. 

2.2.4.2 Scheduling. The Noes scheduling requirements are such 
that the standard UNIX facilities can handle them. All real-time 

* The process identification is the only way of uniquely identifying a job once it has 
been started by the UNIX system. The message mechanism uses process 
identifications as its addressing mechanism. 
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processes are given a base priority that is higher than any time-share 
process. Thus, in the case of competition for the processor, the 
real-time processes will be scheduled first. Within the real-time 
priority range, the MPS is given the highest priority to ensure that it 
will always be able to process the incoming data. Within the 
time-share priority range, the CRT work stations assigned to reroute 
assist interaction are given the highest priority. Finally, background 
processes, like RDUS, are given lower priority than any time-share 
process to ensure that background processes will only be run if no 
other work needs to be performed. 

2.2.4.3 Interprocess communications. The final design for the 
NOCS system relies on the following interprocess communication 
mechanisms: 

Ci) A mechanism for communicating process identifications. 
(ii) An interprocess message facility for passing small amounts of 

data between unrelated processes. 
(iii) An interrupt mechanism for interprocess notifications of 

events. 
Civ) A synchronization/resource protection mechanism. 
(v) A mechanism for sharing large amounts of data between 

processes. 

Given the existence of item Ci), the UNIX interprocess message 
facility can handle item (ii) and the UNIX signal facility can handle 
item (iii). However, items Ci), Civ), and (v) required additions to 
the UNIX system. Item Civ), the synchronization/protection mechan­
ism, was solved by expanding the semaphore capability of the UNIX 

system. Semaphores existed in the UNIX system, but processes were 
restricted to five semaphores, and about 400 were needed by the 
DAS simultaneously to effectively use the LFS capability. One way in 
which item (v), sharing of data, could be handled by the standard 
UNIX system would be to establish a file (either in LFS or the UNIX 

file system) whose contents were read by each process when neces­
sary. In addition, a series of semaphores would have to be estab­
lished so that processes could have exclusive access to this file for 
the purpose of changing it. A system for data sharing of that design 
would have many problems in terms of simplicity, synchronization, 
and speed, so it was decided to make a major addition to the UNIX 

operating system known as MAUS, or Multiply Accessible User 
Space. MAUS allows processes to directly share large portions of 
their data space. MAUS also provides a solution for item Ci). 
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2.2.4.4 Other. A variety of other problems were encountered, 
most of which were solved without any modifications of the UNIX 
operating system. However, the following other additions were 
made to the operating system: 

(t') A DAIl UNIBUS link driver for high-speed interprocessor com­
munications. This is used for the DTP-to-Noes communica­
tions link. 

(ii) A DH11 asynchronous line multiplexer driver for half-duplex 
DATASPEED® 40 terminals. 

(iii) Disk I/O priorities so that the priority of a disk request 
matches the priority of the process needing the disk. 

All the above modifications were necessary, but considered 
sufficiently straightforward to need no further explanation. 

III. UNIX FEATURE ADDITIONS 

The Logical File System and the Multiply Accessible User Space 
features were implemented for the Noes. These features are now 
available and being used by other uNIx-system-based application sys­
tems needing real-time operating system features. 

3.1 LFS (Logical File System) 

The LFS is a mechanism that enables processes to use the raw I/O 
facility in the UNIX operating system without having to manage the 
disk space within the disk area reserved for raw I/O. It establishes a 
file system oriented around 512-byte blocks within which it can 
create, write, read, and delete files. 

3.1.1 Overview 

The file system which the LFS provides sacrifices a number of 
features of the standard UNIX file system for simplicity of implemen­
tation. For instance, the standard UNIX file system provides access 
protection at the individual file level; in the LFS, access protection is 
only provided once for the set of files managed by the LFS. Another 
difference is that file names in the standard UNIX file system are 
character strings which can be descriptive of file contents; in the 
LFS, file names are numbers. 

The important features of the LFS are listed below. 
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(i) Treatment of the LFS as a single UNIX file which, when 
opened, allows access to all LFS files. 

(ii) File names that are indices into an array which lists the start­
ing block and size of each file, thereby minimizing the time 
required to "look up" the physical mapping of a file. 

(iii) Contiguous space allocation for all files, thereby minimizing 
the time required to copy file data into memory. 

(iv) Integrated file positioning with read or write, thereby eliminat­
ing separate file positioning system calls which are necessary 
for accessing normal UNIX files. 

( v) Adherence to the UNIX principle of isolating the application 
processes from the vagaries of the physical device - with the 
restriction that any physical device used for the LFS must 
appear to have 512 bytes per block. 

In order to access the files managed by the LFS, the unique UNIX 

file name associated with the LFS must be opened using the special 
routine Ifopen. The routines Ifcreate, If write, Ifread, and Ifdelete 
then can be used by processes to create, write, read, and delete files 
within the LFS. Each of these routines expects the LFS file number 
as an argument. In addition, Ifcreate expects to be passed the size 
of the file being created; Ifwrite and Ifread expect a data buffer 
address, data buffer size, and starting position in the file. 

The LFS has one additional feature which the Noes software uses. 
The Ifswitch routine takes two LFS file numbers as arguments and 
switches the physical storage pointers for the files. This feature 
enables files to be built in an offline storage area and then be quickly 
switched online; it is especially useful during data base updates. 

3.1.2 Implementation 

A restriction existed in the UNIX operating system which had to be 
eliminated before the LFS could be effective. The interface between 
the LFS and the disk is through the raw 110 routine, physio. phy­
sio, in the standard UNIX operating system, allows only one raw 110 
request to be queued for each device; since almost all Noes 

processes make raw 110 requests via the LFS, this restriction would 
have resulted in a severe bottleneck. The remedy was to allow phy­
sio to queue raw 110 requests for different processes by providing a 
pool of raw 110 headers analogous to the pool of system buffers 
available for standard UNIX file 110. 

One code module containing the LFS routines was added to the 
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UNIX operating system. Of course, the module containing physio 
was modified as outlined above. In addition, the physio 
modification requires minor changes in several device-handling rou­
tines. Also, several data structures were modified to allow for the 
pool of raw I/O headers and to define the LFS file system structure. 
In total, the modifications necessary to install the LFS required about 
300 lines of C code to be added or modified. 

3.2 MAUS (Multiply Accessible User Space) 

MAUS (unpublished work by D. S. Dejager and R. J. Perdue) is a 
mechanism that enables processes to share memory. It is not neces·· 
sary for the general time-sharing environment, but for multipro­
gramming real-time systems such as NOCS it is almost essential. 

3.2.1 Overview 

MAUS consists of a set of physical memory segments which will be 
referred to as MAUS segments; a unique UNIX file name is associated 
with each MAUS segment. A MAUS segment is described to the sys­
tem by specifying its starting address (a 32-word block number rela­
tive to the start of MAUS) and its size in blocks (up to 128 blocks or 
4096 words). The physical memory allocated for MAUS starts 
immediately after the memory used by the UNIX operating system 
and is dedicated to MAUS. Any process may access MAUS segments. 

A process may access a MAUS segment in two ways. The pre­
ferred MAUS access method is to make the MAUS segment a part of 
the process's address space by using a spare segmentation register. 
This method can be used by any process which has at least one 
memory segmentation register left after being loaded by the UNIX 

operating system. * If the process has no free memory segmentation 
registers, then access to the MAUS segment may be obtained under 
an alternate method which uses the standard file access routines 
such as open, seek, read, and write. The alternate method is 
slower than the preferred method and has potential race problems if 
more than one process tries to write data into a MAUS segment. 

* Each process has a fixed number of memory segmentation registers available for its 
use. For processes running on a Digital Equipment Corporation PDP-llI70 under the 
UNIX operating system, eight memory segmentation registers are available for map­
ping data and MAUS. Each segmentation register is capable of mapping 4096 words, 
i.e., one MAUS segment. One of these registers is always used for the process stack 
and at least one other is used for the data declarations within the process. Thus, a 
maximum of six segmentation registers are available for accessing MAUS. 
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3.2.1.1 Preferred access method. To access a MAUS segment by 
the preferred method, a process must first obtain a MAUS descriptor 
using the MAUS routine getmaus in a manner similar to the stan­
dard UNIX open. The UNIX file name associated with the MAUS seg­
ment and the access permissions desired are given in the getmaus 
call. getmaus makes the necessary comparisons of the access 
desired with the allowable access for the process making the call and 
returns either an error or a MAUS descriptor which has been associ­
ated with the requested MAUS segment. A process is allowed to 
have up to eight MAUS descriptors at the same time. When a valid 
MAUS descriptor is given to the enabmaus routine, a virtual 
address, which may be used by the process to access data within 
MAUS segment associated with the MAUS descriptor, is returned. 
This virtual address is also used to detach the MAUS segment with 
the dismaus routine. The MAUS descriptor can be deallocated using 
the freemaus routine. Obtaining a MAUS descriptor is very slow 
relative to attaching and detaching MAUS segments; thus processes 
which cannot simultaneously attach all the MAUS segments they 
need to access can still rapidly attach, detach, and reattach MAUS 
segments using MAUS descriptors. Any number of processes can 
have the same MAUS segment simultaneously attached to their vir­
tual address space. 

3.2.1.2 Alternate access method. To use the alternate access 
method, the UNIX file name associated with the MAUS segment 
desired is opened like any normal UNIX file. The file descriptor 
returned can be used by the read or write routines to access the 
MAUS segment as if it were a file. 

3.2.2 Implementation 

One code module containing the MAUS routines and some minor 
modifications to several existing functions within the UNIX operating 
system were all that was necessary to install MAUS. In addition, 
several minor modifications were made to UNIX data structures to 
store MAUS segment descriptions and MAUS descriptors. In total, 
less than 150 lines of code were added or modified. In the final 
analysis, the most difficult part of the MAUS implementation was 
arriving at a design which was compatible with existing interfaces 
within the UNIX operating system. 

IV. STANDARD UNIX FEATURE USAGE 

The standard UNIX system provides a complete environment for 
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the entry, compilation, loading, testing, maintenance, documenta­
tion, etc., of software products. It is impossible to categorize all the 
ways in which this environment aided in the design and develop­
ment of the Noes; however, a few examples are illustrated here. 

4.1 Development and testing 

The same version of the UNIX operating system is used both for 
Noes development in the laboratory and for the Noes application. 
In fact, because of the versatility of the UNIX system and the design 
of the Noes software, most of the Noes system is left running con­
tinuously during software development. New versions of Noes sub­
systems can be installed without the need for restarting the entire 
system. In essence, a continuous test environment exists so that 
developers can integrate their programs as soon as module testing is 
completed without having to schedule special "system test" time. 

4.2 Software administration 

The Noes software is maintained in source form on two UNIX file 
systems. One of these file systems is mounted read-only and may 
not be modified by software developers; the other initially contains a 
copy of the first and is used for software development. Upon com­
pletion of a successful development milestone, an updated version 
of the software is moved to the read-only file system by a program 
administrator and a new development file system is created. Stan­
dard UNIX utilities are used to keep track of changes between the 
read-only and development file systems. 

In order to generate the Noes binary from the source, UNIX shell 
procedures have been developed. There is one "build" procedure 
for each Noes subsystem. The procedures are part of the Noes 
software and are administered in the same manner as the rest of the 
Noes software. The structural similarity between the read-only and 
development file systems allows the complete testing of software 
"build" procedures before they are copied to the read-only file 
system. 

4.3 System initialization 

The standard UNIX init program is used to start the Noes func­
tions. Each Noes process is assigned to a run level or to a set of run 
levels. When init is told, by an operator, to enter a particular run 
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level, the Noes processes assigned to that run level are started. The 
assignment of processes to run levels is made in such a way that 
critical Noes processes may be isolated both during development and 
in the field for testing. 

4.4 Documentation 

All Noes documentation is done under the UNIX system. This 
documentation consists of a user's manual which describes the 
inputs and outputs for the system and a developer's guide which is a 
description of the Noes software. The nroff UNIX program along 
with Noes-developed nroff macro packages is used to format the 
documentation for printing. The text is entered using the UNIX ed 
program and is stored in standard UNIX files. 

v. CONCLUSIONS 

The Noes system has real-time multiprogramming requirements 
that make operating system demands very much counter to the basic 
UNIX time-share philosophy. However, these demands were met 
quite readily with some feature additions because of the adaptability 
and generality inherent in the UNIX operating system. The available 
scheduling parameters were flexible enough to handle the three 
kinds of scheduling demands; "near" real-time, time-share, and 
background, imposed on the UNIX operating system by the Noes. 
The interprocess communication mechanisms were rich and varied 
enough that only one addition was necessary to provide all the 
features needed by Noes. The UNIX operating system was modular 
enough so that a completely new kind of file system was interfaced 
in a very short time with almost none of the timing bugs that might 
be expected in a typical operating system. The total UNIX environ­
ment provided software tools to support the complex development 
effort needed to implement the Noes. Finally, the use of the same 
operating system for both development and application certainly 
minimized friction between the coding and testing phases of 
development and allowed the smooth integration of all system func­
tions. 
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