


















































































































































































































































































































































































































































































































uniquely responsive to the needs of the telephone company users. 
Those needs, of course, were incompletely understood at the time, a 
further reason for considering the system experimental. 

After two years of initial development, overlapped with about a year 
of trial use in several companies, AT&T in October 1971 announced 
a new time-shared computer program to process and manage traffic 
measurement data in 1 ESS offices. The new system, "PATROL" 
(Program for Administrative Traffic Reports On Line), provided an 
uncommon combination of features of significant help to the network 
administrator and network design engineer in the management of 
data. The announced features included the following: 

1. On-line access to large quantities of traffic data. 
2. Daily, weekly, monthly, high day, and busy season reports on 

demand in nearly real time. * 
3. Automatic selection of high-day data. 
4. Built-in data validation and exception flagging capabilities. 
5. Single end-user control of traffic data entry, data retention, 

report generation, and data management in general. 
6. A forgiving, interactive user dialogue that makes it easy to use 

with minimum computer knowledge and little or no formal training. 
(Later experience proved two more features important:) 
7. Reliable operation with rapid, low-cost system maintenance and 

feature development. 
8. No hardware investment required of the user community for the 

experimental system that used only widely available teletypewriters 
with paper tape readers. 

PATROL was initially implemented in a combination of FORTRAN 
and EXEC language on an IBM 360/67 computer operating under a 
modified Cambridge monitor. The vendor, Computer Software Sys­
tems, Inc. (CSS!) of Stamford, Connecticut, was chosen for the unique 
capability of its service at the time. There were no plans to make 
PATROL portable. 

1.3 The first system 

After initializing the system with a detailed description of a partic­
ular switching system, a network administrator would dial up the CSSI 
machine over the regular telephone network and transmit hourly 
("Block H") traffic register counts from the paper tape punched by 
the traffic teletypewriter. PATROL would immediately make data 
validation tests, and items exceeding predetermined tolerance limits 
would be called (flagged) to the administrator's attention, along with 

* In this context, "near-real time" refers to reports obtainable with little delay 
(perhaps minutes) after the end of the period being measured. 
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a brief summary of office performance data. The measurements would 
be accumulated in history files of data on an hourly basis. As many 
hours of daily data as desired could be processed, with costs increasing 
in proportion. Because of cost, most offices processed only one or two 
hours of data a day. 

The history files were arranged for the generation of reports on a 
daily, weekly, and monthly basis, or for any desired span of dates at 
user request for each individual switching office. The reports were 
usually printed off-line and mailed to the administrator, but when 
time value justified higher cost, the reports could be printed on-line 
at the administrator's (or network design engineer's) terminal. 

Probably little in PATROL was startling or new from a computer 
science point of view (a term just then beginning to come into vogue). 
What was new was the application of the technology to assure maxi­
mum capability and ease of use for end users with little training. A 
single time-shared machine serving thousands of offices spread over a 
continent was a concept still considered a bit adventurous (perhaps 
even foolhardy) in the early 1970s, although there were several prec­
edents in the 1960s.2

,3 An on-line, interactive development facility was 
still a wonderful novelty for program designers and, of course, proved 
efficient and cost effective. 

One design approach that was not recognized as new at the time 
was to provide each switching office with a database distinct from 
every other office and to conduct almost all processing as though only 
the one office and the one administrator existed. The (perhaps con­
current) processing of other offices for other administrators was gen­
erally hidden in the design, it being left to the operating system to 
sort out. This single-office approach greatly simplified development 
and maintenance by reducing the complexity of the software compared 
to other Total Network Data Systems (TNDSs) [e.g., Traffic Data 
Administration System (TDAS) and No.5 Crossbar Central Office 
Equipment Reports (5XB COER) described elsewhere in this issue] 
whose designers had to plan for the sequential processing of perhaps 
hundreds of different offices in the same batch run. 

1.4 Growth and evolution 

In the years that followed the initial introduction of PATROL, most 
of the original features were preserved, while many features and 
systems for other types of electronic switching systems were added. 
At the end of 1971, 27 offices in 9 companies were using PATROL. 

During 1972, the participation of the New York Telephone Company 
was gradually phased out and Bell Laboratories continued the exper­
iment, working closely with AT&T and representatives of the BOC 
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network administrators.* Many report types were added, an on-line 
documentation feature, Lessons, was produced, and processing costs 
were reduced. By March 1973, there were more than 165 offices on 
the system.4 In subsequent years, versions of PATROL were developed 
for 2 ESS, 3 ESS, Remote Switching Systems (RSS), Voice Storage 
System (VSS), and 5 ESS machines.5 

When an in-house (AT&T) computer service offering nearly the 
same software features [Virtual Machine/Conversational Monitor 
System (VM/CMS)] as our original vendor became available in 1974, 
PATROL was the first large project to move to that facility. It has 
remained there since. 

In 1975, when the Engineering and Administration Data Acquisition 
System/Traffic Data Administration System (EADAS/TDAS)t data 
collection portion of TNDS was available in most BOCs, PATROL 
developed a major new feature called Batch Data Entry (BDE). Data 
could be collected by EADAS, sent by magnetic tape to TDAS, and 
relayed from TDAS to the PATROL computer over the high-speed 
corporate data network (see Fig. 1). Compared to paper tape data 
entry, BDE significantly reduced computer expense at the sacrifice of 
two initial PATROL features. A single end user could no longer control 
the whole system alone, as coordination with EADAS, TDAS, and the 
corporate data network was required. And, because of the delays 
inherent in the new batch process, results from PATROL could no 
longer be obtained in "near-real time." However, because of the data 
processing and reporting capability of EADAS, the near-real-time 
feature of PATROL was no longer needed where BDE could be used. 

In 1977, a major rewrite of PATROL changed its basic orientation 
from processing clock hours for all office components to processing 
selected busy and side hours for each office component. This compo­
nent busy hour feature was followed in 1979 by a Busy Hour Deter­
mination System. By the end of 1978, there were more than 1600 
offices using PATROL. 

1.5 The experiment ends 

During its early years PATROL was enthusiastically received by 
network administrators and network design engineers. However, upper 
BOC management, often advised by computer experts that time shar-

* As has often been our experience, the collaboration with a BOC, here New York 
Telephone, had been richly rewarding. The "real world" expertise and "get it done now" 
attitude of the New York people really helped move the project along. By the end of 
1972, however, the on-line system was providing feedback from the whole country. 

t EADAS is the subject of the article "Data Acquisition and Near-Real-Time Sur­
veillance," this issue. 

2370 THE BELL SYSTEM TECHNICAL JOURNAL, SEPTEMBER 1983 



DDD - DI RECT DISTANCE DIALING 

EADAS - ENGINEERING AND ADMINISTRATIVE DATA ACQUISITION SYSTEM 

SPCS COER - STORED PROGRAM CONTROL SYSTEM CENTRAL 
OFFICE EQUIPMENT REPORTS 

TDAS - TRAFFIC DATA ADMINISTRATION SYSTEM 

TTY - TELETYPEWRITER 

Fig. I-an-line and batch entry of data in SPCS COER. 

ing was always more expensive than batch, feared that perhaps the 
system was too expensive. In 1976, these fears were laid to rest by two 
events. A major survey of computing costs showed that batch operating 
costs were much higher than was widely believed-sometimes 10 times 
higher. Finally, an extensive multilevel, multidepartment survey of 
every BOC, including three that at that time were building or operating 
their own traffic data systems, was conducted. It found that the 
PATROL system, of all other candidates, had the best match of 
features to the future data needs of the BOCs. With these and other 
studies concluded, it was finally clear that the PATROL experiment 
could be considered at an end. Continuing standard development under 
the Business Information Systems (BIS) funding agreement was begun 
in January 1978. 

1.6 Continuing development 

The BIS Advisory Committee asked that the name of the system be 
changed from PATROL to ESS COER to better agree with other 
TNDS component system names. This was later amended to SPCS 
COER when we realized that the system would be used for Stored 
Program Control System Reports not involving switching. However, 
because the term PATROL had become extensively embedded in Bell 
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System literature and had been used by the BOCs for many years, and 
because two syllables are much easier to say than six, * the term 
PATROL is still frequently used by the field forces. 

The change from experimental to standard status made it possible 
to emphasize system design considerations in SPCS COER over simple 
feature availability because long-term planning and investment of 
resources were now warranted. The original version of PATROL, with 
substantial amounts of interpretive code, had been replaced by a much 
more efficient FORTRAN version by the end of 1972. As an experi­
mental system, the software emphasis was on achieving features 
quickly, while steering a prudent course between run-time inefficiency 
and high performance. With the prospect of an assured future, the 
development effort began to emphasize new approaches to the design 
in 1977. A modular, generic-tools approach would achieve both high 
performance and reduce development and maintenance effort in the 
long term. This new approach is described in Section III. 

In 1979, a new experimental feature was designed for AT&T. The 
Data Profiles feature consolidates selected information from all the 
individual lilA EBB office databases for the whole Bell System. 
Elaborate retrieval, computation, and reporting facilities are provided 
in an English -like language for the use of personnel engaged in studies 
of various types. 

During the 1980-81 busy season (January to March), SPCS COER 
began to strain the resources of its host (Amdahl V6) computer, with 
the traffic data load from nearly 2400 EBB machines. Therefore, in 
September 1981, after about a decade of continuous operation on a 
single computer, the user community was divided up among three 
computers (at the same location). 

In December 1982 a new feature was introduced that allows printing 
of reports in the user's local company data center. In addition to 
existing options that allow reports to be either printed on-line or off­
line and mailed, the user may now have the reports sent to the nearest 
BOC data center over the corporate data network or via magnetic 
tape. This new option was provided to allow users willing to incur 
additional delay in the distribution of reports the opportunity to reduce 
centrally billed expense for SPCS COER by as much as one third. 

During its first decade of operation, SPCS COER compiled an 
excellent record of availability. While few detailed records were kept, 
the longest recorded nonscheduled total system outage (no access to 
reports) was about six hours. Some individual users or BOCs experi­
enced longer outages while software errors were being repaired. 

At the end of 1982, there were more than 2800 offices using SPCS 

* The preferred pronunciation of SPCS COER is S-P-C-S KO-AIR. 
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COER. The program had grown to 225,000 lines of FORTRAN code 
with an additional 105,000 lines of comment. There were about 1000 
pages of on-line user lessons for all the component systems. Users 
were logging on to the system at a rate of about 25,000 per month and 
issuing about 1,000,000 commands a year. About 3,000,000 hours of 
data were being handled annually and 1.2 million pages of reports 
produced per month. One third of the report output is produced on 
fiche, the rest on paper. 

II. FUNCTIONAL OVERVIEW 

This section presents a functional overview of SPCS COER from 
the user's point of view. 

SPCS COER is really a family of on-line data management systems 
that process traffic data from the class of switching systems called 
sorted program control systems. This includes lilA ESS, 2/2B ESS, 
3 ESS, 5 ESS and RSS switching entities. 

Each switching entity, or office, served by SPCS COER has its own 
distinct, independently managed database. This implies separate data 
collection, reporting, and data management for individual offices. This 
single-office view is incorporated in the software design and the user 
interface. It reflects the usual approach taken by network administra­
tors and network designers in examining central office traffic data. A 
consequence of this design is that most of the SPCS COER systems 
cannot summarize data across multiple entities. There is, however, 
one SPCS COER system, described in Section 2.6, that provides data 
summaries across offices. 

2.1 User interface and documentation 

A paramount goal in designing the SPCS COER systems is that 
they be easy to use by network administration clerks as well as 
managers. An interactive English-like dialogue, on-line documenta­
tion, and a generally forgiving design help support this goal. Since 
SPCS COER is an on-line system, it gives the user direct control of 
the system functions. When something unexpected happens, for ex­
ample, an invalid request is submitted, the user is notified and given 
an opportunity to take immediate corrective action. 

The user interface takes the form of a question and answer type of 
dialogue. The user types a command in response to a REQUEST = 
prompter. Any parameters required before the command can be exe­
cuted are then prompted for by the system. The user need type only a 
carriage return to ask for help in responding to a particular prompter. 
The system will then print a list of valid responses or response formats. 
This list is also printed if the user types an invalid reply. The user 
can type CLEAR in response to any prompter to abort the command 
and return to REQUEST =. 
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A complete set of on -line user documentation is available with each 
SPCS COER system. The user may access the documentation on 
request and have one or more sections of it typed at the terminal or 
printed off-line and sent by mail. This allows changes in the docu­
mentation to be made available to the users quickly and easily by the 
developers. It also assures the user of an easily accessible source of 
the latest information. The combination of readily changeable on-line 
documentation with a hot line open 24 hours a day (by answering 
machine at night) has proven effective in keeping the documentation 
error free and the users informed, confident, and satisfied. One finding 
of many studies is that software system problems are often due to the 
unavailability of up-to-date documentation at the user sites. SPCS 
COER totally avoids this problem by placing the most current infor­
mation in the hands of the user whenever the user asks. 

News messages may be printed on request as well. News items are 
put on the system by the developers to announce new features, revised 
documentation, or the existence of (or, preferably, the solutions to) 
newly discovered common problems. Users are alerted to news items 
by one-line flashes whenever they log on the system. Two levels of 
flashes and news items are used depending on the intended audience 
for the item-all users or only users of a particular component system. 

Since costs of any operations support system need to be monitored, 
SPCS COER provides estimated expenditures to the user for all on­
and off-line requests. This feedback has helped users manage their use 
of the system effectively. 

An important part of the SPCS COER user interface is a network 
of "SPCS COER coordinators," one or more in each BOC. These 
coordinators directly assist the BOC users in operating and managing 
the SPCS COER system. Usually it is the company coordinator who 
contacts the SPCS COER staff over the hot line about problems. The 
coordinators help the users identify and rectify problems. Over the 
years, the coordinators have asked for and been given the tools to 
identify and correct system problems that initially only the PATROL 
central staff could fix.* These tools have been grouped into a separate 
interactive system, modeled on SPCS COER, called COMP for Coor­
dinators' Management Package. COMP even has its own set of on­
line lessons. 

2.2 Office description file management 

Before any SPCS COER system can process traffic data for an 
office, an Office Description File (ODF) must be established for that 

* That is, when the generally forgiving design had stopped being forgiving to some 
user. 
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office. The ODF contains information describing the office and the 
traffic measurements that are to be processed. This information in­
cludes: 

1. The size of the office 
2. The equipment or service components of the office 
3. Characteristics of each component 
4. Measurements to be processed and components to which they 

correspond 
5. Hours of traffic data to be processed for each component. 
An SPCS COER user establishes, or activates, an ODF through an 

on-line request. The user must supply to COER all the information 
needed for the ODF. This information is used by the system to 
interpret, validate, and make calculations on the traffic input data and 
to store and retrieve processed data. Therefore, it is essential that the 
ODF be current and correct. 

A validate function ensures that the ODF information is internally 
consistent and that the user-specified values fall within appropriate 
bounds (e.g., the information represents a valid ESS office configura­
tion). Validation is automatically done when an ODF is first activated 
and whenever the information in it is updated. If errors are found in 
the ODF, the user is alerted and COER will not process any new 
traffic data until the errors are corrected. 

The on-line update command allows the user to examine the ODF 
and change it. All changes are validated, and any problems immedi­
ately reported to the user on -line. The user can then fix any errors by 
issuing update commands. Commands are also available to print the 
contents of an ODF on-line or off-line, and to deactivate an ODF 
(remove the ODF and its associated database from the system). 

2.3 Data entry 

To enter data into the database for an office, an SPCS COER 
system must first read the raw data values put out by the SPCS on 
what is known as a traffic schedule. A traffic schedule contains 
measurement data for a particular office, the collection date, collection 
interval, and end-of-interval time. The system uses ODF information 
to associate measurement values with their corresponding compo­
nents. Format checks are made on the values, and traffic statistics are 
calculated for each component based on the raw data values and ODF 
information. These processed component values are then stored in the 
database for the office. 

As part of the data entry process, SPCS COER makes various data 
reliability tests. These tests are intended to pinpoint instances of 
traffic measurements that are invalid, for whatever reason. Invalid 
measurements are caused by equipment or software malfunctions in 
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the switching machine or data collection system, highly unusual and 
unrepresentative traffic conditions, or (most of the time) errors in the 
ODF information. If data for a component fail one or more reliability 
tests, they are flagged, or marked as questionable, in the database. 
Flagged data are processed specially during data retrieval. These data 
are marked on all reports on which they appear and are excluded from 
report averages. The user has a recourse if data are inappropriately 
flagged, as described in Section 2.5. The results of the data reliability 
tests made during data entry are saved and made available to the user 
as exception reports. 

Traffic data may be entered into SPCS COER in one of two modes, 
on-line or batch, as shown in Fig. 1. On-line data entry, the original 
PATROL data entry mode, involves using punched paper tape gener­
ated at the traffic teletypewriter connected to the switch. These tapes, 
containing the required traffic measurements, are transmitted to 
SPCS COER on -line over the switched telephone network via a 
terminal with a paper tape reading facility. The user must monitor 
the process while the tapes are being read. For large volumes of data, 
this is a tedious and time-consuming process that also involves sub­
stantial computer connect time charges. 

The newer batch data entry facility reduces the cost and clerical 
effort associated with on-line data entry. It is now used for most of 
the offices served by SPCS COER. In designing BDE, the idea was 
that a user could set things up once, and then data would flow from 
the switch into SPCS COER almost unattended. 

Batch data entry may be used by offices supported by EADAS and 
TDAS,6 or their equivalents. Under this method of data entry, data 
for many offices and for several days are transmitted from a telephone 
company TDAS computer site to the SPCS COER computer site over 
the corporate data network. The SPCS COER system automatically 
places this data into a common disk storage area as pending files. An 
individual pending file is created for each block of data that corre­
sponds to a particular office, date, and collection time. These pending 
files are organized on a per-user basis. 

At night, an automatically scheduled job is run for each user who 
has pending files. This job processes the data from the pending files 
into the databases for the user's individual offices. It also generates 
messages for the user that indicate the status of the batch data entry 
job. These messages may be printed on request when the user next 
logs on to the system. In this way, a user knows exactly what data 
were entered into the database, or why any data were not entered. 

Pending files that are not successfully processed are retained on the 
common disk area for two weeks. They are also available for 45 days 
from a backup tape. The user can obtain a listing of all pending files 
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for a given office. Users are provided with on-line commands for 
managing these pending files. Pending files can be erased from the 
common area or restored from backup tape. Certain errors in the 
header information for pending files or in the traffic data values can 
be corrected interactively to enable the system to process those data. 

2.4 Reports 

To retrieve data from an office database, a user requests traffic 
reports from the system on-line. The user has the option of having 
them run on-line and typed directly at the terminal, or run in a batch 
mode, printed off-line, and mailed to the user. 

There are two basic types of traffic reports produced by the SPCS 
COER component systems: daily reports, which produce individual 
daily data and data averaged over a given span of days; and Machine 
Load and Service Summary (MLSS) reports, which make available 
year-to-date summaries of monthly averages and the highest traffic 
days. 

Daily reports may be requested in weekly, monthly, or intermediate 
form. Weekly and monthly reports provide data for all central office 
equipment components and all hours. Intermediate reports may cover 
any span of days and any selected components and hours. Each section 
of a daily report is devoted to one component in the office. It shows 
the daily statistics as well as the averages of the values over the report 
period. Flagged data are excluded from the averages. Monthly reports 
are useful to the network administrator for analyzing the overall 
service in the office, for trending office loads, and for data validation 
(as described in the next section). 

The MLSS reports are used by the network designer in capacity 
determination and in planning for future central office equipment 
needs. An MLSS report contains, for each component and hour 
requested, data for the 15 high load days of the year to date, together 
with the average of the 10 highest unflagged days. Also included are 
the monthly averages for the year to date, together with the average 
of the three highest months. At the end of the data collection year, 
this last average represents the Average Busy Season (ABS) value for 
the component. 

The formats of the traffic reports produced by the SPCS COER 
component systems follow those produced by the 5XB COER system 
wherever possible. The 5XB COER reports are covered in some detail 
in the article "Equipment Systems," in this issue. 

The Busy Hour Determination (BHD) systems (1 ESS BHD and 
2 ESS BHD) of SPCS COER produce a different set of reports from 
the ones just described. The BHD systems help the network admin­
istrator determine, for each component in an office, which hour has, 
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on average, the highest traffic load. This is called the time-consistent 
busy hour for the component. A BHD study for an office is usually 
done once or twice a year, for two to four weeks. During that time, 
data are collected and processed by the BHD systems for 12 to 24 
hours per day. The output of this study helps the network administra­
tor determine which hours of data should be processed for each office 
component in 1 ESS COER or 2 ESS COER. There are five sets of 
reports produced by the BHD systems. They range from detailed 
hourly reports to a high-level summary report listing the suggested 
COER collection hours. Because RSS and 5 ESS switches are Extreme 
Value Engineered (EVE),7 instead of time-consistent busy hour (or 
average busy season busy hour) engineered, they do not require busy 
hour determination studies. 

2.5 Database management 

SPCS COER makes available to the user several data management 
capabilities. There are on -line requests that tell the user what data 
are available in the database and allow the user to flag and unflag 
data, remove unwanted data, and initiate (or terminate) a data collec­
tion year. 

The on -line flag and unflag requests allow the user to override the 
data reliability flagging decisions that were automatically made by the 
system during data entry. A user can selectively flag or unflag data for 
any component, hour, and date. This is usually done before requesting 
a monthly report. 

After a monthly report is run, the monthly averages are stored with 
the MLSS data, and users have received their paper or microfiche 
reports, there is usually no need for SPCS COER to keep the detailed 
daily data for that month. The SPCS COER has a remove command 
that lets the user remove daily data for any span of days from the 
database. Data can also be removed selectively from the MLSS high 
day lists. A cycle function lets the user remove all MLSS data from 
the database at the end of the year. 

The database management features, along with ODF validation, are 
key parts of the success SPCS COER has achieved in producing high­
quality results. However, the degree to which user actions are required 
to manage the database might seem inefficient. Why not further 
mechanize these data management processes to require less user 
intervention? Let us look at why this user control is so important. 

The user, usually a network administration clerk, is responsible for 
producing accurate and timely information. But it appears to be a fact 
of life (based on some 20 years of data processing experience) that bad 
data often does not become apparent until after it is used to produce 
reports. And every new type of report produced seems to uncover new 
instances of bad, or at least suspicious, data. 
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When this happens in SPCS COER, the user, after suitable inves­
tigation to learn the facts, simply flags or unflags data as appropriate 
and reruns the report. Only after the reports have been thoroughly 
examined is it generally safe to remove the data from the system. Data 
processing systems without these features often leave their users with 
no usable results and/or the task of reprocessing the data by hand. 

It is also a fact of life that users make mistakes. While this may be 
regrettable, it is no excuse for producing poor results. Thus, almost 
every action that a user can take in data management can be reversed 
if the action proves to have been a mistake. 

User control of the data management has a cost to the user in data 
processing and storage charges, of course, But if the user feels that 
exercising the recovery features is not worth the cost, then the feature 
is not used and the cost avoided. 

There is an overhead cost in software for having some of these 
options available, even if they are not exercised by individual users. 
However, the system design has assumed that these are far offset by 
several types of savings that their presence makes possible. First, 
manual data processing by clerks is eliminated for this purpose. 
Second, results are sometimes achievable that could not possibly be 
obtained in other designs (for example, when a serious error is discov­
ered some months after the data has been discarded and a large 
monetary decision hangs in the balance). Third, formal training ex­
pense is avoided by virtue of the new system design (e.g., users can 
learn by doing with minimal risk of data loss through user error). 

Since data retention affects storage requirements (and costs), the 
system monitors storage usage and alerts the user when the amount 
of storage consumed exceeds a predetermined threshold. The system 
also provides the user with a storage command that reports the current 
storage consumption. 

2.6 Data profiles 

The functions and capabilities described so far in this section apply 
to most of the family of SPCS COER systems. However, one system, 
called Data Profiles, serves a special function. Data Profiles, unlike 
the other systems, is not restricted to a single-office view of data. It 
provides a facility for summarizing traffic data across many offices 
(and also across more than one service year). 

This system collects preselected MLSS data from each SPCS COER 
office database and stores this information in a single hierarchical 
database. In a hierarchical database, data are divided, subdivided, and 
sub-subdivided in a treelike fashion as many times as needed to permit 
convenient access to its parts. Data Profiles divides and subdivides 
the MLSS data by BOC, type of ESS switch, particular office, and 
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collection period (current year, latest complete year, and archived 
older years). 

The data for an office are collected by Data Profiles when the SPCS 
COER user requests a monthly report for that office. The database 
currently contains data for all l/IA ESS offices. Data exist for each 
year, starting with 1978. Users can access any or all these data on an 
on -line demand basis. 

Data Profiles uses a generalized database system/tool called the Off 
the Shelf System (OTSS),8 which provides data management routines 
and a query language. This query language allows Data Profiles users 
to retrieve any items or combination of items stored in the database. 
The query language statements are simple. They consist of a few verb 
and modifier expressions that specify the part of the database to be 
traversed and what action should be taken. 

By typing a single OTSS sentence, a user can ask, for example, 
"What was the average busy hour CCS per main station for Touch­
Tone* dialing digit receivers in New York Telephone offices during 
1980?" Users can set screens on data so that the system will retrieve 
only data that satisfies certain conditions. For example, including the 
phrase, "when average busy season percent capacity is greater than 
90," in the above query would cause the system to include in the 
average only data for receiver groups that were operating at more than 
90 percent of capacity. The query language has commands that dis­
tribute, plot, print, alter, and make statistical computations on the 
data. Because queries may become complex and may be useful to many 
users on many occasions, a query library is maintained by the system. 

Data Profiles provides a powerful tool for studies since it contains 
data for an entire area and so can be used by telephone engineers for 
many different planning purposes. 

III. SOFTWARE STRUCTURE 

The first SPCS COER system was hard coded with data structures 
and algorithms specifically designed for the 1 ESS central office 
application. The resulting system, although remarkably popular, was 
also inflexible and hard to enhance. What might seem a small concep­
tual change (the component busy hour feature) required a major 
rewrite of the system. Even the seemingly trivial change to compress 
the batch reports seven spaces to allow for hole punching required an 
embarrassing amount of reprogramming. In this section, we describe 
a software design method that led to SPCS COER modules that are 
easier to develop and maintain. 

* Registered service mark of AT&T. 
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3.1 The view from the back room, or a hacker's view of history 

One motivation for this design philosophy was the rapid prolifera­
tion of SPCS COER subsystems (serving different switching systems) 
during the mid-1970s. The 2 ESS COER was the first offspring of the 
initial 1 ESS system. This system was produced by the venerable red 
pencil technique. Engineers poured over the ponderous listings of 
1 ESS COER (60K lines) deleting and changing sections of code that 
were not quite right for the new application. The resulting system 
worked but became difficult to enhance. Then 3 ESS COER was 
produced from 2 ESS COER in much the same way. The prospect of 
making parallel enhancements in these systems was awesome in much 
the same way that the Okefenokee Swamp is awesome. The laws of 
genetics suggested that this inbreeding would have to stop or the 
species would become extinct. 

The crux came in the summer of 1977 when the SPCS COER team 
was faced with the task of developing four new subsystems (Busy Hour 
Determination, Voice Storage System, Remote Switching System, and 
Advanced Communication System). It was clear that the red pencil 
technique was no longer tenable. It was not so clear how these 
ambitious systems could be produced without a large development 
effort and substantial duplication of code. Fortunately, this crisis 
coincided with the emergence of the software-tools approach to system 
development. This method advocates developing larger systems out of 
a kit of small general-purpose tools rather than building monolithic 
special-purpose systems. This philosophy was an enormous help in 
managing the large development task. Rather than rushing off in four 
separate development efforts, time was taken to define a set of tools 
that could be useful in all four systems. The result was a marked 
reduction in development time and lines of code. In addition, the 
resulting systems are simpler and easier to maintain. 

3.2 Tools plus 

As valuable as the tools approach was, it was not the whole answer 
to the problem. Each SPCS COER system contains a fair amount of 
domain-specific knowledge both about traffic engineering and about a 
particular switching system. Without further philosophical underpin­
nings, it would be difficult to capture this knowledge in simple, 
generically useful tools. What was needed was some way to factor this 
specialist's knowledge out of the tools. The goal was to make the tools 
simple enough to be flexible and yet sophisticated enough to be knit 
into a useful system. The solution was to capture the knowledge of 
traffic engineering in a data model that can be used by the tools and 
to capture the switch specific knowledge in a set of tables that drive 
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the tools. As a result, the systems developer's job changed. Previously, 
it was to write or change large amounts of code to meet the require­
ments of the system. With the new method, it is to first select the 
proper tools for the system, then define the tables specifying the new 
system to the tools, and finally to write the controlling code which 
welds the individual tools into an effective system. The advantage is 
that the developer spends less time in low-level development and is 
free to devote more time to the design of an integrated system meeting 
the customer's need. In effect, with intelligent tools we have raised 
the developer's perspective from that of programmer to that of system 
designer. 

The heart of the new approach is the traffic data model. The model 
consists of both a view of the traffic data and the routines that 
manipulate the data in accordance with this view. The traffic data 
that SPCS COER deals with come in two varieties-daily and MLSS. 

3.3 Daily data manager 

The SPCS COER Daily Data Manager (DDM) captures the notion 
of daily data in an abstract model. To DDM, an individual traffic 
measurement is represented by a tuple of five elements (day, hour, 
equipment tag, measurement tag, value). The quadruple (day, hour, 
equipment tag, measurement tag) is an index to the data values. Any 
measurement in an office's database can be accessed by specifying the 
identifying index. 

The DDM provides standard database operations. The user ofDDM 
can create and destroy databases, and add, delete, retrieve, and update 
items in an existing database. But DDM is a powerful tool because it 
understands the particular needs of an SPCS COER system. For one 
thing, it understands traffic data. It understands that the data are 
collected as a block of measurements for all the equipment in the 
office for a given interval. The data structures and algorithms ofDDM 
are carefully tailored to efficiently organize and store data collected in 
this way. The DDM also understands that these measurements are 
subject to error and provides routines to flag questionable data items. 

The DDM is particularly useful to SPCS COER systems because it 
understands how the systems are likely to use the data it manages. 
Report generation provides a convenient example. An SPCS COER 
report is a formattted output of the traffic statistics for a specific piece 
of equipment at a particular hour over a span of days. The DDM 
provides two special interface routines to aid in report generation. The 
first takes an hour, an equipment tag, and a range of days as an 
argument to prepare DDM to retrieve data for the report page in a 
systematic way. Each time the second routine is called, it returns a 
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new line of data for the report which includes the day on which the 
data were collected. 

3.4 MLSS data manager 

The MLSS database contains the same measurements as the daily 
database, but instead of keeping a day-by-day account, the MLSS 
database contains rank-ordered lists of the busiest days and the 
monthly averages on the equipment in the office. The MLSS Data 
Manager (MLSM) is an SPCS COER tool for managing MLSS data­
bases. It views an MLSS data item as a five element tuple (hour, rank, 
equipment tag, measurement tag, value). The MLSM provides SPCS 
COER systems with the same sorts of services for managing MLSS 
databases as DDM provides for daily databases. In particular, MLSM 
maintains the rank-ordered lists. 

DDM and MLSM free the individual system developer from wor­
rying about the complexity of data management. They take care of 
storing and retrieving data on disk and worry about such issues as 
concurrency control and recovery. But more importantly, they enforce 
a standard data model across all the SPCS COER subsystems. This 
has two important ramifications. First, since all the traffic data are 
stored in a common manner, they can be analyzed by common soft­
ware. Second, since the data are stored by a common data manager, 
higher-level tools can be built that use DDM and MLSM to fetch and 
store the data. 

3.5 RSL 

The SPCS COER Report Specification Language (RSL) is a good 
example of a high -level tool that uses D D M and MLSM. It also 
illustrates how a system designer can customize a generic tool to fit 
specific subsystem needs. The RSL is a simple but powerful language 
which allows the user to specify the format of a wide class of SPCS 
COER reports. Figure 2 shows a sample RSL program and Fig. 3 
shows a report that was generated from this specification. 

A brief study of Fig. 2 illustrates how RSL works. The first section 
of the report specification is the heading. This is the information to 
be printed at the top of the report. Information in quotes is printed 
here as it is written on the report. The key words offnam, datnam, 
schnam, and stunam specify translations to be made when a specific 
report is printed. The key word offnam will print the name of the 
office for which the report is being generated. Key word schnam will 
print the hour for which the data were taken, stunam will print the 
name of the equipment, and datnam will print the Gregorian represen­
tation of the first or last day in the report. 

The supertitles section presents titles that span more than one 
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daily report 2 for (s52, s53, s54, s55, s56); 
flag line on position 9; 
heading 

?f~nam; 

'NO. I ESS SERVICE CIRCUITS AND SPECIAL TRUNKS'; 
'DETAILED DATA FROM', datnam (fstday), 'TO', datnam (lstday); 
'ALL COMPONENT HOURS'; 

end report; 

". 
". 
'ITEM NO:, %d stutag, ':', stunam, ' , , schnam; 
". 

end; 
supertitles 

'PER STATION' 14-24; 
'USAGE' 29-33; 

end; 
columns 

end; 

datnam (curdat) 1-8%s" no average; 
il 12-18%6.4f* 'CCS' exclude on '*0/0&'; 
i2 20-25%5.3f* 'CALLS'; 
i3 26-31 %5d * 'TRFFC'; 
i4 32-35%3d* 'MB'; 
i5 36-41%5d* 'PEG COUNT'; 
i6 43-48%5.2f* 'HT SEC.'; 
i7 50-54%4.2f* 'OVFL %'; 
i8 55-58%3d* 'CAP %'; 
i9 59-63%4d* 'NCl'; 
il0 64-69%5d* 'CAP CCS'; 
100* (i3+i4) / 36*i9 70-72%3d 'OCC %'; 

Fig. 2-Sample RSL program. 

0000013H MLDNMAELCGO SP CTX-8 3.5 COMP.IO: 
NO.1 ESS SERVICE CIRCUITS AND SPECIAL TRUNKS 

DETAILED DATA FROM 07/01/79 TO 07/09/79 
ALL COMPONENT HOURS 

ITEM NO. 54: T-T MEMRY P 10:00 

001 

PER STATION USAGE PEG HT OVFL CAP CAP OCC 
CCS CALLS TRFFC MB COUNT SEC. % % NCI CCS % 
------ ------ ------- ---- ----- ---- ----- ----

07/01/79 0.0029 0.058 40 792 5.04 0.00 3 55 1256 2 
07/02/79 0.0041 0.047 55 634 8.72 0.00 4 55 1256 3 
07/03/79 0.0493+ 0.047 66 643 10.26 0.00 5 55 1256 3 
07/04/79 0.0077 0.052 105 705 14.89 0.00 8 55 1256 5 
07/05/79 0.3333* 0.039 62 531 11.73 0.00 5 21 * 1256 3 
07/06/79 0.0070 0.066 2* 897 10.64 0.00 8 55 1256 5 
07/07/79 0.0050 0.001* 68 547 12.36 0.00 5 55 1256 3 
07/08/79 0.0054 0.051 73 693 10.59 0.00 6 55 1256 4 
07/09/79 0.0060 0.043 81 581 13.96 0.00 6 55 1256 4 

------ ------ ------ ------- ---- ----- ---- ----- ----
AVERAGE 0.0109 0.050 69 669 10.91 0.00 6 55 1256 4 

Fig. 3-Sample report generated from an RSL program. 

column in the report. The quoted string gives the title, and the 
numbers give the character positions over which the title should be 
centered. 

The columns section specifies the main body of the report; each line 
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in this section specifies a column in the report. The first entry is the 
name of the data item to be printed in this column and the numbers 
show the character position boundaries for the column. Informadon 
after the percent sign tells how the value should be printed (s = string, 
d = integer, f = floating point, n.n = how many total digits in the 
number and how many digits after the decimal point. Compare with 
the C language function, printf). The asterisk shows that the data item 
can be flagged, and the string in quotes is the column heading. The 
key words no average indicate that there should be no average taken 
over this column. The key words exclude on followed by a list of flags 
indicate the data items flagged with any of the listed flags should be 
excluded from the column averages. 

The system developer writes the report specification when designing 
the system. The RSL compiler converts the report specification into 
intermediate code to be interpreted at report generation time-that 
is, when the SPCS COER user requests a report of this type. At report 
generation time, the SPCS COER subsystem calls the RSL run-time 
interpreter with a short description of the desired report. This descrip­
tion includes the report type, the office, the equipment tag, the hour, 
and the range of days. The RSL interpreter then prints the report 
according to the specification and data. First, RSL prints the heading, 
supertitles, and column headings in an attractive fashion. It then calls 
DDM or MLSM to get the data for each line of the report, which it 
prints according to the column specifications. Finally, it prints the 
appropriate averages for each column. 

RSL takes the drudgery out of report generation. Instead of writing 
code to fetch, format, and print reports, the system designer writes a 
few simple specifications that describe the required reports. RSL is 
able to do the rest because it understands what is generic in SPCS 
COER reports. 

This section has described only a few of the tools used in the 
construction of new SPCS COER subsystems. The present arsenal 
contains many other tools both of the type providing some generic 
service, such as DDM, and of the table-driven type, such as RSL. 
Moreover, each new component SPCS COER system that is built 
suggests new tools so that the arsenal continues to grow. The net 
result is that the system designer can concentrate more and more on 
the problems of each system, with less and less bogging down in the 
details of coding. 

The savings can be considerable. Studies on the RSS COER system 
indicated that tools have resulted in a 65-percent reduction in the 
code required. Tools have also made SPCS COER an easier project to 
manage. Since a large portion of the code is generic, it is well estab­
lished and tested. This substantially reduces the maintenance burden. 
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In addition, better service is given to system users since new features 
and component systems can be developed more quickly. 

IV. THE MANAGEMENT APPROACH TO SPCS COER SPECIFICATION AND 
DEVELOPMENT 

Because of its origin as an experimental system, the SPCS COER 
project was managed with a research and development style,9 instead 
of the classical software design style. Although many software projects 
seem to use this approach, it does not appear to be discussed anywhere 
in the software management literature. Weinberger hints at it in 
various places in his excellent book.10 On the other hand, there is 
vigorous literature on research and development management meth­
OdS.9.11

-
14 We find this literature applicable to software projects and 

have coined the term "whole-job software design method" to describe 
it. 

4.1 Whole-job team 

The "whole-job" software design method puts all responsibility for 
a project, including requirements and development, on a small design 
team. The principal advantage of this approach is that the developers 
themselves have a close relation with the clients. This results in other 
derivative advantages: high motivation, flexibility, and low overhead. 
The team is responsible for: 

1. Studying and understanding previous work. 
2. Meeting with clients and understanding their views. 
3. Proposing a solution. This includes selling the proposal to the 

BOC's, to AT&T, and to Bell Laboratories affected organizations and 
management. 

4. Designing the system. 
5. Implementing and testing the system. 
6. Writing user documentation. 
7. Conducting a field trial. 
8. Managing the general release. 
9. Following up on user problems. 

Steps 1 to 3 are systems engineering functions, and 4 to 9 are devel­
opment. In the whole-job approach, they are all done by the same 
team. 

4.2 Structure and responsibility in the whole-job team 

A team consists of one to a few members of technical staff. A team 
member may belong to more than one team. Typically, we have used 
people with Master's degrees in computer science. The teams are 
flexible; they reform from time to time as people come and go, but 
maintaining continuity of people assigned to a given project is a 
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primary goal of whole-job management. This has not been difficult to 
achieve. 

For multiperson teams, the supervisor sometimes appoints a "team 
leader." Other times, team members are free to organize themselves 
as they see fit. They devise and tell the supervisor their plans and a 
method for repQrting progress. The supervisor must choose between 
imposed and free organization. This choice is based on a variety of 
factors: the needs and expertise of the team members being the 
principal ones. In any case, the team plans its own work. 

The team does not make commitments on its own to AT&T or BOC 
clients; management does that. With experience, this hard line can be 
relaxed somewhat. Team members learn management's views and 
make minor commitments. This smooths client relations because 
clients get quick answers. 

The whole-job team tells management what it believes it can deliver 
and when. Management may adjust these estimates a little, sometimes 
a lot. But even if the dates are adjusted, the team members are usually 
confident they own them. This has led to much hard work and 
overtime, not because it was demanded by management, but because 
the team members assumed a responsibility to deliver to their clients 
what they had promised. 

4.3 High team motivation 

The whole-job approach places virtually all project responsibility on 
the shoulders of a few people. It is not divided among several organi­
zations (e.g., a requirements group, development group, test group, 
maintenance group, etc.). The team members can immediately learn 
about and satisfy customer needs. This is a motivator. 

High motivation arises from all the advantages of this approach: 
low overhead, closeness to clients, career flexibility, and broadening 
of team members. Small teams are easier to motivate than large teams. 
Self-organization is a motivator, a required motivator among profes­
sionals. 

Team members develop a sense of pride in their project that we call 
"parental motivation." This carries into parts of the project that are 
less enjoyable, for example, documentation and maintenance. In SPCS 
COER, there have been few complaints about documentation and 
maintenance; they just get done. User documentation is delivered to 
end users at least a month before general availability of the software. 

4.4 Low overhead 

Low overhead arises for two reasons: 
1. There are no "handoff ceremonies" from requirements to devel­

opment, and from there to other follow-on organizations. 
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2. There is only one chain of command within Bell Laboratories 
that is responsible for the technical project management. 

The whole-job approach allows the team to begin some design work 
even before requirements work is completed. There is a tight feedback 
loop from design to requirements because few people are involved. 
When a plan is generally accepted by clients, and details of formats, 
formulas, thresholds, etc., are all that remain, the planner's mind can 
gradually shift to design. Coding of stable or generic parts may even 
begin. Thus, a smooth and natural transition occurs. 

4.5 Better understanding of the client's problem by developers 

Requirements writers are usually close to the client. As they work 
their part of the problem, they can understand the client's point of 
view. They can see possibilities for trade-offs that will not compromise 
real objectives. 

If the requirements people are the developers, then it follows that 
the developers understand the client's problems, have empathy, etc. 

If there is a formalization of requirements and a handoff to devel­
opers, then the developers are once removed from the client. Many 
developers minimize this distance by attending some requirements 
meetings and getting to know the customers. Nonetheless, there is a 
distance between developers and clients when developers are once 
removed from the clients by project structure. 

In general, the whole-job approach avoids the problem of distance 
between developers and clients. There are only two groups of people 
who must thrash things out, see each other's points of view, and agree: 
the whole job team and the client. One is trying to provide something 
that the other needs. Relations are simple. Add a third organization, 
requirements, and you must choose between the two communications 
networks shown in Fig. 4. The left plan has distance between client 
and developer, and slow feedback loops; is inflexible; and has difficulty 
in exploiting opportunities. The right has overhead, tri-team commit­
tee meetings, and is a little more flexible and capable of exploiting 
opportunities. The whole-job diagram is shown in Fig. 5. It has direct 
feedback and is maximally suited to exploiting opportunities. 

Some developers see distance between development and client as 
helpful. It gives the developers more freedom to pursue design without 
reference to the customers' opinions. It protects developers from the 
well-known human trait of clients asking for more and more features 
on the original development schedule. Experience on the SPCS COER 
project indicates that neither of these conditions is a problem if the 
whole-job team works closely enough with the client. 

The whole-job approach does have at least two problems. Close ties 
to the client tend to emphasize short-term over long-term goals and 
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Fig. 4-Communications in a multiorganization software project. 
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Fig. 5-Communications in a whole-job software project. 

activities. Overcoming this calls for very close ties and a willingness 
to invest time in explanations and discussions. When a client is 
obdurate, perhaps it really is better to emphasize the short-term goal. 
A second potential problem is that projects staffed by one or two 
people would seem extremely vulnerable to sickness and accidents. 
spes COER experience over 10 years shows that this is not a serious 
problem. Because of the multiply overlapping team design and because 
people develop friendships with their peers and like to talk, several 
members of other teams always seemed to know what a missing team 
member had been doing so that gaps could be quickly closed. 

4.6 Career flexibility 

System developers often view systems engineers as plodding writers 
of dull requirements. Systems engineers in turn frequently perceive 
development folk as narrow crank turners, plagued by self-imposed 
inflexible deadlines. While there may be something to be said for both 
points of view, both are distorted views and do not encourage com­
munication and personal growth. 

The whole-job approach ensures that individuals are exposed to the 
realities of both systems engineering and development-both the good 
and bad of each. This is a broadening experience. Entering the project 
with a development orientation, as most fresh college graduates do, 
many whole-job people develop a strong desire to move into full-time 
systems engineering. In our experience, this rarely happens in conven­
tionally structured developments. Graduates of the whole-job experi­
ence have gone on to do well in both systems engineering and devel­
opment areas. We view this as being greatly to the benefit of both the 
individual and the organization. 
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4.7 Extending the scope of whole-job possibilities 

Whole-job projects are better for the customer than large multior­
ganization projects. Customers' needs are met more quickly and at 
lower cost. Long planning/development cycles are not needed. Cus­
tomers' needs often change rapidly, and the whole-job approach is well 
suited to a rejuggling of priorities. 

This conclusion seems evident. It is common knowledge that small, 
highly motivated teams can hit quicker and harder and more accurately 
than large organizations. In the military, commandos are considered 
elite. But commandos cannot win wars alone. And probably the whole­
job approach cannot work on all software projects. 

For small projects of two or three persons, most would agree it can 
be used. But size alone is not an adequate criterion. The method has 
worked on one medium-sized (10 to 20 person) project, SPCS COER, 
but may not work on others of this size. To find a criterion for where 
the whole-job approach can be applied, let us examine the structure 
of the project. 

SPCS COER is organized horizontally instead of vertically, as shown 
in Fig. 6. SPCS COER is designed as a set of largely independent 
facilities. Of nine current and one future facility, their interde­
pendencies graph is shown in Fig. 7. The asterisks represent customers. 
Most of the facilities depend only on BDE, which is a source of data 
from the world outside of SPCS COER. The 1 ESS subsystem supplies 
data to the world outside. Remove these two interfaces, and the graph 
reduces to Fig. 8. 

What is remarkable here is the strong parallel between the custom­
er's view of the project and its division into loosely coupled subsystems. 
Let's examine what is meant by the customer's view. Consider one of 
these subsystems, VSS COER. One person developed this subsystem. 
He consulted with the AT&T Network Design and Network Admin-
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Fig. 6-SPCS COER team organization. 
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istration departments in a small meeting. There was no representation 
from 1 ESS, 2 ESS, or any other parts of the COER project. The 
independence of the VSS module from other SPCS COER modules 
was clear from the customer's point of view. And this is reflected in 
the structure of this meeting. There are no customer requirements 
that the VSS database or processes interact closely with any other 
SPCS COER subsystem. 

Consider 1 ESS, 2 ESS, and 3 ESS central offices, and the role of 
a real network administrator in a Bell Operating Company. One 
administrator may be responsible for all three types of offices. But 
this person usually works on offices one at a time. A network admin­
istrator may use 1 ESS COER for an hour or so examining a problem 
in one particular office, then switch to 2 ESS COER to examine the 
validity of some new data, and request a report. Although one person 
may use several modules of SPCS COER, the independence among 
these modules is still there from the customer's point of view. The 
independencies derive from the method of use. 

So from both requirements and usage points of view, the customer's 
view of the project is a set of almost independent facilities. And each 
of these facilities is small enough to be planned and developed by a 
small team. 

Underlying all SPCS COER, however, are common system design 
decisions: the on-line nature of the system, method of data entry, 
dialogue style, style of reports, etc. These can be viewed as system 
design decisions that affect all subsystems; but they were all made 
some years ago and evolve at a slow pace. It is these underlying design 
criteria that give SPCS COER a cohesiveness from the customer's 
point of view, i.e., make it one system. 

So our hypothesis is this: It is not the size of a project, per se, that 
makes the whole-job approach applicable or not. The whole-job ap­
proach is applicable whenever: 

1. A system can be divided into parts that are independent, from a 
customer's viewpoint. 

2. The resulting parts are loosely coupled. 
3. Each part can be planned and developed by a small, whole-job 

team. 
Extending the whole-job concept to large projects requires that they 

be structured according to these criteria. Large projects that cannot 
be structured this way can probably only be done by the multiorgani­
zation approach. 

4.8 Whole-job approach summarized 

The whole-job approach to software specification and development 
is a project method. It is described in the research and development 
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literature, but apparently not in the software literature. It is a proven 
technique and has been in use on software projects for at least 10 
years. Its central advantage is that developers and customers build a 
close relation. This leads to realistic design by the designers, and high 
customer acceptance of the software products. Structure of a project, 
not size, determines whether this method can be used. 

V. FUTURE DIRECTIONS 

SPCS COER, well into its second decade of service, is still growing 
vigorously in features, component systems, and entities served in 
response to the expressed needs of its users. But this is only to be 
expected of a successful product serving the needs of a growing market. 
We close this paper briefly citing four new and challenging areas 
toward which SPCS COER thinking is being directed. It is not possible 
to tell now which of these areas, if any, will bear fruit. 

As mentioned earlier, an SPCS COER system was developed for 
VSS. While VSS COER is not now in operation for reasons having 
nothing to do with the present paper, this development was an inter­
esting first application of SPCS COER technology outside the realm 
of switching systems. There appear to be many other potential appli­
cations beyond switching that require the capabilities of SPCS COER. 
Work is presently proceeding to expand our applications in this arena. 

The reports produced by SPCS COER are laboriously worked out 
with user representatives to meet the reporting needs of the BOCs. 
But surveys have shown that fixed-format reports seldom meet all the 
needs of individual users. This leads to wasteful manual posting from 
different mechanized reports to the desired report format. Planning is 
well advanced, under the title of "Flexible Reporting," for new features 
that will allow users to alter the format and content of existing reports 
and create new reports from scratch. 

While the development of generic tools, described in Section III, 
has greatly simplified and speeded the development of new SPCS 
CO ER systems, developing a system for each new application is still 
a significant and time-consuming effort for highly skilled and experi­
enced program designers. Under the name of "Generic COER," also 
referred to as "User Programmability," planning is under way to allow 
users to (in effect) create their own component systems for new 
switching applications. Unlike flexible reporting, the user in "User 
Programmability" need not be the ordinary SPCS COER user. Most 
hands-on users of SPCS COER are clerks with little formal training. 
The user in "User Programmability" could well be a highly trained 
computer program designer employed by an individual BOC as long 
as such a resource were readily available to the operating users in the 
BOC. 
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Finally, in the 12 years SPCS COER has been operational, there 
has been a continuing advance in the computing facilities available to 
the BOCs in their data centers and elsewhere. It now seems possible 
and economically attractive to move the SPCS COER operation from 
its single central location for all BOCs into one or more installations 
in each BOC. Planning work is in progress on this future direction. 
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I. INTRODUCTION 

The Small Office Network Data System (SONDS) is a miniature 
Total Network Data System (TNDS) designed to meet the unique and 
special needs of the Bell System's smaller, rural-type offices. In respect 
to SONDS a small office is one serving fewer than 5000 main stations 
(MSs). These comprise almost 40 percent of the Bell System's total 
switching entities but serve less than 8 percent of its customers. The 
offices that are candidates for SONDS are predominantly of the 
noncommon control, step-by-step type. They are generally located in 
remote rural locations and are unattended. 

The amount of traffic and the service vary among these offices and 
among the serving groups within each office for several reasons. First, 
as random traffic theory predicts, there is a greater proportional 
variation in traffic with small versus large groupings of traffic sources. 
Observations have shown that the actual variations of source traffic 
are, in fact, much greater than assumed by the random theory under­
lying the probability tables normally used to size central offices. 
Second, the mix of customer types varies widely among these offices 
and this further affects the within-a-day and day-to-day traffic distri­
butions in often unpredictable ways. In addition, as a result of the 
relatively small originating line and terminating connector groups of 
the small step-by-step offices, load balancing problems are accen­
tuated. These offices are unattended, which means less frequent sur­
veillance of central office equipment problems such as busy switches 
or trunks. On the average, there will be more such maintenance 
problems and they will be longer in duration than in larger, attended 
offices. 

The small offices require special attention if both service and cost 
objectives are to be met. They are, however, too small and remote to 
justify support by conventional, continuous measurement systems. 
Typically, a few days of traffic data per year are available in these 
offices. Present standard dimensioning techniques and design service 
criteria are thus inadequate in the presence of minimal data and large 
traffic variation. We have demonstrated with SONDS how large office 
standards can be applied to these small offices at an affordable price. 

II. DIMENSIONING OF TRAFFIC SYSTEMS 

Design service criteria for standard Bell System engineering are 
based on the concept of a Time-Consistent Busy Hour (TCBH). It is 
by definition that clock hour which has been observed by study to 
contribute the greatest amount of total traffic over some defined period 
of time. The sizing of a group of traffic servers is based on meeting 
service criteria for the highest controlling TCBH loads for the average 
busy season, average ten high day, or highest day. 
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The traffic theory used to calculate engineering capacity tables 
assumes the behavior of a constant system of chance causes {"statis­
tical equilibrium"}. To account for different levels of departure from 
truly random behavior, traffic capacity tables are adjusted to allow for 
options of low, medium, or high levels of day-to-day variation. 

Time-consistent busy-hour practice is a compromise for data collec­
tion and processing costs. Simplifying assumptions are used, however, 
which lead, particularly in small offices, to overprovisioning to protect 
for variations not reflected in an average statistic. Due to lack of data, 
maintenance problems, and forecasting errors, underprovisioning can 
also occur. 

TCBH practices assume that provision of objective service in the 
average busy hour will provide adequate service in all hours. Average 
service is not, however, the service seen by individual customers nor 
by groups of customers in offices with traffic imbalance. While TCBH 
service criteria have been shown by experience to be a reasonable 
approach to provide an adequate overall service control for large groups 
of customers, they are less valid for small groups because of the greater 
deviation from truly random behavior of such groups. For example, 
SONDS office studies reveal that the TCBH is the actual busiest hour 
of the day on only about 20 percent of the days. 

III. THE SONDS DEVELOPMENT 

SONDS is the outcome of a series of Bell Laboratories' traffic 
studies and computer experiments that were initiated originally to 
explore the power of computers to completely control data collection 
from a central location. Included were studies of traffic characteristics 
and the evaluation of design service criteria that might be used to 
better control service levels and at the same time provide a more 
efficient allocation of resources. In recognition of the largely unsolved 
small office data and design problem, we initiated an experimental 
network data system designed to meet that need. These relatively 
simple offices, largely unmeasured, were judged to be a good environ­
ment to explore a completely mechanized system that would use time­
shared computers to interface with smart microprocessor-controlled 
central office terminals. We were looking for a system free from the 
control of people other than the direct user. These offices were not 
directly coupled to TNDS and thus gave us a simpler environment in 
which to study innovative traffic systems. 

The SONDS development, the formulation of analysis requirements, 
and the specifications of output reports were designed to incorporate: 

o Low cost 
o Service measurement 
C) A compact database 
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• A nearly paperless system 
• Switched-network data communication 
• An interactive computer interface 
• Automatic report generation and distribution 
• Complete access by the authorized user for: 

- Nonscheduled data or special study requests 
-Database control 
- Trouble reports and data for analysis 
- Remote testing of terminal equipment. 

SaNDS has met these desired objectives. Its success is due to a 
combination of the following features: 

1. An Extreme Value Engineering (EVE) method has been formu­
lated and adapted to the studied characteristics of the candidate 
offices. EVE uses order statistics of an extreme value distribution 
formulated from daily peak hour data observations. The need for 
simplifying assumptions using other traffic dimensioning models is 
largely reduced. Through use of the order statistics the computer is 
able to detect questionable data and to issue timely exception reports, 
including backup data, which are useful for analyzing and correcting 
trouble conditions. 

2. New EVE design service criteria are based on a broad study of 
office characteristics and are selected to match the objectives of 
current dimensioning methods. On the average, with the same or less 
switching equipment and trunks, overall service will improve. With 
full-time data surveillance available for the first time and with a good 
system of trouble detection, there will be less need to play safe by 
overprovisioning. 

3. A compact database is realized because only a single hourly value 
per day, the daily peak hour value, is recorded in the database for each 
traffic measurement. The extreme value distribution parameters are 
estimated from a moving average of the mean and variance of this 
measurement. 

4. Automatic computer polling of office terminals during early 
morning hours is an efficient serial use of computer ports and the 
switched network. 

5. A largely paperless system has been realized. The standard re­
ports required in TNDS are automatically distributed immediately 
following the end of each reporting interval. Database updates and 
requests for special data and reports are made via an interactive 
interface with the computer and require no other (human) interac­
tions. 

6. No special monitoring or scaling is required to compensate for 
holiday or "odd-ball" traffic conditions in the office engineering be­
cause automatic outlier tests reject such data. 
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7. Dial tone delay service measurements and their reporting as a 
service index are contained in the system. Separate and costly dial 
tone test call facilities are not needed. The result is a more accurate 
measurement and includes a measure of group-to-group service differ­
ences not available otherwise. 

IV. FORMULATION OF THE EVE METHOD FOR SONDS OFFICES 

The following is a short history of work that helped generate an 
interest in the EVE approach used in SONDS.1

-
4 

4.1 Early work 

Karlsson1 claimed that, particularly for international routes, the 
(time-consistent) busy hour is both unstable in amplitude and unfixed 
in time. He proposed the dimensioning of traffic routes from integrated 
information of all traffic peaks taken over a sufficiently long time 
interval T, typically six hours a day for five days, to give good statistical 
stability. This was an early attempt to recognize the importance of 
differences in the variances of traffic groupings with equal loads. 

Gershwin, Laue, and W 01man2
,3 solved a problem related to the load 

administration of Subscriber Line Concentrators (SLC) using extreme 
value statistics. The problem was to administer line assignment far 
enough ahead so that concentrated lines could see nearly zero blocking 
in this additional switching stage. Extreme value methods were used 
to keep peak hour blocking less than 0.005 except for a few times per 
year.4 

Unlike Karlsson, Gershwin et al. retained hourly measurements but 
dropped the concept of a time-consistent busy hour. They recorded 
only a weekly peak load. The mean and variance of these weekly peak 
loads were found to be good estimates of the fitting parameters of the 
Gumbel extreme value distribution function.5 The plan was simple 
and inexpensive and served well to direct line assignments and to 
provide capacity estimates for planning purposes. 

4.2 Daily peak values 

The initial work that led to extreme value engineering as used by 
SaNDS is published in Refs. 6, 7, and 8. In SaNDS it is important 
that traffic reports and service measurements be integrated into and 
be consistent with the rest of TNDS. It was thus important, in contrast 
to weekly values used for the SLC, to follow daily busy hour and busy 
season concepts and to furnish monthly traffic reports consistent with 
other TNDS reports. The use of daily peak values for design and 
administration of small offices was of particular interest because we 
had experimented with techniques to measure, collect, and summarize 
such data at a very low cost. 
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Day-to-day variation of TCBH originating traffic loads as observed 
in step-by-step offices is illustrated in Fig. 1. The coefficient of 
variation in percent is shown as a function of offered load in erlangs. 
Curve A is an approximate fit to the TCBH loads observed in many 
step-by-step offices. The data showed considerable scatter, indicating 
that day-to-day variation is more than just a function of the offered 
traffic. Curve C is a theoretical curve based on the assumption of 
constant system of chance causes ("statistical equilibrium") which is 
basic to the probability theory used to construct traffic capacity tables. 
Curve B depicts a possible location for daily peak-hour data. Its 
location between the theoretical curve C and the TCBH curve A will 
be a function of the number of hours in the day that have a load high 
enough to possibly be the peak load for the day. For calculation 
purposes we will develop an equivalent number of equally loaded hours 
with which to describe the underlying distribution from which peak 
hours come. We designate these as "Candidate Busy Hours". 
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Figure 2 illustrates a comparison between TCBH and peak-hour 
concepts using actual data. These data were taken from a typical line 
finder group in a SONDS office, which had 13 line finders serving the 
group. The data are plotted on probability paper constructed to match 
the normal-to-the-sixth extreme value probability function derived in 
Section 4.4. 

Curve A is a theoretical curve based on purely random, no day-to­
day variation; it is the underlying distribution of the TCBH capacity 
tables. We could not plot this curve exactly as a straight line on this 
graph. To simplify the illustration we have approximated it as two 
line segments plotted between the 0.05 and the 0.95 probabilities 
points and the average value. This average value was scaled to be equal 
to the 242 hundred call seconds (CCS) measured average of the TCBH 
data. This gives the 0.95 point, equivalent to a 20-day return period 
load, a load of 286 CCS. 

Curve B is a plot of the 20 TCBH loads observed in this office. It is 
seen that these data points significantly deviate from the theoretical 
curve A, and this is due in part to actual day-to-day variations. Note 
that the observed 20-day return period load, the 0.95 point, is 326 CCS 
during the time-consistent busy hour. 
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Curve C is a plot of the 20 daily peaks taken for the same days as 
the TCBH data. The straight-line character of the data on this graph 
is typical of the agreement between daily peak data and the normal­
to-the-sixth distribution function. Note that the mean value is 283 
CCS and the 0.95 value is 346 CCS. While the mean and 0.95 values 
of the peak curve are larger than those of the TCBH curve, the larger 
slope of the peak curve indicates less variance, that is, daily peak 
values are less volatile than TCBH values! 

These several load values obtained from Fig. 2 can be used to 
compare the dial tone delay service as given by current engineering 
capacity tables with the range of expected values that a customer will 
experience. This is given in Table I, which shows the service values 
for both mean and 20-day return period loads. Since the 20-day return 
period load X 20 is also interpreted as the load to be exceeded once a 
month, on the average, we can examine the service implications on 
this basis. Table I shows that a line finder group properly designed to 
give 1.5-percent dial tone delay during the time-consistent busy hour 
would be expected to exceed 4.3 percent once a month, even with 
purely random traffic. The day-to-day variation observed in Fig. 2 
would increase this to 8.7 percent, and,the use of the daily peak-hourly 
loads of Fig. 2 would predict a service level of 12.5 percent to be 
exceeded once a month. 

Extreme value statistical methods can be applied to load balance. 
Loads are balanced through line assignment, which takes into account 
both additions and disconnects. Table II shows an office TCBH and 
peak load averages and their coefficients of variation, CV, using a 
month of data. The last column, X 20, is the 20-day return period load 
calculated from the mean and standard deviation of the daily peak 
values. As expected, we can see that the CV of the daily peak loads 
(12 percent) is less than that of the TCBH loads (22 percent). Also 
note that the CV of the peak loads (6 percent) across the loading 
division is less than that of the TCBH loads (7.3 percent). Even the 
X 20, once-a-month load, which includes the additional parameter of 
variance, has only a CV of 7.9 percent. 

Table III shows how the corrective action needed to balance load 
against load main station movement depends on the type of data used 

Table I-Load service characteristics 

Load in Expected Dial Tone De-
CCS lay (13 Line Finders) 

Distribution Mean X 20 Mean X 20 

A-Random 242 293 1.5 4.3 
B-TCBH 242 326 2.1 8.7 
C-Peak BH 283 346 4.2 12.5 

2404 THE BELL SYSTEM TECHNICAL JOURNAL, SEPTEMBER 1983 



Table II-Originating load distributions 

TCBH Daily Peaks 

Line Finder CV CV 
Group No. CCS (Percent) CCS (Percent) X20 CCS 

1 159 21 185 11 220 
2 155 19 199 8 226 
3 139 17 185 8 211 
4 179 17 214 9 249 
5 169 25 220 14 273 
6 147 21 200 13 244 
7 162 22 196 12 238 
8 164 26 193 18 252 
9 162 29 207 13 253 

Avg 160 22 200 12 241 
Total percent of CV 7.3 6.0 7.9 

Table III-Originating main station 
balance 

Line Finder 
Group No. TCBH Daily Peaks X 20 

1 -1 -15 -18 
2 -6 -1 -13 
3 -27 -15 -25 
4 +24 +14 +7 
5 +12 +20 +27 
6 -17 0 +3 
7 +3 -4 -3 
8 +5 -7 +9 
9 +3 +7 +10 

Avg. 11 9 12 

from Table II. The best service balance will be accomplished using X20 

data. Note the very large differences by individual groups between the 
movement indicated by TCBH and that indicated by X20 data. 

4.3 Gumbel distribution 

Preliminary work on SONDS, following the direction of the previous 
work, used the Gumbel5 extreme value distribution, a double exponen­
tial distribution, shown below. 

G(x) = exp{-exp[ -a(x - Jl)]}. (1) 

G(x) is the probability that the largest observation in a large set of 
observations is less than the value x. In this expression Jl is a location 
parameter (the mode), and a is an inverse measure of dispersion. The 
mean of the distribution is: 

E(x) = Jl + "(la, (2) 
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where'Y = 0.57721 (Euler's Constant) and the variance is: 
II2 

V(x) = 6a2 ' (3) 

The Moments Method may be used to estimate Jl and a by replacing 
E(x) and V(x) with their sample values from a sample of N hourly 
peaks XI, • . . ,XN. The sample mean is: 

1 N 
X = - L Xi (4) 

N i=l 

and the sample variance is: 

1 N 
§2 = -- L (Xi - x)2. 

N - 1 i=l 

Substituting eqs. (4) and (5) into eqs. (2) and (3), we have: 

it = x - 'Y/a 
and 

" II 
a = §.../6' 

(5) 

(6) 

(7) 

Data points fitting a Gumbel distribution function should plot as a 
straight line on Gumbel extreme value probability paper. Figure 3 
shows an attempt to do this with hourly peak data obtained in a 
Private Branch Exchange (PBX) office serving a single business 
customer.6 Notice that the data points do not fall within the control 
limits. A number of the low peaks were identified as holidays and days 
preceding holidays. By applying rejection test statistics to one low 
point at a time and recalculating the order statistics until the lowest 
point fell within control limits, it was possible to plot the data as 
shown in Fig. 4, after rejecting only nine of the original 80 data points. 
This method appeared to properly represent the high data points of 
most interest and automatically reject data of little interest, such as 
holidays. 

If we reject the lowest few points to force a straight line fit of data 
to the double exponential probability plot, which is useful for elimi­
nating holiday traffic, we also might eliminate some low data points 
necessary to identify problems in SONDS. This forced rejection of the 
lower data points makes the estimate of the mean of the daily peaks 
biased on the high side and the estimate of the variance biased on the 
low side, making the effect on the resulting estimated 20-day return 
period load indeterminate. 

We realized that the problem arises because the daily peak loads do 
not satisfy the large sample assumption that leads to the double 
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Fig. 3-Extreme value probability plot for 80 peak hours of data. 
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exponential distribution function of eq. (1). Instead of selecting a peak 
value from among a large number of candidate hours, we find that we 
are typically selecting daily peaks from a few to perhaps ten candidate 
busy hours. 

4.4 Normal-to-the-sixth distribution 

An improved extreme value distribution function model was needed 
to fit the small office traffic data. A set of statistical test procedures 
was needed in the initial start-up testing of a SONDS office (see 
Section 9.1) to resolve installation problems and other central office 
problems not previously detected for lack of data. 

The first step was to test the distribution of equipment loads across 
days for the busier hours of each of many offices. The findings were 
that the distributions satisfactorily tested for normality. The second 
step was to test whether round-the-clock hourly data can be modeled 
adequately by h equally loaded candidate busy hours even though the 
actual clock hours do not have equal loads. These tests led to the 
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Fig. 4-Extreme value probability plot for 71 peak hours of data. 
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conclusion that a modified extreme value distribution function suitable 
for SONDS data is the normal probability distribution function raised 
to an optimum power of h. Table IV gives the results of three tests 
that resolved the optimum value of has 6. 

Therefore, the modified extreme value distribution function for 
describing daily peak-hour usage data, x, is the normal distribution 
raised to the sixth power, F(x): 

F(x) = [~ LX exp[ -(t - J.l)2/20'2]dt]6, (8) 
v27r0' -00 

where J.l and 0' are the mean and standard deviation of the underlying 
equal "candidate busy hours" load distributions. 

Tippete numerically evaluated the probability of finding the largest 
value of h samples drawn from a normal distribution. In particular for 
h = 6, in terms of the normalized variate, the mean is: 

E(x) = J.l + 1.2670' (9) 
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Table IV-Selection of number of candidate 
busy hours, h, in the (NORMAL)h model 

Tests 

Distribution of daily peak loads 
among hours during the day 

Validation and monitoring of lower 
daily peak loads 

Estimating highest of 20 daily peaks 

Collectively (all of the above) 

Value selected 

and the variance is: 

Ranges of hlndi­
cated by Tests 

6-10 

4-6 

6-9 
4-10 

6 

(10) 

In SONDS using the moments method, J.l and (J are estimated by 
matching the first two moments of the distribution of eq. (8) to their 
unbiased sample estimates. Replacing E(x) and V ar(x) by the unbiased 
sample estimates of the mean, x, and variance, 82

, the moments method 
equations are obtained: 

x = P- + 1.267u (11) 

and 

(12) 

Manipulating eqs. (11) and (12), we have the parameters of the 
normal-to-the-sixth -distribution in terms of the underlying daily peak 
parameters as 

P- = x - 1.968 (13) 

and 

u = 1.558, (14) 

where x and 8 are the unbiased sample estimates, calculated directly 
from the daily hourly peaks Xi, as shown in eqs. (4) and (5). 

The 95th percentile of F(x) can be calculated directly from eq. (8) 
by setting F(x) = 0.95 to give 

X20 = P- + 2.39u, (15) 

which by eqs. (13) and (14) can be stated in terms of the daily peak 
values as 

X20 = X + 1.748. (16) 

This X20 is the load that is exceeded once, on the average, every 20 
business days. It is also called the once-a-month load. 
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V. EVE SERVICE CRITERIA 

The use of daily peak-hour measurements to estimate a once-a­
month load reflects to a greater degree the service viewpoint of 
customers than do present average time-consistent busy hour prac­
tices. The estimated once-a-month load is based on continuous mon­
itoring of all hourly data, and as interpreted in SONDS by the F(x) 
model of eq. (8), takes into account the variability of loads. 

In order to use a once-a-month load for engineering and adminis­
tration, new peak service criteria and corresponding load objectives 
must be determined. For small step-by-step offices, peak service cri­
teria have been selected for line finders, connectors, selectors, and 
only-route trunk groups. 

Peak service criteria are determined by calculating the expected 
blocking or delay that would occur in offices if the once-a-month loads 
were offered to the amount of equipment required by time-consistent 
practices. Continuous collection of hourly traffic loads in the study 
phase of SONDS provided the data needed for this comparison. The 
following are the objectives for selecting peak service criteria: 

1. Provide overall service that is at least as good as that resulting 
from use of the current time-consistent criteria 

2. Provide better service during peak load periods than results from 
using the current time-consistent criteria 

3. Provide service to customers that is independent of the size of 
the serving office or equipment group 

4. Require no more total equipment in the Bell System than is in 
current use. 

Having resolved by field study the EVE blocking objectives for the 
various components relative to their present TCBH blocking objec­
tives, it is a simple matter to extend the existing capacity tables to the 
new blocking values and calculate equivalent tables to replace existing 
TCBH tables. The existence of these extreme value capacity tables is 
necessary to apply EVE techniques to central office engineering, as 
discussed in the next section. 

VI. TRAFFIC ENGINEERING USING EVE 

In the traffic engineering of step-by-step offices, it is necessary to 
distribute the forecasted originating, local, and incoming traffic loads 
and to provide equipment quantities to meet objective service criteria. 

Customers are associated with a group of line finders that return 
dial tone and connect the customer to a first selector, which will 
respond to the first dial pulses. A selector steps vertically in response 
to each digit (0-9) dialed. It then searches horizontally up to ten 
terminals for an idle path to a following stage of selectors or for an 
outgoing trunk. Successive selector stages respond to successive dialed 

2410 THE BELL SYSTEM TECHNICAL JOURNAL, SEPTEMBER 1983 



digits to direct traffic toward outgoing trunks or intraoffice destina­
tions. In the last switching stage a connector completes the call to the 
customer line corresponding to the telephone number. A connector 
responds vertically and horizontally in response to the last two num­
bers dialed. Incoming traffic from other offices is served by incoming 
selectors associated with incoming trunks. The number of selector 
switching stages and how the traffic mixes prior to switching to the 
customer's connector group depend on the numbering plan and size of 
the office. 

To provide measurements for each part of the traffic flow would be 
too expensive. Using time-consistent practices it has been customary 
to estimate unmeasured traffic by adding and subtracting traffic 
measured in other parts of the network. With EVE this is not feasible 
because the peaks in the various parts of the traffic flow may not 
occur at the same time. 

There are two relatively simple answers to estimating equivalent 
time-consistent traffic loads, which then may be apportioned as is 
done in existing step-by-step practices. Both depend to a degree on 
empirical relationships observed in small offices and relate to the 
candidate busy hour concept. 

The first approach is based on analysis of field data, as was done to 
determine h = 6 of Table IV. In this case, the best fit between the 
daily peak-hourly values and the TCBH values is for h = 2.5. The 
mean and the standard deviation of the normalized variate for h = 2.5 
are 0.725 and 0.790, respectively.7 Using these values in eqs. (11) and 
(12) we calculate the TCBH equivalent load as: 

,uTCBH = i - 0.9188, (17) 

where i and 8 are defined in eqs. 4 and 5. 
A second method-more appropriate, we think, for estimating the 

TCBH mean value-is the use of the SaNDS peak traffic capacity 
tables. These tables were obtained by deriving the equivalence over 
many offices between time-consistent busy hour service criteria and 
peak service criteria. Traffic capacity tables are available in the 
SaNDS computer for both the peak loads and equivalent time-con­
sistent loads. Using the load values in these tables, we can convert an 
observed peak load to a time-consistent load. 

Table V shows an example comparing the estimates of time-con­
sistent loads derived from once-a-month values with actual measured 
time-consistent loads for a typical mix of traffic. Both the normal-to­
the-2.5 and the capacity table methods give satisfactory results. The 
table method is preferred, however, because it will come closer to 
correcting the unmeasured traffic to SaNDS objective service levels. 
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Table V-Intraoffice* traffic estimates (in CCS) 

Terminating 
Incoming 
Local 

Once-a­
Month 
Actual 

2789 
1961 

* Intraoffice = Terminating-Incoming 

Time-Consistent 
Estimates 

h=2.5 Table 

2503 2418 
1737 1670 
766 748 

VII. SaNDS DIAL TONE DELAY ANALYSIS 

TCBH 
Actual 

2512 
1757 
755 

For SONDS offices, a dial tone delay service index is required for 
peak measurements, and it should be able to be compared directly 
with non-SONDS offices using TCBH measurements. The following 
paragraphs describe the procedures used to make this conversion. 

In current practice the service index relates monthly average service 
results to objective capacity levels. SONDS introduces the concepts of 
the monthly Average Measured Peak Service (AMPS)8 as the average 
of the peak values of the Dial Tone Delay (DTD) results for all the 
line finder groups in a loading division. An AMPS objective is chosen 
for the peak service criterion, thereby including the measured volatility 
of loads within the service objective. 

The coefficient of variation, CV, of the current once-a-month load 
is found from eq. 16 to be: 

CV = six = (X20 - x)/1.74x. (18) 

An empirical relation between CV and load has been determined.8 

The CV of the capacity load is estimated from that of the measured 
load by: 

( )

0.432 
X20 

CVCAP = CV - . 
XCAP 

(19) 

The value XCAP is the X20 value at capacity. Given the CVCAP and the 
number of line finders per group, the AMPS objective can be selected 
from Table VI. 

These peak values of AMPS and AMPS objectives can be converted8 

to DTD TCBH equivalents from the following empirical relationship 
derived from data studies. 

TCBH DTD ( AMPS ) ( AMPS )2 
TCBH DTD

oBJ 
= 0.85 AMPS

oBJ 
+ 0.17 AMPS

oBJ 
• 

(20) 

SONDS uses this equation to convert the measured AMPS values 
to equivalent TCBH DTD values. These values of TCBH DTD can 
be entered directly into current, accepted index tables. 
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Table VI-AMPS objective (percent) coefficient of variation of daily 
peak loads at capacity 

0 0.05 0.10 0.15 0.2 0.25 0.3 0.35 0.4 0.45 0.5 

Number of line 1 9.0 8.3 7.6 7.2 6.7 6.3 5.9 5.6 5.3 5.1 4.8 
finders per 2 9.2 7.9 6.9 6.1 5.5 5.0 4.6 4.2 3.9 3.7 3.5 
group 3 9.3 7.8 6.6 5.6 4.9 4.4 3.9 3.6 3.3 3.1 2.9 

4 9.4 7.4 6.0 5.0 4.3 3.8 3.4 3.1 2.8 2.7 2.5 
5 9.6 7.4 5.8 4.8 4.0 3.5 3.1 2.9 2.7 2.5 2.4 
6 9.7 7.1 5.4 4.4 3.7 3.2 2.8 2.6 2.4 2.3 2.2 
7 9.7 7.0 5.3 4.2 3.5 3.0 2.7 2.5 2.3 2.2 2.1 
8 9.9 6.9 5.1 4.0 3.3 2.9 2.6 2.4 2.2 2.2 2.1 
9 9.9 6.8 4.9 3.8 3.2 2.8 2.5 2.3 2.2 2.1 2.1 

10 10.0 6.6 4.8 3.7 3.0 2.6 2.4 2.3 2.2 2.1 2.0 
11 10.1 6.6 4.7 3.6 3.0 2.6 2.4 2.2 2.1 2.1 2.1 
12 10.2 6.5 4.5 3.5 2.9 2.5 2.3 2.2 2.1 2.1 2.1 
13 10.3 6.4 4.4 3.3 2.8 2.5 2.3 2.2 2.1 2.1 2.1 
14 10.3 6.4 4.3 3.3 2.7 2.4 2.3 2.2 2.1 2.1 2.1 
15 10.4 6.3 4.3 3.2 2.7 2.4 2.3 2.2 2.2 2.1 2.1 
16 10.5 6.2 4.2 3.2 2.7 2.4 2.3 2.2 2.2 2.2 2.2 
17 10.5 6.1 4.1 3.1 2.6 2.4 2.3 2.2 2.2 2.2 2.2 
18 10.6 6.0 4.0 3.0 2.6 2.3 2.2 2.2 2.2 2.2 2.2 
19 10.7 6.0 3.9 3.0 2.6 2.4 2.3 2.2 2.2 2.2 2.2 
20 10.7 6.0 3.9 3.0 2.5 2.4 2.3 2.2 2.2 2.3 2.2 
21 10.8 5.9 3.8 2.9 2.5 2.3 2.3 2.2 2.2 2.3 2.3 
22 10.9 5.8 3.8 2.9 2.5 2.3 2.3 2.3 2.3 2.3 2.3 
23 10.9 5.8 3.7 2.8 2.5 2.3 2.3 2.3 2.3 2.3 2.4 
24 11.0 5.8 3.7 2.8 2.5 2.4 2.3 2.3 2.3 2.4 2.4 
25 11.1 5.7 3.6 2.8 2.5 2.4 2.3 2.3 2.4 2.4 2.4 
26 11.1 5.7 3.6 2.8 2.5 2.4 2.3 2.3 2.4 2.4 2.4 
27 11.2 5.7 3.6 2.8 2.5 2.4 2.4 2.3 2.4 2.4 2.5 
28 11.2 5.6 3.5 2.7 2.5 2.4 2.4 2.3 2.4 2.5 2.5 
29 11.3 5.6 3.5 2.7 2.5 2.4 2.4 2.4 2.5 2.5 2.5 
30 11.3 5.6 3.5 2.7 2.5 2.4 2.4 2.4 2.5 2.5 2.6 

VIII. SONDS LINE ASSIGNMENT AND LOAD BALANCE 

Line assignment is an important task of the network administrator 
and a load balance index is part of TNDS. The procedures for both of 
these are well established but are based on TCBH techniques. Farel lO 

derived new calculations to use the once-a-month loads obtained by 
SONDS. Consistent with the previous techniques, the SONDS line 
assignment recommendations are smoothed over time so that stable 
line assignment procedures are obtained. Also the load balance index 
reflects the level of load carried by the office; in particular, it recognizes 
that bad load balance does not produce bad service in a lightly loaded 
office. 

Farel's line assignment algorithm lO is based on the load deviation of 
each line finder group from the average load of the loading division, 
as follows: 

Ui(t) = wi(t)F (21) 

and 

Wi(t) = a[ui(t - 1) + A(ki - Ji)] + (1 - a)Yi(t), (22) 
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where: 
zli(t) is the smoothed once-a-month load deviation for the ith line 
finder group for month t, 
zli(t - 1) is the same quantity for the previous month, 
X is the CCS/MS derived for the current month by dividing the sum 
of the once-a-month loads in hundreds of call seconds (CCS) for the 
loading division by the sum of the main stations (MS) in the loading 
division, 
hi is the change in the number of main stations from last month for 
the ith line finder group, 
li is the average of hi, 
Yi(t) is the deviation of the once-a-month load for the ith line finder 
group from the average of the loading division, 
a is a constant that weights the previous month's data to those of 
the current month, 

and 

F = 1 - (N - 3)(.034z)2/L W[, (23) 

where: 
N is the number of line finder groups in the loading division, 
z is the loading division average of the line finder group once-a­
month loads, 
Wi is an intermediate variable, given by eq. (22). 

The line assignment recommendation for the ith line finder is: 

qi(t) = -iii(t)/X (24) 

rounded to the nearest integer. A positive value of qi(t) indicates that 
lines should be added to line finder group i. 

Examination of eq. (22) shows that the inclusion of the h term 
accounts for the line assignment activity (connects and disconnects) 
of the previous month. 

The value of a has been set at 0.32 from data studies. This means 
that 68 percent of the weight of the current line assignment recom­
mendation is based on the current month's data; 32 percent of the 
weight is based on history. This leads to consistent month-by-month 
line assignment recommendations. 

The quantity F of eq. (23) is the James-Stein factor and is a measure 
of the confidence to be placed on the calculations based on statistical 
volatility of the data. It is always less than unity and typically runs 
about 0.9. 

The same quantities used to generate the line assignment recom­
mendations are also used in the load balance index calculation. ll First 
the nonstatistical deviation of the current month's loads D(t) is 
calculated as: 

D(t) = L wUN - (.034z)2(N - l)/N. (25) 
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This current month's value is used with that of the previous month 
D(t - 1) to derive a smoothed value L by a constant b as follows: 

L = bD(t - 1) + (1 - b)D(t). (26) 

The value of b has been set at 0.7 from data studies. This means that 
30 percent of the weight of the smoothed deviation is based on the 
current month's data; 70 percent is based on history. 

Finally, an imbalance factor is derived as: 

(VIM)oAM = Liz. (27) 

While this factor is a direct measure of the load imbalance, the 
calculation of the index has to account for the level of load being 
carried by the office, called percent capacity C. It is calculated as: 

C = zlzcAP. (28) 

The value of ZCAP is obtained from the SONDS capacity table for the 
number of line finders in the line finder group. 

The imbalance factor and the percent capacity are used to derive 
the load balance index, as shown in Table VII. This table shows that 
a given imbalance factor results in a lower index as the carried load 
approaches capacity. Therefore, the index is a measure of service as 
seen by the subscribers, while the imbalance factor is a message to the 
network administrator to bring the office into balance as the load 
builds up. 

The imbalance factor is calculated for each loading division because 
the lines are assigned by loading division. The office load balance 
index is derived by combining the imbalance factors of all the loading 

Table VII-SONDS load balance index 

Imbalance Percent Capacity 
Factor 

VjMOAM ~96 95-86 85-76 75-66 65-56 55-46 45-36 :::::35 

0-0.8 100 100 100 100 100 100 100 100 
0.8-1.3 99 99 100 100 100 100 100 100 
1.3-1.7 98 99 99 100 100 100 100 100 
1.7-2.1 97 98 99 99 100 100 100 100 
2.1-2.6 96 97 98 99 100 100 100 100 
2.6-3.3 94 96 97 98 99 100 100 100 
3.3-4 92 95 96 98 99 99 100 100 

4-5 90 93 95 97 98 99 100 100 
5-6 85 92 94 96 98 99 99 100 
6-7 75 90 93 95 97 98 99 99 
7-8 63 87 91 94 96 98 99 99 
8-10 45 82 90 93 96 97 98 99 

10-13 18 68 87 92 95 97 98 99 
13-16 11 57 84 91 94 96 97 98 
16-25 1 20 64 87 92 95 97 98 
25-33 a 11 48 83 91 94 96 97 
33-50 a 6 28 74 89 93 95 97 
~50 a 1 14 61 86 91 94 96 
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divisions according to the relative number of main stations within 
each loading division. 

IX. ANALYSIS OF EVE DATA 

One of the advantages of EVE techniques is that one can determine 
if a set of data points follows an extreme value distribution by 
establishing a set of quality control limits. It is seen that the data 
points of Fig. 3 violate their quality control limits. When nine low­
side outliers were removed, the remaining data points, shown in Fig. 
4, fall within their (updated) quality control limits. 

This feature is used in SaNDS in a powerful data validation test to 
determine if a new data point is an acceptable member of an estab­
lished distribution. But first one has to establish the reference distri­
bution for each usage measurement. 

9.1 Start-up tests 

The reference distribution is established in SaNDS by accepting 20 
days of peak data with no screening. At the end of this time, called 
the start-up period, three low-side, followed by two high-side, outlier 
tests are applied to the data. These are called censored outlier tests 
because the contribution of the data point being tested is removed 
from the estimates of the mean and the variance. This is done so that 
a contaminated data point will not be accepted because of its influence 
on the test conditions. 

The following equations are given by Friedman8 for estimating the 
mean and the variance of the equal "candidate busy hour" load 
distribution from the censored sample set of peak data points via the 
moments method. The censored mean is 

ir = Xn-l - _(J_ 11.267n - E[Y(n)]} 
n-1 

and the censored variance is 

0-2 = §~-l (n - 2)/(0.416(n - 1) - _n_ IE[Y[n)] 
n - 1 

- 2.534E[Y(n)] + 1.605}) 

where 

(29) 

(30) 

Xn-l is the sample mean and §~-l is the sample variance of the 
remaining n - 1 data points as each highest or lowest data point is 
removed 

and 

the reduced variate y = (x - /1-)/ (J. 
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Table VIII-Law-side and high-side censored means and 
variances 

Low-Side High-Side 

n Elyll Elyil Elynl EIYnI 

17 2.515 6.50 
18 0.182 0.114 2.535 6.60 
19 0.168 0.108 2.554 6.70 
20 0.156 0.102 2.572 6.79 

E[Y(n)] is the expected value of the largest of the n data points, each 
of which has been selected as the largest of six samples drawn from a 
normal distribution with zero mean and unity variance. E[Yfn)] is the 
expected value of the largest square of n such data points. E[y(1)] and 
E[Yfl)] are the equivalent values for the lowest of n data points. Values 
for both sets of parameters as used in SONDS are listed in Table VIII 
as given by Friedman.8 

Using the censored mean and variance of eqs. (29) and (30) with 
E[y(1)] and E[Yfl)], we compute F(xd from eq. (8). We then compute 
the low threshold Las: 

L = 1 - [1 - F(xd]n :5 0.06. (31) 

If the value of L is less than 0.06, the data point is rejected and the 
next lowest data point is tested. This value of the threshold will reject 
six percent of valid lowest-of-twenty data points. 

Using the censored mean and variance of eqs. (29) and (30) with 
E[Y(n)] and E[Yfn)], we compute F (XH) from eq. (8). We then compute 
the high threshold Has: 

(32) 

If the value of H is less than 0.01, the data point is rejected and the 
next highest one is tested. This value of the threshold will reject one 
percent of valid highest-of-twenty data points. 

If either three low-side data points or two high-side data points fail 
the threshold tests, the complete set of start-up data is rejected and a 
new start-up interval is automatically initiated. Restarts almost com­
pletely disappeared after the normal-to-the-sixth replaced the Gumbel 
as the assumed distribution. 

If both thresholds are passed, the particular measurement is consid­
ered operational and a different set of data validation tests are applied, 
as described in the next section. 

9.2 Operational tests 

When the start-up data set for a particular measurement is accepted, 
its mean and variance are used for the initial operational data valida-
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tion tests. The values of the mean and the variance used for subsequent 
operational tests are continually updated as new data are accepted. 
The failures of certain of these operational tests will cause an exception 
report to be issued. Other test failures will increment a counter, which 
mayor may not result in an exception report. If a given day's data 
contain too many exception conditions on individual measurements, 
the whole set of daily data is rejected and an exception report is issued. 

The following are the operational tests applied to EVE data. 

9.2.1 Upper physical bounds test 

The received data should not be greater than 36 CCS times the 
number of components. (This test is also applied to non-EVE usage 
measurements.) 

9.2.2 Lower physical bounds test 

The received value must be greater than zero. A zero value for the 
daily peak usage measurement of a group of components to be sub­
jected to EVE analysis would indicate a trouble condition or a mistake 
in measurement assignment. (Zero is allowed for both non-EVE usage 
measurements and peg count measurements.) 

9.2.3 Once-a-month load exceedance test 

This test compares each new data point with the once-a-month load 
computed from eq. (16) with the current values of mean and variance. 
A data point higher than that value will increment an up-down 
counter; a data point lower than that value will decrement the counter 
(but not below zero). An exception report is issued at the count of 
three. In this way traffic trends or bad data can be detected. 

9.2.4 Coefficient of variation test 

If a register or piece of equipment is inoperative, the coefficient of 
variation of the moving average of the mean and the variance falls 
below the threshold value of 0.025, and an exception report is issued. 

9.2.5 High and low outlier tests 

Before a new EVE data point is accepted, it must pass both a low 
and high outlier test. The current values of the mean and the variance 
are used to compute F(Xi) from eq. (8). 

The low threshold L is computed as: 

L = 1 - [1 - F(Xi)]20 :5 0.06. (33) 

If the value of L is less than 0.06, the new data point is rejected and 
it is not used to update the mean or the variance. This threshold value 
will reject only about one in 300 valid daily peak values. 
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The high threshold H is computed as: 

H = 1 - [F(Xi)FO :s 0.01. (34) 

If the value of H is less than 0.01, the new data point is rejected and 
not used for updating. This threshold value will reject only about one 
in 2000 valid daily peak values. 

By solving eqs. (33) and (34) numerically and using eqs. (13) and 
(14), the acceptable range for a new data point in terms of the current 
values of the mean and standard deviation can be found as: 

x - 2.442§ :s Xi :s x + 3.889§. (35) 

X. SYSTEM CONFIGURATION 

A block diagram of SONDS is shown in Fig. 5. The most prominent 
feature is the single, central computer for the Bell System. The source 
of the traffic data is a data collection unit in each step-by-step office. 
Output reports are delivered to the user by shared access to a local 
reports terminal. The user controls the system by means of the user 
interface. All of these elements are connected together by the switched 
network.12 

One of the advantages of the system is its use of the low-cost 
switched network instead of dedicated data links for the data collection 
and report distribution. The use of the switched network and computer 
resources is optimized by middle-of-the-night polling, followed by early 
morning reports transmission. The scheduled reports are available to 
the user at the start of business on the due date, and often contain 
results as recent as the previous day. 

Consolidating the software in a single computer led to reduced 
development costs and timely revisions to correct bugs or to incorpo­
rate enhancements. The time-shared nature of the computer imple-

STEP-BY-STEP OFFICE 

SONDS - SMALL OFFICE NETWORK DATA SYSTEM 
VM - VIRTUAL MACHINE 

VM COMPUTER 

Fig. 5-Block diagram of SONDS. 
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mentation made it natural to put the user manual on-line. This not 
only reduced the cost of documentation but made it more timely, user­
oriented, and easily accessible. This type of documentation has reduced 
costs further by precluding the need for any formal training of the 
(many and casual) users. 

Individual sections of the user manual can be obtained on-line. Also, 
the entire manual or any of its sections can be printed off-line and 
mailed to the user as the result of an on-line request. The date of the 
user manual is the date of its most recent change and the user is 
notified of this each time he or she logs onto the computer. The table 
of contents contains the date of the most recent change of each section. 
Each page contains the date of the most recent change incorporated 
thereon and the change itself is noted by marks in the margin. 

To enhance the fully mechanized and less paper aspects of the 
system, the computer contains the capacity tables for the components 
to be engineered by use of the system's data. This allows the system 
to produce fully analyzed results, requiring no further manual manip­
ulations by the user. 

The user interface is the key to making the system easy to operate 
and completely under user control. The most important function of 
this interface is entering the office information that SONDS needs to 
produce the output reports. This information includes the component 
names that SONDS presents in the output reports. It also includes 
the number of the components that SONDS needs to access the 
capacity tables for those components. Further, SONDS must know 
about the units of measurement to convert the received data to the 
proper units: CCS for usage, units for peg counts, and percent for dial 
tone delays. 

The interface contains a series of prompts that help the user enter 
the information. Out-of-bound values (probably typographical errors) 
are detected immediately and the user can correct them at this time 
or add them later if the proper value is unkown. Whenever the user 
does not know what to do next, typing a question mark will produce a 
list of acceptable inputs. 

A not.hpr ::Ippl1C::It.ion of t.hp l1~pr int.prf::lr.p i~ t.o rpqllp~t. rrpvioll~ly 

generated reports that were either misplaced or not received because 
of a reports terminal problem. Typically, the most recent three or four 
scheduled reports are kept in this on -line archive; the (daily) exception 
reports are kept for two weeks. Also, the user can demand a current 
version of any of the scheduled reports. He will receive a partial 
version of the next scheduled report. This request, however, will not 
interfere with the regular generation of the scheduled report. 

Perhaps the most powerful use of the interface is to command the 
system to go into hourly data collection. Without interfering with the 
regular nightly polling and report generation, the computer will initiate 
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a data poll each hour between 6 a.m. and midnight, or as specified by 
the user. Thus, time-consistent hourly data can be generated. This 
feature is needed for limited use to verify data for a newly equipped 
office, to troubleshoot a data problem, or to conduct special studies. 

10.1 Data collection unit 

To obtain the desired data from the step-by-step offices, SaNDS 
has specified a set of features, some of which are optional, for a Data 
Collection Unit (DCU). The three vendors and the four models of 
DCUs used on SaNDS are Western Electric (PDT2A) (13), Tele­
Sciences (TE450), and Alston (Model 565 and 566). Each microcom­
puter-controlled data terminal is connected to a data set that has an 
automatic answer capability. This is used for dial-up access by the 
SaNDS computer to obtain the measurement data. This dial-up access 
can also be used by maintenance people for remotely running diagnos­
tics, as specified by the vendor. 

The DCU collects both peg count and usage data, the latter for 
either one-second or ten -second scan rates. 

The output register set for each measurement contains three regis­
ters. One is the active register, which accumulates the counts during 
the measurement hour. At the end of each hour the active registers 
are reset automatically and the contents are made available to the 
previous-hour and long-term registers. 

For each measurement, the new hourly value from the active register 
overwrites the value contained in the previous-hour register where it 
is retained for the next hour. The new hourly value also goes to the 
long-term register, which has been specified to be either a peak or an 
accumulative register. If the long-term register is peak, the new hourly 
value is compared to that stored in the peak long-term register and 
the higher of the two is retained in the peak long-term register. If the 
long-term register is accumulative, the new hourly value is added to 
its contents. 

The long-term registers are reset after reading by the SaNDS 
computer during the nightly poll. The values obtained from the long­
term registers are either the highest hourly value experienced since 
the last resetting or the accumulations of the hourly values since the 
last resetting. 

The DCU reads out the register contents on command from the 
SaNDS computer. During the nightly poll, the computer requests the 
contents of both the previous-hour and long-term registers and then 
the computer resets the long-term registers. For the collection of 
hourly data during the daytime, the computer only requests the con­
tents of the previous-hour registers and disconnects without any 
resetting. The SaNDS computer will accept up to 200 register readings 
in response to a given request. 
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Consideration of mid-train engineering and the possible use of 
SONDS data for the pre-installation engineering of an electronic 
replacement office has led to the definition of two optional features. 
One is called the peak of the sum. What is desired here is the (24-
hour) peak value of a measurement that itself is the sum of other 
measurements. Since the individual measurements might peak at 
different hours, the sum of the (24-hour) peaks will, in general, not be 
equal to the (24-hour) peak of the sum of the hourly values. Therefore, 
the hourly summing and (24-hour) peaking must be done in the DCU. 
The output is available in one of the regular peak long-term registers. 

The other optional feature is called the peak of the difference. The 
desired result is the peak value of a measurement that itself is the 
difference between two sets of other measurements. Again, the peak 
of the difference is, in general, not equal to the difference of the peaks. 
The output is available in one of the regular peak long-term registers. 

Besides these measurement features, the DCU satisifes several other 
SONDS requirements. Each response has a specific format that the 
SONDS computer expects. It includes the DCU time of day, which is 
resettable by the SONDS computer, and a status word to indicate 
several conditions within the terminal that might make the data 
suspect and that would aid in the trouble location of a DCU problem. 
The response also contains a checksum value of the response itself. 
The SONDS computer calculates the checksum of the received data 
and compares it to the received checksum. In this way the SONDS 
computer can be assured that it has an accurate copy of the register 
readings as they exist in the DCU. 

10.2 Data calculations 

To generate the several types of output reports, SONDS has four 
different types of data analysis. In entering the office information, the 
user selects one type of analysis for each measurement. 

10.2.1 EVE analysis 

EVE analysis is used for the usage measurements in the main part 
of the SONDS monthly report and for selected measurements in the 
miscellaneous section of that report. 

As seen in eq. (16), the once-a-month load is calculated from the 
mean and the standard deviation (the square root of the variance) of 
the daily peaks. Therefore, it is not necessary to retain all the received 
values; only an estimate of the mean and the variance is required. 
This is accomplished in SONDS as a continual updating of these 
values, once they are derived at the end of the start-up period. 

The equations for this updating are as follows: 

(36) 
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where 
Xi is received value for the ith day, 
Xi is the mean at the ith day, 
Xi-l is the mean from the previous day, 
Vi is the variance at the ith day, 
Vi-l is the variance from the previous day, 

and 
p is a constant. 

(37) 

This updating method reduces the size of the database. Only two 
values need to be stored for each measurement; no raw data are 
retained. It gives an updated value for the mean and the variance, 
which is the exponential weighting of all the previously received data. 
The value of p was selected as 0.095 to make the average age of the 
weighted data the same as if the latest month of data itself had been 
used. One effect of this calculation is that 87 percent of the weight of 
the current estimate is derived from data received during the most 
recent month; 13 percent of the weight is due to data received in prior 
months. This approach, besides minimizing data storage requirements, 
is also compatible with current TCBH practice of reporting monthly 
results. 

Another advantage of this updating technique described in eqs. (36) 
and (37) is that it makes the calculation robust for (occasional) losses 
of data. For any day that data are not obtained, the estimate is not 
updated, that is, the estimate is stale by that amount. The exponential 
weighting of previous data reduces this staleness, and the effect of a 
lost data point is soon eliminated. 

10.2.2 PA analysis 

Periodic Average (PA) analysis is used for dial tone delays and for 
those usage measurements in the Miscellaneous section of the SONDS 
monthly report that do not lend themselves to the EVE analysis. 

The equation to update the estimate of the mean is: 

(38) 

where 

j is the jth day during the current period. 

This analysis type is called Periodic Average because it calculates 
the true, straight-line average during the period of the monthly report; 
the value is reset when the monthly report is generated. P A also 
retains the single largest value received during the calculation period. 
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10.2.3 SMA analysis 

The third type of analysis is called the Service Month-to-date 
Accumulation (SMA). This analysis type is used for the Automatic 
Number Identification (ANI) measurements needed for the Network 
Switching Perform'ance Measurement Plan (NSPMP). It basically 
gives the month-to-date summation of the daily values of the (24-
hour) accumulative long-term registers. Similar to the PA analysis, 
the SMA analysis also produces the periodic average and the single 
highest received value. 

10.2.4 TOpe analysis 

The fourth type of analysis is called Total Office Originating Peg 
Count (TOPC). It is specified during the entry of the office information 
to be applied to originating PC measurements. These measurements 
are stored for the generation of the (calendar) month TOPC report in 
which certain weekday and weekend ratios and averages are calculated. 
Also certain adjustments are made for the loss of individual days of 
data. 

10.3 Output reports 

As part of its goal to be a fully mechanized system, SONDS auto­
matically calculates, generates, and transmits several output reports. 
The monthly report, the (monthly) Total Office Originating Peg Count 
Report and the weekly report are regularly scheduled. Exception 
reports are issued daily as needed. Only the hourly data report depends 
on user initiation (to request hourly polling). It is generated and 
transmitted daily to give the previous day's polling results. 

10.3.1 Monthly report 

The heading of the monthly report gives the office name and the 
date of the report, which is typically the 22nd of the month. The 
report heading also gives the date that the office information file was 
last updated; this is a message to the user because his/her monthly 
updates of office component counts can affect the numbers presented 
on the report. 

Another part of the header information is the number of days of 
valid EVE data. Although SONDS collects data seven days a week, 
EVE data are only used for five days. Typically, these are the weekdays, 
but the user can include Saturday, Sunday, or both in the five days if 
weekends are high traffic days in a particular office. There are only 
20 to 23 EVE days in a month and the number of valid days indicates 
the weight of the EVE results due to data collected during the current 
month. Fifty percent of the weight occurs in the current month if 
seven days of valid EVE data are obtained. Data for measurements 
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with fewer than seven days in the current month are shown on the 
monthly report, but they are flagged with a ? Incidentally, if a 
measurement is in start-up, it is flagged with an asterisk. 

The first part of the Originating Results section of the monthly 
report contains information on the Line Finder Groups (LFGs). This 
includes the items discussed in prior sections, such as the current load 
as percent capacity, main station assignment guide, and maximum 
value of Dial Tone Delay (DTD), all on a per-LFG basis. Also there 
are total office results in terms of the Dial Line Index (DLI) and Load 
Balance Index (LBI). 

The Originating Results section of the monthly report also contains 
an outgoing trunk group section. Certain columns containing infor­
mation not previously discussed were specifically designed for the 
trunking people. One such column gives the number of circuits required 
to carry the measured load at the once-a-month blocking objective; 
this quantity is equivalent to one of the main outputs of the Trunk 
Servicing System (TSS). The second column can be used as the TSS 
(TCBH) study period load; it is derived from the proper TCBH trunk 
capacity table, depending on the trunk accessing arrangement, for the 
number-of-trunks required specified in the previous column. SONDS 
retains these study period values for the most recent 12 months and 
each month prints the highest value in the third column. This is the 
base period load, which can be the input to the Trunk Forecasting 
System (TFS). The fourth column prints the month when this highest 
load occurred. 

The Terminating Results section of the monthly report contains 
similar information for selectors, connectors, and incoming trunks. 

The Miscellaneous Results section contains any other measure­
ments the user has decided to add to the system. The user can select 
peg count or usage measurements, peak or (24-hour) accumulating 
registers, and has a choice of EVE, P A, or SMA analysis types. One 
of the main uses of this section has been to obtain the ANI counts for 
NSPMP reporting. Another use has been to obtain the results of the 
summing and differencing registers to obtain data for pre-installation 
engineering of an electronic replacement office. Of course, the user 
could also choose to obtai.n Last Trunk Usage (LTU) or Subscriber 
Line Usage (SLU) measurements. 

10.3.2 Weekly report 

The Weekly report is scheduled for Monday mornings; it gives daily 
results for seven days up to the previous Friday. The main part of the 
report gives the "always busy" data obtained by the SONDS computer 
during the nightly polling by reading the previous-hour registers of 
the data collection unit. Integer multiples of 36 CCS in these data are 
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indicative of busied-out or stuck components. The report also contains 
the daily peak values of dial tone delays so that the user can determine 
if high values of dial-tone delays were caused by maintenance condi­
tions indicated by the always-busy data. The report contains the daily 
values of total office originating peg counts to make these data avail­
able to the Division of Revenues people before the end of the (calendar) 
month. The report contains the month-to-date results of the DTD 
(TCBH) and NSPMP measurements so the user can monitor the 
reportable service results during the month. 

10.3.3 Exception reports 

Exception Reports (ER) are issued daily as needed when abnormal 
conditions are experienced during the night's poll. These conditions 
might be a failure to connect (after four attempts), error bits set in 
the status word, and failed data validation tests. These ERs are short 
messages giving the ER code, the descriptive name, and the received 
data, if any. There are some 52 different types of ERs and each has a 
one- to three-page description in the SONDS User Manual to help 
the user locate the problem. Also, the user can access the SONDS 
computer to obtain a list of the ERs for the past two weeks. 

10.3.4 Total Office Originating Peg Count report 

The Total Office Originating Peg Count report has a calendar-like 
format showing the daily values with weekday values separated from 
weekend values. Weekday-to-weekend ratios are calculated as well as 
values of average business days and calendar days. The computer 
contains algorithms to adjust for isolated days of missing data and it 
computes adjusted averages. 

10.3.5 Hourly data report 

Hourly data reports are generated only when hourly polling has 
been requested by a user. The reports are received in the morning and 
contain up to 16 hours of polling results of the prior day. This produces 
time-consistent hourly data, including dial tone delays, to track the 
flow of traffic into, out of, and across the office. For each hour, the 
report also contains a traffic balance calculation to determine if 
permanent signals are inflating the measured value of line finder 
usage. 

10.3.6 Retention periods 

As mentioned previously, SONDS retains on-line for user access 
two weeks of exception reports and the last three or four reports of 
other types. The user can also receive on -line a demand version of any 

2426 THE BELL SYSTEM TECHNICAL JOURNAL, SEPTEMBER 1983 



of the reports, which can supply data as recent as that of the previous 
day. 

XI. COMPUTER AND SOFTWARE DESCRIPTION 

The SONDS software consists of approximately 260 programs re­
siding on an AT&T Information Systems computer located at the 
Corporate Computer Center in Piscataway, N.J. SONDS shares with 
many other corporate users an Amdahl 470/V8 processor under the 
Virtual Machine/Conversational Monitor System (VM/CMS) oper­
ating system. 

11.1 VM / eMS computer facility 

VM/CMS manages the resources of a real-time computing system 
in such a way as to make them available to many users at the same 
time. Through VM/CMS, each SONDS user has a virtual machine 
composed of a virtual system console (a terminal), virtual CPU, virtual 
storage (disk), and virtual channels and Input/Output (I/O) devices. 

The VM/CMS Auto-dial Facility allows application programs to 
initiate a direct distance dialing connection to a remote terminal 
properly equipped with an auto-answer feature. SONDS uses the Auto­
dial Facility in two ways: It extracts data at a 300-baud rate from the 
data collection unit in each SONDS office by nightly polling, and it 
prints output reports on users' printing terminals at the rate of either 
300 or 1200 baud. This report distribution process is faster and less 
expensive than mailing reports directly and can make use of terminal 
equipment outside normal working hours. 

11.2 SONDS software 

Each of the major modules of the SONDS software is described in 
the following sections. 

11.2.1 User interface 

The user enters and maintains office information on the user 
interface. It can also be used to change the polling mode of the office: 
start (nightly) polling, stop polling, and schedule hourly polling. 

The user accesses the Virtual Machine (VM) system over the 
switched network via any ASCII -compatible terminal at either 300 or 
1200 baud. After entering a user identification (use rid) and a password, 
the user is connected to the SONDS user interface. The system gives 
any short news items that the user should know, and the date of the 
last update to the User Manual. Whenever the user doesn't know what 
to do next in the interactive dialogue with the system, he or she can 
enter a question mark. The system will respond with a list of appro­
priate entries. 
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11.2.2 Users' database 

The office information file entered by the user via the user interface 
is stored in the users' database. Also the traffic information obtained 
from the data collection unit is stored here. All the data are stored on 
an office-by-office basis. Some administrative reports, however, do 
combine information on how SONDS is working for all the offices on 
a userid and all the offices for a company. 

11.2.3 System files 

The system files primarily contain office status information to 
determine which activities should be started and when it is appropriate 
to start them. They are updated as the scheduled activities are per­
formed. They thereby always contain the current information and can 
be queried by the SONDS Support Team to provide a current report 
of system status. 

11.2.4 Master scheduler 

The master scheduler controls four main activities: nightly polling, 
hourly polling, report generation, and report transmission. 

Nightly polling occurs seven days a week, including holidays, during 
low traffic periods, usually between midnight and 6:00 a.m. local office 
time. The polling load is distributed over as many hours as necessary, 
taking advantage of the different time zones across the country. 

Hourly polling may be requested by the user through the user 
interface for as many as six days of polling. The user specifies the 
earliest hour and the latest hour for polling, between 6 a.m. and 
midnight. Hourly polling can be started on the next clock hour. Hourly 
polling increases SONDS costs and charges, which in turn have 
prevented abuse of this feature. 

The master scheduler activates the report generator and report 
transmitter processors according to the schedule for each of the five 
output report types, described in Section 10.3. The master scheduler 
also establishes an efficient order of nightly polling, hourly polling, 
report generation, and report transmission by considering the number 
of Automatic Calling Units (ACUs), the number of offices per time 
zone, estimated time to perform each function, etc. 

The master scheduler runs each hour, usually starting at one minute 
past the hour and running for 15 seconds to 2 minutes. In addition, 
one of the major objectives of the master scheduler is to invoke "batch 
jobs" as needed for the poller, the report generator, and the report 
transmitter. Once initiated, these batch jobs will run on their own 
without master scheduler intervention. 
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11.2.5 Poller 

The principal poller is activated during the night to place a call over 
the switched network to the data collection unit using the ACUs. The 
data as well as the status information of the DCU are sent to the 
users' database and the system files are updated. The action of the 
hourly poller is similar except that it is activated during daytime 
hours. 

11.2.6 Report generator and transmitter 

When the report generator is activated by the master scheduler, it 
obtains the traffic data from the users' database, applies the necessary 
algorithms to calculate the numbers that appear on the report, and 
stores the report data. The report transmitter then places a call over 
the switched network to the user-specified reports terminal via the 
ACUs, retrieves and formats the report data, and transmits the report 
to the users' terminals over the switched network. 

11.2.7 Map Management System 

The PDT2A data collection unit contains a software map to cross 
connect the input leads to the output registers.13 This software map is 
created by the Interactive Map Assembly Program (lMAP) , which 
exists on a time-shared DEC 10 computer at a Western Electric 
facility. Using the VM batch facility, the Map Management System 
will accept a user-generated request to place a call over the switched 
network via the ACUs to access IMAP and obtain the most recent 
edition of the software map, which is then stored in the users' database 
for down -loading to the PDT2A via the poller. 

11.2.8 Administrative System 

The Administrative System is a group of programs that monitor the 
activities of all the other modules, recording their successes and 
failures. The system generates several types of detailed logs and 
summary reports, which are available to the SONDS Support Team 
to determine the health of the SONDS and VM systems and to identify 
and resolve problems in a timely manner. The user has access to a 
(pertinent) subset of these administrative reports via the user inter­
face. 

11.2.9 Billing system 

Billing for VM/CMS is done once a month and a separate statement 
is produced for each userid. Each statement includes a detailed listing 
of the charges for each off-line activity the userid had during the 
month, and a breakdown of the usage on the use rid by accounting 
information, which identifies the initiator of the on-line activity and 

SMALL OFFICE NETWORK 2429 



the type of off-line activity. To increase the user's cost consciousness, 
the user interface prints an approximate charge, upon logoff, for that 
user session. 
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The Total Network Data System (TNDS) includes a subsystem that meas­
ures TNDS performance and assists network administrators and those re­
sponsible for network traffic data collection in finding TNDS troubles. This 
interactive subsystem provides the telephone company managers with a ver­
satile tool for a performance analysis of the many systems and organizations 
associated with TNDS. The troubleshooting features usually provide sufficient 
detail from which to specify corrective action. The performance information 
can be aggregated across all organizational levels from the single traffic unit 
to the entire Bell System. 

I. INTRODUCTION AND SUMMARY 

Good service to the customer has always been a hallmark of the Bell 
System. This service is ensured by a number of measurement plans 
used by Bell System managers to monitor the quality of service to the 
customer. Operations such as those associated with the Total Network 
Data System (TNDS) do not all have an immediate effect on the 
customer, but if neglected for a long period of time, could result in 
costly engineering mistakes. Thus, a TNDS performance measurment 
plan is needed so that the efficiency and integrity of TNDS operations 
are maintained at a level sufficient to support continued good service 
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to the customer at reasonable cost. A TNDS Performance Measure­
ment Plan (TPMP) was introduced in 1980. This measurement plan 
is highly automated, using a computerized support system called the 
Centralized System for Analysis and Reporting (CSAR). 

In addition to highlighting performance, measurement plans often 
provide supplementary data useful to those responsible for assuring 
good performance. This function is especially important in TNDS 
operations because of the wide diversity in systems, organizations, 
geography, and timing associated with TNDS. Thus, assisting trou­
bleshooting is an important feature of CSAR. It often allows the 
analyzer to identify the specific source of a data problem while still at 
the terminal. 

II. TNDS PERFORMANCE MEASUREMENT PLAN (TPMP) 

2.1 Need and objectives 

In 1976, as the TNDS systems were being widely deployed in the 
Operating Telephone Companies (OTCs), TNDS project managers at 
AT&T and systems engineers at Bell Labs undertook a field study of 
TNDS Operations in South Central Bell. This company offered an 
ideal environment for observing TNDS operations. Its applications 
included rural areas and large metropolitan areas across five states. 

With the help of South Central employees, personnel at Bell Labo­
ratories and AT&T were able to obtain valuable insight into TNDS 
performance and typical operations. Over several months the AT&T / 
Bell Labs team observed just how TNDS traffic data reports were 
obtained, and how accompanying TNDS administrative information 
was analyzed and used in a variety of operating company offices. It 
was observed that managers often had difficulty obtaining an overview 
of performance from the administrative reports generated by the 
various systems of the TNDS. Also, the geographical diversity of these 
systems, the time interval over which traffic data progress through 
the TNDS, and the volume of the reports from the systems all made 
it difficult and time-consuming to detect and pinpoint data problems. 
These difficulties were the result of the increasing size and complexity 
of TNDS and its wide deployment. 

This study clearly pointed out a need for a comprehensive, auto­
mated performance measurement plan that could help to localize 
traffic data problems. The reports associated with the measurement 
plan should provide a concise management overview with enough 
detail about the type and location of problems to allow managers to 
apply resources to bring about solutions. The system generating the 
measurements should also make available to the TNDS administrators 
selected, detailed information about data as the data pass through the 
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various systems in the TNDS. The measurement system should allow 
enough investigation, in increasing detail, to identify the location and 
time of problems. Such investigation should also identify enough about 
their cause to determine either the corrective measures or the testing 
and analysis that is required. The traffic data problems should be 
identified as quickly as possible so that critical traffic data studies are 
not jeopardized. 

All of these requirements are best met by a system that obtains 
performance data directly from the other TNDS systems and provides 
a variety of reports on an on-line, interactive basis. 

In considering measurement plans for TNDS, we noted a significant 
trend in other Bell System measurement plans. A measurement task 
force has recommended that measurement plans should avoid aver­
aging results since they are aggregated together for several measured 
entities. This is important so that poor performance in one or two 
entities is not masked by good performance in a number of other 
entities. This principle is extremely valid in TNDS operations mea­
surements where consistently poor performance in obtaining traffic 
data for an office could deny engineers the data needed to plan for its 
growth. 

The method being adopted in Bell System measurement plans to 
preserve isolated indications of poor performance is to associate the 
results obtained for each measured entity into one of four bands: H, 
0, L, or U. The bands are designated as Higher than objective, 
Objective, Lower than objective, and Unsatisfactory. Then, aggregated 
results give the number of entity measurements in each of the bands. 
Thus, a poor performer is never lost in the crowd. In TPMP, there is 
usually no extra expenditure for flawless performance so there is no 
need for the Higher than objective category. Thus, TPMP only in­
cludes bands 0, L, and U. 

The measures important in monitoring TNDS performance are 
related to data completeness, data validity, and the accuracy of the 
record bases that associate the data with the telecommunications 
equipment. The TNDS Central Office Equipment Reports (COER) 
systems,1,2 Trunk Servicing System (TSS),3 and Load Balance System 
(LBS)l all present traffic data to end users (engineers or administra­
tors) and, thus, can supply comprehensive information about TNDS 
performance. They all provide performance data to CSAR. The Trunk 
Forecasting System (TFS),3 also an end-user system, does not provide 
data to CSAR at this time, but its inputs are directly dependent on 
the (CSAR-measured) TSS. The Traffic Data Administration System 
(TDAS),l which is an intermediate system in TNDS data flow, also 
makes available performance data to CSAR. This is done because 
TDAS is the final TNDS system for certain special study information 
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and equipment types, and because analysis of TDAS results can allow 
early detection and isolation of data-gathering problems. 

The above systems generate performance data pertinent to data 
completeness, data validity, and record base accuracy. In addition, the 
Individual Circuit Analysis System (ICAN)1 was designed primarily 
to help administer the record base for usage data acquired on individual 
circuits through the Individual Circuit Usage Recording (ICUR) ver­
sion of the Engineering and Administrative Data Acquisition System 
(EADAS).4 As such, ICAN is an important source of CSAR record 
base performance data for those switching systems served by EADASj 
ICUR. 

2.2 Performance measures 

Each system that furnishes CSAR with performance data has its 
own validity checks, record bases, and schedules. Each has its own 
way of measuring data completeness, data accuracy, and record base 
accuracy. Hence, the first level of the hierarchy for CSAR reporting 
is by the TNDS. Table I shows the TNDS performance measures 
generated by CSAR and gives a brief explanation for each. The results 
are reported as "problems," i.e., as percentage of missing data, validity 
failures, or record base errors. Two thresholds are assigned to each 
measure to distinguish between the three bands, 0, L, and U. The 
threshold settings are determined differently for each measure because 
each is associated with a different part of the TNDS process, different 
operations, or different equipment. There is a guiding rationale, how­
ever, applied to all. The Objective band starts at zero and includes 
performance levels where minor flaws occur but are being attended to. 
The first threshold marks the transition to Band L, where the equip­
ment errors and record base errors become significant and systematic. 
The upper threshold, which marks the beginning of band U, is set to 
indicate equipment problems that persist longer than is normally 
necessary for their remedy or to indicate the accumulation of record 
base errors. 

2.3 Reporting 

TPMP is designed to assist operating company TNDS managers at 
all organizational levels. Their access to reports is through the on­
line, interactive computer system, CSAR. As mentioned earlier, the 
first level in the CSAR reporting hierarchy is the TNDS, from which 
CSAR has obtained the performance data. The second level is the 
organization for which the manager is responsible. For a given request, 
results from all reporting units, switching offices, trunk services, etc., 
in that organization are summarized or delineated according to the 
request. The dialogue with the computer enables the manager to get a 

2436 THE BELL SYSTEM TECHNICAL JOURNAL, SEPTEMBER 1983 



-0 
m 
;;0 
-n 
0 
;;0 

3: 
> 
Z 
n 
m 

3: 
m 
> 
Vl 
C 
;;0 
m 
3: 
m 
Z 
-i --i ;;0 

0 
c 
OJ 
r-
m 

r-
0 
n » 
-i 

0 
Z 

N 
~ 
w 
~ 

Measures 

DCU-Intervals missing 

DCU-Intervals with any verifica-
tion-device failures 

Detector test failures (only for TUs 
obtaining usage data through a 
TUR-traffic usage recorder) 

Invalid detector test scans 
ICAN/CU count mismatch 

ICAN/CU other error 

Suspect SCHV assignment 

UA/UE SCHV usage 

CGMT with insufficient data 

CG MT other invalid 
CGMT unassociated 

LU invalid for LBI 

LU measurements invalid 

5XB COER control file with error 

5XB COER end hour missing 

5XB COER validation failures 
SPCS COER missing data 

SPCS COER sanity failures 

SPCS COER cross-measure type test 
failures 

Table 1-TPMPjCSAR performance measures 
Performance 
Data Source 

TDAS 

TDAS 

TDAS 

TDAS 
ICAN 

ICAN 

ICAN 

ICAN 

TSS 

TSS 
TSS 

LBS 

LBS 

5XBCOER 

5XB COER 

5XBCOER 
SPCS COER 

SPCS COER 

SPCS COER 

Description 

The half-hour DCU* intervals that are required to satisfy all of the requests for obtain­
ing data through TDAS, but where data are not recorded. 

The half-hour DCU intervals where data are obtained but where one, or more, of the 
devices used to verify data accuracy have an imperfect score. 

The number of discrepancies encountered when comparing a CU record base containing 
the number of circuits in each measured group with the usage inputs during a test 
scan when all circuits are simulated as busy. 

Discrepancies detected by the verification devices when the detector test is run. 
The number of discrepancies encountered when ICAN compares the number of individ­

ual circuits in each circuit group in its record base with that in the CU record base. 
Any other discrepancies found when performing the record base comparison between 

ICAN and CU (e.g., circuit group type). 
The number of cases when ICAN reports an individual circuit assignment to a circuit 

group to be "suspicious" (these should be resolved by data administrators). 
The number of individual circuits that have measured usage but are designated in the 

EADAS/ICUR record base as being unassigned (UA) or unequipped (UE). 
The number of circuit group measurement (CGMT) types for which there was insuffi­

cient valid traffic data to use as a basis for trunk servicing or forecasting. 
Trunk group validity failures in CGMTs with sufficient valid data. 
The number of CGMTs for which traffic data were received but cannot be associated 

with a group in the record base. 
The number of load units [(LUs) concentrators to which circuits are assigned] for which 

no valid data were provided for the load balance index (LBO calculation. 
The number of load units where some data were obtained in the loading division but for 

which the LU had insufficient valid data (excludes cases where entire loading division 
missed data). 

Indicates that data are not processed by 5XB COER because 5XB COER has detected 
an unresolved error in its record base. 

The number of hourly intervals for which 5XB COER expected data but did not receive 
it. 

The number of failures detected when 5XB COER checked data validity. 
The number of hourly intervals for which 1 SPCS COER expected data but insufficient 

data were received. 
The number of data sanity check failures (gross data inconsistencies-tight thresholds 

apply). 
The number of cross-measure type tests that have failed (inconsistencies between data 

items-looser thresholds apply because peculiar switching environments may result in 
false alarms). 

* The physical embodiment of DCUs (data collection units) differ from one type of switching machine to another. However, a DCU may generally 
be thought of as an aggregate of traffic data items that are scheduled and collected as a set. 



breakdown by the next lower organizational level. More will be said 
later about these reports and the manager's use of them. In addition, 
CSAR furnishes detailed information for trouble analysis. 

An overall summary of results for each TNDS operating company 
is made available to AT&T every month. The percentage of reporting­
unit measures (see Table 1) in the bands Land U are included in a 
Bell System measurement summary called "Network Results," which 
is published monthly for Bell System use. 

III. THE CENTRALIZED SYSTEM FOR ANALYSIS AND REPORTING 

CSAR is an on-line, interactive computer system that provides dial­
up access six days a week to centralized databases holding over 250M 
bytes of information. The system combines the cost effectiveness of 
batch processing large volumes of data with the speed and convenience 
of on-line database access. CSAR can be accessed using almost any 
110-, 300-, or 1200-baud asynchronous terminal. The daily operation 
of CSAR combines the resources of OTC computer facilities in 24 
states, a Bell System data transmission network, a centralized com­
puter system at AT&T, and the Direct Distance Dialing (DDD) 
network to support the TPMP and generate extensive information to 
assist in the operation and administration of TNDS. The reporting 
capabilities offer timely assessments of the performance of the traffic 
data collection and processing tasks, as seen by each system in the 
TNDS. Currently, eighteen OTCs use CSAR. Each TNDS installation 
within these companies becomes a remote source of TNDS perform­
ance data analyzed by CSAR and maintained in the central databases. 
Authorized users in each of these companies have dial-up access to 
the interactive component of CSAR, allowing flexible retrieval of 
information pertinent to their own company and certain Bell System 
resJlts. 

3.1 System configuration 

The major component in the CSAR system configuration resides at 
the centralized computer site and receives the majority of its data from 
the distributed OTC TNDS processing sites via the Bell System 
telecommunications software system for computer-to-computer data 
exchange with OTCs (T -TRAN) data transmission network. The 
CSAR users gain access to the central computer system from existing 
remote terminals using the standard DDD telephone network. Thus, 
the system includes five major components that effectively combine 
existing Bell System facilities: 

1. Distributed OTC computer sites 
2. A T-TRAN data network 
3. A Central AT&T computer site 
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4. A DDD telephone network 
5. Existing remote terminals. 

Figure 1 shows the CSAR computer system configuration. The CSAR 
implementation utilizes and coordinates a number of different hard­
ware and operating system environments. Brief descriptions of the 
first three system components listed above illustrate the overall CSAR 
operating environment. 

3.1.1 OTC computer facilities 

The CSAR measurement process begins at the OTC's computer 
facility when the batch TNDS subsystem modules are run. It uses the 
Standard Operating Environment of IBM 370 series mainframe or a 
compatible computer running the Multiple Virtual Storage (MVS) 
operating systems. The performance data are gathered by software 
embedded in the individual TNDS subsystem modules. Thus, the 
individual TNDS subsystems accumulate the majority of the raw data 
required for CSAR performance measurement and analysis. A stand­
alone CSAR module executes under this environment at the remote 
computer facilities to merge the data files from the separate TNDS 
components and prepare a single standard interface for data trans­
mission. 

3.1.2 T-TRAN data network 

Each OTC uses the T-TRAN network as a data link for the trans­
mission of its TNDS performance data to the central computer site at 
an AT&T Corporate Computer Center in New Jersey. Weekly CSAR 
transmissions are an integral part of the TNDS operations in the 
OTCs. Backup data are retained in each company on disk or tape. 

The receipt of a transmission at the AT&T T-TRAN site (an IBM 
370 system running MVS with the time-sharing option) automatically 
invokes a CSAR program that initiates the CSAR batch processing 
sequence. This first step identifies the incoming CSAR data files and 
sends all necessary information to a second computer system that is 
the actual host for the primary CSAR batch and on-line interactive 
processes. The program under the Multiple Virtual Storage/Time­
Sharing Option (MVS/TSO) communicates to the CSAR host ma­
chine via a local Inter-Processor Communication (IPC) network. 

3.1.3 Central host computer 

The heart of the CSAR system also resides on one of the many 
computers that comprise the AT&T Corporate Computer Center. The 
CSAR software is developed and centrally executed on an Amdahl 470 
series mainframe running under the Virtual Machine (VM) operating 
system using the Conversational Monitor System (CMS). This VM/ 
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Fig. l-CSAR computer system configuration. 



CMS computer facility is the home of two other TNDS centralized 
operation support systems: the Stored Program Control System Cen­
tral Office Equipment Reports system (SPCS COER)2 and the Small 
Office Network Data System (SONDS).5 Performance data are sent 
directly from SPCS COER to CSAR through a VM/CMS remote 
spooling interface. 

This central host computer system offers the facilities and the 
processing capacity required by CSAR functions. The large volumes 
of data received from the 26 remote TNDS processing sites currently 
sending data to CSAR are scheduled for overnight processing using 
the VM/CMS batch facility. The analysis, correlation, and database 
loading occur during off-business hours at a reduced cost and without 
interfering with the typical interactive user. 

IV. CSAR ON-LINE FEATURES 

The primary purpose of CSAR is to provide on-line interactive 
access to central databases that contain extensive TNDS performance 
information. The on -line CSAR features can be logically grouped into 
four general categories: 

1. On-line user documentation 
2. TNDS performance reporting 
3. Database and processing controls 
4. Administrative information reporting. 

The many features work together, thereby enabling each OTC to tailor 
the database capacity and reporting strategy to its own data require­
ments, organizational structure, and management needs. 

The following paragraphs present an overview of the CSAR features 
categorized above. The description will also highlight the on-line 
reporting techniques and selected features that distinguish CSAR as 
an innovative approach to special-purpose on-line database access and 
reporting. 

4.1 Interactive user dialogue 

The CSAR interactive dialogue begins with the highest-level 
prompt: REQUEST =, which allows the user to select a system feature. 
The dialogue proceeds in a question and answer fashion until the user 
enters a specific request or inquiry. 

The CSAR interactive user dialogue is designed to offer a user­
friendly interface. The dialogue design gives the inexperienced user 
specific direction and guidance when questions and problems arise. 
For the experienced user, an abbreviated dialogue sequence can be 
strung together on a single line to save typing and interaction time. 
The user dialogue allows flexible inquiry and reporting. For frequent 
requests of tailored reports, the dialogue sequence can be defined once, 
saved, and activated when the need arises. 
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4.2 On-line documentation 

A fundamental goal of eSAR is to be a totally on -liljle interactive 
tool that includes all necessary user documentation. Within eSAR, 
user documentation is available on-line in the form of 40 lessons that 
cover all aspects of eSAR use and administration. A particular lesson 
can be retrieved on-line at the user's terminal or printed off-line and 
mailed to specified address. This form of documentation is timely and 
easy to maintain, and eliminates the many problems associated with 
distribution lists and central reproduction. 

4.3 Performance reporting 

eSAR performance reports present data in predefined formats. 
Report content, however, is dynamically retrieved and prepared to 
satisfy specific user needs. The flexibility of the eSAR reporting 
mechanism lies in four levels of data selection available to the user. 
The first level, Report Type, identifies a particular enumeration or 
summarization of the performance data and implies an associated 
physical format. The second level, System, selects one, or possibly all, 
systems in the TNDS. The third and most versatile level of selection 
is Organization. The user can select one or more reportable entities, 
traffic units, by naming the organization to which they belong. The 
company organization structure (known as the organizational map) is 
defined to the system by the eSAR company coordinator or adminis­
trative user as part of start-up procedures and can be dynamically 
modified whenever necessary. The eSAR map is more fully described 
later in this section. The fourth level, Time, specifies the calendar 
dates for which results are desired. The performance report request, 
and the underlying database retrieval, are defined by the composite of 
these selection criteria: Report Type, System, Organization, and Time. 
Any additional specifications are supported by a list of Options that 
are different for each report type. 

There are four general types of performance reports: 
1. Performance Indicator reports 
2. Performance Summary reports 
3. Performance Monitor reports 
4. Unsatisfactory Results Display reports. 
The following paragraphs describe the purpose and basic character­

istics of these four report types. Specific examples of reports, their use 
by the OTe personnel, and the benefits to overall TNDS operations 
are discussed. 

4.3.1 Performance indicators 

The Performance Indicator Reports (PIRs) are intended for weekly 
troubleshooting of TNDS operational problems and data abnormali-
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ties. Those personnel most immediately responsible for data admin­
istration for the various TNDS systems access CSAR on a regular 
basis to detect these problems and isolate their causes. A PIR exists 
for each system in the TNDS scored under the TPMP. A PIR request 
retrieves weekly traffic unit data pertinent to one system in TNDS 
for any specified company organization. The performance measure­
ments that appear on these weekly reports include those listed in 
Table I. The measurements typically quantify indications of missing 
data, validation failures, and record base inconsistency or errors. The 
report content is formatted as one line per traffic unit so the data for 
many traffic units can be scanned quickly. All performance measure­
ment values that fall into the Unsatisfactory band are highlighted on 
the report. 

Options are available with the PIR that make it even more powerful 
as a troubleshooting tool. These include "history" and "exception" 
options, which can be included in the initial PIR request, and the 
"detail" option, which can be selected after the PIR has been printed 
and perused. The history option allows inclusion of up to 15 previous 
weeks of information on the PIR. The exception option causes CSAR 
to report information on only those units for which one or more of the 
week's performance measures exceed the band U threshold. The 
history and exception options may both be exercised on the same PIR 
request to highlight offices consistently performing unsatisfactorily. 

The detail option is somewhat open-ended. After the PIR is printed 
for a given week, organization, and TNDS system, the user can request 
details for any Traffic Unit (TU) in the report. After the detailed 
report for that unit is produced for the given week and TNDS system, 
the user is asked if details are desired for the same unit and week for 
another system in the TNDS. Thus, where applicable, the user can 
look upstream in the TNDS to see where problems first appeared in 
the TNDS process or downstream to see their ultimate effect. This 
may be very helpful in tracking down subtle problems. 

There are too many combinations of PIRs and options to describe 
here, but a typical example of analyzing results and problems using a 
few reports should be indicative of the assistance provided by CSAR. 
Figure 2 shows a PIR for the No.5 Crossbar Central Office Equipment 
Reports System (5XB COER)! for one district. An administrator 
responsible for monitoring 5XB COER results can obtain this report 
through the dialogue shown on the top two lines of the figure. In the 
dialogue, the questions from CSAR are in the large type to the left of 
"=:" followed by the user inputs in the smaller type. No options were 
selected in this example. 

The report header identifies the report type, organization, and study 
date. As we can see in Fig. 2, this is the 5XB COER Performance 

PERFORMANCE MEASUREMENT/TROUBLE LOCATION 2443 



REQUEST = :repo indi 5xb nod district 111581 
o PTI ONS("O"B LSPC,"E"XCPTN,"H"ISTO RY ,"P" AG I N G)=: 

SCB CSAR 5XBCOER DATE 12111181 
MOD DISTRICT PERFORMANCE INDICATDR REPORT RPT TC034 

STUDY DATE 11/15/81 

TRAFFIC -----INPUT DATA ENDHOURS ----- -- VALIDATIONS-- CF } CD 
UNIT DEF DEF CM NOT ERR 

EXP MISSING TMR SCH OUT EXP PERFORM FAILED 

NODI MANAGER® 8) ® 
NWORLAMUMGO 80 0- 0.0% 0 X 1590 75- 4.7% N 

NOD2 MANAGER 
FKLNLAMAMGO 25 0- 0.0% X 1634 83- 5.1% N 

® MRCYLAINMGO 30 5- 16.7%* X 2570 88- 3.4% N 
NOD4 MANAGER 

BURSLAMAMGO 10 0- 0.0% X 401 29- 7.2% N 
NWORLAARMGO 115 0- 0.0% X 2902 126- 4.3% N 

* =UNSATISFACTORY PERFORMANCE 
X =COLLECTION MACHINE OUTAGE NOT YET CORRELATED 

DETAILS? ENTER TUNAME OR NO:mrcylainmgO 

Fig. 2-Performance indicator report for the 5XB COER for one district. 

Indicator Report for the New Orleans District of South Central Bell 
for the traffic study week of 11/15/81. A data header (feature <D of the 
figure) identifies the performance measurement data below. Under 
TRAFFIC UNIT, feature ®, five II-character TU Common Language 
codes are shown. These are grouped together by the various organi­
zations directly subordinate to the district being reported. Three sub­
districts (NODI, NOD2 and NOD4) are shown. Thus, any performance 
pattern associated with the subordinate organizational level would be 
obvious to the district level. 

The next two columns, feature 0, pertain to the 5XB COER 
performance measure, MISSING DATA. The first of these columns 
shows the number of one-hour intervals expected for each TU by the 
5XB COER system. These expectations are a part of the 5XB COER 
record base. The next column indicates missing traffic data, both the 
expected percentage and the number of one-hour intervals. The aster­
isk for MRCYLAINMGO indicates the percent of missing data for 
this week exceeds the band U threshold. Quick response to correct the 
deficiency will prevent it from persisting long enough to be band U 
for the official reporting period of one month. 

The next four columns, feature @, provide supplementary informa­
tion resulting from CSAR automatically attempting to indicate the 
source of any missing data. In this case, the five one-hour missing 
intervals for MRCYLAINMGO are accounted for in the first column 
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by a deficient Traffic Measurement Request (TMR). (TMRs are used 
to request that intervals be passed from TDAS to the downstream 
systems such as 5XB COER, if perhaps an interval was missing from 
the TMR.) The next column of this feature contains supplementary 
information indicating that there were no deficiencies in the schedul­
ing of this data from the collection machine to TDAS. The "X" in the 
following column, Collection Machine Outage (CM OUT), indicates 
that there were disturbances in the collection phase of TNDS some­
time during the intervals when data were gathered for 5XB COER. 
But since all data have been accounted for, these must have been 
minor. The last of these four columns indicates that no unexpected 
data (NOT EXP) was received for any TU. That is, TDAS did not 
forward to 5XB COER any data that were not expected (excess TMR). 
Thus, all 5XB COER data missing for this district are accounted for 
by the DEF TMR, which is the difference between what COER was 
told to expect and what TDAS was told to forward by their respective 
record bases. 

The next two columns of the PIR, feature ®, give the number of 
validation tests performed by COER and the number and percent that 
failed. Validation failures are performance measurements, but the 
absence of asterisks indicates that none of the TU's are in band U for 
that measure. If the administrator, however, sees the failures exceeding 
reasonable rates for any TU, detailed information can be obtained as 
described later. 

The last column of the PIR indicates where the COER internal 
record base validation tests have detected a record base inconsistency 
(control file error). None has been detected in this district. 

Thus, perusal of this week's PIR indicates that the only severe 
problem is a data loss for one TU caused by a scheduling mismatch 
between the TDAS and 5XB COER record bases. 

After the PIR and its accompanying footnotes are printed, CSAR 
asks the user to enter a TU name if further details are desired. In this 
typical example, the last line of Fig. 2 shows that the user responded 
with MRCYLAINMGO, the TU having the missing data. A 5XB 
COER Traffic Unit Details Report, Fig. 3, is generated from that 
request. The top section of this report, feature CD, is a repeat of the 
PIR format for the one TU. This redundant information is included 
in the details report so that the report is complete for that TU without 
requiring reference to the PIR. A few lines below, feature ® shows the 
status of the data input to 5XB COER. The interpretation of this 
information, guided by the appropriate on-line lesson, is that six one­
hour intervals (ending at 10:00, 10:30, 11:00, 11:30, 16:00, and 16:30) 
are expected by COER on all of the weekdays. However, the data 
expected for the one hour ending at 11:30 (between 11 and 12 on the 
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SCB 
MRCYLAINMGO TU 

CSAR 5XBCOER 
TRAFFIC UNIT DETAILS REPORT 

STUDY DATE 11/15/81 

DATE 12117/81 
RPT TC036 

TRAFFIC ----- INPUT DATA ENDHOURS ----- -- VALIDATIONS--
UNIT DEF DEF CM NOT 

EXP MISSING TMR SCH OUT EXf PERFORM FAILED 

MRCYLAINMGO 30 5- 16.7%* x 2570 88- 3.4% 

INPUT DATA SUMMARY: # RECORDS EARLIEST - LATEST 
NEW 
SAVE 
PURGED 

7475 11/16/81 - 11120/81 
o 
o 

INPUT DATA STATUS CODES ON AN ENDHOUR BASIS: 
1 1 1 1 1 1 1 1 1 1 

01234567890123456789 
11/15/81 SUN 

MON 
TUE 
WED 
THU 
FRI 
SAT 

••• D 
••• D 
••• D 
••• D 
••• D 

KEY TO THE INPUT DATA STATUS CODES USED ABOVE: 
• =AVAILABLE,>90% DATA RECVD M =MISSING,<=90% DATA RECVD 
D =DEFICIENT TMR I =INVALID IN TDAS 
E =EXCESS TMR U =UNAVAILABLE TO TDAS 
(A) BELOW ENOHR WITH CM OUTAGE BLANK =DATA NOT REQUIRED 

DATA VALIDATION TEST RESULTS ON AN EQUIPMENT COMPONENT BASIS: 

COMPONENT 
AM 
CM 
CS 
CX 
DM 
DT 
ET 
IR 
LL 
MC 
DR 
DS 
TK 

# EXPECTED 
100 
250 

o 
o 

231 
75 
o 

525 
438 

75 
171 
541 
500 

# PERFORMED 
75 

248 
o 
o 

214 
75 
o 

437 
383 

75 
165 
428 
470 

* =UNSATISFACTORY PERFORMANCE 

# FAILED 
o 
1 
o 
o 

11 
o 
o 

19 
4 
o 
o 

53 
o 

X =COLLECTION MACHINE OUTAGE NOT YET CORRELATED 

ENTER OTHER SYSTEM OR NO:tdas 
ENTER DETAIL TYPE(S) <DCU,SCH,TMR,VD,ALL,NONE>: :tmr 

% FAILED 
0.0% 
0.4% 
0.0% 
0.0% 
5.1% 
0.0% 
0.0% 
4.3% 
1.0% 
0.0% 
0.0% 

12.4% 
0.0% 

Fig. 3-A 5XB COER traffic unit details report. 

CF 
ERR 

N 

® 

® 

figure) were not provided to 5XB COER because they were not 
scheduled through TDAS on a TMR. 

Thus, the 5XB COER details report can serve as a comprehensive 
trouble indication to organization(s) responsible for scheduling 5XB 
traffic data for this TU. In this case, the analysis and trouble referral 
would be complete after a brief on -line computer session. 

The bottom of Fig. 3, feature @, gives details on the data validation 
tests. When the TU validation failures are higher than an experienced 
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administrator thinks is normal, they could use these details to deter­
mine which component tests have abnormal failure rates. 

The last two lines of Fig. 3 show the dialogue for optionally obtaining 
access to further information from other systems in the TNDS for 
this same TU. In this example the user continues the analysis by 
requesting complete TDAS details on all TMRs for this TU week. 

4.3.2 Performance summaries 

The Performance Summary Reports (PSRs), derived from weekly 
results in the database, evaluate performance in the TNDS operation 
for management at all levels of the telephone company organization. 
The summaries are available for one or all systems in the TNDS. The 
summarization technique determines individual traffic unit results for 
each performance measurement and places each traffic unit measure­
ment into the appropriate band: Objective, Lower than Objective, or 
Unsatisfactory. As we discussed earlier, this banding technique avoids 
averaging the results across entities and masking specific cases of poor 
performance. As shown in Fig. 4, the summarized results reported are 
the number of traffic units and the percentage of traffic units in each 
performance band for each measurement. Totals are included on a 
system basis in the TNDS, along with grand totals. The on-line 
summarization is computed for the time period specified by the user 
(one or more study weeks) and for a requested organization (one or 
more traffic units). 

As part of the regular CSAR processing, an official performance 
summary is run for monthly results of the total company. These 
results for the Service Observing Month (SOM) are then retained as 
part of the CSAR database. The grand total results for each company 
constitute the official input to TPMP. 

As an aid to isolating and correcting problems CSAR also generates 
an optional list of all traffic units that appear in the unsatisfactory 
category (Fig. 5). This list can serve as a trouble list, and appropriate 
remarks regarding disposition and/or remedy can be made in the 
comments column. 

4.3.3 Performance monitors 

In addition to traffic unit banding and summary aggregation, CSAR 
also monitors other aspects of TNDS operations that are not within 
the scope of TPMP. Performance Monitor reports serve this important 
purpose and include the following areas of interest: 

1. Common Update transaction statistics 
2. Collection machine downtime 
3. TNDS processing timeliness 
4. TNDS software abnormal terminations and run times 
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REQUEST = :repo offsum all miss area 1081 
OPTIONS ("B"RIEF)=:b 

SCB 
MISS AREA 

MEASUREMENT 
CATEGORY 

CSAR ALL DATE 12/17/81 
OFFICIAL PERFDRMANCE SUMMARY REPORT RPT TC900 

STUDY PERIOD 09121/81-10/24/81 

BAND "L" TU'S NO. OF NUMBER AND % TESTED IN BAND : 
RANGE TEST OFC-WK "a" "L" "U" 

:====================================================================================: 
:DCU-INT MISSING 70/0-15% 95 291 86 91% 7% 2%: 
:DCU-INT ANY VER FAI L 10%-25% 95 291 85 89% 8% 2%: 
:DETTEST FAILURES 30/0- 5% 0 0 0 0% 0% 0%: 
:INVAL DETTESTSCAN 200/0-30% 24 54 24 100% 0% 0%: 
: --------------------------. 
: TOTALS-TDAS 214 195 91% 15 7% 2%: 
:===========================::::========================================================: 
:ICAN/CU COUNT MSMTCH 3%- 5% 25 96 25 100% 0% 0%: 
:ICAN/CU OTHER ERROR .50/0- 1% 25 96 25 100% 0% 0%: 
:SUSPECT SCHV ASSIGN 10/0- 2% 25 96 23 92% 4% 4%: 
:UA/UE SCHV USAGE 3% .. 5% 25 96 24 96% 4% 0%: 
: --------------------------, 
: TOTALS-I CAN 100 97 97% 2% 1%: 
:====================================================================================: 
:CGMT INSUFF DATA 5%-10% 93 146 85 91% 5% 3%: 
:CGMT OTHER INVALID 150/0-25% 93 146 83 89% 3% 8%: 
:CGMT UNASSDCIATED 50/0-10% 93 146 90 97% 1% 2%: 
: --------------------------. 
: TOTALS-TSS 279 258 92% 3% 12 4%: 
:====================================================================================: 
:LU INVALID FOR LBI 
:LU MEAS INVALID 

100/0-25% 69 143 66 96% 
5%-15% 69 143 66 96% 

4% 
4% 

0%: 
0%: 

--------------------------
: TOTALS-LBS 138 132 96% 4% 0%: 
:===============================:;;=====================================================: 
:5XCOER CNTRL FILE ER 25%-75% 35 138 34 97% 3% 0%: 
:5XCOER ENDHR MISSING 100/0-15% 35 138 33 94% 0% 6%: 
:5XCOER VAL FAIL/PERF 5%-10% 35 138 35 100% 0% 0%: 

-------------------------- : 
: TOTALS-5XBC 105 102 97% 1% 2%: 
:====================================================================================: 
: TOTALS 836 784 94% 33 4% 19 2%: 

Fig. 4-Performance summary report. 

5. TSS data by servicer responsibility. 
These reports present an additional view of the effectiveness of data 

collection equipment and various company organizations. 

4.3.4 Unsatisfactory results display 

The management users of CSAR often prefer results that more 
clearly reflect general performance levels, trends over time, and direct 
comparison between organizations or between the component systems 
of the TNDS. The Unsatisfactory Results Display reports plot the 
poor performance (band U) in a series of horizontal bar graphs. The 
graphs are simple in appearance and offer a wide variety of options 
that reveal performance trends at a glance. The results can be plotted 
with subtotals by any system in the TNDS, or by the organizations 
that are directly subordinate to the one requested. For example, as we 
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REQUEST = :repo surnrn tss rna district 102581-111581 
OPTIONS ("S"RIEF OR "L"LlST)=:1 

SCB 
MA DISTRICT 

CSAR TSS 
PERFORMANCE SUMMARY REPORT 
STUDY PERIOD 10/25/81-11121/81 

DATE 12/17/81 
RPT TC601 

MEASUREMENT BAND "L" TU'S NO. OF NUMBER AND % TESTED IN SAND : 
CATEGORY RANGE TEST OFC-WK "0" "L" "U" : 

: ========================================================================================== : 

:CGMT INSUFF DATA 50/0-10% 18 67 17 94% 0% 6%: 
:CGMT OTHER INVALID 15%-25% 18 67 18 100% 0% 0%: 
:CGMT UNASSDCIATED 50/0-10% 18 67 17 94% 0% 6%: 
: -------------------------------. 
: TOTALS 

SCB 
MA 

: TRAFFIC 
UNITS 

:BLZNMSMA247 

:CLEVMSMA84A 

DISTRICT 

54 

CSAR TSS 
BAND U LIST 

52 96% 

STUDY PERIOD 10/25/81-11/21/82 

CATEGORIES VALUE 

CGMT UNASSOCIATED ( 22.6% ) 

CGMT INSUFF DATA ( 33.3% ) 

0% 4%: 

DATE 12/17/81 

COMMENTS 

:--------------------------------------------------------------------: 
2 BAND U TRAFFIC UNITS OF 18 

Fig. 5-Performance summary report showing unsatisfactory traffic units. 

see in Fig. 6, an area manager can request a five-week performance 
graph containing an area total and subtotals for each of the divisions 
in that area. The official summary results are also available as graphs. 

4.3.5 Bell System summaries 

Analysis of TNDS performance can extend to the level of the entire 
Bell System when the performance results for all OTCs are aggregated 
together. Here, there is an opportunity to assess the need to modify 
TNDS, systems or operating methods in the CSAR itself. There are 
four types of reports available at this level. One gives Bell System 
total results in the form of the "Brief" version of the Performance 
Summary report (no band U list). The "Company" option, when 
exercised, produces a report of the number of performance measure­
ments falling into each of the bands 0, L, and U for each company. 
The "graph" option generates a graph of the band L and band U 
results by company. The remaining option is especially valuable for 
TNDS and CSAR project managers at AT&T and Bell Laboratories. 
This "Measure" option generates a list of each company's percentages 
and the Bell System totals in bands 0, L, and U for each of the 
performance measures. Thus, problems common to a large cross sec-
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REQUEST = :repo olfdisp all miss area 1081(5 
OPTION("SU"BTEND OR "SY"STEM)=:su 

SCB CSAR Al.L 
MISS AREA OFFICIAL UNSATISFACTORY RESULTS DISPLAY 

TU-MEASURES INTVLS 
TESTED %IN BAND-U 

DATE 12/17/81 
RPTTC905 

10 15 20 25 30 35 40 >40% 

AREA :MISS 
876 OS/24-06/27 .;;:::=;;;;;* 

865 06/28-07/27 .===* 
910 07/26-08/22 .=====+* 
874 08/23-09/26 .====* 
836 09/27-10/24 .==* 

DISTRICT:MA 
317 OS/24-06/27 .====* 
306 06/28-07/25 .=* 
341 07/26-08/22 .=====* 
291 08/23-09/26 .==* 
292 09/27-10/24 .==* 

DISTRICT:MB 
257 OS/24-06/27 .=====+* 
265 06/28-07/25 .====* 
269 07/26-08/22 .=====* 
259 08/23-09/26 .=====* 
244 09/27-10/24 .==* 

DISTRICT:MC 
300 OS/24-06/27 • = = = = * 
294 06/28-07/25 • = = = = = * 
300 07/26-08/22 • = = = = =+ = = = * 
324 08/23-09/26 • = = = = = + * 
300 09/27-10/24 • ==* 

-+----+----+----+----+----+----+----+----+----+----+-
o 5 10 15 20 25 30 35 40 >40% 

Fig. 6-Unsatisfactory results display. 

tion of users can be examined to determine what system design or 
training efforts might be appropriate. 

4.4 Database controls 

eSAR creates and maintains separate central databases for each 
aTe using the system. On-line database controls permit the eSAR 
coordinator or Headquarters staff personnel to decide on the size of 
the database, the retention periods of three classes of performance 
information, the timing of certain automatic eSAR processing, and 
the organizational structure to be used for reporting purposes. Each 
of these controls may be exercised at any time to adapt to changes in 
data needs, company reorganization, storage costs, and other consid­
erations. 
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4.4.1 Data retention 

While the current week or current Service Observing Month (SOM) 
performance results are of primary interest, past results can also be 
examined for evidence of trends or persistence. To provide this histor­
ical perspective, CSAR databases contain fundamental performance 
data organized on a TNDS subsystem and traffic unit basis for distinct 
study weeks. In addition, summarized performance results are stored 
for each SOMe Because different classes of performance data serve 
distinct purposes and make significantly different demands on the 
physical database storage capacity, three data retention parameters 
are available to the user: 

1. Short-term Retention (STR) (from 6 to 16 weeks) 
2. Long-term retention [from (STR+5) to 52 weeks] 
3. Official results retention (from 12 to 30 months). 

The most voluminous data, deleted after the short-term retention 
period, are the supporting details from which the weekly results are 
derived. These details reflect TNDS processing at the half-hour, or 
hourly, level, and include measurements in terms of TDAS Data 
Collection Units (DCUs), switching office equipment components, 
Trunk Servicer responsibility codes, etc. This fine level of detail helps 
the CSAR user to track and isolate specific problems. The data analysis 
algorithms also require these data to correlate cross-system effects, 
and accurately calculate the weekly traffic unit measures. 

Weekly performance results are kept for a period of several months 
(long-term retention), and SOM results are retained for more than a 
year (official results retention) so that performance can be compared 
under similar seasonal conditions. 

During the CSAR Batch processing the data retention restrictions 
are applied, all outdated database information is automatically deleted, 
and the storage space is freed for future use. 

4.4.2 Organizational map 

The user-defined CSAR organization map provides a direct and 
dynamic control over database retrievals. The CSAR user is presented 
with a hierarchical logical view of the performance database for on­
line retrieval purposes. Unlike most hierarchical database manage­
ment systems, the hierarchy is not a static structure defined at 
database generation time; instead CSAR provides a flexible structure 
that can be modified easily on -line without database reorganization. 

The basic reporting unit for most CSAR information is the traffic 
unit. Data tracking and problem diagnosis for the TNDS is most 
successfully accomplished by analyzing the scheduling, collection, 
processing, and validation activities at a fundamental traffic unit level. 
Data reported at this low level reveal problems that can be isolated to 
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specific physical devices, user transactions, record base items, or 
operational procedures. For performance measurement of complete 
systems, functions, or company organizations, and for more effective 
management use of the information, aggregate views of traffic unit 
data are more appropriate. Responding to these needs, CSAR provides 
flexible multi-level views that permit data access at any organizational 
level, from the elementary traffic unit up to the entire company. 

The user defines a hierarchical structure (up to nine levels) that 
establishes a company organization desired for CSAR reporting pur­
poses. The first or top level is reserved for the company name, and 
the lowest level is designated as the traffic unit level. The remaining 
seven hierarchical levels can be named to represent the company 
structure and levels of management responsibility (i.e., district level, 
division level, area level, etc.). Not all seven intermediate levels have 
to be defined. At each of the levels two through eight, one or more 
entities can be named and placed subordinate to an entity named in 
the level above it. Figure 7 shows an organizational map with a total 
of five levels. 

The CSAR map logically associates each of the many company 
traffic units to the desired organizations identified in this hierarchical 
structure. The physical database storage of traffic unit performance 
data is completely independent of this logical hierarchy. The CSAR 
dialogue then allows groups of traffic units to be collectively requested 
by any designated organization at any level. 

The map's structure and the association of traffic units to higher­
level organizations is defined using special data-entry features of the 
CSAR dialogue. A complete set of update commands allow the user to 
add, delete, change, rename, and move individual traffic units, com­
plete organizations, or levels. The changes are performed on-line with 
the resulting organization in effect immediately for all subsequent 
report requests. CSAR features also include the ability to list the map 
in a variety of ways to determine or verify the current company 
organizational structure. 

The direct control over a retrieval hierarchy and the ability to 
modify it easily make the CSAR organizational map a most versatile 
and innovative system feature. 

4.5 Processing controls 

CSAR on-line features can override certain automatic batch proc­
essing functions. These controls are enacted through the normal CSAR 
dialogue, but only by the privileged headquarter's users. The overrides 
exist to meet two types of needs: (1) a management demand for an 
early assessment of official monthly results; and (2) an administrative 
need to respond quickly and conveniently to batch processing prob­
lems. 
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Fig. 7 -Organizational map structure. 



4.5.1 Generating official results 

A process delay parameter, entered as a company option, defines 
the longest expected delay between the collection of traffic data and 
the delivery of the TNDS performance data to CSAR. The database 
loading process closely monitors actual data delay, particularly to 
determine late data impact on official TPMP monthly results. The 
official performance summary results are generated automatically 
during the CSAR batch process after the appropriate period of time 
has elapsed. In cases where management personnel require official 
results prior to the expiration of the process delay period, CSAR 
permits on-line interactive generation of the official performance 
summary. This on-line feature enables the administrator to satisfy 
immediate needs or to correct past results by regenerating summaries 
in the event of unexpected, very late data. 

4.5.2 Batch job control 

Process control features also exist to simplify overseeing the data 
transmission and CSAR batch database loading process, described in 
Sections 3.1.2 and 3.1.3. Each OTC's administrator responds to ab­
normal completion of CSAR batch jobs. Interactive features include 
Rerun and Remove commands allowing direct control over the dispo­
sition of individual data transmissions that were received but not 
successfully processed. These controls are exercised after the admin­
istrator determines the nature of the problem using diagnostic and 
error recovery information supplied by the system. 

4.6 Administrative reporting 

The telephone company administration of the CSAR software sys­
tem requires activities such as: initial implementation, organizational 
map definitions and maintenance, selection of company options, co­
ordination of data transmissions, and monitoring of the ongoing data 
processing. Each OTC has a designated CSAR administrator. Some 'of 
CSAR's features simplify the administrator's job. The data transmis­
sion and database entry operation have been automated to the fullest 
extent possible. The CSAR database provides on-line interactive ac­
cess to status information and various reports that assist in system 
administration. The administrator relies on several sources of infor­
mation to monitor the overall operation of CSAR: 

1. Local and global login messages 
2. News items 
3. Tape processing status 
4. Batch data processing summary 
5. Map Data Discrepancy report 
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6. Interactive feature usage statistics 
7. Operational cost information. 
When an administrative user logs on, the Messages, News Items, 

and Tape Processing Status display important happenings without 
the need for database query. Based on any abnormal terminations 
indicated on the tape status, the corresponding batch job is investi­
gated by accessing the Batch Data Processing Summary. The summary 
serves as a log of all processing activities and contains any error 
diagnostics identified by the CSAR software. Many conditions can be 
effectively identified and corrected by the administrator. Other prob­
lems may require investigation by the central development organiza­
tion, and the error message would instruct the user to initiate the 
trouble referral. 

The entry of new data into the CSAR database may involve traffic 
units that had not been anticipated, or for some reason not properly 
defined in the company organization map. The performance data are 
retained for these traffic units and are entered into the database. In 
addition, each previously unknown traffic unit is temporarily added 
to the map directly subordinate to the company level, where it remains 
until the administrator uses the CSAR dialogue to move the traffic 
unit to the appropriate position in the organization hierarchy. CSAR 
alerts the users of any such unexpected or unusual conditions via a 
Map Data Discrepancy report, and by Input Data Anomaly sections 
of the Batch Data Processing Summary. The software system design 
incorporates similar error detection and supporting diagnostic infor­
mation throughout to simplify system administration and mainte­
nance. 

v. CSAR SOFTWARE DESIGN 

In the design of a software system several conflicting factors are 
addressed and balanced to provide an efficient, flexible system that is 
responsive to the user needs. Three aspects of CSAR software design 
deserve specific mention and are covered in the following paragraphs. 

5.1 On-line response time 

A primary concern in the design of CSAR was flexibility in selecting 
the set of traffic units, TNDS systems, and time periods over which 
performance can be summarized. Depending on the particular request, 
tens of thousands of data items would have to be summarized on line 
and reported to the user. To accomplish this summarization with good 
on-line response time required special attention in the CSAR design. 
The physical database organization chosen reflects the high-level 
summarization options of "system" and "time period." Unique files 
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exist for each system/week that contain the key performance infor­
mation for all reporting traffic units. CMS files are organized and 
accessed with a physical block size of 800 bytes. The key performance 
indicators for many traffic units are stored together in logical records 
whose lengths are an integral multiple of 800 (one TU requires much 
less than 800 bytes) to make efficient use of the operating system's 
file structure. File pointer tables exist to identify the CMS record 
(block) and location within the block for each active TU. The internal 
traffic unit identification scheme utilizes a hashing function together 
with the file pointer table to efficiently access the data for a particular 
TU within a file. The logical structure of the map efficiently converts 
the OTC organizational level to a set of reportable TU hash indices. 
Finally, the TU access order is optimized based upon the file pointers 
to minimize the amount of I/O necessary to read the raw performance 
data. These techniques used together result in worst-case summari­
zation response times typically less than six seconds in an average size 
OTC. 

5.2 Flexibility in reportable measures 

The measurement plan consists of 19 individual performance indi­
cators. These basic indicators have been refined several times since 
the measurement plan was first introduced to provide equitable re­
porting across companies and to encourage continued performance 
improvement. 

The design of the software to support these changing requirements 
had to be robust and easy to modify. The identification of distinct 
measures, the start and stop effective dates, the banding thresholds, 
and other key information are all specified in a single file external to 
the software programs. During system execution this file is accessed 
to load tables that control the summarization process. This table­
driven summarization approach is also beneficial in that the effects of 
proposed changes to the mesurement plan can be observed by editing 
a development copy of this file and using this modified version when 
accessing the OTC data. Many such modifications can be studied and 
later implemented without changing or recompiling any software. 

5.3 Overlay structure 

User chargeback generated by using this AT&T VM/CMS facility 
is highly sensitive to the core size of the virtual machine required for 
the application program. To minimize this aspect of chargeback, and 
to improve efficiency by reducing virtual storage paging, the system 
was designed with an overlay structure consisting of over 120 separate 
modules. The design of these modules reduced the total amount of 
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code generated by combining approximately 560 functional routines 
as building blocks. 

The overlay structure maintains common routines and information 
required throughout the on-line session in a root area that is never 
overlayed. Specific software required to respond to a particular user 
request is overlayed in multiple levels below the root. In the most 
complex request, eleven individual overlays are used, reducing the 
amount of incore storage required from 500 to 130 kilobytes. 

VI. CONCLUSION 

The goal of bringing performance measurements and operations 
analysis information to the TNDS has been achieved by implementing 
the TPMP through CSAR. TNDS managers and administrators now 
receive reports that are comprehensive, easy to obtain and use and on 
time. CSAR can be readily adapted and documented as TNDS changes. 
In fact, method changes are currently under way to improve the 
effectiveness of CSAR in isolating TNDS data collection and provi­
sioning problems. Recent changes and future plans, not reflected in 
this article, include the revision or elimination of certain performance 
measurements. These changes will shift the emphasis from strictly 
end-system analysis to measurements that detect and quantify prob­
lems of data availability earlier in the flow of data through TNDS. As 
data responsibilities have become better focused organizationally, 
TPMP has been reexamined to ensure the plan meets the changing 
needs of OTC managers. This article reflects the CSAR software 
system and TPMP methods as of the middle of 1982. 

CSAR became available to the OTCs in the last half of 1979. No 
official TPMP reporting was required by AT&T, however, until July 
of 1980. During the introductory interval, the OTCs began to use 
CSAR reports as effective tools for traffic data administration and 
management. At the start of the official reporting, the Bell System 
average -for band U measurements was about 10 percent. (This is 
thought to be about one-half of what it was at the beginning of the 
introductory period.) The current Bell System average of band U 
measurements is about 5 percent. Thus, CSAR is providing effective 
in improving the delivery of valid traffic data so that the Bell System 
network can respond efficiently to customer needs. 
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Implementation and management of the many individual systems compris­
ing the Total Network Data System (TNDS) is a monumental undertaking, 
with far-reaching impact on a telephone company's organization and methods. 
This paper describes how one such company-Southern Bell-planned for 
and converted to TNDS, extending over a number of years. It also discusses 
the current operations and benefits of TNDS. 

I. PRE-TNDS IN SOUTHERN BELL 

Before examining TNDS as it exists now within an operating 
telephone company, it should be helpful to review data-collection 
procedures before the introduction of TNDS. 

1.1 Manual switch counts 

Starting with the introduction of dial Step-by-Step (SXS) switching 
machines in the 1920s, traffic studies were made by manually counting 
the number of individual switches that were in use, over fixed intervals 
of time. A large group of clerks would descend upon an SXS central 
office to make these studies, typically once or twice a year. Counts 
were made on a sample basis, generally every three minutes, of all 
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busy switches in specific groups, such as trunking groups or a switching 
stage. A supervisor would control the timing of each count with a 
whistle, and record the number of busy switches for subsequent 
summarization and calculation. (See Fig. 1.) 

The deficiencies inherent in these studies were severe and obvious. 
They lacked accuracy; there was significant data "skew" due to inher­
ent difficulties in starting and stopping these counts with precision; 
they were labor intensive; and since they could only be made infre­
quently, there was a high probability of missing the busy hour or busy 
season for a given office. Although these traffic studies were the only 
basis for engineering and administering the telephone network, there 
was a general lack of confidence in their accuracy. A judgment factor 
was frequently added to the study results in order to protect service. 
For this reason, a great many offices tended to be over-engineered in 
at least some of their switching stages. No one really knows how much 
capital was wasted in providing unnecessary equipment, but it had to 
be considerable. 

1.2 Introduction of the traffic usage recorder 

A major improvement was made in the mid-1950s with the intro­
duction of the Traffic Usage Recorder (TUR). The TUR permitted 
individual switches to be wired into a "grouped" register, each register 

Fig. I-A manual count being recorded of number of switches engaged with calls. 
The count was made to determine usage in SXS dial offices. 
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representing a specific trunking group or switching stage. Also, the 
TUR made it possible to study traffic in crossbar offices, which had 
not been practical with the manual count method. (See Fig. 2.) 

The TUR had one distinct advantage. It needed to be read only 
hourly, rather than every three minutes. This sharply reduced the 
clerical load, and it also improved the data-skew problem. It then 
became practical to schedule traffic studies more frequently, and 
confidence in data quality increased. As office sizes grew, however, the 
traffic-register readings and data-summarization chores grew as well. 

1.2.1 Camera added to TUR 

A further improvement came in the late 1950s. A camera and flash 
unit were positioned over groups of up to 160 traffic registers. Under 
the control of a pre-set TUR timer, the camera took pictures of these 
banks of registers for as many hourly periods as study needs dictated. 
The advantage gained was to virtually eliminate data skew, and further 
reduce the clerical effort in gathering the data and manually summa­
rizing it. Computer programs were created in Southern Bell to process 
this raw data and produce a family of user-oriented reports down­
stream. 

However, other problems were created. The network administrator 
who was responsible for doing the traffic study now had to get involved 
in the manual camera and film-processing procedures. A substantial 
investment in personnel and equipment became necessary in order to 
view and keypunch data from the film strips. A key verify procedure 
was also introduced that virtually eliminated keypunch errors, but at 
the cost of doubling the key-entry costs. Finally, the work load on the 
network-administration staff was highly variable since traffic studies 
were not evenly distributed over time. Since studies are scheduled to 
capture peak loads, they tend to be concentrated in seasonal and 
monthly peaks. As a result of the uneven loads, some delays occurred 
in the manual processing activities. 

1.3 OCR experiments 

Southern Bell, and one or two other Bell System operating compa­
nies, experimented with methods to mechanize this key-entry function 
during the early 1970s with Optical Character Recognition (OCR) 
techniques. While our trial was a technical success, it did not prove to 
be economical and was abandoned after two years. 

1.4 Pre-TNDS problem areas 

Despite the progress made over the years, our data-collection situ­
ation just prior to the introduction of TNDS had four serious problem 
areas. 
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Fig. 2-TUR traffic register cabinet. Camera and hoods are not shown. 
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First, it was difficult to administer because it required extensive and 
timely coordination between several departments, each having differ­
ent priorities. 

Second, the data quality was lower than, desired. This was due to 
inherent problems with the cameras, lighting, and film processing. 

Third, the completed studies took too long to reach the ultimate 
user. This was due to the complex sequence of steps necessary, as well 
as the uneven study schedules. Frequently, the studies had lost much 
of their value by the time they were received. 

Finally, each operating area within Southern Bell had evolved its 
own set of procedures for data collection. There was a lack of central 
direction and standardization. The stage was set for TNDS in South­
ern Bell. 

II. TNDS IMPLEMENTATION STRATEGY 

2.1 Criteria for TNDS 

TNDS was approved for implementation in Southern Bell as a 
corporate-wide project in November 1973. The following criteria were 
basic to the implementation plan: 

1. To realize the maximum benefits, all TNDS modules would be 
implemented (both available and planned) unless there were compel­
ling reasons for doing otherwise. 

2. The "downstream" data processing modules would be imple­
mented on a centralized basis. 

3. The "upstream" data-collection (EADAS) modules would be im­
plemented on a decentralized basis. There would be one Engineering 
and Administrative Data Acquisition System (EADAS) installation in 
each administrative area, and administrative boundaries would not be 
crossed. 

4. There would be a small, strong centralized staff to provide 
support to the areas for planning, implementation, ongoing technical 
assistance, and methods. 

5. There would be no downstream processing of key-entry, filmed 
(non-EADAS) data in Southern Bell, even though TNDS could accom­
modate it. This would avoid slowing the downstream weekly-coordi­
nated process to the slower pace of key-entry data. 

6. The administrative areas would be cut over to TNDS on a phased 
basis, with each area's schedule determined by need and capital 
availability. 

7. All central offices would interface with TNDS unless they were 
below a designated minimum size or were to be replaced within about 
three years. 

8. Commercial courier service would be used to transmit EADAS 
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data-collection tapes to the single centralized processing location, and 
output reports back to the areas. Figure 3 illustrates the deployment. 

2.2 Deployment schedule 

The "downstream" software of TNDS was installed shortly before 
the first EADAS installation to allow for a proper system test. The 
"upstream" EADAS systems, and their associated administrative staff, 
were installed according to the schedule shown in Table I. 

This sequence was dictated principally by the rapid growth in 
Southern Florida, which emphasized the need for valid and prompt 
traffic data. The last three areas were more rural in nature, with slower 
growth and therefore less critical data needs, at least initially. 

Depending upon the number of eligible central offices, one to two 
years were required to fully implement TNDS within each Southern 
Bell area. As was expected, the first few offices in each area required 
a greater amount of time to cut over, until the learning curve was 
mastered. Each area was given strong support from the centralized 
TNDS staff, particularly in the planning and early implementation 
stages. 

TNDS was considered fully implemented in Southern Bell by 1980, 
with the addition of only growth central offices thereafter . 

• EADASSITE 

o DOWNSTREAM TNDS SITE 

Fig. 3-Routes by which EADAS data-collection tapes and outputs are transmitted 
between centralized processing location and administrative areas. 
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Table J-EADAS installation schedule 

Area 

South Florida 
Southeast Florida 
Georgia 
North Carolina 
North Florida 
South Carolina 

III. ORGANIZATION FOR TNOS 

3.1 Work centers involved 

City 

Miami 
Ft. Lauderdale 
Atlanta 
Charlotte 
Jacksonville 
Columbia 

Date 

October 1974 
October 1974 
June 1975 
July 1976 
June 1977 
June 1977 

Southern Bell follows the guidelines of the Total Network Opera­
tions Plan (TNOP) quite closely. TNOP organizes all work functions 
within the Network Segment into clearly defined centers. The centers 
involved in our TNDS data-collection and report-distribution process 
are the: 

1. Circuit Administration Center (CAC) 
2. Network Administration Center (NAC) 
3. Network Data Collection Center (NDCC) 
4. Minicomputer Maintenance and Operations Center (MMOC) 
5. TNDS Coordination Center (TCC) 
6. Corporate Data Center (CDC). 

3.2 TNDS data flow 

The technical description of the data flowing through TNDS is 
described in detail in other articles of this issue. Figure 4 illustrates 
how the data flow is managed by these centers in Southern Bell. It 
should be recognized, however, that there are significant variations in 
this process within the Bell Operating Companies (BOCs) due to 
differences in geography, demography, and corporate structure. 

1. There are twenty-eight Network Administration Centers (NACs) 
in Southern Bell, ranging from three to seven per area. Each NAC 
serves a geographic subset of an area. All requests for TNDS-equip­
ment studies originate in, or are transmitted through, the appropriate 
NAC to the Network Data Collection Center (NDCC). 

2. There are six Circuit Administration Centers (CAC) in Southern 
Bell, one per area. All requests for TNDS-Trunking studies are origi­
nated by the appropriate CAC, and are transmitted directly to the 
NDCC serving that area. The databases for trunking studies (TSS 
and TFS) are maintained by the CAC. 

3. There are also six Network Data Collection Centers (NDCCs) in 
Southern Bell, one per area. The NDCCs are responsible for monitor-
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Fig. 4-TNDS data flow among administrative centers in Southern Bell. 

ing the operation and maintenance of the EADAS Central Control 
Units (CCUs) in their area, monitoring the operation of the central 
office data -collection apparatus and associated data links, maintaining 
accurate record bases, and coordinating as required with the interfac­
ing work centers to resolve problems. In Southern Bell, the NDCC is 
the principal focal point for data-collection activities in an area, and 
has no responsibilities other than successful data collection for TNDS. 

4. The Minicomputer Maintenance and Operations Centers 
(MMOCs) are responsible for the operation and maintenance of the 
clustered minicomputers in their respective areas. EADAS is one of 
these clustered minicomputers. The MMOC performs preventive 
maintenance for EADAS on a schedule mutually agreed upon with the 
NDCC. It also is responsible for transmitting the magnetic tapes 
generated by EADAS to the TNDS Coordination Center (TCC) on a 
timely basis, via commercial courier service. 
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5. The TCC is a single, company-level work center. It serves as an 
interface between the various network users and the Corporate Data 
Center (CDC) of the Information Services Organization (ISO), which 
operates our downstream programs as part of a utility service for all 
corporate data-processing requirements. The TCC receives magnetic 
tapes with study data from all area MMOCs, plus all off-line database 
updates originated by both the NDCCs and CACs. These are formed 
into data-processing jobs and submitted to ISO by the TCC. The TCC 
is responsible for tracking the successful completion of the TNDS job 
through the CDC. A measurement plan has been instituted to deter­
mine the timeliness of CDC production for TNDS output. 

6. The CDC is responsible for producing the downstream TNDS 
reports for Southern Bell. Three types of output media are used, 
depending upon the wishes of the individual users. These are impact 
print, laser print, and microfiche. Since TNDS processing is organized 
into stages, the output is spread over the week to level the load on all 
centers and resources. After each processing stage, the TNDS output 
is delivered to the TCC promptly. 

7. The TCC then reorganizes the TNDS reports into individual 
user "batches" destined for each area, and transmits the reports back 
to the six NDCCs and six CACs via commercial courier service. The 
EADAS tapes are also returned to the MMOCs for reuse on a monthly 
cycle. 

8. The CACs are end users, and upon receipt of their output reports, 
can immediately put them to use. The NDCCs are the end users for 
administrative reports that relate to the accuracy and health of the 
data-collection process; these are used directly by the NDCC. The 
other user reports are transmitted to the ultimate users in that area 
by the NDCC. 

IV. MANAGEMENT OF TNDS 

4.1 Centers involved in TNDS management 

Although each center involved in the TNDS data-collection and 
distribution process is essential for overall success, the "up-front" 
centers-NAC, NDCC, and CAC-have an especially important role. 
These three centers are assigned primary responsibilities in the data­
flow process through TNDS, including record-base, scheduling, sur­
veillance, and distribution functions. The NAC is assigned the basic 
central office assignment functions for equipment measurement needs; 
the CAC maintains trunking databases; and the NDCC provides a 
centralized center with the technical expertise to interface directly 
with the TNDS subsystems. The NDCC performs the surveillance of 
the EADAS CCUs and is an area distribution point for TNDS output. 

OPERATING COMPANY PERSPECTIVE 2467 



4.2 Use of TPMP and CSAR 

The TNDS Performance Measurement Plan (TPMP) was intro­
duced in Southern Bell in 1979 to improve the management of TNDS. 
This plan, along with the Centralized System for Analysis and Re­
porting (CSAR), has added two greatly needed features. As an index 
plan, TPMP has increased emphasis on the performance and the 
resolution of problems in the area of traffic-data collection. Addition­
ally, CSAR, as a reporting tool, gives management at all levels specific 
indications of the success or failure of the TNDS process. 

The pre-TPMP environment often found TNDS problems compet­
ing for attention with other indexed items. The TNDS problems often 
were given much lower priorities, and lengthy time intervals could 
occur before problems would be resolved. Since TNDS results are now 
being reported along with other indices in Area, Southern Bell, and 
AT&T results books, TNDS problems are given a higher priority. The 
weekly reporting and monitoring capability of CSAR also maintains 
emphasis on any problems until they are resolved. 

4.2.1 CSAR reports 

The CSAR program itself has proven a valuable reporting tool for 
TNDS management. By providing reports tailored for any organiza­
tion or level from an individual traffic unit up to a total company 
report, CSAR provides management with increased insight into the 
problems that may need attention. The level of detail available in 
CSAR makes it useful for first-level managers in the NDCC, NAC, or 
CAC to monitor and resolve weekly problems in TNDS processing for 
their specific area of responsibility. It also provides district-level 
summaries for local management and provides area and company 
summaries for reporting results. All of these functions are accom­
plished without user effort other than requesting reports via a dial-up 
terminal. All CSAR processes are fully mechanized. 

4.2.2 Center responsibility 

Based on the functional responsibility of the three centers, the 
nineteen TPMP measurement categories have each been assigned to 
a specific center for initiating corrective action. Six are the responsi­
bility of the NAC manager, three of the CAC manager, and the 
remainder belong to the NDCC. Although coordination among these 
and other centers is frequently required, the specific centers assigned 
each category are responsible for initiating the necessary action to 
correct any problems reported by CSAR. In addition, Southern Bell 
has established an objective level of performance for TPMP results, 
which is that 90 percent of all traffic units perform in the objective 
range. 
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Steady progress has been made in Southern Bell toward this objec­
tive since TPMP became an official Bell System measurement plan 
in July 1980. Both goals of TNDS performance measurement and 
performance improvement have been achieved. 

v. BENEFITS OF INDS 

There are a variety of benefits of TNDS from the operating tele­
phone company perspective, particularly when compared to the pre­
TNDS environment. 

5. 1 Timeliness 

TNDS produces reports to the user far more rapidly than the old 
camera/register arrangements. Surveillance reports are generated by 
EADAS/NORGEN in near-real time. Further, they are provided di­
rectly to the appropriate Network Administration Center, or Circuit 
Administration Center, only for those offices that these centers man­
age. In this way, the Company personnel can detect and resolve 
problems in switching or trunking very early-often before customers 
are aware of any troubles. 

The bulk, downstream reports of TNDS (COER,* load balance, 
trunk servicing) are also made available in a relatively short time. In 
general, these are delivered to the user a week after the end of any 
study period. Prior to TNDS, it typically required four to eight weeks 
for any meaningful network data to be made available to the user. 

5.2 Quality 

In the pre-TNDS environment, errors were commonplace. These 
were caused by keypunching mistakes, camera problems, and database 
synchronization problems. The quality of TNDS data is far superior, 
owing to mechanization of database validation procedures and the 
availability of a standard measurements plant. The shorter turnaround 
time of TNDS also facilitates prompt detection and resolution of 
database or hardware problems. Those data errors that do occur are 
not institutionalized over long periods. 

5.3 Quantity 

The pre-TNDS environment was labor intensive. This essentially 
limited the number, scheduling, and quality of studies. The quantity 
of studies produced by TNDS today would have been impossible just 
a decade ago. TNDS has also given us studies that are far more 
sophisticated and detailed than had been possible previously. 

* Central Office Equipment Reports. 
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5.4 Network investment 

The family of TNDS reports permits us to engineer and provision 
the network more efficiently. This improves the existing network 
utilization and helps us to better forecast growth. Maintenance of the 
network is also enhanced, allowing further improvement in use of 
existing facilities. TNDS, therefore, allows fuller use of our present 
investment and better planning for new capital expenditures. 

5.5 Credibility 

TNDS lends a high degree of credibility to network data. The 
improved timeliness, quality, and quantity of data have eliminated the 
uncertainties of yesterday that resulted in overprovision of facilities 
in an attempt to protect service. 

VI. FUTURE TNDS DEVELOPMENT NEEDS 

A formal enhancement procedure is available to the operating tele­
phone companies by which future needs can be submitted, evaluated 
on a system basis, and, when approved, designed and developed. 
Enhancements are grouped into annual releases that are accompanied 
by training and documentation updates. 

TNDS is a relatively mature system. Most enhancements now 
consist of refinements in report content, or in data-processing capa­
bilities. 

Southern Bell is a large, geographically dispersed company, and has 
needs that differ somewhat from those of smaller, more concentrated 
companies. Our TNDS is logistically dispersed. We see a real need for 
a system-supported data-transmission capability that would be quick, 
accurate, yet relatively economical. 

There are two "loops" to this need. The first would be a capability 
of transmitting magnetic-tape data from the deployed EADAS sites 
to the central CDC for processing. This would avoid the expense of 
shipping these tapes by courier, would reduce the turnaround time by 
at least one full day, and would eliminate occasional tape problems 
caused by the uncertain environment of courier service. 

The second "loop" would transmit the TNDS output to each NDCC 
(or CAC), or alternatively to the individual user. This would also 
eliminate substantial handling and shipping costs and reduce the 
turnaround time by at least another full day. 

TNDS, although relatively mature, is dynamic. New data needs and 
improved technology will guarantee that we will always have oppor­
tunities for enhancement as long as there is a need for TNDS. 

VII. ACKNOWLEDGMENT 

The author wishes to acknowledge the contributions of J. S. Rain-

2470 THE BELL SYSTEM TECHNICAL JOURNAL, SEPTEMBER 1983 



water, Staff Manager, Southern Bell. Mr. Rainwater provided inval­
uable assistance by reviewing this article and making valuable com­
ments. 

AUTHOR 

John Pfeiffer, Jr., B.A., 1951, Wesleyan University; M.B.A., 1968, Georgia 
State University; Southern Bell, 1954-. Mr. Pfeiffer was initially assigned to 
the Commercial Department, involved in market forecasting and business 
office operations. Subsequently, he transferred to the Traffic Department and 
was responsible for Traffic Planning in the Georgia Area. He is currently 
responsible for Total Network Data System (TNDS) support as well as 
producing the Total Network Operations Plan (TNOP) and Six-Year Plan in 
Southern Bell. 

OPERATING COMPANY PERSPECTIVE 2471 





ACRONYMS AND ABBREVIATIONS 

5XB COER 
lOHD 
ABS 
ACP 
ACU 
AER 
AHT 
AMPS 
ANI 
AOOC 
AORB 
ASH 
ATB 
ATEMIS 

AUTRAX 
BIS 
BDAM 
BDE 
BHD 
BOC 
bpi 
C 
CAC 
CCIS 
CCS 
CCSA 
CCU 
CDC 
CDO 
CDR 
CGA 
CGM 
CGMT 
CLCI 
CLLI 
CMOUT 
CMP 
CO 
COER 
COSMOS 

No.5 Crossbar central office equipment reports 
ten high day 
average busy season 
action point 
automatic calling unit 
apparatus exception reports 
average holding time 
average measured peak service 
automatic number identification 
automatic out-of-chain 
all originating registers busy 
abnormally short holding time 
all trunks busy 
Alston Traffic, Engineering and Management Infor-

mation System 
Automatic Traffic Recording and Analysis Complex 
Business Information Systems 
basic direct access method 
batch data entry 
busy hour determination 
Bell Operating Company 
bits per inch 
capacitor 
circuit administration center 
common channel interoffice signaling 
hundred call seconds 
common control switching arrangement 
central control unit 
Corporate Data Center 
community dial office 
customer digit receiver 
circuit group analysis 
circuit grouping map 
circuit group measurement 
common language circuit identification 
common language location identifier 
collection machine outage 
completions 
central office 
central office equipment reports 
computer system for mainframe operations 
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CPU 
CRT 
CSAR 
CU 
CU/EQ 
CU/TK 
CV 
DAS 
DCD 
DCU 
DDD 
DDM 
DGU 
DIS 
DIXC 
DLI 
DMA 
DNHR 
DOC 
DOC-N 
DP 
DRE 
DRP 
DTD 
DTM 
DTP 
E2AP 
EADAS 

EADAS/NM 

ECCS 
EDP 
EM 
EMC 
EMS 
EQ 
ER 
ETDC 
EVE 
FEPS 
FIPS 
FIT/RAT 
FM 

central processing unit 
cathode ray tube 
Centralized Systems for Analysis and Reporting 
central unit 
common update/equipment 
common update/trunking 
coefficient of variance 
Data Access System 
data collection device 
data collection unit 
direct distance dialing 
daily data manager 
detector group usage 
Data Inquiry System 
data interchange 
dial line index 
direct memory access 
dynamic nonhierachical routing 
dynamic overload control 
district operations center - network 
dial pulse 
directional trunk reservation 
division of revenues process 
dial tone delay 
dial tone marker 
data transfer point 
E2A process 
Engineering and Administrative Data Acquisition 

System 
Engineering and Administrative Data Acquisition 

System/Network Management 
economic hundred call seconds 
electronic data processing 
electromechanical 
equipment measurement code 
electromechanical system 
equipment 
exception reports 
electronic traffic data collection 
extreme value engineering 
Facility and Equipment Planning System 
file interface process 
fitted ratio 
failure to match 
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GDG 
GFA 
GP 
GTF 
HD 
HT 
HTR 
ICAN 
ICUR 
ID 
IMA 
IMAP 
INA 
INU 
INWATS 
I/O 
IPC 
IPC 
IR 
ISO 
KDP 
LBI 
LBS 
LEX 
LFG 
LFN 
LFS 
LL 
LTB 
LTU 
LU 
MBC 
MLSM 
MLSS 
MMAR 
MMOC 
MON 
MPRT 
MPS 
MRCS 
MRS 
MS 
MTO 
MTS 

generation data group 
growth factor analysis 
graphics process 
general trunk forecast 
high day 
holding time 
hard -to-reach 
individual circuit analysis 
individual circuit usage recording 
identification 
ineffective machine attempts 
Interactive Map Assembly Program 
ineffective network attempts 
incoming usage 
Inward Wide-Area Telephone Service 
input/ output 
incoming peg count 
interprocessor communication 
incoming register 
Information Services Organization 
keyboard, display, printer 
load balance index 
Load Balance System 
lexical 
line finder group 
logical file number 
Logical File System 
Long Lines 
last trunks busy 
last trunk usage 
load unit 
maintenance busy count 
MLSS data manager 
Machine Load Service Summary 
monthly machine administrative report 
Minicomputer Maintenance and Operations Center 
Monitor System 
monitor print process 
Message Processing System 
Modification Request Control System 
Management Reporting System 
main station 
message trunk order 
message telecommunications service 
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MTU 
MUX 
MVS 
NAC 
NCP 
NDA 
NDCC 
NM 
NMC 
NOC 
NOCS 
NORGEN 
NPA 
NSEC 
NSPMP 
o 
OCR 
ODF 
OR 
ORRS 
OS 
OS 
OTC 
OTSS 
OVF 
PA 
PATROL 
PBC 
PBS 
PBX 
PC 
PECC 
PGTF 
PIR 
PSF 
PSR 
PWB 
QCL 
RA/BS 
RCMAC 
RDUS 
ROC 
ROP 
RSL 

maintenance usage 
multiplexor 
multiple virtual storage 
network administration center 
network control point 
NORGEN data analyzer 
network data collection center 
network management 
network management center 
network operations center 
Network Operations Center System 
network operation report generation 
numbering plan area 
network switching engineering center 
Network Switching Performance Measurement Plan 
overflow 
optical character recognition 
office description file 
originating register 
On -line Records and Reporting System 
Operations System 
outgoing sender 
operating telephone company 
Off the Shelf System 
overflow 
periodic average 
Program for Administrative Traffic Reports On Line 
peripheral bus computer 
Playback System 
private branch exchange 
peg count 
product engineering control center 
preliminary general trunk forecast 
performance indicator report 
pending status flag 
performance summary report 
Programmer's Workbench 
quality control limits 
ratio to busy season 
recent change memory administration center 
Reference Data Uptake System 
regional operations center 
receive-only printer 
report specification language 
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RSS 
RTS 
SCC 
SCCS 
SDOC 
SLC 
SLU 
SMA 
SOE 
SOM 
SONDS 
SPA 
SPC 
SPCS 
SPCS COER 

STP 
STR 
STR 
SXS 
TAMP 
TCBH 
TCC 
TCT 
TDA 
TDAS 
TDF 
TDRS 
TFS 
TGSN 
TIP 
TIRKS 
TMR 
TNDS 
TNDS/EQ 
TNDS/TK 
TNOP 
TNPC 
TOPC 
TPMP 
TRK 
T/S 
TSO 
TSS 

Remote Switching Systems 
reroute to seizure 
switching control center 
Source Code Control System 
selective dynamic overload control 
subscriber line concentrators 
subscriber line usage 
service month-to-date accumulation 
standard operating environment 
service observing month 
Small Office Network Data System 
sequential projection algorithm 
stored program control 
Stored Program Control System 
Stored Program Control System Central Office 

Equipment Reports 
signal transfer point 
short-term retention 
selective trunk reservation 
step by step 
Trunk Administration Measurement Plan 
time-consistent busy hour 
TNDS coordination center 
telemetry computer translator 
traffic data administration 
Traffic Data Administration System 
tape data formatter 
Traffic Data Recording System 
Trunk Forecasting System 
trunk group serial number 
Trunk Implementation Plan 
Trunks Integrated Record Keeping System 
traffic measurement request 
Total Network Data System 
Total Network Data System/Equipment 
Total Network Data System/Trunking 
Total Network Operations Plan 
traffic network planning center 
total office originating peg count 
TNDS Performance Measurement Plan 
trunk 
total to sample 
time-sharing option 
Trunk Servicing System 
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TTL 
TTY 
TV 
TVR 
V 
VA 
VE 
VPCO 
VSG 
VSITA 
VM/CMS 
VSAM 
VSS 
WBP 
WCPC 
WMAR 
XPRT 
YACC 

transistor-transistor logic 
teletypewriter 
traffic unit 
traffic usage recorder 
usage 
unassigned 
unequipped 
usage, peg count, and overflow 
usage 
V nited States Independent Telephone Association 
Virtual Machine/Conversational Monitor System 
virtual sequential access method 
Voice Storage System 
wallboard process 
wire center planning center 
weekly machine administrative report 
exception print process 
yet another compiler compiler 
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