






















































































































































































































































































































































































108 Efficiency and management of a computing system

Almost all computers have index registers which
facilitate the processing of arrays. The real choice here
lies between hardware index registers and index reg-
isters in memory. Hardware registers are fast and ex-
pensive and complicate the interruption process (since
they must be saved). Memory index registers are cheap,
permitting much larger numbers. They may be incor-
porated in a paging system which minimizes the cost
of interruption.

Scientific and engineering computation typically in-
volves processing integers and real (floating point) num-
bers. Some computers have been built so that integer
and real arithmetic are done the same way. This permits
the mixing of types of operands in an arithmetic ex-
pression with no extra commands.

In computational processes such as the solution of
systems of linear equations by elimination, the majority
of the commands in the program are involved with the
modification and testing of indices. The inner loops of
such programs (those commands executed the most
times) can be simpler (and faster) if flags on the
data can be used to “interrupt” the computing at the
end of a row or column.

SOFTWARE

Most scientific and engineering problems are done
using a problem-oriented language such as FORTRAN.
It has been said that it required 18 man-years of effort
to produce the first FORTRAN translator. At this level
of effort, just any computation laboratory is not about
to modify the FORTRAN translator. Consequently, one
settles for that FORTRAN system which the computer
company produces. Naturally, such a processor has
been designed so as to supply the needs of all customers
in an optimal way. If the majority of the users can
run their problems on a simpler one-pass system (one-
pass indicates that the source language deck is read
onee, object code generated, and perhaps executed in
place in memory), then the remainder can run using
. the full system. Thus, the majority of users are not
paying the overhead represented by the unused por-
tions of the complete system. For example, how many
FORTRAN users use the complex number capability?

Monitors, or operating systems, may not utilize all
the hardware capability of a given computer. This may
be because of size limitations, i.e., the larger and more
sophisticated the monitor, the less space there is left
for the customer in the high speed memory.

Techniques in translating are well developed so that
it is no longer a major task to write a compiler. Con-
sequently, computer laboratories should custom design
their operating systems and perhaps write translators for

languages suitable for the majority of their customers.

OPERATIONAL PROCEDURES

Most computer centers suffer from a lack of informa-
tion about what is being done by the customers. On
the other hand, it is easy to collect too much informa-
tion and increase the overhead costs of doing com-
puting.

Batch processing implies a minimum turn-around
usually of some hours. Unless there are restraints, the
user (1) tries alternative forms of the program—in case
he doesn’t understand formats, for example, (2) runs
more cases than necessary just to be sure of spanning
the area of interest, and (3) takes extensive memory
dumps for debugging purposes.

In undergraduate classroom use, one has to choose
between restrictive measures, which minimize extra
runs or extra input and output, or less restrictive meas-
ures permitting the student to do essentially whatever
he likes. This last option is not necessarily bad since it
permits the student to explore alternate approaches to
solving the problem.

Magnetic tape is used inefficiently in many computer
laboratories. Many times reels of magnetic tape have
only a few feet with recorded information.

At 500 characters per inch an 80 column card cor-
responds to about one sixth of an inch of tape. This is
comparable to the start-stop space needed on the tape.
Therefore, if the customer reads cards it is easy for
him to establish 80 character records on tape and lose
50% in efficiency both in terms of quantity and speed.

One may think that disc storage solves these prob-
lems. However, disc space may be handled by system
subroutines and these may use buffer sizes which lead

- to similar inefficiencies.

ON-LINE SYSTEMS

The use of consoles on-line to a computer will change
the character of the inefficiencies. Perhaps the most
serious problem is that the user is now encouraged
more than ever to “play around” at the console. With
high traffic usage leading to sign up for time at consoles
this can be controlled some. However, it will be only
user self-discipline in the end that produces efficient
use.

The use of Culler-Freed methods where the user calls
for evaluation of expressions for 100 to 200 values of
an argument will use up computer time at a tremendous
rate. Again the real premium will be on adequate plan-
ning so that those minutes at the console will be well
used.
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In on-line systems a great advantage will come from
the fact that the user need not ask for extra information
so the relative printing load will decline markedly.
Since he can sustain attention on his problem he can
complete the task in minutes instead of days and
eliminate reorientation time.

A proper on-line system has to supply bulk storage
for keeping all users’ data (programs, numbers, text,
etc.) available on demand. Soon the system becomes

loaded with junk. Perhaps user priorities should be
developed which are inversely proportional to the
amount of bulk storage used by the customer.

Except for the use of bulk storage most of the actions
of a console user will have no effect on the efficiency
of use at other consoles. Thus, in contrast to batch
processing, only the individual suffers from lack of
self-discipline.






Use of digital computers in basic mathematics courses
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A digital computer is now available at most colleges
and universities in the United States. In those where
there is none today, the advent of time-sharing sys-
tems in the next several years should result in a com-
puter capability for all at a nominal cost.

Much effort has been expended and much has been
written on the use of computers in engineering educa-
tion. To a much lesser extent, efforts are under way
to introduce the use of computers in the behavioral and
social sciences. It seems to me that one very important
and basic area where a digital computer could be very
helpful is being overlooked, namely, to provide in-
creased insight and understanding of many basic areas
of algebra, trigonometry, analytic geometry and cal-
culus, or introductory modern analysis.

Let us consider several examples from the afore-
mentioned areas and see how the computer could be
used as an aid in giving the student a greater insight
and understanding.

In the development of Naperian logarithms one de-
fines:

lim

x— 0
A rough calculation of this limit is usually given for
three or four easily calculated points showing that it
does indeed gradually increase above 2.7. The com-
paratively simple computer program presented in Fig.
1 (written in Burroughs B5500 Extended ALGOL)
can bring out the approach to the limit much more
vividly.

As more display devices become available, the above
results may well be shown even more effectively in the
form of graphical output. At the ACM 1965 Na-
tional Conference, G. Culler of the University of Cali-
fornia described a research project of this type that is
being investigated this fall in mathematics classes.

1+x)7*=e
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BEGIN

xsES

F(F10,62F20,10)}

LINE 4(2,15)) .

FOR X ¢ .00050 STEP =,00005 UNTIL ,00010s ,00009 STEP
+000005 DO

REAL
FORMATY
FILE

«,00001 UNTIL
REGIN
€ ¢ (1 ¢ X)e1/X))
WRITECLINE,FoXsE))
ENDJ
END.
0,000500
0,000450
0,000400
0,000350
0,000300

2,7176025403
2,7176705084
2,7177364016
2,7(708062976
2,7176781955%
0,000250
0,000200
0,000150
0,000300
0,000090
0,000080
0,000070
0.000060
0,000050
0,000080
0,000030
0,000020
0,000010

2,7179420919
2,71A0099513
2,7180781133
2.7181860557
2,7181595571
2,7181730365
2,7181868848
2.,7182005454
2,7182140037
2,7182273962
2,7182206571
2,7182555664
2,718269157%

Figure 1.

In studies of probability one is rarely able to generate
empirical data using present-day classroom-teaching
techniques. For example, consider tossing an honest
coin and counting the heads and tails. A teacher might
make an assignment for each student to toss a coin
(assumed to be honest) 100 times and to count the
number of occurrences of heads. Then in class the re-
sults could be collected and the overall results discussed.
The teachers would then point out what one might ex-
pect if the number of tosses were increased. With the
aid of a digital computer and a pseudo-random number
generator, data for 50 sets of 10, 100, 1,000, and
10,000 tosses can be generated in less than 5 minutes
providing much more data and the opportunity for ob-
servation of what happens as the number of tosses is
increased, thus providing the student with the data
needed to gain insight and to draw his own conclusions.
The program given in Fig. 2 assumes the existence of
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the pseudo-random number generator. This approach
offers the opportunity for a side discussion of what is
meant by a random number and the problems of
generating one.

In calculus we define the Riemann integral as the
limit of a summation process. The approach of the sum
to a limit for a few specific examples can be demon-
strated quite readily using the computer. Consider:

2 x{ 2
xdx = ] = 4
I 0 44
A computer program using rectangles to approximate
the area under the curve is given in Fig. 3 for the cases

using 2, 4, 10, 100 and 1,000 rectangles.
The latter example also serves as a natural intro-

duction to methods of numerical integration, a topic
frequently overlooked in calculus courses, but essen-
tial in many practical problems.

Two of the examples given above have been related
to the convergence of some process. In many calculus
courses the convergence of series is discussed, but the
student is normally left with the impression that if one
can prove that a series converges, the goal has been
achieved and everything will work out all right. Unfor-
tunately, even with the fastest computers presently
available, one frequently cannot afford the luxury of
using enough terms of the series to compute desired re-
sults. Rates of convergence should also be discussed in
calculus and can be nicely demonstrated with the aid of
the computer.

BEGIN
FILE LINE & (2,15))
INTEGER Ts Jo K» COUNT» Xo SUN )
REAL MEAN )
FORMAT FUX60s17,116), GC/X60s “MEAN & %» F20,10)» H(X60»
"

o OF TOSSES™» X3s "NO. OF WEADS"/)}

COMMENT

L]
17 18 ISSUI'tD THAT THE COMPUTER CENTER WAS A IAnOOI NUMBER

GENERATON AVATLANLE, TME CODE FOR SUCH A GENEMATOR SHOULD ®
INSERTED WERE, SEE ALGORITHN NUMBER 133 -IN T«E coununmuous oF
THE ACM FOR AN EXANPLE OF A RANOOM NUMBER GENERATORe J

FOR J ¢ 10, 100, 1000, 10000 00

BEGIN
unvuunto “»
SuM
FoR l o 1 STEP 1 UNTIL 30 00
REGIN
COUNT o O)
FOR K o 1 STEP 1 UNTIL J 0O
8EQIN
X ¢ RANDON(0»100)5
IF X o 0 THEN COUNY ¢ COUNT ¢ 1 J
ENDS
WRITE C(LINEs F» Js» COUNTIS
SUM ¢ SUM ¢ COUNT )
({T7]
MEAN ¢ SUN/SO )
WRITECLINE) Go NEAN)S
WRTTECLINELPAGE))S
EnDS
ENDo
< #0¢ OF TOSSES  NOo OF WEADS NOo OF TOSSES  NDs OF WEADS Nue OF TOSSES MO, OF NEADS Nde OF TOSSES  NUe OF wEADS
10 3 100 1] 1000 s22 10000 500;
10 7 100 s2 1000 514 10000 4970
10 s 100 52 1000 a8 10000 5071
10 L4 100 81 1000 (124 10000 4984
10 . 100 85 1000 518 10000 4951
10 ] 100 a7 1000 503 10000 4997
10 14 100 40 1000 493 10000 5007
10 S 100 s0 1000 %29 10000 1113
10 4 100 13 1000 (11 10000 4986
10 S 100 13} 1000 $03 10000 4943
10 6 100 s2 1000 505 10000 5000
10 14 100 a7 1000 490 10000 5098
10 4 100 ar 1000 812 10000 5019
10 b4 100 [} 1000 S11 10000 5190
10 4 100 40 1000 a9 100 5026
10 ] 100 'Y 1000 408 10000 5065
10 s 100 40 1000 (1} 10000 505t
10 7 100 1} f000 498 10000 4373
10 3 100 s6 1000 so7 10000 11344
10 3 100 30 1000 494 10000 4969
10 [ ] 100 1) 1000 1) 10000 “9tS
10 7 100 ) 1000 [11] 10000 5022
10 [3 100 a6 1000 s07 10000 4992
10 3 100 1} 1000 490 10000 5043
10 s 100 $9 1000 (Y1) 10000 4961
10 \ 100 ['$) 1000 [13] 10000 5005
10 S 100 [ 1000 511 10000 5015
10 4 100 " 1000 so7 10000 4991
10 14 100 al 1000 (114 10000 5087
10 ? 100 I3 1000 [11] 10000 5093
10 . 100 58 1000 513 10000 5063
19 [ 100 1) 1000 480 10000 4950
10 . 100 se 1000 450 10000 5087
10 5 100 52 1000 (114 10000 5032
10 3 100 1] 1000 11 10000 5051
10 3 100 36 1000 (114 10000 5095
10 3 100 s2 1000 s11 10000 5051
10 . 100 a3 1000 30¢ 10000 6976
10 [] 100 1] 1000 500 10000 5059
10 6 100 1] 1000 (11 10000 5396
10 S 100 s 1000 .99 10000 (211
10 . 100 sy 1000 [11] 10000 5018
10 s 100 61 1900 92 10000 4957
10 . 100 50 1000 500 10000 4927
10 14 100 s2 1000 a2 10000 5089
10 . 100 s 1000 (1 10000 AS6Y
10 7 100 ) 1000 "0 10000 5027
10 14 100 82 1000 344 10000 5094
10 3 100 (13 1000 480 10000 a4
10 . 100 n 1000 509 10000 1IN
NEAN o 543200000000 NEAN o 49,4000000000 NEAN 495,7000000000 NEAN = $00746600000300

Figure 2.
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BEGIN
FILE LINE & (2,15)3

) L]
R FeX61» [&s X5, E15,5), 6(XS5, "NO, OF RECTANGLES",
FORMAT O 20 *AREA GF RECTANGLES®/))
INTEGER 10 J 3
ARRAY Xo WETGHTs AREA (0810221}
REAL TOTALAREA, STEPSIZE )

WRITECLINESG))

rgg §<0 2, & 10, 100, 1000 DO
REGIN

TOTALAREA ¢ 0}

STEPSIZE ¢ 2/1)

X(o) ¢ 03

FOR J ¢ 1 STEP 1 UNTIL 1 DO
BEGIN

X(J) ¢ X(J=1) ¢ STEPSIZE )

HEIGHT(J] ¢ X(J)ed)

AREALJ) ¢ HEIGHT{J) x STEPSIZE 3

TOTALAREA ¢ TOTALAREA ¢ AREACJ) F

NDS

£ WRITECLINEs F» Ts TOTALAREA)S
ENDS
END.

NO, OF RECTANGLES AREA OF RECTANGLES

2 9,00000

. 6,25000

10 €.84000

100 4,08040

1000 4.00800
Figure 3.

The examples selected have been purposely so simple
that with an ample number of time-sharing consoles
around a campus, an instructor might casily assign
one for students to program and reasonably expect the
students to have the results at the time of the next class
meeting. There are many other examples which are
equally simple. By asking the student to explore the
solutions for himself, I believe he will gain much
greater insight and understanding of the processes which
he now accepts frequently on faith and without much
appreciation of the basic concepts.

With the advent of time-sharing systems I expect to
see at least one very simple language or a very simple
subset of a more sophisticated language on most sys-
tems. I believe it will be very commonplace to find that
the basic computer courses will gradually migrate to
the freshman year. I feel the time is at hand for
mathematics departments to consider how the computer
can serve them in providing increased insight in the
topics they are presenting. However, mathematics de-
partments frequently make little or no use of computers
and it may often be necessary for other computer-
oriented faculty members to guide and assist the
-mathematics faculty in the use of computers.

Some other areas where I feel a computer could be
a useful tool are given below. The list is not intended
to be all inclusive and you are invited to augment it
with your own examples.

Demonstration of the solution of equations represent-
ing radioactive decay.
Approximation of the zeros of a function.

Demonstration of finding the delta for a given epsilon
in continuity discussions.

Proving trigonometric identities (this would be a very
sophisticated application).

Solution of selected transcendental equations using
iteration techniques.

Numerical computations using De Moivre’s theorem.

Tests for parallelograms, straight lines, and various
special kinds of triangles and polygons.

Generating empirical data for various probability
studies.

Empirical data on arithmetic and geometric progres-
sions, nth term of a progression, etc.

Demonstration of why one cannot prove theorems by
example instead of by mathematical induction.

Discussion of the need for a hierarchy of operations.

Generation of binomial coefficients, Pascal’s triangle.

Demonstration of various limit theorems; some false
conjectures could be thrown in for testing using
the computer.

Demonstration of convergent and divergent se-
quences and series.

Determination of coincident and parallel lines.

Solution of simultaneous equations, including cases
where the coefficients are measured quantities
with the possibility of limitations on the measur-
ing equipment.

Synthetic division techniques for roots of poly-
nomials.

Checking for rational roots of an equation.

Slope of the tangent to a curve at a point as a limit
process.

Evaluation of a function near a maximum or mini-
mum point.

Demonstration of amplitude period, and phase shifts
for various forms of trigonometric functions.

Demonstration of limit processes arising out of ap-
plications of L.’Hospital’s rule, e.g.,

lim sin x.

x—0 x

Verifying definitions of ellipse and parabola as locus
problems.

Demonstration of the derivative of a function as a
limit process.

Using graphical output devices, generate envelopes of
curves by use of derivatives to show usefulness in
curve sketching.

Demonstration of the conclusions of Rolle’s theorem
and the mean value theorem.

Integration by the trapezoidal process and various
numerical methods.

Development of an algorithm for evaluating an
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n X n determinant. realistic amounts of data.
Evaluation and sketches of hyperbolic functions. Examination of maxima and minima of functions
Generating data for polar curves and other para- of several variables.

metric representations of curves. Muitiple integrals as limits of double summations.
Three-dimensional representations of vectors (so- Demonstration of Fourier series approximations of

phisticated). functions for varying numbers of terms in the

Least square and other curve fitting methods for series.
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MATHLAB: A program for on-line machine

assistance in symbolic computations®

CARL ENGELMAN

The MITRE Corporation
Bedford, Massachusetts

THE PURPOSE OF MATHLAB

A mathematical scientist experiments. Today, his
test tube and his breadboard are blackboard and
paper. He may, it is true, have available a computer,
but its role is numerical and its results are delivered
not today or tomorrow but the day after the final
programming bug is corrected. The computer is not
present during the most creative phases of the scien-
tist’s labor. The purpose of MATHLAB is to provide
the scientist with computational aid of a much more
intimate and liberating nature.

What sort of aid? The basic goal is to provide facili-
ties for those operations which are mechanical. Among
the most common of these are the addition of expres-
sions and equations, the substitution of subexpressions
into a larger expression, differentiation, integration,
Laplace Transforms, multiplication of matrices, and the
solution of simple equations. Although the greater part
of a scientist’s time is spent on these mechanical pursuits
(in fact, an appreciable portion is probably spent in
simply checking answers and in the eternal bookkeep-
ing problems of getting minus signs and 2 #’s right),
we must keep in mind that most of the tedious com-
putations associated with the creative aspects of his
work are of a symbolic, rather than a numerical, nature.
If we are to free the scientist from his routine mathe-
matical chores and conserve his energies for the more
properly human activities of interpretation, analysis,

*This project was supported by The MITRE Corporation
Independent Research Program. It was also supported in part,
through access to its computer facilities, by Project MAC, a
M.LT. Research Program sponsored by the Advanced Re-
search Projects Agency, Department of Defense, under Office
of Naval Research Contract No. NONR-4102(01).
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planning and conjecture, then we must mechanize the
passage from r2/r to r in addition to that from 1 + 1
to 2.

REQUISITES FOR A MATHEMATICAL
LABORATORY

I should like to outline here the properties I feel
are required of a mathematical laboratory, not in terms
of the range of mathematical operations available, but
rather in terms of its spirit and feel.

1. It should be capable of ordinary numerical com-
putation. This implies the ability to perform
arithmetic, to compute functions or to look up
their values in tables, and to draw graphs.

It should be capable of a wide spectrum of
symbolic computations.

It should respond to simple user commands.
MATHLAB is intended for the physicist, not the
programmer. The commands should be no more
complicated than his thoughts. If he wishes to
enter an equation into the computer, he should
need only to type the equation in a notation like
that of ordinary mathematics. If he should then
wish to differentiate that equation with respect
to x, he should have to give a command no
more complicated than “differentiate (x).”

It must be expandable by the expert. The lan-
guage, functions, and subroutines of the labora-
tory must be such that it will grow as an organ-
ism. If today we write programs for symbolic
differentiation, we should expect, tomorrow, to
employ them in programs for power series
expansions. The opportunity to expand the pro-
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grams should be open to anyone who masters a
well-defined and common computer language.

5. It should be extensible by the user. Although the
ability of the physicist to augment the existing
programs will no doubt be severely limited com-
pared to that of the programming expert, he
should be provided tools for doing certain sim-
ple things for himself, such as changing nota-
tional conventions or teaching the machine the
derivatives of his favorite functions.

6. The computer, as viewed by the user, must be
intimate and immediate. The user should have
next to his desk a console consisting of a type-
writer or, preferably, a typewriter and a scope.
Economy might, in some cases, dictate the substi-
tution of a plotter for the scope. These are con-
nected to a large, fast, on-line, time-shared
digital computer. He communicates with that
computer by typing messages on his typewriter or
by means of a light-pen on the scope. The com-
puter replies by means of the same machines. It
types both messages and equations. On the scope
it displays both equations and graphs. Above all,
the response time to the user’s requests must be
short.

BRIEF SUMMARY OF EXISTING PROGRAMS
FOR SYMBOLIC MATHEMATICS

The first program we should mention was written
for Whirlwind I by J. H. Laning and N. Zierler' and
was not really a program for symbolic computation.
But, even though the program was capable only of
numerical computation, it could accept programs writ-
ten as simple symbolic mathematical expressions and
perform them for a user with no machine language ex-
perience.

A later program that could accept instructions in the
form of symbolic expressions, but which was also
limited to numerical computations, was, of course,
FORTRAN.?

The ALPAK system®*® at the Bell Laboratories, de-
signed by W. S. Brown, J. P. Hyde, and B. A. Tague,
is a program for the manipulation (multiplication,
division, differentiation, etc.) of polynomials and ra-
tional functions. It is not a system of symbolic com-
putation in the sense we are using that expression.
Although its instructions are FORTRAN-like, its input/
output, as well as its internal representations of poly-
nomials and rational functions are lists of numbers
representing the relevant coefficients and exponents.
Owing to its entirely numerical nature, the program is
quite rapid.

Another interesting development in the field of nu-
merical computations is the STL On-Line Computer®
designed by G. Culler and B. D. Fried at the Space
Technology Laboratories. Although the programming
facilities are similar to FORTRAN, the instructions are
entered, in an on-line environment, through the pushing
of buttons labeled “+-,” “sqrt,” etc. After subroutines
are debugged, it is possible, by pushing buttons, to
define the effect of a short sequence of button pushes
to be the same as any sequence of first-level pushes.
These subroutines of higher-level button pushes can
themselves be incorporated in the definition of button
pushes at a still higher level.

Probably the most fundamental development, to
date, for the adaptation of computers to symbolic com-
putation is the design by J. McCarthy, for just such
purposes, of a language called LISP™*® (for LISt Proces-
sor). A great majority of the symbolic computation
programs extant are written in this language.

The foremost problem of content facing the con-
struction of a mathematical laboratory today is prob-
ably the writing of a satisfactory program for the sim-
plification of mathematical expressions. Simplification
is the unconscious of mathematics. We all simplify ex-
pressions every day, making choices appropriate to the
occasion but of which we are almost totaly unaware.
For this reason, it is much simpler to program a more
advanced formal computation, such as differentiation,
which has exact rules of which we are conscious, than
it is to have the machine simplify the answer after it
completes the differentiation. We cannot afford to enter
into a detailed discussion of the current attempts to
solve this problem, but we would like to mention, in
chronological order, the authors of three LISP pro-
grams for the simplification of mathematical expres-
sions: T. Hart,’ D. Wooldridge, Jr.,”* and W. A. Mar-
tin.!

A LISP program for symbolic differentiation was
written by K. Maling.?* Although it suffered from some
weakness of simplification and from its input/output
being restricted to well-formed LISP expressions (which
are not nearly as legible as those written in ordinary
mathematical notation), it was certainly a dramatic
early demonstration of the ability of LISP to handle
formal mathematical computation.

In my opinion, the most impressive example of sym-
bolic mathematics yet performed by machine is the
formal (or indefinite) integration program of J. Slagle,
written as a doctoral thesis under Prof. M. Minsky at
M.LT.® Perhaps the most interesting aspect of this
program is that it was heuristic rather than algorithmic.
It possessed a small table of integrals and tried to re-
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duce the problem to one or several found in that table
by the same bag of tricks possessed by a good college
freshman.

The remaining programs as we shall discuss do not,
like those above, represent attempts to perform par-
ticular symbolic processes (simplification, differentia-
tion, integration) on a computer. They are, rather,
attacks on the whole problem of building a system of
symbolic computations.

The first such program we should like to mention
is the mathematical laboratory project of W. A. Mar-
tin, a work-in-progress as a doctoral thesis at M.L.T.
under Prof. M. Minsky. This work is by far the closest
known relative to our MATHLAB. At present it ap-
pears that the main difference of emphasis will be that
Martin’s work will stress very broad input/output
capabilities. He is, for example, working on input from
scopes achieved by signifying with a light-pen an in-
teresting subexpression of a previously “printed” ex-
pression,'* as well as anticipating using the scopes for
handwritten input. The emphasis in our program is
more in the direction of continually increasing mathe-
matical powers. Since both programs are written in
LISP, a good deal of exchange should be possible.

Another approach to the mathematical laboratory
problem is a project, under the direction of L. C.
Clapp,’® while he was employed at Bolt, Beranek, and
Newman. The programs are not written in LISP but
in a much simpler and weaker list-processing language
of Bolt, Beranek, and Newman’s own invention, called
SIMPLIST. While this language and program might
serve well for rapid performance of simple computa-
tions, e.g., adding two symbolic equations or evaluating
a function entered symbolically, it seems unlikely that
they will be capable of difficult symbolic procedures,
such as a powerful simplification program or symbolic
integrations. These limitations stem primarily from the
fact that their work is married to the PDP-1, a small
computer.

The next system we should like to discuss is the
IBM FORMAC system. This is an extension of FOR-
TRAN which provides it with the ability to perform
a certain amount of symbolic computation. It is under
development in Cambridge under a group headed by
J. E. Sammet.”® It is quite capable, possessing such
abilities as simplification, substitution, expansion of
products of sums, factoring out powers of a given
variable, and differentiation. For a number of reasons,
however, it does not seem well suited to a mathematical
laboratory. It is program oriented. One does not give
a simple command, such as “differentiate” but rather
one writes a program. True, the language, like FOR-

TRAN, is easy for a nonprogrammer to learn, but it
will not have the universal accessibility of, say, the
simple commands of our MATHLAB. The FORMAC
programs can, of course, be run on-line, but they can-
not be run line by line, nor were they intended to be.
It is necessary to write an entire program, for the pro-
gram has to be compiled as an entity, as does a FOR-
TRAN program (in fact, it employs the FORTRAN
IV compiler). Thus, although a useful tool for sym-
bolic computation when you know at the outset what
you want to do, FORMAC would be quite incon-
venient for experimentation.

The final program we would like to discuss before
turning to our- own MATHLAB is the FORMULA
ALGOL of Perlis and Iturriaga. In one sense, this
language is similar to FORMAC; namely, the ability
to manipulate formulas, i.e., mathematical expressions,
is embedded in what was previously a purely numeri-
cal compiler, in this case ALGOL rather than FOR-
TRAN. Viewed this way, its built-in, as opposed to
programmable, facilities are quite meager: restricted
mainly to formula substitution and some rudimentary
simplification. However, this view"” of FORMULA
ALGOL has been superseded by the creation of a
powerful programming language'® which combines the
numerical facilities of ALGOL not only with some
ability to manipulate mathematical expressions but also
with the ability to create and manipulate list struc-
tures. In this role of combined algebraic and list-struc-
ture compiler, FORMULA ALGOL stands as a pre-
decessor of LISP 2, the type of language in which
programs such as MATHLAB will probably be written
in the future.

MATHLAB—ON THE SURFACE

MATHLAB is our current attempt at realizing a
mathematical laboratory of the sort we have been dis-
cussing. The program, which has been developed on
the time-shared system of Project MAC at M.I.T. and
on the IBM 7030 at The MITRE Corporation, is con-
tinually growing, and the following description is ac-
curate as of June 30, 1965. We do not feel that MATH-
LAB has, as yet, sufficient mathematical powers to
be of aid to a general user, except with respect to special
and occasional problems. It does, however, possess
most of the qualities postulated in the previous sec-
tion as requisites for a mathematical laboratory.

1. Numerical computations. It is very weak in this
department because we decided at first to study
symbolic computation as it represented the crux
of our problem. It cannot draw graphs or evalu-



120 Mathlab

ate common transcendental functions. We can
evaluate algebraic expressions with numerical
arguments in a variety of ways.

2. Symbolic computations. Here we can perform
many common tasks. We can simplify, substitute,
add equations, differentiate, integrate a little,
solve equations, etc.

3. The user commands are simple. If the user has
stored an equation called “el” and wishes to
differentiate both sides of it with respect to “x”
and call the resulting equation “e2”, he need only
type: differentiate (el x e2).

4. The program can be expanded by any LISP pro-
grammer. In fact, we are doing this all the time.

5. MATHLAB can be extended a little by the user.
He can teach the machine the derivatives of func-
tions and change the names of system com-
mands.

6. It is intimate. The user types in some initial
equations; the computer acknowledges them.
The user requests certain symbolic manipulations;
the computer performs them and types back the
answer. The user types in some expressions or
numbers and requests the computer to substitute
these for certain variables in a previous equation;
the computer types back the answer, etc.

Mathematical Notation

In this section and the next we wish to describe
MATHLARB as it appears to the user. There are some
minor differences between MATHLAB as it exists at
Project MAC and on the STRETCH at MITRE. Where
such differences occur, we shall describe the situation
at MITRE. First, what sort of expressions may a user
type to denote mathematical quantities? The answer is:
those expressions, composed in the ordinary way, of
the following entities:

1. Numbers: 1, 5/2, 2.5

2. Words, representing symbolic variables, com-
posed of strings of letters and digits, the first of
which is not a digit:
X, distance, x1, x1sub2.

3. Operation symbols:
-+ (addition)
— (subtraction or minus)
* (multiplication)
/ (division)
1 (exponentiation)

4. Parentheses: ( and ). These have two functions.
The first is to ensure the desired interpretation
of certain expressions, e.g., to distinguish 5*

(x + y) from 5*x + y. The second use of paren-
theses is for functional notation, e.g., sin(x).

5. Comma: The comma, besides its end-of-message
role to be discussed shortly, serves to separate
the arguments of a function of several variables,

eg., f(x, y, 2).

All blanks are ignored. The rules of precedence of
the operational symbols are conventional (FORTRAN)
except that, in the absence of parentheses, ex12 de-
notes e](x12), not (efx)12 = e1(2%¥x).

For example, if the user wishes to enter the mathe-
matical expression (in conventional notation): sin(5x
+ »2), he need only type (in MATHLAB’s notation):
sin(5*x +y 2).

The System Commands

The program as we have developed it accepts three
types of symbolic quantities, called expressions, func-
tions, and equations, which are stored in the computer
and which can be referred to and manipulated by
name. An expression is a mathematical quantity or
expression referred to by its (one word) name. A
function is a mathematical expression and an ordered
list of bound or dummy arguments and is also referred
to by a (one word) name. An equation is really two
mathematical quantities, one for the left and the other
for the right side of the equation, referred to by a (one
word) name. The initial expressions, functions, and
equations in an experiment are entered into the com-
puter by a function called “denote”. For example, one
might type:

denote nil

d = 1/2*a*t]2,

el == 12 = x12 4 y}2,
f(xy) =x+y,

The first three commas signify the end of individual
definitions and the fourth comma tells the computer
that this is all the information we choose to give it
for the time being. The word “nil” is a vestige of the
hidden fact that “denote nil” is really a couple for the
LISP evalquote operator. The effect of this input is to
store in the computer an expression whose name is d
and whose value is 1/2*a*t]2, an equation whose name
is el, whose life side is r12, and whose right side is
x12 + y12 and a function whose name is f, whose list
of dummy arguments is (xy), and whose value is
x + y. From this point on the user never again has to
type in r12 = x12 + y{2 but can simply refer to el.
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Incidentally, the response to the above instruction (we
shall, from now on, use the convention that we speak
in lower case and the computer in capitals) is:

THANKS FOR THE EXPRESSION D, THE
EQUATION E1, AND THE FUNCTION F.

In terms of these basic constructs of expression,
function, and equation, we shall describe the various
system commands.

repeat (x)

This command repeats x to the user. x may be the
name of an expression, a function, or an equation. The
format for an expression or a function is similar to
that of denote. For an equation, if x were el above,

then “repeat” would print:

(E1) Rf2 =X12 + Y12

This same format is used when any of the succeeding
commands is called upon to print an equation.

Pleasesimplify(x y) ‘
This command simplifies x and names it y. In this,
as in the following commands, the name “y” may be
the same as the name “x”. In that case, the old x is
lost. If “x” is the name of an equation, both sides are
simplified independently. For a detailed discussion of
the scope of simplification, the reader is referred to Ref.
10, which discusses the simplification program we em-

ploy.

forget(x)

If x is a complicated expression, function or equa-
tion, its storage might be burdensome. The command
“forget” allows the user to retrieve the space when it
is no longer needed. '

substitute((v1 v2...vn) xy).

The first argument “(vl...vn)” must be a list of
names of expressions and functions in any order. The
value of each “vi” is substituted in x at each occurrence
of the name “vi”. The new equation, expression, or
function (depending on x) is named “y”.

At this point we should like to state more precisely
the meaning of the denote and substitute instructions.
Should we give the command:

denote nil

z=x+y,
x and z would be quantities of quite different natures.
We shall refer to “x” as a formal symbol; it is without
meaning. “z”, on the other hand, is the name of an
official expression; its meaning, which we normally
refer to as its “value”, is the quantity x -+ y constructed

of the formal symbols x and y.

If we now type the instructions:

denote nil

X = 5%*t,

?
an expression whose name is x and whose value is 5%t
would be created, but this would in no way affect the
status of x in the value x + y of the expression whose
name is z. That x remains a formal symbol. The funda-
mental connection that can be established between these
two occurrences (of different types) of the character
“x” is through the instruction “substitute”.

If we now type:

substitute( (x) z w)

the program will look for an expression whose name
is x, find that its value is 5*t, look for an expression
whose name is z, discover that its value is x + y, sub-
stitute the quantity 5*t (containing the formal symbol
t) for all occasions of the formal symbol x in x +y
(obtaining the quantity 5*t + y), simplify this to 5*t
+ y, and create a new expression whose name is w and
whose value is 5*t + y.

Substitutions take place only upon command, never
automatically. This is as it should be. The user may
have previously informed the computer that x —
r*cos(t), but he might like to type x without having it
automatically changed to r*cos(t). Automatic substitu-
tion schemes are not only undesirable, but are also
prone to interminable loops.

The substitution of a function in a function is defined
recursively so that it will operate to any depth. For
example, if

g(u, v) = f(f(u, v),f(u, v))
and

f(x,y) =x+y,
then the command:

substitute( (f) gh)
would yield:

H(U, V) =2*U + 2*V,

It is probably better to think of substitute in this cir-
cumstance as a command to unwind the functional
definitions.

There is an important restriction on the substitution
of expressions within functions. One may only substitute
for the unbound variables or parameters of a function.
For example, if f(x) = x + t, one may substitute for
t but not for x. It is expected that the casual user will
attempt to violate this rule and instructive error mes-
sages have been prepared. This restriction is dictated
by the meaning of a dummy variable of a function, but
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any desired result can surely be achieved by a short
sequence of commands. In this case, we could, for
example, denote h(y) = f(x) and then substitute first
f and then x in h.

This description may seem too detailed, but an un-
derstanding of the distinction between an expression and
a formal symbol as well as the function of the substitute
instruction is fundamental to an understanding of
MATHLAB. We shall presume the extension of these
concepts to equations and to other commands, e.g.,
differentiate, is apparent.

add((ql q2...qn)name)

The q’s can be equations, functions, expressions, or
numbers in any order. If there is at least one equation
among them, name is an equation; if not and some q
is a function, name is a function; otherwise it is an ex-
pression. Equations are added by adding left sides and
adding right sides independently. Expressions, func-
tions, and numbers are added to an equation by adding
their values to both sides of the equation. If functions
are added to form a new function, the list of dummy
variables of the new function is the union of the lists of
dummy variables of the old functions.

multiply((ql. .. gn)name). . .
Similar to above.

subtract(x y name). . .

Similar to above, but only two equations, expressions,
functions, or numbers are subtracted instead of an in-
definite number as in add and multiply.

division(x y name). . .
Similar to above.

raise(x y name). . .
Similar to above. name — xv.

negative(x y). ..
y=—X

invert(xy). ..

y= 1/x.
flip(xy)...

x must be the name of an equation. y becomes the
name of that equation with the left and right sides
interchanged. This is useful if we wish, say, to add the
left side of one equation to the right side of another.

makeequation(x y). . .

X must be the name of an expression or function. If
X is an expression, an equation is formed whose name
is “y”, whose left side is the name “x”, and whose right
side is the value of x. For example, using the expres-
sion “d” of denote above, if the instruction: “make-

equation (de2)” were given, the computer would

respond: (E2) D = 1/2*A*T{2. Should x be a func-
tion, the effect is best described by an example. Em-
ploying the function “f” of denote above, “makeequation
(fe3)” would yield: (E3) F(X,Y) =X +Y.

makeexpression(e). ..

e must be an equation whose left side is a single word.
Then an expression is formed whose name is the left
side of e and whose value is the right side of e. For
example, “makeexpression(e2)” would now produce:
D = 1/2*A*T{2, which is where we started.

makefunction(e). . .

e must be an equation whose left side looks like
“f(x1, x2, ... , xn)” with all the xi simple (one word)
formal symbols. We get a new function “f” whose
dummy variable list is “(x1x2 . .. xn)” and whose
dummy variable list is “(x1x2...xn)” and whose
value is the right side of e.

The purpose of these three “make” commands is
twofold. The first purpose is to guarantee the legality of
certain succeeding commands. In the example occurring
in the description of “makeexpression” above, €2 could
not be substituted in another equation but d could. The
second is to ensure the accessibility of certain results.
E.g., taking e2 and f as above, compare the effect of
the two following sequences of commands:

First:

add((e2f) e)

E)D+X+Y=12*A*T2 + X + Y
Second.:

makeequation (f e¢101)

(E101) F(X, Y) = X + Y

add((e2 ¢101) e)

(E) D+ FX, Y) =1/2*A*T12 + X +Y
expand((x1 x2...xn))...

This produces no immediate result but affects all
succeeding simplifications. Whenever one of the x’s
(which are formal symbols) occurs in a product of
sums, that product is multiplied out. The following
dialogue will clarify this.

denote nil

S3==—y3+y*y =x+12z)*(utv),
THANKS FOR THE EQUATION E3
pleasesimplify(e3 e4)
EDHDYB+YR=X+Z)*(U +V)
expand((xu))

YES

pleasesimplify(e3 e5)

(ES) YT + Y12 = X*U + X*V + Z*U + Z*V

The “expand” command affects not only the com-
mand “pleasesimplify” but other commands, such as
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“substitute” or “add”, which always simplify their an-
swers.

factor((xy...))...

Like “expand”, this produces no immediate result
but affects all future simplifications. It causes the col-
lection of all terms containing, as a factor, a power of
x and similarly for y. The order of formal symbols in
the list “(xy...)” implies precedence. In this case, the
term “x*y” will count as y occurrences of x rather than
X occurrences of y.

We give an example:

denote nil
mitre = a*x + 2*x + x*y + y + b¥y + 4*x
12 + c*x12,

THANKS FOR THE EXPRESSION MITRE.

pleasesimplify (mitre bedford)

BEDFORD = A*X + 2*X + X*Y + Y + B*Y
+ 4*X12 + C*X{2

factor ((xy))

YES

pleasesimplify (mitre bedford)

BEDFORD=(2+ A+ Y)*X + (4 + C)*
X2+ (1 +B)*Y

By calling the functions expand and factor at different
times with different arguments, the user can maintain
control over the form of his answers.

differentiate(y x yprime). . .
Differentiates y with respect to x and calls the re-
sulting expression or equation (depending on y) yprime.

At present, all differentiation is explicit, i.e., a term is

considered as constant in X, unless x appears in it
explicitly.

learnderivative. . .

Allows the user to teach the computer the derivative
of a new function. The format of this command is best
explained by an example.

learnderivative nil
arctan,

x’

1/(1 + x12),

The need for this command has, to some extent, been
obviated by an improvement in the differentiation pro-
gram. If the computer is asked to differentiate arctan
(x)12, it will decide that the answer is twice arctan(x)
times the derivative of arctan(x). If it should then dis-
cover that it does not know the derivative of arctan, it
will try to obtain it from the typewriter. If it succeeds,
it will complete the differentiation and remember the

derivative of arctan for future use.

integrate(v x w). ..

v must be an expression which is a rational function
of x with (rational) numerical coefficients. w is its
indefinite integral. For a more precise discussion, see
the following section. We give an example. If:

v=(x+1)/((x}2 + D*(x12 + x + 1)13),
then the command
integrate(v x w)
yields the result:

W= (2/3*X13 + 1/2*X12 + 1/3*X — 1/2)/
(X714 + 2*X13 +3*X12 + 2*X + 1)
+ 1/2*LOG(X12 + 1 — ARCTAN(X) —
1/2*LOG(X12 + X + 1)
+ 7/(3*SQRT(3))
*ARCTAN((2*X + 1)/SQRT(3))

solve(e x). ..

e must be an equation that is equivalent to a ra-
tional function (with symbolic coefficients) of x. At
present “solve” can handle only those equations which
are really (although not necessarily explicitly) quad-
ratic or linear in x. The reply to this command, except-
ing those cases which the program cannot solve, takes
one of three forms depending on whether the com-
puter analyzes the equation to be linear, quadratic with
distinct roots, or quadratic with a double root. The
following three examples illustrate these different re-
sponses.

1.If e is the equation: y = a*x + b, then “solve
(e x)” yields:

THIS EQUATION HAS A SINGLE ROOT.
X=(Y—B)/A

2. If e is the equation: a*x12 4 b*x 4 ¢ = 0, then
“solve (ex)” yields:

THIS EQUATION HAS TWO ROOTS, NAMED
FIRSTROOT AND SECONDROOT.

FIRSTROOT = 1/2*(—B

+ SQRT(B12 — 4*A*C))/A

SECONDROOT = 1/2*(—B

— SQRT(B12 — 4*A*C))/A

PLEASE RENAME THOSE WHOSE PRESER-
VATION YOU WISH TO ENSURE.

3.If e is the equation: x12 — 2*b*x + b2 =0,
then “solve (e x)” yields:

THIS EQUATION HAS A DOUBLE ROOT.
X=B

We give a fourth example which, though simple, ex-
hibits more of the meat of the program:
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4.1f e is the equation: 1/(xf2—1) =1/(x—1),
then “solve (e x)” yields:

THIS EQUATION HAS A SINGLE ROOT.
X=0
There are two points here. First, the equation does

not appear, at first glance, to be linear but the pro-
gram analyzes it as such. Second, a naive attempt at
solving the equation, e.g., inverting both sides, could
yield what we feel is an extraneous root at x = 1. For
an explanation of how the program avoids this trap,
see the following section.

rename(x y)...
The expression, function, or equation that had the

(13 ”»

old name “x” obtains the new name “y.

newname(A B). ..

This command differs from all previous commands
in that it affects, not the data, but the system com-
mands themselves. It creates a new system command
B whose effect is identical to A and which exists in
addition to A. For example, if the user tires of typing
“differentiate,” he can give the command:

newname (differentiate d)
after which the command:
d (y x yprime)
will have exactly the same effect as
differentiate (y x yprime).

Before digging beneath the surface of MATHLAB,
it might help clarify some of the preceding if we give a
very short sample session possible today.

denote nil

el == 112 = s*t,
s =x12 *y,

t = log(w)/x,

THANK YOU FOR THE EXPRESSIONS S T
AND THE EQUATION El.

substitute ((st) el e2)

(E2) R12 = X*Y*LOG(W)

denote nil

w = sin(x]2 + y12),

2

THANK YOU FOR THE EXPRESSION W.
substitute ((w) e2e3)
(E3 (R72 = X*Y*LOG(SIN(X12 + Y12))
differentiate (e3 x e3prime)
(E3PRIME) 0 = Y*LOG(SIN(X12 + Y12))
+ 2*¥X12*Y*COS(X12 + Y$2)
/SIN(X12 + Y12)

denote nil

b

THANKS FOR NOTHING.

This last crack on the computer’s part is indicative
of the fact that most of our commands have very heavy
error protection. If the user makes a mistake in con-
structing an expression or an equation or tries to give
an expression a name already assigned to an equation,
etc., he will receive an instructive error return.

MATHLAB—BELOW THE SURFACE

LISP

The entire MATHLAB program is written in LISP.® .
The system commands are all addressed to the LISP
evalquote operator, e.g., the command “differentiate
(h t dh)” presents the evalquote operator with a couple
consisting of the function “differentiate” and the list of
arguments “(ht dh)”.

Numbers

The LISP system, written by R. Silver and P. Heckel®
for the IBM 7030 (STRETCH) at MITRE, contains
only one type of number, namely, rational numbers,
i.e., ordered pairs of integers. If any of the numbers,
12/5, 24/10, or 2.4, is typed in, it is converted to the
rational 12/5.

In addition to rationals, MATHLAB possesses an-
other type of number: the rational power of a rational
number. It will, for example, compute the value of
(81/16)1(2/3) to be 9/4*(3/2)1(2/3).

Internal Representation of Mathematical Expressions

The internal representation of any mathematical ex-
pression is a well-formed LISP S-Expression in a prefix
notation. If the user types:

denote nil

v = ]2 + sin(pi*t),
then there is stored on the property list of the atom
“v” the property EXPRESSION followed by the S-
Expression:

(PLUS (EXPT T 2)(SIN(TIMES PI T))).
Should the user then type:

differentiate (v t dv)

there is stored, upon completion of the differentiation
and simplification, on the property list of the atom
“dv” a pointer to the S-Expression:

(PLUS(TIMES 2 T)(TIMES PI
(COS(TIMES PI T))).
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This is translated back into the original infix notation
and the typewriter prints:

DV = 2*T + PI*COS(PI*T)

Equations are stored similarly to expressions, except
there are two pointers, one to the S-Expression repre-
senting the left side of the equation and one to the
right. Functions are stored by having the indicator
FUNCTION point to the listed pair consisting of the
list of dummy variables and the value of the function
represented by the corresponding S-Expression.

Besides the obvious need for well-formed LISP ex-
pressions, there are two reasons for our choice of this
internal representation of mathematical expressions.
First, this representation has become fairly standard
and this allows us to exchange programs with other
workers. Second, the prefix notation turns out to be
well suited to our applications. Consider the differ-
entiation we just discussed. Probably the easiest and
fastest thing for LISP to tell us about any list is the first
item on it: in this case, PLUS. But this is precisely the
first thing our differentiation program would want to
know so as to invoke the rule that the derivative of a
sum is the sum of the derivatives. Both the input
(infix—prefix) and the output (prefix—infix) trans-
lation programs are written in LISP, the former em-
ploying the character-reading functions.

Other internal representations of expressions also
occur, e.g., polynomials as lists of coefficients and ra-
tional functions as dotted pairs of lists of coefficients.
All such alternative representations have translation pro-
grams connecting them in both directions with the
standard prefix representation.

Simplification and Differentiation

The internal programs for simplification and differ-
entiation have been borrowed from the Stanford Sim-
plify Program.’ They have been modified in two ways.

Simplify has been enlarged to handle a family of sim-
plifications typified by the transformation: (EXPT
(MINUS X) 4/3—(EXPT X 4/3,, ie., (—x)*"*>
x*3. This simplification was impossible in the original
Stanford system because 4/3 could only be represented
by an approximating decimal, such as 1.3333333 and
nothing can be done with (—x)!-$833833,

Differentiation has been modified so as to look to
the typewriter for the derivatives of new functions. If
necessary, the program will demonstrate, by example,
the correct format for teaching it derivatives.

Integration

The program for the integration of rational functions

with numerical coefficients was written by M. Manove®
at MITRE in the summer of 1964. It is based on a
theorem of Hardy? that states that the integral of such
a function is of the form R, 4 [ R. where R; and R,
are rational and R. has only simple poles. The program
always finds R, and does the best it can with { R., that
best depending on its ability to factor the denominator
of R.. It is sufficient to consider R: monic with integral
coefficients. To factor R., “integrate” first calls a
simple program written by the current author which,
after finding all rational (hence, integral) roots and
factoring them out, will, if left with a quartic, factor it
into the product of quadratics with integral coefficients
(should such a factorization exist). In addition to this
factorization program, “integrate” memorizes the factors
of the denominator of the original problem (if that
denominator is presented in factored form) and uses
these as trial divisors of R..

“Integrate” is powerful enough to have found several
errors in published tables of integrals.

Solve

“Solve” first brings the equation it has to solve over
on one side. It then combines the various terms into a
single rational expression with one numerator and one
denominator, employing greatest common divisor rou-
tines (for polynomials with symbolic coefficients) to
eliminate common factors from numerators and de-
nominators. The roots of the original equation are
then the roots of the numerator of the constructed ra-
tional function. If that numerator is quadratic, its roots
are found by the quadratic formula. The vanishing of
the discriminant is the test for a double root. We are, of
course, dependent on the simplification programs here
and within the g.c.d. routines to tell us when compli-
cated S-expressions are equivalent to zero.

CURRENT WORK-—-September 1, 1965

Current work involves new representations of poly-
nomials and rational functions in several variables with
applications to simplifcation, the factorization of poly-
nomials in several variables, and the integration of ra-
tional functions with symbolic coefficients.

In addition, we are working on programs for the
display of mathematical expressions on scopes and the
adaptation of MATHLAB to the AN/FSQ-32 com-
puter at the Systems Development Corporation, Santa
Monica.
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A time- and memory-sharing executive program

for quick-response, on-line applications

JAMES W. FORGIE

Lincoln Laboratory,* Massachusetts Institute of
Technology, Lexington, Massachusetts

BACKGROUND

The TX-2 Computer, an experimental facility at
M.IT. Lincoln Laboratory, has been in operation
since 1960.* Never a service facility, the computer has
been used principally in a number of long-term re-
search projects that have taken advantage of the special
input/output capabilities and the direct accessibili-
ty of the machine. These projects have included
graphics,>? waveform processing,*® and pattern recog-
nition.*” Most of the work on the computer has in-
volved real-time inputs, interaction with output dis-
plays, or both. The computer has always been used
as an on-line facility with the bulk of its time allotted in
sessions of several hours duration. Programming has
been in machine language, augmented in the past by
a number of personal macro languages and recently
by a more general macro language for list processing
(CORAL). An on-line macro assembler, MK 4, has
been used both as an assembly program and on-line
operating system by most users.

In the fall of 1963 it was decided to realize on TX-2
an experimental operation-oriented, on-line system in
order to study man-machine interaction in problem
solving. This system would allow the scientist or engi-
neer to make use of the computer throughout his work
on a data-analysis problem without concerning him-
self with many of the details ordinarily involved in
programming a computer.® The system would be based
on a library of computational and display routines that
could be called directly by the user in an appropriate
problem-oriented language. For a problem area in
which library routines existed, it was expected that
single library routines, or short combinations of

*Operated with support from the U.S. Air Force.
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routines, would suffice for a high percentage of the
operations he would need. In order to handle the few
remaining cases, the system would include special and
general compilers which the user could utilize to create
the occasional pieces of program that he might need
to complete the solution to his problem.

It was felt that a person using a system of this sort
would probably spend much more time looking at his
displays and thinking about what to do next, than he
would spend actually doing computations. Economic
considerations then dictated that multiple consoles
should be provided and the computer facilities shared
among these consoles. An executive program which
would handle such sharing of the computer facilities
and related problems of storage allocation and com-
munication became a central part of the system design.

In January of 1964 a commitment was made to realize
such an operation-oriented on-line system on TX-2.
Since experimentation with the new system would put
pressure on the already full schedule of TX-2, a further
requirement was placed on the design of the new sys-
tem, namely, that its executive program should allow
for the use of TX-2 in something approaching its ac-
customed style at the same time that the system was
running. Thus the advantages of time-sharing could be
made available to the projects already using the ma-
chine. This paper discusses the design of the executive
system, called APEX, which has grown out of those
decisions.

SYSTEM REQUIREMENTS

The design requirements for the APEX system may
be briefly stated as follows:

1. Time Sharing. The system should time-share the
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essential computing facilities among a small number of
consoles (perhaps half a dozen) most of which would
consist of an input keyboard and either an output
typewriter or a display oscilloscope, or both.

2. Fast Response. The on-going activities in graphics,
waveform processing, and pattern recognition all in-
volved the use of interactive displays. It appeared that
response times in excess of one second would seriously
degrade the performance of already existing programs
in these areas. In addition, the proposed experiments
with the operation-oriented on-line system called for
the ability to degrade response time in order to measure
its effect on the user. Thus, all proposed applications
of the system called for fast response under at least
some circumstances.

3. Retention of Results. The executive should as-
sume responsibility for the retention of all programs
and data files whose destruction was not specifically
ordered by the user or his program.

4. Subroutine Autonomy. The executive should al-
low any program, assuming it is written as a closed
subroutine and follows certain conventions, to be run
as an independent program making full use of core
storage addresses and index registers. Routines to be
run in this fashion should be precompiled and stored
in absolute binary form. They should be completely
independent of the routines which call them and thus
might call themselves recursively. The executive should
provide isolation and protection for such routines and
facilitate the passing of parameters to them. This re-
quirement for subroutine autonomy was intended to
achieve speed in the running of library routines by
eliminating the time for compilation or relocation and
was intended to simplify the programming of such
routines by minimizing the number of restrictions they
would have to meet.

5. Flexible Input/Output Services. The executive
should handle the details of all input/output operations.
It should provide continuity for displays and keyboard-
typewriter conversation. It should provide for the shar-
ing of I/O devices like printers and magnetic tape
that cannot be duplicated at every console. In so far as
possible, it should leave formats and the interpretation
of commands to the user’s own programs.

DESIGN DECISIONS

Early in the design phase of the executive program
a number of policy decisions were made which had a
considerable effect on the character of the final pro-
gram. In retrospect the most important were the fol-
lowing:

1. In order to meet the requirements for fast re-
sponse, memory as well as time should be shared among
the consoles. If the active part of the program for each
console can be kept in core, the time required to
switch between users is greatly reduced. With a small
number of consoles, it appeared that the TX-2 memory
was large enough so that it would often hold all of the
active pieces of their programs, provided the pieces
were of reasonable size. It was therefore decided that
the executive should provide services that would en-
courage programmers to break large structures into
small units. And to facilitate this sort of memory-
sharing, it was decided that hardware for relocation
and bounding should be added to the computer.

2. The system should provide program sharing so
that memory sharing would operate efficiently. Large
public routines, such as compilers, should be written as
pure procedures so that they could be shared by all
users. The TX-2 order code allows this kind of pro-
gram to be written without any special difficulty. It
was decided that the executive should incorporate fea-
tures to facilitate the operation of pure procedures and
that the hardware necessary to protect them should be
installed.

3. The executive should simulate an apparent com-
puter for each console. The requirements of the opera-
tion-oriented system could have been met by a highly
specialized executive program, but such a design would
not have satisfied the needs of the research projects
that were already using TX-2. Their needs would,
perhaps, have best been served by a time-sharing
system that provided the entire facilities of the com-
puter for each user in turn. Existing programs could
then have been operated in the new system without
significant changes. The large amount of time-depen-
dent interaction between the TX-2 I/O system and
the programs which use it would have required a very
complex executive program in order to allow the
existing I/O routines to operate. The simulation of an
apparent computer similar, but not identical, to TX-2
seemed a reasonable compromise between these two
requirements.

4. There should be no direct communication between
the user and the executive. All input from the user
should be passed through the executive to programs
operating in his simulated computer and translated
there. Commands to the executive would then be passed
back from such a program to the executive. It appeared
both unnecessary and undesirable to tie the system
to any language conventions by building the conventions
into the executive.

5. Insofar as possible, software features should be
realized in programs operating in the simulated com-
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puters. This decision allows the executive to be as
simple as possible and permits expansion of the overall
software structure without modifying the executive.

6. Compatibility between former TX-2 programs
and programs that would operate in the simulated
computer was not to be a requirement. The design of
the simulated computer should be made to correspond
to TX-2 whenever possible and reasonable. But it was
expected that some changes would have to be made in
all programs to accommodate the input/output charac-
teristics of the executive and to take advantage of the
storage allocation that it provides.

7. Changes in the hardware of the TX-2 computer
were to be considered as legitimate variables in the de-
sign work. The computer engineering group was pre-
pared to make reasonable modifications to the computer
when such changes appeared to be the desirable and
economical solutions to the software . problems.
Throughout the development of the executive program
there was strong interaction between hardware and
software designs and designers, and major changes
were made in the computer to facilitate the APEX
system. These include the addition of a file memory
(a UNIVAC Fastrand Drum), hardware to trap the
attempted execution of privileged instructions, and
four memory-snatch channels to increase the efficiency
of high speed I/O operations. The most significant
change was the addition of a hardware system called
SPAT (an acronym for Symbolic Page Address Trans-
formation). SPAT, which has been in operation since
January 1965, uses a 1,024 word thin-film memory®
and high-speed transistor circuitry to make a three-level
address transformation within a single TX-2 clock-
pluse time (0.4usec). This transformation makes avail-
able to the executive the advantages of paging, seg-
mentation, and complete memory protection. It greatly
reduces the overhead involved in sharing memory
and programs.

BASIC CHARACTERISTICS OF
THE APPARENT COMPUTER

As has already been said, the APEX executive pro-
gram simulates an apparent computer for each con-
‘sole. The apparent computers may be viewed as some-
what restricted replicas of TX-2 augmented by special
features provided through the executive program. The
core storage for each apparent computer is bounded
and segmented and is limited in total extent to approxi-
mately two-thirds of the TX-2 core capacity. The order
code is that obtained by eliminating input/output and
multiple-sequencing instructions from the TX-2 order
code,’*! and then adding some executive calls to

handle input/output, file maintenance, and allocation
of storage in the apparent computer. The number of
index registers is reduced to 15, and some restrictions
are placed on the choice of ‘“configurations” (which
are used primarily to control operations on subwords).
Unlike TX-2, the apparent computer is a single-
sequence computer in the current version of the system
(i.e., it has in effect only one program counter), but
the hardware allows. for future expansion to three se-
quences. In general, programs written for TX-2 will
not operate in the apparent computer, and vice versa.
However, programs which do not involve I/O opera-
tions may often be transferred with no change.

The storage structure of the apparent computer takes
advantage of the SPAT address-transformation hard-
ware that has been added to TX-2. The SPAT hard-
ware (which is discussed in more detail in the last sec-
tion of this paper) breaks core storage into pages of
256 registers, which are organized into books (seg-
ments) of up to 32 pages (8,192 registers). The 17-bit
address of TX-2 allows 16 such books to be selected by
the four highest order address bits. Since the total num-
ber of apparent addresses exceeds the available core,
some of the books must always be incomplete or empty.

In the apparent computers realized by the APEX
executive program, the user’s programs and data are
organized into files. A file is a contiguous group of
registers, which must be some integral number of pages
in length. It always has at least one name, which is
known to the APEX file directory. Files may exceed
one book in length, but they must begin at the start of
a book, and no more than one file may occupy a book.
Executive calls in the user’s program determine which’
files are to appear in core at any one time. A file may
be set up in a book specified by the directory, as is
usually the case for program files, or it may be set up
in an arbitrary book according to the requirements of a
program which is to process it.

All files begin as working storage files with ephem-
eral names. When a program has finished writing in-
formation in such a file, it may give an executive call
to assign a permanent name to the file. Once the file
has been given a permanent name, it will remain in the
file memory until it has been discarded by a call from
the user’s program. Thus, all data files that the user
has had occasion to name will be retained from one
session to the next. Files which receive only ephemeral
names are discarded automatically according to simple
rules. Executive calls are available that can give a file
read-only protection, prohibit its use as a program file,
and expand or shrink it by an integral number of pages.

A further feature, called auto-eXpandability, takes
advantage of the potentialities for dynamic storage al-
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location provided by the SPAT transformation. This
feature allows files which tend to grow with time to
make efficient use of core without putting the burden
of boundary testing onto the programs that build them.
Auto-expandability is accomplished by having the exec-
utive expand the file by one page whenever the pro-
gram makes a reference to an address in the first page
beyond the: current boundary of the file.

The complex of files set up in the user’s apparent
memory at any one time is called a Map. A Map may
be thought of pictorially as shown in Fig. 1 with a
typical setup for a matrix routine. However, a Map may
be equally well described as simply a list of names of
files, together with the number of the book in which
each is to appear in the Map. In Fig. 1, the dashed
lines indicate the potential capacity of each book, while
the solid lines indicate the actual core occupied by the

BOOK BOOK BOOK BOOK
] 1 2 3
MATRIX MATRIX MATRIX MATRIX ,
A B c
ROUTINES
4 5 6 7
32 PAGES
MAXIMUM
10 11 12 13
4 15 16 17
CONNECTOR
}

Figure 1. Map for matrix addition.

four files. More will be said about the contents of this
Map after a short discussion of the way the APEX
system handles library routines.

One of the principal design requirements for APEX
was to provide a means whereby library routines (or
arbitrary subroutines written by the user) could be
called into core and operated without any conflict be-
tween the core-addressing requirements of the routine
and the program that called it. This requirement is met
by providing a fresh Map for the called routine. When
a program wishes to call a library routine to be operated
in a new Map it does so by issuing a Go Up call to the
executive, passing along the name of the library routine
as a parameter of the call. This process is called “going

up” because the new Map is thought of as being put
on top of the Map that contained the calling program.
The reverse process, returning to a lower Map, is
called “peeling back.” .

Since there are usually some parameters that must be
passed to a library routine, a special file called the
Connector is provided. It is common to all Maps and
is used primarily for communication between them, but
it may also be used for small amounts of working
storage by the library routines, which are generally
pure procedures. By convention, the first register of the
Connector indicates the beginning of free storage in the
file. Before issuing a Go Up call, the calling program
normally stores a block of information into the free area
of the Connector and moves the free storage pointer
appropriately. This block contains a Peel Back call
followed by the parameters to be passed to the library
routine. The location of the Peel Back call and the
name of the library routine are then given to the execu-
tive as parameters of the Go Up call. On receiving the
Go Up call, the executive produces an entirely new
Map that contains only the library routine and the
Connector and then passes control to the library routine
in the new Map. The routine is entered as though it had
been called as a closed subroutine from a location just
before the Peel Back call in the Connector. It then finds
its parameters in the Connector, inspects them, and
gives executive calls to set up such other files as it may
need to carry out its mission.

Figure 1 shows the state of a Map in which a library
routine for matrix addition has just finished its work.
The Map began with only the file of matrix routines
and Connector file set up. The addition routine found
the names “A” and “B” as its input parameters, set
up the files having those names in Books 1 and 2, set
up an ephemeral file in Book 3 to receive the sum,
computed the sum, and gave the output file the perma-
nent name “C,” which it found in the Connector as the
name to be given to its output.

With its operations complete, the routine will now
make a standard subroutine exit, transferring control
to the Peel Back call, which will cause the executive to
discard the new Map and return control to the calling
program on the lower Map at the location just beyond
the Go Up call. If the library routine was to have gen-
erated some output which was to be returned directly
to the calling program, the calling parameters would
have specified a location in the Connector into which
the output would have been placed.

This way of handling library routines has a number
of advantages. First, the library routine is written as an
ordinary closed subroutine and is not itself concerned
with going up or peeling back, unless it needs to call
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another routine in the course of its operation. It may
therefore be operated either by going up to a new Map
or by setting it up in the same Map as the routine that
calls it and then using it as an ordinary subroutine. The
latter mode of operation has speed advantages, but is
limited to situations where the programmer has deter-
mined that core assignments and index register usage
are compatible. A second advantage comes about be-
cause the ability to change Maps is available not only
to library routines, but also to arbitrary programs
written by the user. The stack of Maps aids the pro-
grammer in putting together large, complicated struc-
tures, which may exceed both the real core and the
core addressing capacities of the machine. However, he
must keep in mind that changing Maps involves a book-
keeping overhead in the executive and will involve swap-
ping memory (at disc speeds) if real core capacity is
exceeded.

MORE SOPHISTICATED USES OF MAPS

Figure 1 showed a Map that resulted from the opera-
tion of a simple library routine. Now consider a more
complex Map which illustrates the use of auto-expand-
able files and shows some advantages of segmentation
in a large program. Figure 2 is a typical Map used by

BOOK BOOK 800K BOOK
[ 1 2 3
STARTER CONSTANTS COMPILED
AND CODE
LOADER ! A
_______ J
4 s 6 7
usT WORKING
STRUCTURE STORAGE
! '
10 1 12 13
BASIC
CODE CORAL
GENERATORS CHOPPER PARSER
14 15 16 17
SEMANTIC oorers g CONNECTOR
TABLES - t
BLE PROCESSOR 1
d

Figure 2. Map for a compiler.

a compiler realized within a compiler-compiler called
VITAL* (Variable Initialized Translator for Algorith-
mic Languages), which is being developed to operate

*The VITAL compiler-compiler project was initiated by
L. G. Roberts. It is now the responsibility of J. A. Feldman
and C. D. Forgie.

in the APEX system. The figure shows the Map for the
compiler itself, which is made up of 12 files, five of
which are auto-expandable, as indicated by the arrows
extending downward from the rectangles that represent
the files. The Map also contains the Connector, which is
auto-expandable too. It is not in itself an essential part
of some compilers; but it provides a way of entering
and leaving the Map, and is therefore used extensively
in translating and running programs in some languages.

In operation, the Input Pre-Processor (Book 16)
builds a statement in the Working Storage file (Book
7) from characters obtained from the Input Buffer
(Book 15). The Chopper (Book 12), using language
definitions from the List Structure (Book 4), breaks
up the statement into a string of operators, constants,
and symbolic expressions. This string is stored in the
List Structure using the CORAL subroutines in Book
11. The Parser (Book 13) then determines the gram-
matical structure of the statement string and prepares a
generating string (also stored in the List Structure)
which the Basic Code Generators (Book 10) and
Loader (Book 0) can use to build the Compiled Code
in Book 2.

The Input Pre-Processor, Chopped, Parser, and
CORAL are independent of the particular language
being translated. The definition of the language is de-
termined by the Semantic Tables, Basic Code Gen-
erators, and List Structure. Since VITAL allows the
definition of a language to be modified and augmented
during the compilation, the complete VITAL structure
includes another Map called the Meta-Compiler Map.
This Map (not shown) is similar to the Compiler Map
of Fig. 2, except that the Basic Code Generators and
Semantic Tables are those for the meta-language. When
the services of the Meta-Compiler are needed, it is en-
tered by a Go Up call from the Compiler Map.

Figure 2 shows a program structure that exploits fully
the segmentation of storage structure made available by
the SPAT transformation in TX-2. While it would ap-
pear from the figure that there are three spare books in
the Map these books are actually committed to pro-
viding for the larger files of Compiled Code and List
Structure that would arise in the case of a larger pro-
gram or a more complex language. If fewer than 16
books had been available, it would have been necessary
to combine files, losing the advantages of auto-expand-
ability in conserving core capacity and of flexibility in
switching languages. If more than 16 books were avail-
able, greater flexibility could doubtless be achieved, but
the bookkeeping costs to the executive would increase
and could become burdensome in simple situations
where only a few segments are needed.

It is often the case that when a program structure
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pushes the limit on the number of books, it is also push-
ing the limit on available core. In that event the pro-
grammer has the choice of asking for a new Map or
changing the contents of the current Map. VITAL uses
the latter method when it must compile a program so
large that the Compiled Code and the List Structure
cannot be contained in the space shown in Fig. 2. Since
the Compiled Code does not need to be in core while
the List Structure is being built or modified, and since
the Chopper, Parser, and CORAL do not need to be
on hand during a simple compilation from a previously
constructed List Structure, VITAL drops the unneces-
sary files from core when space is limited.

The APEX system also uses Maps to handle inter-
rupts. The user’s program may define special Maps
called Ghost Maps, each of which is associated with a
particular source of interrupts. These Maps are called
Ghosts because most of the time they have no real
existence. But when an interrupt occurs, the Ghost
Map associated with the device that caused the inter-
rupt appears on top of the stack of Maps and control
is passed to it.

For interrupts caused by an illegal instruction, a
boundary violation, or an 1/0 difficulty, a special
HELP Ghost Map is provided; it automatically takes
the user to a fixed, public routine that stabilizes his
current I/O problems, if any, and then sets up a Basic
Translator that allows him to call debugging or other
routines to his aid. Note that in this situation, the
HELP Ghost Map has suspended the operation of his
program and has given him the full use of his apparent
computer to work on his trouble. In addition, the stack
of Maps has preserved all that was known about his
program structure at the time the interrupt occurred.
He may be able to fix the trouble and continue, dis-
carding only the HELP structure at the top of his stack,
or he may elect to start again at the bottom, forgetting
everything about his old structure.

Another example of the use of Ghost Maps is in
processing break-point interrupts. In each of its core
memory words TX-2 has an extra bit called the metabit
that is unaffected by ordinary instructions. A pseudo-
1/0 device in TX-2 will detect the occurrence of a set
metabit on an instruction, a deferred address, or an
operand and will produce an interrupt if the pseudo-
device is turned on. This facility can be used for a
variety of debugging purposes, and the APEX system
provides executive services and library routines that
make the facility available in the apparent computers.
Figure 3 shows the Map stack that will appear in one
such application. ’

The figure assumes that the user has logged in and

/ METABIT GHOST MAP
L O O

Figure 3. Map stack for break-point processing.

used the Basic Translator in Map 2 to call a program
called DEBUG#*, which will put break-point interrupts
into his program. Map 3, the DEBUG Map, contains its

- own translator, which accepts commands from the user,

allowing him to specify where he wishes to put break-
points and what response he desires when they are
detected. The DEBUG program calls into its own Map
the program files in which the user wants to put break-
points. DEBUG then tells the executive that it wants to
use metabits in these files and says where they are to
be placed. (The executive is involved in this opera-
tion because metabits do not exist on the file-memory
drum and must be restored if the file is moved out of
core and back in.) The program structure to be de-
bugged may involve many files, but only those that
are to have break-points need be set up at this time
and given special metabit status.

DEBUG then gives an executive call to define a
Metabit Ghost Map, to which control will be transferred
when the pseudo-I/O device detects a set metabit.
DEBUG defines this Map to contain the same files as
the DEBUG Map itself, but specifies a different en-
trance point. DEBUG then issues a Go Up call that
takes control to the program to be debugged (Map 4),
which runs in its normal fashion until a set metabit is
encountered. At that point the executive activates the
Ghost Map and transfers control to it. DEBUG, running
now in the Ghost Map, makes note of the break-point
and responds to the user in the way he specified. It may
take some action that he has previously specified, or it
may halt operations and await his further commands.

*The DEBUG program is developing under the guidance of

Prof. T. G. Stockham, Jr., of M.LT.
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In either case, a Peel Back call given in the Ghost Map
can return control to the program being debugged, and
let it continue to the next break-point. In Fig. 3 the
program being debugged is shown as occupying a single
Map (Map 4), but the system works equally well when
a multiple-Map structure is being debugged.

INPUT AND OUTPUT FOR THE
APPARENT COMPUTERS

The basic console that is available to the user of
APEX has a keyboard, an output typewriter, a display
scope of one sort or another, a light-pen, and a few
push-button switches. Since APEX is an experimental
system, there are differences in the makeup of the
equipment available at the various consoles. Some con-
soles have no output typewriters, others have no display
scope; a RAND tablet'? will be available on one console,
and some will have a connector with 36 output and
36 input wires to which a user can attach special equip-
ment of his own.

The keyboard and the output typewriter operate as a
fully duplexed system with the executive handling the
typing directly. The executive places input characters
into a buffer file accessible to the user’s program. As
each character passes through the executive it is checked
against a table of terminators supplied by the user’s
program. If the user’s program is inactive, or if a Ghost-
Map interruption mode has been specified, the executive
will take appropriate action when a terminator is en-
countered. Any group of characters may be defined as
terminators. The typing back of keyboard inputs may be
suppressed when the keyboard is used as an input
device for the display scope.

Hardware and software techniques for the production
of displays on cathode ray tubes are areas in which
much work has been done on TX-2 in the past. This
work has been characterized by an unusually tight coup-
ling between the display and the computer. In the
past, %313 the picture typically has not been generated
from a simple table of the points and lines to be dis-
played; it has been produced “on the fly” as the pro-
gram works its way through a complicated ring struc-
ture that contains information not only about the points
and lines to be displayed, but also about relations be-
tween the objects that the picture represents.’* One of
the most difficult requirements placed on the design of
the APEX system was that it should allow display work
of this type to continue in an environment of time-
sharing.*> The present design appears to be a reasonable
first compromise between time-sharing and tight coup-
ling of display and computer, but it may well have to
be changed in the not-to-distant future as new tech-

niques and new requirements develop.

The display equipment that is currently available
consists of scopes at three consoles. All three are driven
in parallel from a shared vector-and-curve generator®
that gets its inputs directly from the computer memory.
Analog integrators are used to generate lines, circles,
and parabolas from the digital information obtained
from the computer. The analog deflection signals are
sent to all scopes, but only the scope for which the
display information is intended receives an intensifica-
tion signal. One console has a Charactron tube, but the
others have simple cathode ray tubes which require
characters to be generated by the vector-and-curve
generator.,

The information that the user’s program wants the
executive to display is contained in a ring-structured
file that the user’s program may set up in its own Map
for inspection. However, the user’s program cannot
write in the file. When changes are wanted, it must re-
quest the executive to make them. This restriction was
imposed because the executive’s display routine may
run wild if asked to follow an ill-formed ring. The
structure can contain only one type of information about
relations between parts of the picture: it can show what
parts are subordinate to others. This capability is very
important to the kind of display work that has been
carried on in the past. In such work it is important that
the user’s program be able to request that the executive
modify a part of the picture, including all subordinate
parts, without rebuilding the whole file. If the user
wants his program to keep track of other types of re-
lations, the program must keep the extra information in
private files of its own.

The rings in the display file specify the order in
which the elements of the picture are to be displayed,
and the display routine in the executive works its way
through the complex, transmitting the relevant data to
the display-generation hardware. A single pass around
the ring defines a “frame,” and the display-generator
is time-shared among consoles on a frame-by-frame
basis. The display routine maintains the display on the
user’s console even though his program is inactive be-
cause of time-sharing or because it is waiting for an
input. A “push-to-see” button is used by some types of
display programs to keep down the load that display
maintenance would otherwise place on the system.

The task of processing signals from the light-pen is
closely related to the task of generating displays since
the pen is the principle way in which the user com-
municates to his program information about the ring
structure from which the display is generated. The
light-pen may be used in two modes—pointing and
tracking. In both modes the executive maintains a
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complete record of all light-pen returns in a buffer in
the file of information being displayed. A light-pen
return while in the pointing mode causes the executive
to place in the buffer information from which the user’s
program can calculate both the pen position and the
place in the ring structure from which the element seen
by the pen was generated. In many light-pen applications
it is necessary to associate the pushing of a button or
the striking of a key with the pointing operation. This
association is handled by the executive, and the asso-
ciated character code is placed in the light-pen buffer.

In the tracking mode, the executive displays a track-
ing cross every 30 msec. If the pen sees any part of the
cross, the executive moves the cross to center it in the
field of the pen and the location of the center of the
cross is placed in the buffer. Smoothing and extra-
polation are done in the tracking routine to achieve good
“writing” characteristics for the pen. The processing of
light-pen signals is a high priority task for the executive
since fast responses are essential, especially in the
tracking mode.

The second category of input/output equipment that
is available to the apparent computers consists of de-
vices that must be shared by them. It includes magnetic
tape and paper tape equipment, units for analog inputs
and outputs, and a high-speed Xerographic printer. This
class of equipment has an unusual status in the APEX
system because most of the consoles will be in the
computer room, and the users at those consoles will
have easy access to the common, shared devices. While
these shared devices posed a number of problems to the
designers of the executive, the solutions are too special-
ized to the nature of TX-2 to warrant further discussion
here.

CONTINUITY OF OPERATION
IN THE APEX SYSTEM

The user for whom the on-line, operation-oriented
system is designed is a man at work on the solution to
a problem. His problem will rarely be solved in a
single session on the computer, and so one of the major
tasks of the executive system is to remember his pro-
grams, files of data, and other quantities that he may
find useful in maintaining the continuity of his work
from one session to another. A portion of the executive
maintains a private directory for each user as well as a
public directory which is shared by all users. A num-
ber of calls are available to the apparent console com-
puter to allow a user’s program to insert items into his
private directory and to inquire about these items and
about items in the public directory.

Items remembered through a directory are identified

by names, which are strings of up to 50 characters. The
characters are restricted to Roman capital letters, Aarbic
numerals, and period. The directory itself is a ring
structure arranged in the form of a tree to give a
logarithmic search-time for names. When a name is
entered into the directory, a unique block is created for
it in the list structure, and the pointer to that name
block is used as a compact and more efficient sub-
stitute for the original string of characters. Remem-
bering an item in the directory involves two calls. The
first asks the executive to accept a string of characters
and return the resulting name pointer. The second call
uses the pointer plus the necessary defining information
to establish an association between the name and the
item to be remembered.

The directory can keep track of the following kinds
of items, either directly or by way of the file memory:

1. Files. A file is any contiguous group of memory
registers. As was explained in connection with the stor-
age structure of the apparent computer, the directory
contains information showing whether the file is to be
protected against writing operations, whether it is to be
protected against being executed as a program, in
which book it is normally to be set up (if it has a pre-
ferred book), and whether it contains program or data.
If it contains data, the type of data is shown only by
the internal format of the file which is left to the author
of the program who created it. The executive system
must serve such a wide variety of programmers that any
attempt to reach an agreement on a standard classifica-
tion of data types seemed hopeless.

2. Scalars. A scalar is a single-register quantity re-
membered in the directory itself. Scalars are useful for
allowing the user to remember single numbers that are
not part of some larger array of data. They are also
useful in allowing public routines to use the user’s
directory to remember certain parameters from one
usage to the next. Thus, for example, a compiler (which
is normally a pure procedure) can remember the name
of the last program it was compiling for each user.

3. Entrances. An entrance is a number associated
with a file. A program file may contain a number of
related routines which perform different functions. En-
trances can then be used to call these different routines
by entering the program file at different locations. If a
Go Up call is given to the executive and the parameter
on that call specifies an entrance, the file will be set up
(if it is a program file), and control will be transferred
to the location specified by the entrance. Entrances may
also be used with files of data. For example, an entrance
may identify the start of a particular ring in a list
structure.
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4. References to public names. A reference to a
public name is a device for allowing a user to sub-
stitute a name of his own choosing for a public name
that is unsatisfactory to him.

5. File groups. The file group, as the name implies,
is merely a collection of related files. Its existence in
the directory allows the group of files to be brought in
from the drum and set up in memory by means of a
single call. For example, consider the situation when a
general translator is used to translate a particular
problem-oriented language. In addition to the file con-
taining the translator itself, a file of definitions for the
particular language and a file of working storage must
be set up before any translating can begin. Treating the
files as a group allows the executive to get them all into
core and set up before any attempt is made to run the
program.

The directory not only maintains relations between
names and things; it also maintains relations between
names. A Synonym call to the executive allows the
user’s program to indicate that a particular item in the
user’s directory is to have a second, synonymous name.
A name may have any number of synonyms. They are
added one at a time by the Synonym call and may be
removed one at a time by the Undefine call. If all of
the names have been removed by the Undefine call, the
item itself will be forgotten by the directory and de-
stroyed. There is also a Drop call that allows all the
names to be undefined and the entity destroyed with a
single call. Synonyms are useful for abbreviation and
for substitution of parameters. They are handled by the
executive rather than left to particular translators be-
cause it is felt that the user regards them as language-
independent relationships that should endure when he
switches from one translator to another.

As a convenience to the user, and for his protection
against system failures, his private directory and all his
files that existed at the start of a session are retained

_until the end. If he ends the session in the normal way
by logging out, his starting directory and any obsolete
files are discarded. If the session has gone badly, he
may elect to abort rather than log out. In that case his
current directory and any new files he has created are
discarded, and his starting directory and its files are
saved for the next session. In the event of system failure
his session is automatically aborted. In a long session
he may update his protection by logging out and back
in without incurring any special penalty.

THE EXECUTIVE AND
THE SPAT HARDWARE

As was stated at the outset, the planning for the
system involved continual interaction between the de-

signers of the software and of the hardware. This
section will consider those aspects of the hardware-
software system which, while elaborated in the en-
vironment of TX-2, may have application elsewhere.
These aspects have to do with the SPAT address-trans-
formation hardware and its application in relocating,
bounding, and protecting the user’s programs and in
facilitating the operations of the executive.

The SPAT transformation applies to all instruction,
deferred address, and operand references to memory.
It is effected in three stages. The first accomplishes the
switching of memory between the user and the execu-
tive. The second handles relocation, bounding, and
memory protection. The third gives memory paging.

In addition, because TX-2 is a multiple-sequence
computer (i.e., it has in effect many program coun-
ters),’* the transformation takes into consideration
which sequence (i.e., which “program counter”) is
providing the location for the current instruction. A
part of the computer called the Sequence Selector
handles the switching of program counters on de-
mand according to a built-in priority rule. Most of the
program counters are tied to I/O devices or internal
sources of interrupts and have priorities based on the
speeds of the devices and the functions of the interrupts.
A few have no such associations and are used for
general computation. The flag bits that demand serv-
ice for these latter sequences are entirely under program
control.

In the SPAT system, 29 of the 33 sequences are
grouped together and given the same transformation.
This grouping is indicated schematically in the box
labeled Sequence Selector in the upper left portion of
Fig. 4. When an instruction is executed in any of these
sequences all addresses are transformed according to
the information read out of the Executive Shelf in the
Location and Boundary Memory. Of the remaining four
sequences, the one called Startover is peculiar and is
not relevant to the executive system. It is not subjected
to the SPAT transformation. The other three sequences
are given individual Shelves in LBM and are treated
by the computer as user’s sequences; i.e., privileged
instructions are prohibited. The present version of the
system uses only one of these three sequences; the
other two are treated as spares.

Since a sequence change in TX-2 is accomplished
in a time comparable to a single memory cycle, this
first stage of the SPAT transformation allows very fast
switching between user and executive. As will become
apparent presently, a Shelf in LBM corresponds to a
complete Map of core memory. So the change of se-
quences that occurs in response to an 1/0 event or an
interrupt automatically switches the address transforma-
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tion from the user’s Map to the executive Map.

There are executive sequences with both higher and
lower priority than the user sequence. The sequences
of higher priority handle I/O and interrupts, and the
executive does its bookkeeping and scheduling in the
sequence labeled Exec I in Fig. 4. The lowest priority
sequence (Exec II) handles the user’s calls to the
executive. A special timer measures the time spent
actually executing instructions in the User and Exec II
sequences, and this measurement is used instead of
real time to trigger a switch of users for time-sharing.

The second stage of the SPAT transformation is
governed by information that the executive has previ-
ously stored in the Location and Boundary Memory
(LBM). The information is automatically used to
perform relocation, bounding, and file protection during
every reference to core memory. The input to this
stage consists of the nine most significant bits of the
apparent address, which is illustrated in the upper right
corner of Fig. 4. The four most significant bits (the
book number) are used to select one of the 16 regis-
ters in the LBM shelf chosen by the first stage. The
five-bit page number in the apparent address is tested
against a five-bit boundary value stored in part of the
selected register of LBM, and a Boundary Violation
signal is generated if the address is outside the assigned
range for the book. There are also three control bits in
the LBM word. They can be set by the executive to
prevent the user’s program from writing in the book,
executing an instruction in the book, or making any
reference whatever to registers in the book. This last
bit, which indicates a Forbidden Book, is used to indi-
cate an unassigned book and to indicate a book that
has been assigned core pages but is waiting for data
to be transferred from the file memory. In the latter
cases, the executive will allow the user’s program to
run in the absence of the file, but if his program re-
fers to the file, the Forbidden Book bit is interpreted as
a signal to switch to another user if any others are
ready. The Read-Only control bit is ignored in the
Executive Shelf. This feature allows files like display
buffers to appear in both the user’s Map and the
executive Map, appearing to the user as read-only but
appearing to the executive as writable.

Besides providing the control bits and the bound,
the second stage of SPAT performs the relocation that
provides segmentation into books. The selected register
of LBM contains a location (i.e., a base address) to
which SPAT adds the five-bit page number from the
apparent address.

Observe that this sum could have been used as the
final output of the whole transformation. With the last

eight bits of the apparent address appended to it, the
sum is a relocated address that has been checked for
boundary violations and could in principle be used
directly to address real memory.

But instead of being used directly, the sum of the
location and the apparent page number is used as the
input to the third stage of the transformation. It is
used to select one of the 1,024 registers of Page Ad-
dress Memory (PAM). In that register the executive
has previously stored a 9-bit number, called the actual
page number. The last 8 bits of the apparent address
are appended to this number to form the 17-bit word
that is finally used to address the real core memory.

Conceptually, the third stage of the transformation
divides the real memory into pages, which are blocks of
256 consecutive registers. By storing the appropriate
information into PAM, the executive can define an arbi-
trary transformation between the page numbers that
enter the third stage and the page numbers that go
out to address the real memory. In particular, pages
that are in fact widely separated in real core can be
made to appear contiguous, simply by changing the
contents of the corresponding registers in PAM.

A word in Page Address Memory contains 12 bits,
3 more than are used to hold the actual page number.
Only one of the three is used in the present system. It
is set automatically whenever a store-type instruction
refers to a register in the page selected by the trans-
formation. By inspecting these bits for all the pages of
a file, the executive program can determine whether the
contents of the file could have been altered. This fea-
ture can be used to avoid copying back onto the drum
a file that clearly has not been changed since it was
copied into core.

The main purpose of SPAT is to speed up the re-
sponse of the system by (1) making it possible for the
executive to come closer to the ideal goal of keeping
the active part of each user’s program in core and
ready to run, and (2) facilitating changes between
users and, especially, between user and executive. The
advantages of providing hardware for relocation and
bounding when more than one program is to be in
core are by now too familiar to require further com-
ment. PAM was included to reduce the amount of time
that must be spent on storage allocation when the goal
is to keep as many programs as possible in core. Given
hardware for relocating 16 files independently, each at
its own base address, the problem of storage allocation
is primarily that of creating a block of contiguous
storage large enough to accommodate a file that must
be brought into core. With SPAT, the task of allocating
space in real core is replaced by the task of allocating
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space in PAM. From the point of view of speed, there
is an obvious advantage in reducing by a factor of 256
the number of registers that have to be changed when
files must be moved to consolidate empty space into
larger blocks. There is an added advantage in the fact
that the number of registers in PAM is nearly three
times as large as the number of real pages in the TX-2
memory. This factor of three greatly increases the
probability that an adequate block of empty space will
be found without making any moves. Segmentation in-
creases the probability further since it puts a limit of
32 on the number of contiguous PAM registers that
must be found to satisfy an allocation request. Assum-
ing that PAM is already set up correctly, the change of
storage references required in switching from one user
to another is accomplished by storing into the User
Shelf of LBM the 16 words appropriate to the new
user’s current Map. Switching between the user’s Map
and the executive’s Map is even quicker, since a
change of sequence automatically selects the proper
Shelf. Such rapid switching is highly desirable in a
system of this sort because of the large number of
I/0 interrupts and executive calls to be processed.

The SPAT hardware could provide most of the con-
trol information needed for automatic page-turning,'”
but the auxiliary memory facilities in TX-2 are too
slow to justify this feature. While the hardware treats
a file as a collection of independent pages in core, and
the executive program handles it by pages in the file
memory, the executive does not now keep track of
the status of the individual pages which make up a
file. But given a suitable auxiliary memory, the sys-
tem could be augmented without great difficulty to
include page-turning. In that case, the utilization of
the two spare User Shelves in LBM would provide the
user’s program with nearly random access to almost
390,000 registers of apparent core memory.

CURRENT STATUS

At this writing, most of the executive program is
either operational or in the debugging stage. Parts which
are not yet ready for debugging are those having to dc
with file groups and the handling of some of the shared
I/0 equipment. Further work is also needed to re-
place the present primitive strategies for time-and
memory-sharing with more sophisticated ones.
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INTRODUCTION

The problems of machine language programming, in
the broad sense of coding in which it is possible to
write each instruction out explicitly, have been curious-
ly neglected in the literature. There are still many
problems which must be coded in the hardware lan-
guage of the computer on which they are to run, either
because of stringent time and space requirements or
because no suitable higher level language is available.

It is a sad fact, however, that a large number of
these problems never run at all because of the inordi-
nate amount of effort required to write and debug
machine language programs. On those that are under-
taken in spite of this obstacle, a great deal of time is
wasted in struggles between programmer and computer
which might be avoided if the proper systems were
available. Some of the necessary components of these
systems, both hardware and software, have been de-
veloped and intensively used at a few installations. To
most programmers, however, they remain as unfamiliar
as other tools which are presented for the first time
below.

In the former category fall the most important fea-
tures of a good assembler:™* macro-instructions imple-
mented by character substitution, conditional assembly
instructions, and reasonably free linking of indepen-
dently assembled programs. The basic components of
a debugging system are also known but relatively un-
familiar.>* For these the essential prerequisite is an
interactive environment, in which the power of the
computer is available at a console for long periods of
time. The batch processing mode in which large sys-
tems are operated today of course precludes interac-
tion, but programs for small machines are normally

*This research was supported in part by the Advanced Re-
search Projects Agency of the Department of Defense under
contract SD-185.

141

debugged in this way, and as time-sharing becomes
more widespread the interactive environment will be-
come common.

It is clear that interactive debugging systems must
have abilities very different from those of off-line sys-
tems. Large volumes of output are intolerable, so that
dumps and traces are to be avoided at all costs. To
take the place of dumps, selective examination and
alteration of memory locations are provided. Traces
give way to breakpoints, which cause control to return
to the system at selected instructions. It is also essential
to escape from the switches-and-lights console de-
bugging common on small machines without adequate
software. To this end, type-in and type-out of informa-
tion must be symbolic rather than octal where this
is convenient. The goal, which can be very nearly
achieved, is to make the symbolic representation of an
instruction produced by the system identical to the
original symbolic written by the user. The emphasis
is on convenience to the user and rapidity of com-
munication.

The combination of an assembler and a debugger
of this kind is a powerful one which can reduce by a
factor of perhaps five the time required to write and
debug a machine language program. A full system
for interactive machine language programming (IMP),
however, can do much more and, if properly designed,
need not be more difficult to implement. The basic
ideas behind this system are these:

1. Complete integration of the assembler and the
debugging system, so that all input goes through
the same processor. Much redundant coding is
thus eliminated, together with one of two differ-
ent languages serving the same purpose: to
specify instructions in symbolic form. This con-
cept requires that code be assembled directly

into core—or into a core image on secondary
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storage. Relocatable output and relocatable load-
ers are thereby done away with. (A remark on
terminology: It will be convenient in the sequel
to speak of the “assembler” and the “debugger”
in the IMP system. These terms should be un-
derstood in the light of the foregoing: different
parts of the same language are being referred
to, rather than distinct languages.)

2. Commands for editing the symbolic source pro-
gram. The edit commands simultaneously modify
the binary program in core and the symbolic on
secondary storage. Corrections made during de-
bugging are thus automatically incorporated into
the symbolic, and the labor of keeping the latter
current is almost eliminated.

3. A powerful string-handling capability in the as-
sembler, which makes it quite easy to write
macros for compiling algebraic expressions, to
take a popular example, which can be handled
in a few other systems but rather clumsily. The
point is not that one wants to write such macros,
but that in particular applications one may want
macros of a similar degree of complexity.

These matters are discussed in more detail below. We
consider the assembler first and then the debugger
since the command language of the latter makes heavy
use of the assembler’s features.

Before beginning the discussion it may be well to
describe briefly the machine on which this system is
implemented. It is a Scientific Data Systems 930, a 2-
microsecond, single-address computer with indirect
addressing and one index register. Qur system includes
a drum which is large enough to hold for each user all
the symbolic for a program being debugged, together
with the system, a core image of the program and some
tables. Backup storage of at least this size is essential
for the editing features of the IMP system. The rest of
the system could be implemented after a fashion with
tapes.

THE BASIC ASSEMBLER

The input format of the assembler was originated on
the TX-O at M.LT. It has been adopted by DEC for
most of its machines, but is unknown or unpopular
elsewhere in the industry. Although it looks strange
at first, it has substantial advantages in terms of sim-
plicity, both for the user and for the system. The latter
is a nonnegligible consideration, equally often ignored
and overemphasized.

The basic idea is that the assembler processes each
line of input as an expression (unless it is a directive

or macro call).® The expression is evaluated and the
value is put into core at the word addressed by the
location counter, after which the location counter is
advanced by 1. Expressions are made up of operands,
which may be symbols, constants, numeric or alpha-
numeric and parenthesized subexpressions; and opera-
tors. Available operators are +, —, *, /, .AND, .OR,
NOT with their usual meaning and precedence; .E
(equals), .G (greater), .GE, .L, .LE, .NE, which are
binary operators with precedence less than +, and
yield 1 or 0 depending on whether the indicated rela-
tion holds between the operands or not; and #, a unary
operator with lowest precedence which causes its oper-
and to be taken as a literal. This means that it is as-
signed a storage location, which is the same as the
location assigned to other literals with the same value,
and the address of this location is the value of the
literal. Blanks have the following significance: Any
string of blanks not at the beginning or end of an ex-
pression is taken as a single plus sign. An expression is
terminated by carriage return or semicolon. Several
instructions may therefore be written on one physical
line. This trivial feature proves in practice to have
significant advantages.

It is not immediately clear how instructions are con-
veniently written as expressions, and in fact the scheme
used depends on the fact that thes object machine is a
single-address, word-oriented computer with a reason-
able number of modifiers in a single instruction. It would
work on the PDP-6, but not on the IBM 7030.

The idea is simple: all operation code mnemonics are
predefined symbols with values equal to the octal en-
codings of the instructions. On the SDS 930, for in-
stance, LDA (load A) is defined as 7600000 (all num-
bers are in octal). The expression LDA+200 then
evaluates to 7600200. When the convention about
spaces is invoked, the expression

LDA 200
evaluates to the same thing, which is just the instruc-
tion we expect from this symbolic line in a conventional
assembler.

Modifiers are handled in the same spirit. In the 24
bit word of the 930 there is an index bit, which is the
second from the left, and an indirect bit, which is the
tenth. With the predefined symbols

1=40000
X=20000000
the expression
LDA T 200 X
evaluates to 27640200. In more conventional form it
would look like this:
LDA* 200,2
There is little to choose between them for brevity or
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clarity. Note that the order of the terms in the expression
is arbitrary.

The greatest advantages of the uniform use of ex-
pressions accrue to the assembler, but the programmer
gains a good deal of flexibility. Examples will readily
occur to the reader.

Using this convention the implementation of the
basic assembler is very simple. Essentially all that is
required is an expression analyzer and evaluator, which
will not run to more than three or four hundred in-
structions on any machine. Because all assembly is into
core, there is no such thing as relocatability.

Two rather conventional methods are provided for
defining symbols. A symbol appearing at the beginning
of a line and followed by a comma is defined to be the
current value of the location counter. Such a symbol
may not be redefined. In addition, a line such as

SYM=4600
defines SYM. Any earlier definition is simply overridden.
The right side may of course be any expression which
can be evaluated.

The special symbol . refers to the location counter.
It may appear on the left of a = sign. Thus, the line

A, =. 40 '
is equivalent to
A BSS 40

in a conventional assembler.

Note that the first punctuation character in a line of
input to~the assembler must be comma or space. The
character . is not a punctuation character, but behaves
exactly like a letter. Symbols reserved by the system
begin with dot ordinarily. For convenience in forming
negative addresses, the symbol .. is provided with a
permanent value such that ..—1 is —1 truncated to
the address field. On the 930, a two’s complement ma-
chine with a 14 bit address field, .. is 40000.

Strings of characters encoded in ASCII may be writ-
ten surrounded by single or double quotes, ¢’ or “ ”.
If the stting is less than 4 characters in length, it is
equivalent to the number obtained by left-justifying it
in a 24-bit word. Otherwise, it must appear alone on a
line and¢ generates enough words to accommodate all
its characters. Strings in single quotes are scanned for
: and & (see below); those in double quotes are taken
literally.

The characters space * signal a comment, which is
ignored up to the next carriage return. An initial *
also has this effect.

There remains one point about the basic assembler
which is crucially important to the implementation: the
treatment of undefined symbols. When an expression is
encountered during assembly, there is no guarantee that
it can be evaluated, since all the symbols in it may not

be defined. This is the reason why most assemblers are
two pass: the first pass serves to define the symbols.
The increase in speed obtained by looking at the sym-
bolic only once is so great, however, that it is worth a
good deal of trouble. Even if every expression contains
an undefined symbol on the first pass, it still takes only
one-fifth as long to evaluate the already analyzed ex-
pressions as to read the input again, and this for a pro-
gram with no macros. The assembler therefore keeps
track of undefined expressions explicitly.

There is a general way of doing this, in which the
undefined expression, translated for convenience into
reverse Polish, is added to a list of such expressions,
together with the address of the word it is to occupy.
At suitable intervals this list is scanned and all the
newly defined expressions are evaluated and inserted in
the proper locations. For complex expressions there
is no avoiding some such mechanism, and it has the
advantage of simplicity. It is, however, wasteful of
storage and also of time, since an expression may be
examined many times while it is on the list before it
can be evaluated. One important case can be treated
much more efficiently, and this is the case of an in-
struction with an undefined address, which includes
perhaps 90% of the occurrences of undefined expres-
sions.

For example, when the assembler sees this code:

X, BRU A *BRANCH UNCONDITIONAL
LDA B
A, STAC

the instruction at X has an undefined address which
becomes defined when the label A is encountered. This
situation can be kept track of by putting in the symbol
table entry for A the location of the first word contain-
ing A as an address. In the address of this word we
put the location of the second such word, and so baild
a list through all the words containing the undefined
symbol A as an address. The list is terminated by mak-
ing the address field point to itself. When the symbol
is defined we simply run down the chain and fill in
the proper value. This scheme will work as long as the
address field contains only A, since there is then no
other information which must be preserved. Note that
no storage is wasted and that when A is defined the
correct address can be filled in very quickly.
STRINGS AND MACROS

The description of the basic assembler is now com-
plete, except for a few nonessential details, and we turn
to the macro and string handling facility. There is a
uniform method for delimiting strings of characters,
which may be illustrated by the assignment of such a
string as the value of a symbol:

A = <B,(C,D),E,F>
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In order to describe the result of using A after this
assignment, we introduce a distinction between the ap-
pearance of a symbol in a literal and in a normal context.

A symbol inside string brackets < > or single quotes
or in a macro argument is in a literal context; all other
contexts but one are normal. In a normal context, the
value of the symbol, whether a string or a number, is
substituted for the symbol. In a literal context, on the
other hand, the characters of the symbol are passed on
unaltered. The case of a symbol on the left side of an
assignment is an exceptional one; such a symbol is of
course not normally evaluated.

To permit the value of a symbol to be obtained in a
literal context, the convention is introduced that a colon
preceding the symbol causes it to be evaluated if the
colon is at the top level of parentheses, brackets, and
quotes. If its value is a string, the characters of the
string replace the symbol; if it is a number the shortest
string of digits which can represent the number in the
prevailing radix replaces the symbol. Colon in a normal
context is illegal. '

For convenience in delimiting string names a second
colon may follow a name preceded by a colon. This
second colon serves only to delimit the name and is
otherwise ignored. Thus if

AB = <XYZ>
then
<:AB> = <XYZ> and <:AB:CD> = <XYZCD>

There are times when it is desirable to force evalua-
tion of a symbol in a normal context when it would
normally pass unevaluated. The character & preceding
the symbol has this effect; it is exactly like : except
that it acts only in a normal context. Continuing the
previous example:

VW&AB — VWXYZ and
&AB = 12 is equivalent to XYZ = 12.

A string may be thought of as having two kinds of

structure:

1. It is composed of a sequence of characters.

2. It is composed of a sequence of substrings de-
limited by commas not enclosed in parentheses,
brackets, or quotes.

With reference to the first structure, a single character
may be selected by a subscript enclosed in brackets.
Referring to the string assigned to A, we note that

Af2] is <,>, A[6] is <D>, and A[7] is <)>.
By an obvious extension of this notation,

A[3,7] is <(C,D)> and A[9,11] is <E,F>.

Subscripts which reference the substring structure

are enclosed in parentheses. Thus
A(l) =<B> and A(2)=<C,D>.

Note that a single pair of parentheses surrounding a sub-

string is removed. Subscripting may be iterated:
A(2)(2) =<D>.

Subscripting is applied only to a string-valued symbol
which is in a normal context or is evaluated by a colon.
Subscripting of a name on the left side of an assignment
forces it to be evaluated even if it is not preceded by
a colon.

Two operations, .L. and .LC, determine respectively
the number of substrings and the number of characters
in their arguments. Thus

.L(A) =4, L(A(2)) =2 and .LC(A) = 11.

Having dealt with the general machinery for handling
strings, we now turn to the slight refinement which adds
macros with arguments to the system. This takes the
form of a modification to the ordinary line assigning a
string to a symbol, which permits an argument string to
be specified. Thus

STORE <ARG> =

<.RPT.FOR T =1, .L(ARG(2)),1

<ST&ARG(1) ARG(2)(T)>>
defines a macro with two arguments, the first a string
which, when appended to <ST>, creates a store in-
struction, and the second a list of locatiqns to be stored
into. Whenever STORE is used, the string of char-
acters beginning with the first following nonblank char-
acter and ending with a line delimiter or unmatched
right parenthesis is made the value of ARG. The string
which is the value of STORE is then substituted for it
as usual. -

STORE might be called with

STORE A,(S1,52,83)

which is, because of the definition, equivalent to
RPT.FOR T =1,3,1
<STA <81,82,83> (T)> .

To complete the expansion we must consider the
RPT directive which has been used above. This di-
rective causes the string which follows to be scanned
repeatedly. It takes one of two forms:

1. .RPT N <..>
which causes N repetitions, or

2. .RPT.FOR J = nl,n2,n3 <...> _
which causes (n2—nl)/n3 + 1 repetifions with J ini-
tially set to nl, and then incremented by n3 until it ex-
ceeds n2. Zero repetitions are possible. The n3 may be
elided if it is 1. ‘

The STORE macro call above may ‘now be seen to
expand into *

STA S1
STA S2
STA S3

We illustrate with two further examples. The first is
a generalized MOVE macro which takes as its argu-
ments a sequence of pairs of lists. The first list of each
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pair specifies the locations to load from, while the sec-
ond gives the corresponding locations to store into. A
list may of course have only one element.

MOVE <ARG> =
<.RPT.FOR S1 =1, .L(ARG),2
*THIS LINE STEPS THROUGH THE PAIRS OF
LISTS
<.RPT.FOR S2 =1, .L(ARG(S1))
*THIS LINE STEPS THROUGH THE ELEMENTS
OF ONE PAIR OF LISTS

< LDA ARG(S1)(S2)
< STA ARG(SI + 1)(§2) >>>

thus
MOVE AB,C,D
becomes
LDA A
STA B
LDA C
STA D
So does

MOVE (A,C),(B,D)

Suppose that we have some two-word data structures
to manipulate. We can attach to the name of each struc-
ture a string of the form <A,B>. A is the address of
the first word of the structure, B of the second. A
macro can do this and assign the storage.

TW <ARG> =
< TWS1 =TWS + 1
ARG(1) = <TW:TWS,TW:TWS1>
TW&TWS, 0
TW&TWSI, 0
TWS =TWS +2 >
Now, if we call TW twice after setting TWS to 1:
™ A
™ B
we will have given A the value <TW1,TW2> and B
the value <TW3,TW4> and defined the four TW sym-
bols.

We can now use A and B in the MOVE macro. In

fact

MOVE AB
expands to

LDA TWI1

STA TW3

LDA TWw2

STA TWw4

With the addition of one more device we can proceed
to the definition of a very grandiose macro. The di-
rectives .IF and .ELSF, used thus:

IF E, <.>
.ELSF E. <..>

ELSF En <.>
cause each E; in turn to be evaluated until one is greater
than zero. The string following this one is then scanned
and the rest of the structure ignored.

+*THIS MACRO .COMPILES AN ARITHMETIC EXPRESSION CONSISTING OF SINGLE-
*LETTER VARTABLES, BINARY + AND - AND PARENTHESES. IT CALLS THE
*MACRO ERROR IF THE EXPRESSION IS NOT WELL FORMED,
ARITH <ARG> =
< EXPR=<:ARG(1).>
STK=<h>

*APPEND . TO THE EXPRESSION
*INITIALIZE THE STACK WHICH HANDLES

*PARENTHESES
J=1 *INITIALIZE THE CHARACTER POINTER
TI=0 +*INITIALIZE THE TEMPORARY STORAGE COUNTER

+IF TEMPORARY STORAGE IS REQUIRED IT IS ASSIGNED AS TEMP1,
*TEMP2, ETC., AND TI KEEPS TRACK OF THE NEXT AVAILABLE LOCATION.

X1 *THIS IS THE MACRO WHICH DOES THE WORK
JIF T NE 'L <ERROR> >

#CHECK THAT EXPRESSION WAS NOT TERMINATED BY A RIGHT PARENTHESIS.
*THIS MACRO COLLECTS A SUB-EXPRESSION CONSISTING OF OPERANDS
*STRUNG TOGETHER WITH + AND -. IF THE SUBEXPRESSION IS A SINGLE
#VARTABLE, COP (CURRENT OPERAND) WILL BE THAT VARIABLE ON EXIT.
*OTHERWISE IT WILL BE EMPTY.

Xl =
< COP = <hiviey *ENSURE THAT COP IS NOT EMPTY INITIALLY
*AN EMPTY COP MEANS THAT CODE HAS BEEN ASSEMBLED LEAVING A VALUE
*IN THE A REGISTER, IF COP IS A LETTER, IT IS THE VARIABLE
*WHICH 1S THE CURRENT OPERAND.

OPERAND *GET THE FIRST OPERAND
<RPT .FOR E=1,1,0 *E IS SET TO 2 WHEN THERE ARE NO MORE + OR -
*SIGNS
< Te':EXPR[J' +*EXPECTING AN OPERATOR OR TERMINATION
J=J+1
JFT.E'.' .ORT .E ")' <€=2>

*SET E TO TERMINATE THE LOOP IN THIS CASE.

JELSF T .E '+' <COMPILE ADD,ADD>
JELSF T .E '-' <COMPILE SUB,(CNA;ADD)>

*IF A + OR - IS PRESENT, GET THE SECOND OPERAND AND COMPILE CODE.

-ELSF 1 <ERROR> *OTHERWISE, ERROR
>> *CLOSE LOOP AND MACRO

*THIS MACRO COLLECTS THE SECOND OPERAND OF A BINARY OPERATOR AND
*CONSTRUCTS CODE TO PERFORM THE SPECIFIED OPERATION, IT USES ITS
*FIRST ARGUMENT IF THE FIRST OPERAND IS IN THE A REGISTER, ITS
*SECOND ARGUMENT IF THE SECOND OPERAND MUST BE IN A AND THE FIRST
*TAKEN FROM MEMORY.

QOMPILE <CARG> =
< OPERAND
WIF .LC(COP) .G O

*GET THE SECOND OPERAND

+IN THIS CASE THE SECOND OPERAND IS A SINGLE VARIABLE,
< .IF .1C (PREVOP) .G 0 <LDA PREVOP>

*IF THE FIRST OPERAND IS ALSO A VARIABLE (OR A TEMP LOCATION)
*BRING IT INTO A

CARG(1) COP > AND COMPILE CODE
\ELSF 1 ¢

2) PREVOP>

*OTHERWISE THE SECOND OPERAND MUST BE IN A, AND THE FPIRST IN MEMORY
COPm< > >

*SET COP TO INDICATE A VALUE IN A AND CLOSE THE MACRO,

*THIS MACRO COLLECTS AN OPERAND, WHICH MAY BE A PARENTHESIZED
*SUBEXPRESS ION

OPERAND=

< T = ":EXPR[J]' *GET THE NEXT CHARACTER
JuJ+1 #IT SHOULD BE A LETTER OR (
IFTLE ('

< .Ir ,1C(COP) .E O

*IF WE ALREADY HAVE A VALUE IN A IT MUST BE SAVED IN TEMPORARY
*STORAGE WHILE THE SUBEXPRESSION IS EVALUATED,

< TI = TI +1:
STA TEMPSTI
COP=<TEMP:TI> >

*CONSTRUCT A TEMP LOCATION TO SAVE IT IN
#AND REMEMBER IT IN COP

STR=<:COP, : STK> #STICK COP ON THE FRONT OF STK

X1

JIF T NE '('  <ERROR>

E=l #RESET THE TERMINATION SWITCH FOR X1
PREVOP=<:STK(1)> #SET PREVOP TO THE OLD COP WHICH WAS SAVED
STKe<:3TK(2, .L(STK))> >

*REMOVE OLD COP FROM STK AND TERMINATE THIS CASE., X1 HAS SET COP
’ JELSF T .GE 'A' .AND T .LE 'Z'
+*IF T IS A LETTER (RECALL THAT THE CHARACTER CODE IS ASCII)
< PREVQOP=<:COP>

CoP=<:EXPR[J-1]> >
.ELSF 1 <ERROR> >
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This macro, called by
ARITH ((A + B) — (C—D))
would generate
LDA A
ADD B
STA TEMP1
LDA C
SUB D
CNA
ADD TEMP1

Note that there are only three lines in the definition
which actually generate code. The temporary storage
location TEMP1 must be defined elsewhere.

The implementation of all this is quite straightfor-
ward. When a string is encountered, it is collected
character by character, due attention being paid to
colons, ampersands, brackets, and quotes, and stored
away. When it is referenced, the routine which delivers
characters to the assembler, which we will call CHAR,
is switched from the input medium to the saved string.
This process is of course recursive. When the string
which is the current source of characters ends, CHAR
is switched back to the string it was working on before.
All the various occurrences of strings are treated per-
fectly uniformly, except that in the case of macro
definitions the substrings of the argument string are
delimited when the latter is collected to improve the
efficiency. Perfectly arbitrary nesting of the various con-
structs is possible because of the recursiveness of the
string collection and reference routines.

In the interests of efficiency the .IF directive is not
handled in this way, since its subject string is scanned
either once or not at all. All that is necessary is a flag
which indicates whether an .ELSF directive is to be
considered or ignored.

THE DEBUGGING SYSTEM

An interactive debugging system should not be de-
signed for the occasional user. Its emphasis must be on
completeness, convenience, and conciseness, not on
highly mnemonic commands and self-explanatory out-
put. The basic capabilities required are quite simple in
the main, but the form is all important because each
command will be given so many times.

One essential, completely symbolic input and output
is half taken care of by the assembler. The other half
is easier than it might seem: given a word to be printed
in symbolic form, the symbol table is scanned for an
exact match on the opcode bits. If no match is found,
the word is printed as a number. Otherwise the opcode
mnemonic is printed, indirect and index bits are checked,
the proper symbols printed, and the table is scanned for

the largest symbol not greater than the remainder of
the word. This symbol is printed out, followed if neces-
sary by a + and a constant.

The most fundamental commands are single char-
acters, possibly preceded by modifiers. Thus to examine
a register the user types

/x1-3; LDA I NUTS + 2
where the system’s response is printed in capitals. This
command may be preceded by any combination of
modifiers:
for printout in constant form
for printout in symbolic form
for octal radix
for decimal radix
for relative (symbolic) address
for absolute address
for printout as ASCII characters
for printout as signed integer
for no printing of addresses
(load) for no printing of register contents
The modifiers hold until the user types a carriage re-
turn or gives another / command.

CfzEmO»>RUO0onAn

For examining a sequence of registers, the commands
+ and — are available. The former examines the pre-
ceding register, the latter the following register. In the
absence of a carriage return the modifiers of the last
examination hold. The — command examines the reg-
ister addressed by the one last examined.

The contents of a register may be modified after
examination simply by typing the desired new contents.
Note that the assembler is always part of the com-
mand processor, and that debugging commands are dif-
ferentiated by their format from words to be assembled
(as noted above, an assembler line has comma or space
at its first punctuation character, and all debugger lines
have some other initial punctuation character). Further-
more, debugging commands may occur in macros, so
that very elaborate operations can be constructed and
then called on with the two or three characters of a
macro name.

To increase the flexibility of debugging macros, the
unary operator @ is defined. The value of @ SYM3
is the contents of location SYM3. With this operator,
macros may be defined to type out words depending on
very complicated conditions. A simple example is

TG<A> =
< .RPT.FOR TEMP = A(1),37777,1

*SCAN THROUGH ALL OF STORAGE STARTING
AT THE LOCATION GIVEN BY
*THE FIRST ARGUMENT

< .IF @ TEMP E. (A)2
*IF THE CURRENT LOCATION MATCHES THE
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SECOND ARGUMENT, THE SCAN IS OVER

</TEMP; *PRINT OUT THE
TEMP1 = TEMP CONTENTS
TEMP = 37777 *SAVE THE ADDRESS
>>>> *AND TERMINATE
THE SCAN
Called with
TG 100,20

it will type out the first location after 100 with contents
greater than 20.

Another important command causes an expression
to be typed in a specified format. Thus if SYM has the
value 1253 then

= sym; 1253
would be the result of giving the — command. All the
modifiers are available but the normal mode of type-
out is constant rather than symbolic. If no expression
is given, the one most recently typed is taken. Thus, after
the above command, the user might try
s=; SYM (the system’s response, the sym-
bolic equivalent of 1253, fol-
lows the ;)

It is often necessary to search storage for occurrences
of a particular word. This may be done with a macro,
as indicated above, but long searches would be quite
slow. A faster search can be made with

Texpression;
which causes all the locations matching the specified
expression to be typed out. The match may be masked,
and the bounds of the search are adjustable. This com-
mand takes all the typeout modifiers as well as

E
which searches for a specified effective address (includ-
ing indexing and indirect addressing) and

X
which searches for all exceptional words (which do
not match). For additional flexibility the user may
specify a macro which will be executed each time a
matching word is found.

In addition to being able to examine and modify his
program, the user also needs to be able to run it. To
this end he may start it at a specified location with

,G location
If he wishes to monitor its progress he may insert break-
points at certain locations with the command

,B location
This causes execution of the program to be interrupted
at the specified location. Control returns to the system,
which types some useful information and awaits further
commands. An alternate form of this command is

,B location,marco name
which causes the specified macro to be executed at
each break, instead of returning control directly to the

typewriter. Very powerful conditional tracing may be
done in this way.

After a break has occurred, execution of the pro-
gram may be resumed with the ,P command. The break-
point is not affected. To prevent another break until
the breakpoint has been passed n time the form

\\n;
may be used. Modifiers may precede the command.

To step through the program, instruction by instruc-
tion, the command ,S may be used instead of ,P. It
allows one instruction to be executed and then breaks
again. $n; allows n instructions to be executed before
breaking. A fully automatic trace has been deliberately
omitted, but presents no difficulties in principle.

THE EDITOR

There remains one feature of great importance in the
IMP system, the symbolic editor. The debugger provides
facilities, which have already been described, for modi-
fying the contents of core. These modifications, however,
are not recorded in the symbolic version of the pro-
gram. To permit this to be done, so that reloading will
result in a correctly updated binary program, several
commands are available which act both on the assembler
binary and on the symbolic.

This operation is not as straightforward as it might
appear, since there is no one to one correspondence
between lines of symbolic and words of binary. Ad-
dresses given to the debugger of course refer to core
locations, but for editing it is more convenient to ad-
dress lines of symbolic. To permit proper correlation of
these line references with the binary program, a copy
of the symbolic file is made during loading with the
address of the first and last assembled words explicitly
appended to each line. Since the program is not moved
around during editing, these numbers do not change
except locally. When a debugging session is complete,
the edited symbolic is rewritten without this informa-
tion.

We illustrate this with an example. Consider the
symbolic and resulting binary

S1 MOVE AB (200,201) S1 LDA A 200
STA B 201
ADD C (202,202) ADD C 202
STORE D,E (203,204) STA D 203
STA E 204
S2 BRU S1 (205,205) S2 BRU S1 205
and the editing command
I S2-1 insert before line S2-1
SUB F
which gives rise to the following:
S1 MOVE AB (200,201) S1 LDA A 200
STA B 201

ADD C (202,1512) BRU .END 202
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SUB F (1513,1513) BRU END1 203

STORE D,E (1514,204) STA E 204

S2 BRU S1 (205,205) S2 BRU s1 205
END ADD C 1512
SUB F 1513
STA D 1514

BRU S1 4 1515
BRU S1 5 1516
All the BRU (branch unconditional) instructions are
inserted to guarantee that the right thing happens if
any of the instructions causes a skip. The alternative to
this rather simple-minded scheme appears to be com-
plete reassembly, which has been rejected as too slow.
The arrangement outlined will deal correctly with
patches made over other patches; although the binary
may come to look rather peculiar, the symbolic will
always be readable.
To give the user access to the readable symbolic
the command _

,L symbolic line address[,symbolic line addressl;
(where the contents of the brackets is optionally in-
cluded) causes the specified block of lines to be printed.
Two other edit commands are available:

,D symbolic line address[,symbolic line address];
which deletes the specified block of lines, and

,C same arguments;
which deletes and then inserts the text which follows.
Deleting S1 1 from the original program would result
in binary as follows

St LDA A

BRU .END
BRU END 1
STA D

STA E

S2 BRU St
.END STA B
BRU S13

The implementation of these commands is quite
straightforward. One entire edit command is collected
and the new text, if any, is assembled. Then the
changed core addresses are computed and the appro-
priate record of the symbolic file rewritten.

The scheme has two drawbacks: It does not work
properly for skips of more than one instruction or for
subroutine calls which pick up arguments from follow-
ing locations, and it leaves core in a rather confusing
state, especially after several patches have been made
at the same location. The first difficulty can be avoided
by changing large enough segments of the symbolic.
The second can be alleviated by reassembly whenever
things get too unreadable.

The only other published approach to the problem
of patching binary programs automatically is that of
Evans,’ who keeps relocation information and relocates

the entire program after each change. This procedure
is not very fast, and in any event is not practical for a
system with no relocation.

EFFICIENCY

The IMP system depends for its viability on fast
assembly. The implementation techniques discussed in
this paper have permitted the first version of the assem-
bler to attain the unremarkable but satisfactory speed
of 200 lines per second. Simple character handling
hardware would probably double assembly speed on
simple assemblies and produce even greater improve-
ment on programs with many macros and repeats.

Using the latter figures, -we deduce that a program
of 10,000 instructions, a large one by most standards,
will load in 25 seconds. This number indicates that the
cost of the IMP approach is not at all unreasonable—
far more computer time, including overhead, is likely
to be spent in the debugging operations which follow
this load. When only minor changes are made it is, of
course, possible to save the binary core image and thus
avoid reloading.

In spite of the speed of the assembler, it is possible
that a relocatable loader might be a desirable adjunct
to the system. There are no basic reasons why it should
not be included.

As to the size of the system, the assembler is about
2500 instructions, the debugger and editor about 2000.
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SYSTEM OBJECTIVES

Computers should provide the mechanism that en-
ables engineers to do better engineering. By permitting
faster, more accurate and complete problem analysis
to be performed, computers assist the engineer in his
computational and decision making roles. The engineer
today is faced with problems of increasing magnitude
and complexity where the effects and interrelationships
of all relevant information must be considered. The
computer can provide the coordinating and integrating
mechanism for this problem information.

This role of the computer in engineering is only
achieved when the computer is adequately integrated
in the problem-solving environment. The computer must
be properly integrated with both the programmer de-
veloping it and the engineer using it.

How is this integration of engineer and computer
accomplished? The engineer must do more than use
the computer. He must actively participate in the com-
puter solution. To do this he needs a language to com-
municate with the computer, physical accessibility to
the computer, and the ability to obtain engineering
oriented results from the computer. The communica-
tion language must be oriented to the problem rather
than the machine and must allow the engineer to
easily specify his problem solving requirements. Ac-
cessibility, provided through some type of remote con-
sole, permits the engineer to interact with the computer
during the problem solution. Meaningful engineering-
oriented results are obtained using scopes, plotters and
other output devices.

Integration of the programmer and the computer is
provided through a powerful programming language

151

and the necessary system programs to support the
language. The programming language should be dynam-
ic with respect to both problem solution and com-
puter memory requirements. It should allow complete
problem solutions where the type and the amount of
data can vary. To satisfy these requirements, the
system should include dynamic memory allocation,
alternate forms of data structure, and a data manage-
ment and transfer mechanism so that the same data
can be used in all aspects of the problem solution.

The Civil Engineering Systems Laboratory at M.L.T.
is currently developing a computer system, ICES (In-
tegrated Civil Engineering System) based on the above
requirements. It includes a computer programming
language, ICETRAN (ICES FORTRAN), oriented to-
ward engineering problem solving, and an engineering-
oriented operating monitor system. These programming
aids enable programmers to easily create and modify
ICES, which can then be used by the engineer in the
solution of engineering problems.

ENGINEERING PROBLEM CHARACTERISTICS

What are the characteristics of engineering problems
and how do they affect the design of ICES? The solu-
tion of civil engineering problems generally involves the
consideration of many disciplines. For example, even in
a relatively small problem such as the design of a high-
way interchange, engineers must consider the highway
location and design (highway engineering), settlement,
stability, and foundation conditions (soil engineering),
highway bridges .(structural engineering), drainage
(hydraulic engineering), and traffic flow (transportation
engineering). Engineers recognize each of these
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separate disciplines and the necessary interactions that
must exist for effective problem solving. In the past,
the complexity of engineering problems and the large
amount of data often forced an engineer to unnaturally
decompose a problem into noninteractive tasks. Many
of the feedback aspects of the problem had to be
overlooked.

A computer system such as ICES offers the mech-
anism to permit complete problem solutions where
all factors and interactions are included. In ICES each
of the civil engineering disciplines is included as one
or more subsystems which may interact with one an-
other. An engineer proceeds in his problem solution
by using the necessary subsystems at the proper time.
At any point in his problem solution he can leave one
subsystem, enter another to perform calculations and
then reenter the original subsystem using the results
just obtained.

Two engineers given the same problem will quite
often arrive at correct yet totally different solutions.
Engineering is a creative process, so it is natural to
expect a problem solution to reflect an engineer’s own
experience. The ICES subsystems allow a civil engi-
neer to solve the many different problems that arise,
while not constraining his role as a decision maker.

The subsystem design reflects the way an engineer
does engineering. He performs a series of fundamental
engineering and mathematical operations to obtain a
problem solution. These fundamental operations can be
considered basic computational building blocks. Each
subsystem of ICES contains a set of building block
subroutines. These subroutines, developed by ICES
subsystem programmers, are written in ICETRAN, a
compiler language somewhat similar to FORTRAN.

The set of basic building blocks alone, however, is
not sufficient. The engineer must decide ‘what opera-
tions (building blocks) are to be performed (used),
the sequence of these operations and the data as-
sociated with each operation. It is impractical and
undesirable to try to include all these decision making
functions in the subsystem computer programs. Instead,
they must be specified by the engineer at execution
time.

PROBLEM-ORIENTED LANGUAGES

A language is therefore needed to allow the engineer
to easily communicate this information to the computer.
This language must not be oriented to the programmer
as is ICETRAN but instead oriented toward the en-
gineer and the problem he is solving. An engineer
should be able to communicate with the computer in
much the same way he communicates with another

engineer. He must instruct the machine rather than
follow instructions that have been imposed by machine.

The engineering communication language should be
command structured where each command represents
an operation or group of operations the computer is
to perform. The commands are technical terms which
have meaning to the engineer. Each command may
also contain data relevant to the requested operations.
An engineer must choose which commands to use,
the order of their use, and the associated data. Two
engineers might solve the same problem using totally
different commands. With a command structured lan-
guage, the quality and efficiency of the computer
solution is dependent on the engineering ability of the
user.

A command structured language enables the engi-
neer to program a computer without being concerned
with programming details. Although the commands
result in a program to the computer in that the engineer
is “instructing” the computer, they appear to the engi-
neer as a logical problem statement in engineering
terminology. Such languages may therefore be referred
to as problem-oriented languages.

Two different types of programming languages, each
used by a different type of person, are therefore involved
in ICES. The ICETRAN language is used by pro-
grammers to write ICES subsystem subroutines. Prob-
lem-oriented languages are used by engineers at execu-
tion time to specify the characteristics of the particular
problem being solved.

FORTRAN and other similar languages (ICE-
TRAN) have sometimes been referred to as problem-
oriented languages. It appears more realistic to refer
to these languages as procedure-oriented, and reserve
the term problem oriented for a language that satisfies
the following requirements:

1. It is oriented to the user rather than the pro-
grammer. No computer programming knowledge
is required to effectively use the language.

2. The language is command structured where the
commands are composed of technical terms.

To avoid further confusion in this paper, it is neces-
sary for the reader to distinguish between a problem-
oriented language used by an engineer and a procedure-
oriented language used by a programmer.

The benefits of the problem-oriented language ap-
proach have already been demonstrated. COGO
(COordinate GeOmetry) is a problem oriented language
used for the solution of geometric problems developed
by Professor C. L. Miller of the Department of Civil
Engineering at M.I.T. It is interesting to note the impact
of COGO on the civil engineering profession since its
introduction in 1960. It is used by many state highway
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departments and private consulting firms. One state
highway department uses COGO for over 50% of
its computer runs. COGO supersedes several hundred
special-purpose geometric programs. The use of COGO
has also resulted in increased engineerng productivity
and improved engineering design. It has introduced
many somewhat reluctant engineers to the computer,
and it has produced considerable self-satisfaction
among the engineers who have used it. Many engineers
have become very frustrated as a result of computer
use where they were relegated to filling out cumbersome
input forms for use with library programs. COGO
allows these engineers to perform engineering while
using the computer rather than simply filling out forms.
Similar favorable reactions from the profession have
also been observed with regard to another problem
oriented language STRESS (STRuctural Engineering
System Solver), also developed by the Department of
Civil Engineering at M.I.T. Past COGO and STRESS
work serves as the basis for two subsystems of ICES.

In ICES the engineer formulates his problem solu-
tion using the appropriate subsystem commands. The
engineer’s commands are processed by the ICES execu-
tive program which performs the following operations:

Read and encode command.

Analyze, convert, and store data.

Perform consistency checks.

Transfer control to subroutines for command
execution.

The computer solution consists of two phases: the
analysis of the command by the ICES executive and
the execution of the command using the appropriate
computational subroutines. A command is completely
processed before the next command is read. The sys-
tem operates somewhat as an interpreter, where pro-
grams that have previously been written in a procedure-
oriented language and translated to machine language
instructions are CALLed.

COMMAND STRUCTURE

With ICES the structure of problem-oriented lan-
guages has been generalized so that the same ICES
executive program can be used by all ICES subsystems.
The command vocubulary of each subsystem differs,
but the command structure is identical. A command
consists of a command name and data relating to the
requested operation. The following features are in-
cluded in the command structure:

1. The data are free format, whereby the engineer
need not be concerned with cumbersome card column
restrictions.

2. The data associated with a command may be
identified by labels and specified in any order. If the
engineer prefers, he may omit the labels and enter the
data in a standard order. An example of a command
with labeled data items to store the X and Y coordinates
of point 10 is

STORE POINT 10 X 500 Y 750.63
Without labels, the command would be
STORE 10 500 750.63

3. The engineer may omit a command data value
and a standard value will automatically be inserted by
the executive. This value may be either:

(a) permanently preset by the programmer when
the command is initially set up;

(b) temporarily preset by the engineer at the begin-
ning of the problem;

(c) the current value of the data item.

The programmer who initially sets up the command
indicates which of these options will be followed. If a
standard value is not associated with the data item,
the executive will indicate an error condition whenever
the data value are omitted by the engineer. The use of
standard values reduces the amount of unnecessary
data an engineer must include with a command, since
input entries are made only when a nonstandard value
is encountered.

4. Data values may be alphanumeric as well as
numeric. For example, in a geometric problem the
quadrant of an angle may be identified as NE, SE, SW,
or NW. The executive will automatically set a switch
based on the alphanumeric value given by the user.
This switch can then be interrogated by the subsystem
command processing routines.

5. Incremental as well as complete processing of
the input command is permitted, i.e., if so instructed,
the executive will process part of the data, transfer
control to execute that portion of the process, and
then return to repeat the cycle, continuing until the
data are exhausted. Incremental processing minimizes
storage requirements when a command contains a
variable number of data items.

6. The executive can initialize variables and incre-
ment counters that are specified by the programmer
at command definition time. These variables and coun-
ters can then be used by the command processing
routines.

7. The command data field can contain command
name modifiers which permit complicatéd tree struc-
tured commands to be set up by the programmer.
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To illustrate command name modifiers, consider
the three versions of the INTERSECTION command
shown below.

INTERSECTION POINT 5 LINE 10
LINE 20

INTERSECTION POINT 5 LINE 10
ARC 20 NEAR 3

INTERSECTION POINT 5 ARC 10
ARC 20 NEAR 3

The command data consist of the POINT number
assigned to the intersection point and the two geometric
objects (ARC or LINE) being intersected. In the last
two commands, a known point NEAR the desired in-
tersection point must be specified, since a line and an
arc can intersect at 2 different points.

The engineer thinks of these as the same command
(INTERSECTION); but the programmer must think
in terms of three different commands, since each has
a different type and amount of data associated with it,
and each requires different subroutines for execution.
The programmer views the command as the tree struc-
ture shown in Fig. 1, where the labels ARC and LINE
serve as command name modifiers. These modifiers

INTERSECTION—s»

Figure 1. The use of command name modifiers.
determine the appropriate branch of the tree and the
data and subroutine requirements associated with that
branch.

Command name modifiers minimize the number of
necessary commands and increase the capabilities of
the commands.

COMMAND DEFINITION LANGUAGE

Before an engineer can use a subsystem and its re-
lated commands, the subsystem must be added to the
ICES system. A set of utility programs are available
to perform these modifications. The modifications are
performed as normal jobs under ICES, making the
system self-modifying. The utility programs include a
command definition language which enables a pro-
grammer to specify the characteristics of the subsys-
tem commands. This command definition language is
a problem-oriented language designed for the program-

mer which automatically generates the command tables
used by the ICES executive.

ICES therefore includes a problem-oriented language
to generate problem-oriented languages. In addition to
generating new problem-oriented languages, the com-
mand definition language can be used to easily add,
modify, or delete commands from a subsystem that
already exists. This ability to easily modify a subsys-
tem is a necessary requirement in engineering organiza-
tions where both the problems and the organization
itself can change.

The simple example below illustrates some of the
features of the ICES executive and the command def-
inition language. The STORE command used to define
the X and Y coordinates of a known point will be
added to the COGO subsystem of ICES. The STORE
command as entered by the engineer could appear as:

STORE POINT 10 X 1000.53 Y 960

The command definition program adds the new com-
mand to the COGO vocabulary. The underlined words
are the vocabulary of the command definition lan-
guage and the information in quotes is the input data
the programmer supplies.

SYSTEM ‘COGO’

ADD ‘STORE’

ID ‘P’ INTEGER ‘NPOINT’ REQUIRED
ID ‘X’ REAL ‘XCOORD’ STANDARD O
ID ‘Y’ REAL ‘YCOORD’ STANDARD O
EXECUTE ‘STORE’

FILE

SYSTEM specifies the ICES subsystem (COGO)
being modified, and ADD specifies the type of modi-
fication (addition of a command) and the name of the
command (STORE). ID gives the characteristics of the
data items associated with the command. One ID entry
is required for each of the three data items of the
STORE command. The information included as part
of the ID entry includes:

1. The identifier for the data item. The identifier de-
fines permissible labels that the engineer can use
to label the data items. A permissible label is one
that begins with the specified identifier. For ex-
ample, the identifier of P permits the engineer to
use P, PT, POINT, etc., as labels for the point
number. The identifiers for the X and Y co-
ordinates given in the second and third ID com-
mands are X and Y.

2. The internal machine representation of the data
item (REAL or INTEGER).

3. The symbolic computer location where the data
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item will be stored (NPOINT, XCOORD,
YCOORD).

4. The action to be followed if the data item is
omitted by the engineer. A REQUIRED data
item must be entered by the engineer or an error
will be indicated by the executive. The STAND-
ARD entry is used to specify a preset data value
that will be used by the executive if the data item
is omitted by the engineer. Since the coordinates
of a point are quite often (0,0) they have been
preset to these values in the above example. If
the action field of the ID command is left blank
(this does not occur in the above example), then
the data item will retain its current value if
omitted from the command by the engineer.

EXECUTE specifies the subroutine to be entered
(STORE) to execute the command, and FILE con-
cludes the command definition. If no errors have been
detected, the necessary command tables for the newly
defined command will be generated and the command
will be added to the COGO subsystem of ICES. The
command definition language enables a programmer to
easily incorporate problem-oriented language com-
mand input in ICES. These commands can then be
used by engineers in the solution of their problems.

ON-LINE OPERATIONS

In certain cases the engineer can use a problem-
oriented language to write -all the commands for a
problem solution. It is not always possible or desirable,
however, for the engineer to function in this manner.
Quite often he will formulate part of the solution and
then base the remaining portion on the results of the
first part. This mode of operation is incompatible with
typical batch processing operations. Instead, the en-
gineer must be able to communicate with the com-
puter in an interactive environment where he can:

Request an operation.

Examine his results.

Determine the next operation to be performed
based on the previous results.

This suggests that'a problem oriented language func-
tions best in an on-line environment. In this environ-
ment the engineer can try many alternate designs and
compress into one session the same work that would
require many individual sessions in a batch processing
mode.

Engineering is typically performed under severe time
restraints. The turn-around time problem inherent in
batch processing can totally negate the otherwise bene-
ficial results of computers. The engineer needs im-

mediate access to the computer. He can obtain this
accessibility through a remote console. The combina-
tion of accessibility of a computer and the communica-
tion capability of problem oriented languages provides
the engineer with the necessary tools for effectively
using the computer in engineering problem solving.

ICES DATA STRUCTURE

An engineer solves a problem by performing opera-
tions on data. He collects, reduces, analyzes and evalu-
ates data to arrive at meaningful decisions. The type,
amount, and reliability of these data vary considerably
from problem to problem. A flexible and efficient com-
puter system such as ICES, therefore, requires a flex-
ible and efficient internal data structure.

It is difficult to classify engineering data since they are
of many types and varieties. In some cases only the
numeric value of data is important, where, in other
cases, hierarchical and structural relationships between
the data are also important. Data with different external
characteristics require different internal computer rep-
resentation. Some engineering data are best stored as
arrays, others as lists, and others as combinations of
arrays and lists. In the past, computer systems have
generally been limited to one predominant form of
storage (either list or array). ICES has alternate forms
of data structure, namely, arrays, lists and array-lists.
The programmer chooses the appropriate structure for
his data based on considerations such as space require-
ments, access time, information content, manipulation
ability, and system overhead. The alternate forms of
data structure allow new representations of engineering
problems on a computer.

DYNAMIC MEMORY ALLOCATION

Most engineering data are best represented in a com-
puter in array form. To achieve maximum capability
and remove the restrictions presently associated with
normal FORTRAN DIMENSIONed array storage, ar-
rays can be dynamically allocated. Dynamic allocation
of data achieves the following:

1. Arrays are allocated space at execution time
rather than at compilation time. They are only
allocated the amount of space needed for the
problem being solved. The size of the array (i.e.,
the amount of space used) may be changed at
any time during program execution. If an array
is not used during the execution of a particular
problem, then no space will be allocated.

2. Arrays are shifted between primary and secondary
storage to attempt to optimize the use of primary
memory. The programmer need not be concerned
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with this shifting which is performed by ICES
system programs.

Dynamic memory allocation is a necessary require-
ment for an engineering computer system capable of
solving different problems with different data size re-
quirements. The result of dynamic memory allocation
is that the size of a problem that can be solved is
virtually unlimited since secondary storage becomes a
logical extension of primary storage. An explanation of
the ICES dynamic memory allocation scheme and an
example of its use appear later in this paper.

With ICES, dynamic memory allocation is extended
to programs as well as data. Programs are brought into
primary memory only when they are needed. The
allocation of programs and data is properly balanced
so that the use of primary memory is optimized.

The memory allocation problem has been consider-
ably simplified as a result of newly announced third
generation computer hardware, in particular, new ran-
dom access storage devices. The new machines are
faster, more powerful, larger and cheaper than their
second generation counterparts. The large primary and
secondary storage available at reduced prices should
increase the size of problems that can be solved on
the computer and decrease the cost of the problem
solution.

DATA MANAGEMENT

Secondary storage can contain one or more data
files associated with the complete problem solution.
ICES data management system programs control the
organization of these data files. They allow the same
data file to be used by all subsystems of ICES, and each
subsystem to use different names to refer to the same
data file. Variable and array names in one subsystem
are mapped into different variable and array names in
the other subsystems. Whenever an engineer switches
from one subsystem to a different subsystem, data
transfer programs use the mapping function to auto-
matically rearrange the data for the new subsystem.

Data management also allows an engineer to easily
operate on data files. He can print, modify, or delete
any of his files. The data files can serve as permanent
documents of completed problems. Space considerations
will of course influence how much information an
engineer should keep on secondary storage and for
how long this information will be retained.

The data management facility also permits public
files to be created so that several engineers can have
access to the data to work on the same problem. Suit-
able protection features are provided to ensure that
unauthorized users may not examine another person’s
files.

ICETRAN PROGRAMMING LANGUAGE

If system programming capabilities such as data
management, data transfer, dynamic memory alloca-
tion, etc., are to be effectively used by programmers,
they must be implemented in a suitable programming
system. In ICES, these system programming capabilities
are included in the ICES operating system and the
ICES programming language. The FORTRAN pro-
gramming language has been extended into a language
called ICETRAN (ICES-FORTRAN) which will be
used to program the ICES subsystems. ICETRAN
contains all of the FORTRAN statements plus addi-
tional capabilities to facilitate the problem solving
capabilities of ICES. These additional capabilities are
imbedded in the normal FORTRAN structure. No new
programming restrictions are imposed on the program-
mer.

To illustrate ICETRAN, an example will be pre-
sented showing how dynamic memory allocation is in-
corporated in the language. To understand the example,
however, it is first necessary to briefly summarize the
ICES dynamic memory allocation scheme.

Associated with each dynamic array is one COM-
MON location known as a codeword-pointer. This
location contains the following information about the
dynamic array:

1. The size of the array.

2. The residence of the array (primary storage,
secondary storage, or array not yet defined).
3. A pointer to the first location of the array in the
data pool. All dynamic arrays are allocated space
in a data pool, which consists of the unused
primary memory space during program execution

time.

4. The status and priority of the array (used during
memory reorganization). Dynamic memory al-
location implies that the array space requirements
are constantly changing. If the data pool be-
comes full and more space is needed, then a
memory reorganization must be performed. This
reorganization is based on the status (active, re-
leased, or destroyed) and the assigned priority
(high or low) of the array. A sufficient number
of arrays are transferred to secondary storage to
make room for new active arrays. If an array on
secondary storage is later referenced, it will be
brought back into primary memory by ICES
system programs.

An ICETRAN subroutine illustrating the use of
dynamic memory allocation appears below. This sub-
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routine adds two one-dimensional dynamic arrays (A
and B) to form a new dynamic array (C).

SUBROUTINE ADD (N)
COMMON A, B, C, . . ...
DYNAMIC ARRAYS A, B, C
DEFINE C, N, HIGH
DO1L=1N

1 CL)Y=A L) +B (L)
DESTROY A
RELEASE B
RETURN
END

The DYNAMIC ARRAYS statement is used to
specify all dynamic arrays. The statement does not
cause any instructions to be generated by the compiler.
The DEFINE statement is used by a programmer to
specify information about a dynamic array that will be
stored in the codeword-pointer. The DEFINE state-
ment in the above example causes the size (N) and
priority (HIGH) of dynamic array C to be inserted in
the codeword-pointer of array C. Dynamic arrays A
and B have already been DEFINEd in the subprogram
that called subroutine ADD.

The DEFINE statement does not cause allocation
of space for the array. The allocation of space is de-
layed until the first reference to an array element is
made (statement 1). The first time statement 1 is
referenced “N-+1” contiguous unused locations in the
data pool will be obtained. If they are unavailable, a
memory reorganization will occur. The pointer of the
codeword will then be set to point to the first of the
N+1 locations. The first N locations are used to store
the array, and the N+1 location contains a back-
pointer to the codeword. If the array is shifted in the
data pool during memory reorganization, the pointer
of the codeword is appropriately adjusted.

After the DO loop is completed, array A is destroyed
(DESTROY A) and array B is temporarily released
(RELEASE B). An array should be destroyed if it is
no longer needed and released if it is not presently
needed. Intelligent use by the programmer of Destroy
and Release statements decreases the likelihood of
memory reorganization and increases the efficiency of
one when it does occur. ‘

The dynamic memory allocation scheme can handle
arrays of any number of dimensions. An n dimensional
array is treated internally as a partitioned set of sub-
arrays. This offers extreme flexibility since:

1. Only the subarray an engineer is using need be
in core.

2. The size of each subarray can differ. Figure 2

Figure 2. Array size variation.

shows a two dimensional array where the size

of each subarray (column) varies (2, 4 and 3).

3. The structure of the subarray can vary so that

tree structures can be represented using array

- notation. A tree structure with the associated
subscript notation is shown in Fig. 3.

The programmer can easily set up a desired struc-

Figure 3. Array structure variations.

ture using the DEFINE command and then operate
on the structure using normal FORTRAN array nota-
tion. ‘ o

Dynamic memory allocation capability is mérely one
of many features available with ICETRAN. Others in-
clude list processing, data management, subsystem data
transfer, and matrix manipulation.

A completed ICETRAN program must first be
processed by the ICES precompiler, which will trans-
late the ICETRAN statements into legitimate FORT-
RAN statements. Although the generated FORTRAN
statements might appear somewhat confusing to a
FORTRAN programmer, they will accomplish the re-
quested operations. The resulting FORTRAN program
is then processed by the conventional FORTRAN com-
piler. Use of the precompiler eliminates the necessity
of modifying the FORTRAN compiler or developing a
totally new programming language.

ICES SYSTEM PROGRAMS

ICETRAN is being developed by people who are
experienced in both the information sciences and civil
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engineering. In the past, a schism has existed between
computer language developers and application users.
Language developers have not completely appreciated
the needs of users, hence their languages were not well
suited for the intended users. ICES, however, is de-
veloped for civil engineers by civil engineers.

A major difficulty associated with the COGO and
STRESS development was the amount of manpower,
time, and money that had to be invested to produce
the necessary system programs. For example, each
language had its own executive routine. There was
concern that as more problem-oriented languages de-
veloped, the system programming effort would become
immense.

One of the goals of ICES was to create the necessary
system programs so that programmer-engineers not ex-
perienced in system programming could create power-
ful subsystems. The one set of ICES systems programs
are applicable to all the ICES subsystems.

Some people will no doubt express concern about
the overhead time of the system programs included in
ICES. Quite often, however, an increase in running
time is completely justified by the benefits obtained
from the operations performed. For example, dynamic
memory allocation does involve additional running
time, but it also eliminates many bookkeeping require-~
ments and the necessity of packing information. It also
increases the problem-solving capabilities.

With ICES, no system programs are forced upon a
programmer. He is, for example, given the choice be-
tween normal dimensioned arrays and dynamic arrays,
and between the problem-oriented language input cap-
ability and normal FORTRAN READ statements. The
programmer must consider the problem being solved
and the tradeoffs associated with each of the available
alternatives before making his choice.

SUMMARY

Briefly summarizing, ICES contains the following
capabilities:

1. Flexible and powerful problem-oriented lan-
guages for the engineer to communicate with the
computer.

2. On-line capabilities to make the computer acces-
sible to the engineer.

3. An orientation toward complete problem solv-
ing, not just computation.

4. An interaction between discipline areas—or sub-
systems—for solving a problem which encom-
passes more than one engineering discipline.

5. A data management scheme to organize the data

and a data transfer mechanism to pass the data

between subsystems.

A modular internal building block structure.

An efficient internal data structure where al-

ternate forms of data can be represented.

8. Dynamic allocation of data and programs based
on the problem being solved.

9. The ICETRAN programming language to be used
by programmers to develop ICES subsystems.

N

The first operational version of ICES is currently
being implemented on the model 40 IBM System/360
computer in the Civil Engineering Systems Laboratory
at M.LT. The system programs have been written and
several subsystems are now being developed. ICES
subsystem work should not, however, be restricted to
M.L.T. Instead, ICES should be considered as a frame-
work for computer work in civil engineering, where
all members of the profession make contributions. It is
thus the integrating mechanism for the programs that
have been developed in the past and the work that will
be performed in the future.
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ERRATA to

AFIPS Conference Proceedings

1965 Fall Joint Computer Conference—Part 1

(Abbreviations: p. = page; L — left column; R = right column)

W. H. BURKHARDT
Universal Programming Languages . . .

p- 2,

line 26, L: Change to read in the SEAC ma-
chine') this idea . . .

last line, R: Change to read when relating a
machine with 0.5 — microsecond cy —

line 1, L: Change to read cle time in 1965
to one with 25 microsecond cycle

line 5, R: Change Lanig to Laning

line 15, L: Change to read translation of pre-
viously . . .

line 22ff. R: Change to read
3. Time savings in debugging and correcting

the programs,
4. Easier modification possibilities for slight-
ly different problems,

5. Higher .

line 22, L: Change to read areas (not vertical
combinations or notations™).

line 33, L: Change to read machines by com-
bination . . .

section on ‘“Mathematical Definition and De-
velopment”: Replace all subscript numerals
1 by lower case letter “el.”

last line of this section: by an example in refer-
ence 28).

second last line, R: Delete 30.

line 9, R: Change to read IBSYS®). The . . .

line 11, L: Change to read As mentioned in the
section on Possible Solutions, there

in section on “Transformation of Programs by
Processors”: Replace all subscript numerals
1 by lower case letter “el.”

line 5 fr. below, L: Change to read Language

. 9,
. 10,

. 11,

. 14,
. 15,
. 16,

.17,

. 18,

. 19,

A into target :

figures: Delete all underlining

figures: Delete all underlining; change first ar-
row to a simple one in each figure

in first figure: Change L to Ls

figures: Delete all underlining; change first ar-
row to a simple one in each figure

line 14, R: Change (case 1) to (case 31)

line 15, L: Change to read —spectively, for
the . . .

line 15, R: Change (case 2) to (case 32)

line 19, R: Change (case 2) to (case 32)

Table 1: Move the words Processor in M from
TGS row, col. 4, down to Meta A row, col. 4.

figures: Change first and third arrow in figure
to a simple arrow.

figure on left: Move to end of paragraph

second row of figures, last figure: Change M,
to N,

figures: Delete all overlines

last figure: Add the angles in the brace

first figure: Change |N.| to (N)

last figure: Change P(L) to p(L)

first figure, R: Delete all vertical bars

second figure, R: Change all horizontal arrows
to double arrows

last figure, R: Exchange this figure for the first
figure on page 18

first figure: Exchange this figure with the last
figure on p. 17, R

second figure: Insert a simple arrow between
M. and the big X

last figure: Insert a simple arrow between E
and the big X

line 39ff., L: Change to read the plan is not
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possible and to state the conditions as to
which way it would then be possible. But
new ideas for solutions and new insights into
the problems . .

line 27ff: Insert a big X between the letters:

A A
D C to give D><C
B B

TOBEY, BOBROW, and ZILLES
Automatic Simplification in FORMAC

p- 38, footnote, R: Change called to call
p- 39, line 31, L: Change (1 + Z**N to (1 + Z)**N
p. 40, line 38, L: Change to read 30 years
line 30, R: Invert the factor D to read C
C D
line 31, R: Insert = after ¢
p.- 42, line 22, R: Change A = 0to A4 0
line 31, R: Second n belongs above 3,
line 33, R: Both j = 1 belong under 3,
line 34, R: j £ k belongs under second j = 1
line 36, R: B, belongs close to first 0

p. 43, line 43, L: Change to read unexpanded
line 32, R: Change script “el1” to lower-case
italic “el”
p- 44, line 8, L: Place arrow after A;
line 8, R: Change optional to optimal
line 36, R: Change to read transformation
line 40, R: Insert parenthesis between * and C

p. 45, lines 20 and 21, R: Should begin with the
symbol —
p. 46, last line, L: Change first of to or
line 14, R: Change of to or
p- 47, line 7, L: Change K to lower-case k
line 10, L: Insert 1 at end of line
line 24, L: Change § to 1
line 5, R: Insert a dot over the * and delete
the dot over the 5
line 6, R: Insert a dot over the * and delete
the dot over the §
line 11, R: Insert dots over the *BC
line 42, R: Change § to ¢
p. 48, line 6, L: Change both § to |; P should point
to +
line 7, L: Change § to ¢
line 13, L: Change both § to }
line 18, L: Change both § to |
line 19, L: Change § to 1
line 37, L: Change } to |
line 38, L: Insert a dot over the second * and

the W; change { to 1
p. 48, line 38, L: Delete the dot over the 2
line 12, R: Change { to 1
p- 50, line 12, L: Change to read identical
line 14, L: Insert right parenthesis after numeric
line 15, L: Change to read * A B C K,] where
K, and K, are numbers;
line 17, L: Change SI X to read SINX
line 23, L: Change both § to 1
line 24, L: Change both § to 1
line 27, L: Change { to {1
line 4, R: Delete left parenthesis before COS(A)
line 45, R: Change § to 1
p. 51, line 25, L: Change { to 1
line 31, L: Change § to 1
line 22, R: Insert | after K,
line 23, R: Change { to 1
line 36, R: Change UTSIM to AUTSIM
p- 52, line 22, R: Change first and to or
line 44, R: Change is to in

B. J. KARAFIN
New Block Diagram Compiler . . .

pp. 60-61: Correct entries in Table 1 as follows:

Block
Type Function Output
ACC  Accumulation Yie =Xy + Yiq
(px'z)
FLT  Transversal Ve = 2 P, X
filter 1 2
1—o0
AMP Amplifier y=pPX
QNT  Quantizer p, in the number of representative
levels. The representative levels
are  P,,Pye-Popy- The decision
levels are pg,ps,..sPypra-
LQT Linear —( X
quantizer p, Jrounded up.

SQT Square root y= \/X
FOpP Floating point
to integer

conversion

S. P. FRANKEL and J. HERNANDEZ
Precession Patterns in Delay Line Memories

p. 99, line 21, L: Change 10 to 10°

D. N. SENZIG and R. V. SMITH
Computer Organization for Array Processing

p. 117, title, remove asterisk and footnote at bottom
left
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p- 118,

p. 119,

line 45, L: Change to read w, u, s

line 50, L: Change X' to X!~ ~ ~

line 51, L: Change Z' to Z

line 1, R: Change X' to X'

line 2, R: Change to read X. X!; will represent
the jth bit . . . _

line 3, R: Change X' to X'

line 3, R: Change X' to X!

line 5, R: Change Z' to 7!

line 7, R: Change to read X'. The Z' register . . .

line 8, R: Change to read the u, s, and w . . .

line 9, R: Change X to X

line 10, R: Change Z to Z.

line 11, R: Change X to X

line 14, R: Change Z to Z.

line 15, R: Change to read in Z and X

line 16, R: Change X to X

line 17, R: Change Z to Z.

line 19, R: Change X to X

line 20, R: Change X to X

line 30, R: Change to read s (screen) and u

line 32, R: Change X' to X'; Z' to Z'; and
stos

line 33, R:
U

line 34, R:

line 35, R:

line 44, R:

line 46, R:

Change u to u; s, to s, and w to

Change X' to X'; and Z' to Z

Change s, to s

Change u to u

Change. X to X

line 48, R: Change X to X; and u to u

line 50, R: Change s to s, Change u to u

line 7, L: Change u to u

line 9, L: Change Iversons’s to Iverson’s

line 11, L: Change compress to compress

line 12, L: Change to vector a. ..

line 13, L: Change u to u, Change c<u/a to
c<u/a

line 14, L:

line 15, L:
U

line 16, L:

line 17, L:

line 18, L:

line 19, L:

line 20, L:

line 22, L:

Change ¢ to ¢
Change a to a; a, to a,; and W to

Change ¢ to ¢

Change u to u; and u to u

Change a to a; and u/a to u/a

Change a to a

Change X to X

Change c to c; and X to X

line 23, L: Change u to u

line 24, L: Change X to X; and ¢ to ¢

line 26, L: Change expand to expand; and
c<u/a to c—u\a

line 27, L: Change ¢ to ¢, and u to u

line 29, Change ¢, to ¢; and a; to a

line 30, L: Change u; to u

p. 120,

p- 124,

p.- 125

-

p- 126,

p. 127,

p- 128,

line 31, L: Change to read u = (1,0,0,0,1,1);
change X to X

line 32, L: Change X to X

line 34, L: Change u to u; and X to X

line 51, L: Change w to w

line 1, R: Change X to X; and s to s

line 2, R: Change w to W ‘

line 3, R: Change to read (w<w + 3X};
wew X X

line 5, R: Change w to w; and X to X

line 6, R: Change w to W

line 11, R: Change to read for each AU.

line 12, R: Delete (Fig. 3.

line 51, R: Change to read: vector direct
mode,

line 17, L: Change to read: vector indirect

line 19, L: Change Z to Z

line 33, L: Change poit to point

left side, below line 40, and entire right column
should appear as figure shown on page 166.

line 8, L: Change to (and, or, equivalence)

line 24, L: Change to (the right-most

line 30, L: Change to computed from I1

line 31, L: Change to Bit 13 is

line 42, L: Change to the address vector, a, is

line 5, R: Change X to X

line 22, R: Change stapping to stepping

line 14, R: Change X to X

line 23, L: Change w, s, to w, s,

line 24, L: Change u, X and Z arrays to u, X
and Z arrays

line 27, L: Change Z, A is to Z, A, is

line 47, L: Change X to X; and s to s

line 2, R: Change X to X

line 4, R: Change s to s

line 5, R: Change X to X

line 6, R: Change X to X

line 8, R: Change X to X

line 10, R: Change X to X

line 12, R: Change X to X

line 14, R: Change s to s

line 19, R: Change X to X; and s to s

line 30, R: Change X to X; and s to s

line 31, R: Change X to X

line 35, R: Change to BSS A Block Started
by Symbol

line 5 of Fig. 6: Change to SCREEN TO 1

line 6 of Fig. 6: Change to A2(1 + 1),...,
A2(1 + 15)

line 7 of Fig. 6: Change to BINARY PT. AT
RIGHT

line 8 of Fig. 6: Change to EXPONENT
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0,1 8,9 35
S
G |Exponent Fraction Floating Point Word
N
B !
G f Double Length Index
N ]
) ) Single Length

\\, \\\\\\\\\\X g Index/Address

T AN 4
Tﬁ\ \\§>§>§§2>Q>\\\\£\i,\ Logical Acc./Screen

—{1 t"”‘ 8 -——-{<- 9 ~,—;-{ 1] 16 ——

Instruction Formats:
0 7,8-11, ,14 - 17,18 31,32-35

op X2 X1 X0 Scalar Register-

I2 Il I0 Register
OP §§ F Il ADDRESS Scalar Register-
Memory

OoP I2 |F I1 ADDRESS Vector

OP I3 I2 F I1 ADDRESS Transfer
0"3,'4-7
Control Words:
0 15,16-17,18 35

Interrupt C Instruction
Conditions C Counter Program Status Word
Interrupt
Condition Mask Branch Adr. Prgg;im Status Word

(CC - condition code)
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line 10 of Fig. 6: Change to B(1) to ELE-
MENTS

line 11 of Fig. 6: Change to B(A2(I)), B(A2
I+1)),

line 12 of Fig. 6: Change to A2 + 1,2,,1
ADD A2(1 4 1),A2(1 4 2),...,
A2(1 + 16)

line 13 of Fig. 6: Change to A2--1,2,,1
A2(1 — 1),A2(1),...,A2(1 + 14)

line 15 of Fig. 6: Change to A2(1 4-1),...,
A2 + 15) '

ADD

F. J. CORBATO and V. A. VYSSOTSKY
Introduction and Overview of Multics System

p. 186, line 6, R: Change Refs. 23 and 24 fo Refs. 42
and 24

p. 190, line 45, L: Change more compilations. to
more compilation time.

p. 196: Insert at bottom, Ref. 42 as: A. L. Samuel,
“Time-Sharing on a Computer,” New Scientist 26,
445 (May 27, 1965) 583-87.

E. A. BOWLES
The Role of the Computer . . .

p- 270, line 51, L, last word: Change oppositions to
opposition
line 10, R: Change kowing to knowing
line 15, R: Change Blender to Blendor
line 20, R: Delete Old
p. 272, lines 38 and 39, L: Reverse their order
line 6, R: Insert comma after tables
p.- 273, line 18, R: Change separate to different
p- 276, line 3, R: Change Pres to Press
line 11, R: Italicize and capitalize Ibid

D. C. CLARKE and R. E. WALL
An Economical Program . . .

p. 313, footnote to Table 1: Should be associated with
Table 4, p. 314.

ZWICKY et al
MITRE Syntactic Analysis Procedure

p. 320, lines 43-47, R and p. 321, lines 1-4, L: Cor-
rect format to read as follows:
Phrase Structure Component:

75 rules

approximately 275 subrules
Transformational Component:
13 initial singularies
26 embeddings and related
singularies, including
9 embeddings
15 final singularies
54 rules
p.- 321, line 34, L: Change placement of OPEN to

read
PRES SG VTR

OPEN
p. 322, line 17-19, L: Add lines to diagrams to read
(A) ADRIS n (1 B C) SUBn
AN

]|3 C 2 31

I D

p. 322, line 26, R: Correct “Checking by Synthesis”
as secondary heading (as in line 18), italized, flush
left, and with following text entered with paragraph
indentation.

p. 323, line after line 12, R: Insert “OTHER AP-
PROACHES TO THE ANALYSIS PROBLEM” as
major heading (as in line 26, L above—*“Areas for
Further Investigation™) above ““Analysis by Synthe-
sis”

p- 325, lines 12-29, L: Correct format to read:
(Forward) Grammar

Phrase Structure Component:
61 rules
105 subrules
Transformational Component:
11 initial singularies
6 embeddings and related
singularies, including 2
embeddings
_3 final singularies
20 rules
32 rules
306 subrules
6 final singularies
15 embeddings and related
singularies
11 initial singularies
732 rules '

Surface Grammar

Reversal Rules

R. C. MINNICK
Cobweb Cellular Arrays

p. 328, line 8, L: Change index to Index

p. 329, caption for Fig. 2: Change one to One

p- 329, caption for Fig. 3: Should read Cutpoint Reali-
zation for a Three-Bit Parallel Adder

p. 330, caption for Fig. 4: Should read Cutpoint Reali-
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p. 331,

p. 332,

p. 333,
p. 334,

p. 335,

p. 336,

p. 337,

p. 338,

p. 339,

p. 340,

zation for a Five-Bit Shift Register

caption for Fig. 5: Should read Cutpoint Reali-
zation for Three Functions of Three Vari-
ables

caption for Fig. 6: Should read Structure of the
Cobweb Array

caption for Fig. 7: Should read Diode-Transis-
tor Realization of Cobweb Cell

line 17, L: Poorly printed word is cutpoint

Eq. (3): Replace 6 with ©

line 1, R: Replace 6 with ©

caption for Fig. 8: Should ‘read Shannon and
Reed Decompositions Using Cobweb Arrays

caption for Fig. 9: Should read Cobweb
Realization for a Three-bit Parallel Adder

caption for Fig. 10: Should read Cobweb
Realization for a Five-Bit Shift Register

line 21, R: Change focal to local

caption for Fig. 11: Should read Cobweb
Realization for Three Functions of Three
Variables

caption for Fig. 12: Should read Cobweb Su-
percells

caption for Fig. 13: Should read Exhaustive
Listing of the Cobweb Array Fault-Avoid-
ance Algorithm

caption for Fig. 14: Should Read Block Dia-
gram for a Twelve-Bit Serial Multiplier

caption for Fig. 15: Should read Realization
of the Multiplier in Terms of Five Cutpoint
Arrays

caption for Fig. 16: Should read Realization
of the Multiplier in Terms of One Cobweb
Array

R. H. CANADAY
Two-Dimensional Iterative Logic

p. 343,
p. 344,
p. 345,
p. 346,

p. 349,

line 23, R: Change to AB + AC + BC

line 17, R: Change to f* (Xi,....Xn) = £(X1,...,Xn)

line 17, L: Change X{.! to Yf,

line 25, R: Change C to C

line 26, R: Change C to C and U to U

line 27, R: Change U to U

line 33, R: Change to f* = BCDU + ABCDU
+ ABCD + ABCD + ABC

line 34, R: Change to + ABCU +ABCU
+ ABCDU + BDU + CDU

line 11, L: Change {B,B,U,U} o {B,B,U,U}

line 31, L: Change {C,C,0,1} to {C,C,0,1}

line 7, R: Change (n-1 to (n-1)

line 22, R: Change to g, = BCeio + BCqio1 +
B(—jguo + BCgul

p. 350,

p. 351,

p. 352,

p. 353,

Argy 5, R: Change element 1,6 from B to
C

Array 7, R: Change element 2,6 from gum
10 Lo

line 15, R: Change A+ Bto ADB

line 16, R: Change + C+D to DC DD

line 4, L: Change to {Xi,%iXe,%s,....X(0-1),U, 0}
(U,U) being L
Array left boundary, L: Change all V to U

line 17, L: Change UU to UU

line 18, L: Change Ug® to U,

line 19, L: Change UU to UT

line 20, L: Change U, to U,

line 5, R: Change U, to Uy

line 6, R: Change U, to U,*

line 10, R: Change UU to UU

line- 22, R: Change to gy = URyguw -+ USeZn:
+ ﬁRogdm + USogdoo + UReSe

line 24, R: Change to g* = UR,g + USigu
+ I—J-ngud + ﬁ81gwd + UR,S,

line 29, R: Add the term VXR,S, ,

line 30, R: Change to + VYS.g, + VYR,S:
~+ WXR1gdn + WXS;G“m

line 31, R: Change g to g and gew t0 g%

line 33, R: Change UU to UU

line 35, R: Change UU to UU; following that
line should be the heading SUMMARY

line 41, R: Change AB+AC-+BC to AB+}
AC + BC

line 1: Eliminate SUMMARY

R. A. SHORT
Two-Rail Cellular Cascades

p. 360,

p. 361,

p. 362,

p. 363,
p. 365,
p. 367,

line 12, R: Change f to T

line 15, R: Change f to

lines 4, 5, 6 L, eq. for { X1+, Xa) : Change all
+ to @

line 10, L: Change fa: (y:, y: + Xy;) to f;:
(¥2 o @ xy1)

line 20, L, eq. for N: Change () to (})

line 7 from bottom, R: Change + to ®

line 3, L: Change -+ to ®

line 5, 6, 7 from bottom, L: Change all + to
®
line 2, R: Change (&) to (*Y)

line 2, 3 from bottom, L: Change all + to @
line 5, 6 from bottom, R: Change all + to ®
Fig. 11 (f): Change g: to y-
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G. E. ROUDABUSH et al
Left Hand of Scholarship . . .

© 9

P

R KX K

399,
401,

line 2, title: Change MEDIA to MEDIUM
line 39, L: Omit the

line 33, R: Space between we and received
line 2, L: Change PC to PC6

line 6, L: Change printd to printed

line 16, R: Change gold to bold

line 2, L: Change slit to split

line 20, L: Change in our office to done
line 11, R: Omit that

line 12, R: Change dattum fo datum

408, line 13, L: Change see to set

402,
403,
404,
405,
406,

D. ROOS
An Integrated Computer System . . .

P
p.
p.

vOT

424, Fig. 1, R: Distance of 500.26 left out in figure
426, line 50, L: Change sybsystems to subsystems
427, line 38, R: Change DOIL =1,1t0 DO 1L
=11

428, line 6, R: Change DOP to DO

430, line 38, R: Change ‘N POINT’ t0o ‘NPOINT’
432, line 8, L: Change System 360 fo System/360
line 11, L: Change System 360 to System/360
line 5, R: Replace line in 4 with name R. D.

Logcher /

433,

C. W. ADAMS
Responsive Time-Shared Computing . . .

pP-

486, line 6, R: Should follow line 8

L. W. COTTEN
Circuit Implementation . . .

P-
pP.

489, line 19, L: Change 23 to 20
491, line 32, L:

n—k
Pz :‘3 AB: i«

. 492, line 36, L: Change= 1NOR—OA to NOR-OR

line 27, R: Change f — AB to f = AB
line 28, R: Change + AB to + AB
494, line 2, L: Change (X) to (X)
line 36, L: Change (X, —) to (Xi —)
line 34, R: Change G to G
line 35, R: Change toG=C —-C+D + A
line 41, R: Changeto G=H—H+T+E

. 495, line 5, L: Change to G =K —-K+ M+ T

line 18, L: Change T to T

p. 497,

p- 498,

p. 499,

line 19, L: Change T to T

line 23, L: Change to G=3T — T

line 24, L: Should read As T is made to ap-
proach T, G will approach G,

line 25, L: Change G to G

line 26, L.: Change to Q::_2_T-

line 42, L: Change AT to 4T

line 7, R: Change 4T to 4T

line 25, R: Change our to out

line 27, R: Change (Xi) to (X1)

line 6, L: Change 4T to 4T; and where T to
where T

line 12, L: Should read alter T and T

line 10, R: In two places change 4T to 4T

line 12, R: Should read 3T — T _

line 18, R: In both places change to 3T — T

line 22, R: Should be 3T — T
Change 4T to 4T

line 23, R: Change T/T to T/T

line 24, R: Change T to T

line 27, R: Change 4T to 4T

line 28, R: Change T to T

line 30, R: Change T to T; and T/T to T/T

line 32, R: Change T = to T =; and 3T to 3T

line 33, R: Change T/T to T/T

line 39, R: Change T to T

line 43, R: Change T to T

line 45, R: Change T to T

line 42, L: Should read clock system of W =—

line 4, R: Change to (T, + T, + Ts + T

line 7, R: Change (4T) to (4T)

line 11, R: Should read T = 2.0

line 17, R: Change to (T, + T. + Ts) — T

line 23, R: Should read has negligible T — T

line 26, R: Should be (T, + Ts)

line 27, R: Should read with negligible T — T

line 4, L: Should read W, = 4T — W, = 4T
— Wc i Sc

line 9, L: Should read of 4T + Z; and delay
isS.+4T+Z

line 10, L: Should be Wy = (S. + 4T + Z)

— 4L+ 7Z)

line 11, L: Should be = 4(T — T) + S.

line 13, L: Change W, to W,

line 15, L: Should be

1
T (We+2S) + (4T—W.— S.) +4(T—T)
line 18, L: Should read When 4T
line 22, L: Change to f = 1/(S. + 4T)
line 23, L; Should read When 4T
line 25, L: Change term (T — T) to (T — T)
line 27, L: Change If 4T to If 4T
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Change then T = to then T =
line 28, L: Should read If this T is
line 30, L: Change both 4T terms to 4T
line 31, L: Should be It is seen that T
line 33, L: Should be When 4T
line 36, L: Change 4T to 4T
line 2, R: Change both 4T terms to 4T
line 4, R: Change 4T term to 4T; Should read
speed T might
line 6, R: Should read If T = 4.5, T=2.5,
line 10, R: Change term 4T to 4T
line 11, R: Change term in parens to (T — T)
line 15, R: Should read such that the T

p. 503, line 26, R: Change Relay to Delay
line 29, R: Change T to T
line 31, R: Change T to T
line 35, R: Should read X: Logic sense
line 38, R: Should read X: Minimum value

G. H. BALL
Data Analysis in the Social Sciences . . .

p- 533: Delete entire left column, replacing the two
existing paragraphs with the three following
paragraphs:

The advent of the relatively inexpensive digital computer
makes iterative cluster-seeking methods of analyzing com-
plex multivariate data practical when they could not be
seriously considered before. These “cluster-seeking” tech-
niques provide a way of viewing multivariate data that
differ from factor analysis and discriminant analysis.

Cluster-seeking techniques are best suited to examining
problems where the data are multi-model. They provide a way
of detecting isolated data points that are not “close” (relative
to the data set) to any other points. These techniques can
be used to show the relationship of a single data point to
the entire set of data—thus allowing an examination of the
details in the data. Large numbers of data points can be
structured and related to each other in the original high-
dimensional space.

We feel that the techniques described below provide a
useful adjunct to other methods of analyzing multivariate
data. We compare and describe below, a number of these
methods reported in the literature.

p. 534, L: A portion of Fig. 1 has been omitted. See
the accompanying figures for complete Fig. 1.
R: Delete last paragraph and replace with the
following text:

A useful description of all the data can be plotted using
the axes found by factor analysis or principal components
analysis. Even this may not be as meaningful as desired as
can be seen by examining Figs. 2a and 2b wheré we see that
two quite different two-dimensional probability distributions
both give rise to marginal distributions that are uniform
along vertical and horizontal axes. We can see that this in-
ability to distinguish between these different distributions

can be resolved by using more axes to describe the data (as
shown by the marginal distributions along the diagonal axes).
Relating events on the different axes, particularly when the
data are high-dimensional is difficult, however. The major
problem, then, is that two sets of data that are quite dis-
similar can appear to be quite similar when viewed by data
analysis techniques implicitly oriented toward Gaussian dis-
tributions.
p. 535, L: Delete lines 1, 2, and 3.
R: A portion of Fig. 2b is missing in print.
See the accompanying figures for complete
Fig. 2.
p. 538, L: Delete the second paragraph and replace
it with the following:

The sample size requirement relates to any quantities that
must be estimated (in a statistical sense) from the set of
sample patterns. Allais® showed that this requirement can-
not be taken lightly. He shows that given N samples the
estimation of a covariance matrix of dimension greater than
N/10 usually increases the probability of error for predic-
tions based on that covariance matrix as compared with
predictions using a covariance matrix of fewer dimensions.
Small sample sizes seem to require that simpler quantities
be estimated—such as the means of clusters, or only the
largest eigenvector of the covariance matrix.

p. 539, Table 2 (section Weighted Boolena “and”:
Add a dot to show multiplication of terms.

LXyy ®© Xy =0
(Section “Normalized correlation”): Equa-
tion should read | = 1

p. 540, Table 3 (section “Entropy”): Change equa-
tioni=1¢t j=1
(Section “Square (used for deviation from
single signal)”): Equation on last line
should read j—=1
(Section “Value for a cluster”): Equation
starting with 1, change to I,
(Section “Coefficient of belongingness”):
Term shown on last line should be 1,jéCk

p- 541, table (section “Total entropy”): term

—1 2 . should be —1 g, .

2 ij 2 ij
In the other two instances where the symbol
3, is used, prime symbol should be at right,
thus: 3/

p.- 543, line 20, L: Change Mattson (1965) to Matt-

son & Dammann (1965)

p. 546, line 8, L: Add stored in memory so that the

line will read as follows: fraction of the
waveform stored in memory as it exists at
the time the

p- 547, lines 44 and 45, L: Change troubles to

troubled

p.- 548, L: Change the following lines to read:

line 20: cluster is broken into two clusters by
creating two
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P:1/4 P:=1/4
o 1o [0}
-é.o 20
Pi/4 -10 P=i/4
o] + ©
10 REL o"-'
_IL o.ss=f'xe' 2 [x[° ,]x ]
A
40 /
N((0,0) o .])
/ \ WHERE A
.2.0/{ \( \/ / / NN20
-|.o’ l UNIFORM
— PROBABILITY
N+ 1732 DENSITY. TOTAL
PROBABILITY
OF I/2
| -
-1.97 197
A./ Il 2 \.l
\J | 1  J
-2 -l | 2
N\{_ UNIFORM
PROBABILITY
DENSITY. TOTAL
PROBABILITY OF I/2 1732
Fig. 1 THREE DISTRIBUTIONS OF DATA HAVING THE SAME

COVARIANCE MATRIX
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THIS NUMBER IS

THE PROBABILITY OF A
DATA POINT LYING IN

THIS SQUARE. THE POINTS
ARE UNIFORMLY DISTRIBUTED

WITHIN EACH BOX.
‘/‘
| 1 1
h2 % %2
l/s [o] lr/5
i 1 }
f2 %6 %2

1.414 g"/ﬁ

+\
b
%
N\
/\'19
o o
% Y%
)@o
SN
xt
Fig. 2b A UNIFORM, TWO DIMENSIONAL DISTRIBUTION OF POINTS
HAVING UNIFORM MARGINAL DISTRIBUTION
line 21: cluster points out of the original clus- normally distributed so that correlations have the desired
ter. A second significance. It seems quite probable that in cases in which

a relatively large number of patterns is being used and in

line 22: allowable number of patterns mn a which a priori knowledge is not really adequate to divide

cluster, the allowable maximum these patterns into homogeneous subsets that this will not be
p. 550, line 17, L: Change to read: around this by true.
utilizing an arbitrary threshold. All line 17, L: Correct spelling of phenomena

line 49, R: Change to read tween the technique
p. 552, lines 1-8, L: Change to read: of Mattson & Dammann® and that of Cooper



Errata 173

line 51, R: Change to read son and Dammann
have taken the underlying philosophy of the
p. 553, line 2, L: Should read the Mattson and Dam-
mann technique particularly useful. The
most

p. 554, line 38, iIR: Alphnumeric should be alpha-
numeric

p- 555, L: Change the following lines to

line 12: distance of all patterns from this aver-
age. Set a

line 14: from this overall average) where
0=k. Al

line 18: allowable cluster size is 1. The overall
average of

line 19 L: Add all patterns would be used as
the initial cluster point.

p. 558, line 11, L: Add n to name Dammann.

A. R. HOLMES and R. K. AUSMAN
Information Processing of Cancer Chemotherapy Data

p. 583, line 4, L: Change chemotheraphy to chemo-
therapy

p. 585, line 51, R: Chdnge fransit to transit

p. 586, line 12, L: Change deliquent o delinquent
line 1, R: Change Institutes or to Institutes of
line 15, R: Change IBM1620 to IBM 1620

LEHMAN, SENZIG, AND LEE
Serial Arithmetic Techniques

p- 716, line 42, R: Change or to of

p. 718, line 4, L: Should read (1 + log.n)°t
line 5, L: Delete t

p. 721, line 35, L.: Should read bIl m,
i
line 37, L: Should read al'i[ m;

line 42, L: Should read e2™

line 43, L: Should read 1 > |8] > 2" or
=0

new line 44, L: Change to 1 >e¢ > 0

line 24, R: Change 4 to 5

line 25, R: Change 5 to 6

p. 725, line 3, L: Change 2. t0 2. M. Lehman

N. V. FINDLER
Human Decision Making . . .

p- 738, line 25 and 26, R: Change to Logic Theorist
or the General Problem Solver

p. 739, line 19, R: Change to {y} = F({x})
line 40, R: Change to to this, the concept

p. 741, line 40, R: Change behaps to perhaps

p. 743, line 6, L: Change ding on sich to Ding on sich
line 5, R: Change etc.; Hooke to etc., Hooke
last line, R: Footnote omitted:

*One subject, disregarding the fact that there were three
independent variables instead of two, considered the en-
vironment as some terrain and the C values representing
the height of mountains, hills, and valleys. His “hill-
climbing” was a tourist’s excursion.

p- 744, line 32, L: Change the one to the ones
last lines, L: Footnote not needed
line 29, R: Indent to start under “Well
p. 746, line 17, L: Change lowing fo lowering
p- 748, last line, L, and first line, R: Write last line
of formula as:
-+ 8.sin k 141‘_—{- 10. 8iy00moa 7
line 7, R: Change to
y: = 250 - 200. 05,y + 20.cos $7 +
p- 749, Appendix III: Text sections on left and right-
hand sides incorrect relative to each other.
Corrected Appendix Il is reproduced on
next pages.

MAEDA, TAKESHIMA, and KOLK
High-Speed, Woven Read-Only Memory

p- 800: Figures and text that should appear on this

page appear on p. 1034.

MAY, POWELL, and ARMSTRONG
A Thin Magnetic Film Computer Memory . . .

p- 804, line 1, R: Should follow line 12

D. E. RIPPY and D. E. HUMPHRIES
MAGIC-A Machine for Automatic Graphics . . .

p- 820, lines 35-37, R: Change fo The Z Field specifies
(Continued page 180)



APPENDIX III

Comparison between Excerpts from a Representative Protocol and Computer Performance

In both instances, in the experiment and in its computer simula-

tion, Task Environment 1 was used with the simplest cost function, in which

SR A Editorial remarks are put in square brackets.
’

The subject's initial search here could be classi-
fied as systematic with slight random components,

He adopted the Mathematical Language of Represen=-

3%

ota
w

J

tation without any hesitation., In Stage (A) he follow=x

ed a scheme fairly thoroughly but was not satisfied
with the rate of improvement and entered Stage (B).
In this, he employed the so-called univariate method
which consists of changing only one control variable
at a time, The optimization takes place in terms of
single control variables and at the end an attempt is

made to specify a global optimum.
R )

E: Can we start now?

S: O.K., let's try around zero, say, 2, 3 and 4.
(T.e. x1=2, x2=3 and x,=4; the first output followed:
c1=42, °2=77’ c3=90,z:c=209.) Well, let us try an-
other type...(Interrupted by a new output: ¢= 42,
c2983, c3=90,Z:c=215)...hmm, it's increased...

0.K., let them be 45, 5, 4. (i.e. x1=45, x2=5, X,=43

3
output ¢;=60, c,=31, c3=698,z:c=789.)

*

¥

In describing the computer's actions, instead of ar-
ticulated English sentences, we can only refer to brief
statements, such as EXTRAPOLATION, INTERPOLA-

TION, ASPIRATION LEVEL NOW:, COUNTER NOW:,

NEW POINT:, etc. These had been planted in the pro-

gram to indicate at appropriate times what action the ma-
chine is taking. The following excerpts from the trace of
the program (P) are approximately equivalent to the seg-
ments of human behavior at the left, almost paragraph by
paragraph,

LI
INITIAL SEARCH TYPE 1.

NEW POINT: X1= 3, X2= 47, X3= 49,
OUTPUT: C1=273, C2= 84, C3=196, SUM=553

OUTPUT: Cl=273, C2= 90, C3=196, SUM=559,
(The noise appears here.)

NEW POINT: Xl= 4, X2= 2, X3= 0,

OUTPUT: Cl= 36, C2= 98, C3=541, SUM=675.
NEW POINT: X1= 5, X2= 48, X3= 3,
OUTPUT: C1=260, C2=102, C3=474, SUM=836.

vLY

BRI



Whoops, it's up...(interrupted by a new output: * OUTPUT: C1=260, C2=104, C3=474, SUM=838,
¢,=60, ¢,=29, c3=698,Zc=787). Now, let them be * NEW POINT: X1= 24, X2= 27, X3= 22.
Z OUTPUT: C1=191, C2= 64, C3=589, SUM=844,
4y 48, 48. (Output: ¢ =273, c,=90, c, =754, c=1117)%
Oh, that's bad. 0, 50, 0. (Output: c =271, c2=52§‘ e e
c3=460,Zc=783. ) * . . .
Still no good, let's mix them further,..(inter- * . e

ted b tput: c =271, c,=50 =aaoZ=781 ves ¥
rupted by output: ¢, 1 €70 S e ) (P names nine points with coordinates either at the two

Well, x,=45, x,=48, x,=4. (Output: c,=278, c,=27, *

2 of the ranges, 0 x 5 and 45 x 50, or in the middle,
= =11 *
c,=879, ¢ 1184,) This is the worst so far. 20 x 30.)

Now how about the center? Say, 20, 25 and 30, *

(Outputs ¢,=173, c,=83, c3=617,Zc=873.) * e e
%
*
*

E: How did you pick these values? Can you explain* e e .
it now? *
%*

S: Well, I thought I would first try all these cor-

w THE MATHEMATICALLANGUAGE OF REPRE~

ners...a sort of local search at the two ends of every SENTATION IS ACCEPTED.
x range, and also in its middle., This might give me * INITIAL ASPIRATION LEVEL: 8,
some idea of how that sum behaves...It could, of * e . .
course, go up and down in between...but that may * e e e
not be important. I hope these functions (the hypo- * e e .
thesis is forméd:) do not oscillate too much... * . e
*

ends

ejeLry

SLY



S: Now‘I have...how many...four, five reasonable

points. The sums here are no worse than, say, 800,

Let us be careful now...I want to give you a good x

now...Well, when x, was around zero, the sum was

about 210; when it was 28, we had almost 600.

So, how

about,.,.how about, say, if xlequals 10...that might

hit the minimum.,.This kind of thing can give us, shall

1000

It's better if I don't care about these continuous outputs

we say, 15 for Xy and...well...I'm doing the same for

X3

ess0.K., let it be 20, (Output: c1=134, c

2

=108, ¢

736,2.c=778.) It didn't do much good...0.K., let us

include this point as

wellssss
o o e
o &
¢ ¢
e e e
PO
o e e
o e e
o o .
o o
o o e
o & e

3

*

%

%

%

*

%

%

%

SELECTED SUBSET OF POINTS:

X2= 47, X3= 49,
X2= 2, X3= 0,
X2= 3, X3= 50,
X2= 4, X3= 1,

Xl= 3,
Xl= 4,
Xl= 4,
X1= 46,

SUM=553
SUM=675;
SUM=6803
SUM=779.,

(P selects four points out of the nine "non-noisy ones,

with the lowest total cost values.,)

INTERPOLATION::
INTERPOLATION:
INTERPOLATION:
NEW POINT: Xl= 21,
OUTPUT: C1=130,
OUTPUT: C1=130,

COUNTER NOW: 1.
(P fails to hit upon a sum better than at least 779, by

interpolation,

X1=21; (=3+(46-3).553/(553+779) )
X2=22; (=2+(47=2).675/(675+553) )
X3=25. (=0+(50-0).675/(675+680) )

X2= 22, X3= 25,
C2= 97, (3=563, SUM=780.

€2=103, C3=563, SUM=786.

SELECTED SUBSET OF POINTS:

Xl= 3,
X1= 4,
Xl= 4,
X1= 46,
X1= 21,
Xl= 5,

X2= 47,
X2= 2,
X2= 3,
X2= 4,
X2= 22,
X2= 48,

X3= 49,
X3= 0,
X3= 50,
X3= 1,
X3= 25,
X3= 5,

It is counting the number of failures,)

SUM=553;
SUM=675;
SUM=6803
SUM=779;
SUM=780;
SUM=804,

(P selects six points out of the ten "non-noisy" ones
so far, with the lowest total cost values.)

9LY
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S: I just can't get a better point,..This is silly. .,

Why don't I move off? Suppose, we just try 35, 40,

45 for a change,

. . .
. . .
. . .

S: (After hitting a point withz:c=581) Here we
are, that's reasonable...l see it now...This thing
seems to move downwards, toward the smaller x2's.

Let us choose.,.well, X, was all right, let it stay at

8,...x2 has to be down...down...say, 15 and Xq

stays in the middle, 25.

. . .
. . .

E: What is wrong?
S: I just don't get that sum any better. I some-
how feel, I have to do something about the c's.,.I
'~ mean, about s €y and ¢y separately. Maybe I
should minimize ¢ only; at first, Let ¢y and ¢y be
whatever they are; and then come back to them...
Yes, that's what I am going to do. Minimize them,

one by one, and then get them together again, Where

was c1 the best?

*

%

*

%

*

*

%

o
w

%

b3

COUNTER NOW: 5,
RANDOM BREAK-QUT

ASPIRATION LEVEL NOW: 7.
NEW POINT: Xl1= 17, X2= 38, X3= 09,

(After five failures the aspiration level drops and

the next point is specified at random.)

EXTRAPOLATION: X1=0;
EXTRAPOLATION: X2=48;
INTERPOLATION: X3=23,

NEW POINT: Xl= 0, X2= 48, X3= 23,

» . .

ASPIRATION LEVEL NOW: 4,
ENTER STAGE (B).
POINTS WITH BEST Cl:

Xl= 4, X2= 2, X3= 0, Cl= 363
X1l= 45, X2= 4, X3= 46, Cl= 59
X1= 32, X2= 11, “X3= 17, Cl=106;
Xl= 21, X2= 22, X3= 25, Cl=130.

(The difference between the inital and current

aspiration levels is four, which fact makes P quit Stage
(A) and enter Stage (B). P selects four points with the

lowest c values so far,)

BjeLy

LLT



S: Well, c, depends on X, and X3y and a little bit,

1
maybe a little bit, on Xy

Yes, low values of x, are all right...

. ) .
. . .
. 3 .
. . .

. L] L]
S: You see, this was easy, to minimize cz...I now

know what it is like.e..

. . )

S: That 3

it. Somehow, when I don't move with the x's, it's small

er, and when I change them a little, it jumps up...It is

a funny variable....

And it also varies with time...

is tough, I can't see much reason behind

with

POINTS WITH BEST Cl:

Xl= 4,
X1= 18,
Xl= 28,

(A further search produces these three best points

X2= 2,
X2= 5,
X2= 4,

X3= 0,
X3= 2,
X3= 6,

Cl= 36;
Cl= 52;
Cl= 57.

regard to cl')

POINTS WITH BEST C2:

X1= 35, X2= 11, X3=47, C2= 39;
Xl= 45, X2= 38, X3= 3, C2= 47;
Xl= 41, X2= 2, X3=13, C2= 51
X1= 36, X2= 43, X3=30, C2=53,
(The four best points with regard
POINTS WITH BEST C3:

Xl= 3, X2= 47, X3= 49, C3=196;
Xl= 27, X2= 13, X3= 5, C3=343;
Xl= 6, X2= 7, X3= 21, C3=352;
X1= 11, X2= 15, X3= 34, C3=355;
Xl= 3, X2= 4, X3= 18, C3=374.

to CZ.

)
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S: If I take, say, 36 for x,, 5 for X, and...and a * THE BEST POINT SO FAR:

Xl= 28, X2= 2, X3= 47, SUM=463,

1’
small value, say, 2 for Xqy I should get just about the =
minimum...I don't think I can do any better,,.not when * (P was cut off here.)
this noise is on all the time, Output: CIV 48, c, =21, %
¢,=408, Zie=477, End. *

* k% I

The following points may be worth mentioning with regard to the comparison between the
above two records:

The simulation of both the results of and the reasoning behind the subject's decision making
is fairly faithful, although the trial points are, of course, not identical., The only serious
shortcoming of the model can be seen at Stage (B), when it does not notice the effect of large
step sizes. Consequently, the program's best points with regard to cy just, so to speak, happen
to be the best. The first point on the list (x1=3, x2=47, x3=49, c3=l96) is "too good" and its
weight causes the final selection mechanism to choose a 'global optimum' with a much too large

(The x,=47 value of the first point on the best-cz-list was also guilty in this decision.)

Xge 3

The quality of the computer search for minimum was also very similar to the human one. The
machine obtained a minimum of 463 after 68 trials, as contrasted with the subject's minimum of

477 after 59 trials,

vjeny

6L1



180

Errata

p- 821,
p. 822,
p. 824,

p. 826,
p. 827,

p. 828,

p. 830,

the display characteristics for the associated
X and Y coordinate fields.

Fig. 3, last line: Change (short, med., long) to
(solid, dashed)

lines 40 & 44, L: Change 127, to 177,

line 51, L: Change one bit to three bits

Table 2: Change left column pair heading to
Data List Before Delete

line 19, L: Change 127, to 177,

lines 33-36, R: Change first sentence of para-
graph to A typical delete subroutine also
consists of two machine instructions. Delete
remainder of sentence (lines 34-36)

line 24, L: Remove s from blocks

line 34, L: Add s to instruction

line 42, L: Change if to of

line 32, L: Change to the same central com-
puter

A. BURNS
Hybrid Computer for Lunar Excursion . . .

pp. 899-900, Figs. 3 and 4: Figures reversed (cap-

tions are correct)

A. P. SAGE and R. W, BURT
Optimum Design and Error Analysis . . .

p. 903,

p. 904,

p. 909,

p. 912,

line 10, L: Change t to T
eq. 3: Change x(T) to x(t)

eq. 10: Change y(n—1)T to y(n—1T); and
vVin—1)Ttoy(n—1T)

eq. 20: Change cosdT to cosbT

eq. 21: Change KEO to kg‘,:
eqs. 24 and 25: Should be
Ay (nT) = V f[ys (nT),
PIA (@ F1T)
+ Rly. (nT)-y. (nT)] (24)
A, (nT) = V fly (nT),
Pla,(n +1T)
+ A (@ F1T) (25)
line 1, R: Change /\ to V

€q. 29: Change C.(jT), x(jT) + to <GC:(jT),

p- 913,

x(jT)>

eq. 32: Change Q%! to Q**!
eq. 34: Change Q**1(nT) to Q**1(jT)

M. W. GOLDMAN
Design of a High Speed DDA

p- 930,

p. 931,

p- 932,

. 933,

© ©

934,

line 26, L: ples equation should be pler equa-
tion

line 13, R: ! should be +—

line 17, L: very should be vary

line 21, R: 1.000 should be 1000

line 7, L: d should be d(&)

line 14, L: convential should be conventional

line 16, L: sole should be scale

line 15, R: Y2 X IT should be 5 X 1T

line 10, L: Replace all symbols u in eq. (1)
with U; Quantity Br should be under square
root sign

line 12, L: Period after range

line 1, R: Replace all symbols v in eq. (2)
with U; delete comma and ft following in-
tegral

line 2, R: Replace all symbols u in eq. (3)
with 1

line 3, R: Replace all symbols u in eq. (4)
with U; minus sign precedes quantity on
right side

line 6, R: Replace u; with T,

p- 935, Replace all symbols u with ©

p- 936

-

p.- 937,

p- 938,
p. 941,

line 8, L: mixi- should be maxi-

line 18, R: Quantity Br should be under square
root sign

Fig. 2: Integrator marked cos s in upper
right is integrator 10

Replace all symbols u with @

line 3, L: Quantity Br should be under square
root sign

line 18, L: 1Z should be 1/Z

line 24, R: Quantity x should be under square
root sign

line 2, L: Ditto

line 5, L: Ditto and x :—Z—should be x =
(%2

line 3, L: d; should be di

Fig. 3: chapman’s in caption should be Chap-
man’s

line 11, L: th should be the

line 1, R: Quantity V2 should be Vay’

“Registers and adders” should be italicized and
spaced as a heading

line 27, L: C = no overflow should be C = no
overflow

line 30, L: = yields should be => = yields

line 43, L: (C-OUT-) should be (C =>
-OUT-) _

bottom, R: following tabulation should be
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tabulation following Table 1
p. 943, Table 7: Should be replaced by

Input to Integrator
Condition of AX AX AY AY
Integrator + - + -
1-Y 1->Y
YM=0;Ys=+ DN DN +—>Ys ——>Ys
->Y
Yu=0;Ys=-| DN DN A e
Yum##0; Ys = + Yr+R->Q Y.+ R->Q Yr+1-Q Y. +1-0
Yu = MAX Qr—=R Qr—-R QT—>Y Qc—)Y
|| €=+ o0ouTPUT | Tz -OUTPUT
Ym#0; Ys = - Y.+ R—->Q Yr+R—->Q Y.+1-Q Yr+1->Q
Yu #= MAX Qr—R Qr—»R Q. ->Y Qr-Y
C> - OUTPUT C=>+ OUTPUT
Ys =+ Yr+R->Q Y.+ R—>0Q 1=>OVERFLOW | Y. +1->Q
) YM=MAX QT—)R QT—éR Qc—)Y
C=+ OUTPUT | C>>-OUTPUT
Ys=- Y. +R->Q Yr+R->Q Y.+1->Q 1= OVERFLOW
Yu = MAX Qr—> R Qr—R Q.—->Y
C=-OUTPUT | C=>+ OUTPUT
p. 946, Fig. 11: Add caption: Front and back view of Z register

typical logic cards
line 8, R: comparisn should be comparison

p. 947, Ref. 20: IEE should be IEEE
p- 949, Ref. 51: 161 should be 1961

Ref. 52: Add Ref. 53 as follows: 53. H. J.
Weber, “Inertial Guidance System Uses Dig-
ital Integrator”, Space/ Aeronautics, vol.

30, pp. 134-38 (Nov. 1958)

M. RASPANTI

Training for the No. 1 ESS

p. 967, line 1, R: Change last months fo last six

months

line 17, R: Close ORing

T. J. GILLIAN and P. B. PERSONS

High Speed Ferrite 212 D Memory

photo shown in Fig, 15

J. T. QUATSE
STROBES: Shared-Time Repair . . .

p- 968, line 8, R: Change repeating backtracking to
repeating and backtracking

p. 969, line 4, R: Analogous misspelled

p. 970, line 40, L: Change approximate to appropri- T

ate

p. 1066, line 31, R: Change reduce to require

line 33, R: Change reduce to require

p- 1068, diagram (Test Oscillator), top center portion:

+ 12 should read — 12

p.- 1069, line 1, L: Par should be PAR

p. 1070, bottom, R: should read
STROBES IS NOW PREPARED FOR MM11 E

p. 1017: Graph in Fig. 11 should be interchanged with

p. 1071, line 9, L: Should read T TSK, MEM, 2, 1;
line 15, R: Should be underlined STROBES

p. 973, line 2, R: Change respective fo respectively

p. 975, line 38, R: Change X X Y to X X Y*
line 43, R: Change X []N to X J N*
line 44, R: Change of to by
line 45, R: Change X [N to X L, N*

p. 976, line 4, L: Change W fto _I” W Transfer to

line 13, R: Change x, y, and Z to X, Y and

IS NOW PREPARED FOR MM11, E

last paragraph, line 2: modules should be

module

last paragraph line 4: modules should be

module

p- 1072, line 3, L: Deleted; should read procedures

which are essential to high system per-



