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NEURON

INPUT & EDIT PICTURE

I
B

SUNBOG

SRCHXY

o]

BUGM
BUGS

DDLOOK

BUGT
BUGM

MAPDD

8UGM
BUGS

A

Figure 3c. Flow chart of program for neuron analysis.

body has the distinguishing feature of being thicker
than a dendrite. Hence when the end of the probe
still remains within the object, it would be reason-
able to suppose that a cell body may have been
found. A further test is used to confirm the finding
of a cell body, since it is possible that a branching
point will be wide enough to contain the entire
probe. In contrast to such a branching point, the
cell body is relatively massive, and hence another

criterion is utilized, namely that a reasonably large

interior area is found in the region ahead of the
probe. Only if such an area is found is the location
of a cell body confirmed.

In the subprogram DDLOOK, the boundary of
the cell body is searched by BUGM and BUGS.
At every point a probe is drawn normal to the line
between BUGM and BUGS. When the two bugs
begin to climb up a dendrite, the probe goes through
the narrow dendrite and comes out the other side.
When the width of this narrow portion is less than a
predetermined length, then a dendrite is presumed
to have been found. When a dendrite is found,
BUGT is set up on the other side of the dendrite,

cell-body junction, opposite BUGM, and the sub-
program MAPDD is initiated. As they bound the
cell body looking for dendrites, BUGM and BUGT
also observe whether or not either has returned to
SRCHXY. If it has, this indicates that the entire
object has been bounded, and at the termination of
MAPDD the subprogram SUNBOG is -entered
once more.

The subprogram MAPDD is more intricate than
the other programs. Its overall tactic is to have
BUGM and BUGT climb out on the dendrite. At
the dendrite, cell-body junction, BUGM and BUGT
are opposite each other. During the climb they are
programmed to remain approximately opposite
each other on the dendrite. When a branch point
in the dendrite is found, BUGT will be going out
on one side of one of the branches while the BUGM
will be going out on the other side of the other
branch. Thus BUGM and BUGT begin to move
apart.  The distance between them is observed, and

‘if it exceeds a certain value a branch point is indi-

cated. Confirmation of this branch point is assured
by drawing a line, or tangential probe, between
BUGM and BUGT. Only when this line leaves and
reenters the cell area is the attainment of the branch
confirmed. In addition, since this line completely
crosses each of the two branches, new bugs can be
set up at its intersections with the inner sides of
the branch. '

Of course there may be many branches to a den-
drite. The procedure is to analyze in each case the
most counterclockwise branch first. The other
branch is stored in a so-called push-down list for
later analysis. The end of a branch is found when
BUGM and BUGT meet at the same point. Then
the most recent branch in the push-down list is
popped up and analyzed. A little reflection will show
that all of the branches can be systematically ana-
lyzed by this means.

Analysis of Schlieren Photographs

At present, data from ultracentrifugal experi-
ments is usually presented in the form of Schlieren,
or interference, images on film or on glass-backed
spectroscopic plates. These images are normally
measured manually on a microscope having a mi-
crometer stage; then the measurements are pro-
cessed by certain algorithms to obtain sedimenta-
tion coefficients, weight-average molecular weights,
or whatever molecular parameters the investigator
may be studying. Usually as much time is spent
measuring the plates, and as much time again in



421

PATTERN RECOGNITION STUDIES IN THE BIOMEDICAL SCIENCES

Picture of a Schlieren photograph as recorded in the computer’s memory.

In the insert we illustrate an enlarged

portion of the figure showing the density levels (where the unit is the zero level). We have also shown an insert of a
portion of the original Schlieren photograph.

Figure 4a.
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computation, as was required to perform the ex-
periments. The automatic analysis of such ultra-
centrifugal Schlieren photographs consists in first
reading each picture into the computer by means of
the FIDAC instrument (see Fig. 4a), and then utiliz-
ing the BUGSYS language to make measurements
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Figure 4b. Computer analysis of Schlieren photographs show-
ing “footprints” of the paths of the bugs.

on the picture. As illustrated by the dots, or “foot-
prints,” in Fig. 4b, a bug is first placéd to the right,
beyond the two lines. It is then moved to the left,
searching for the rightmost line, or function curve.
When this line is found, another bug continues the
motion to the left, looking for the second line, or
base axis. Now we have one bug placed on each
line. The bugs are then moved up along their re-
spective lines until the right-hand bug finds the be-
ginning of the function curve. The measuremeént to
be made in this case is the horizontal distance be-
tween the two bugs, i.e., Ay. The bugs now move
down, one point at a time, making approximately
115 measurements of Ay on the curve. The
measurements are made from the “middle” of each
line, since the line is really “thick.” The STICK
statement is used to keep the bug in the middle of
the line. After all the measurements are made, the
computer programs to determine molecular param-
eters are executed, to produce the finally desired
results. On an IBM 7094, this entire process takes
less than one second per Schlieren photograph, with
the FIDAC device.

Analysis of Neuron Cell Bodies

The purpose of this study was to investigate pos-
sible morphological changes due to aging in cell
populations of neurons from the caudate nucleus of
the rabbit. The morphological characteristics
measured were 1) the area, 2) the maximum di-
ameter, 3) the maximum perpendicular radii, and
4) eccentricity of the perpendicular radii (see Fig.
5a). These measurements were made for both the
nucleus and cytoplasm of each of about 6000 cells,
utilizing the FIDAC scanning instrument on an
IBM 7094 computer. About 2.1 seconds per cell, or
314 hours altogether, were required to process the
6000 cells, including the scanning and computer-
measurement times.

A problem arose from the fact that in looking
through a microscope at a three-dimensional cell
only a two-dimensional section is seen at the plane
of focus. Therefore the largest projected area of
the cell can only be obtained from the examination
of a composite of sections seen at many levels of
focus. To obtain such a composite, the image from
the microscope was projected into a ground-glass
plate, and as the plane of focus of the microscope
was moved up and down the largest projected area
was traced on paper. In this way, drawings were
made of each cell in the study, with the cytoplasm
in black and the nucleus clear. These drawings were
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Figure 5a. Diagrammatic picture of a cell indicating the meas-
urements to be made. For the cytoplasm the meas-
urements to be made are the maximum diameter
Dc¢Dp and the semiminor axes ScP; and S¢Py,
as well as the eccentricity Py P, and the area. For
the nucleus the measurements to be made are the
maximum diameter DyD}), the semiminor radii
Sy P3and Sy P; and the eccentricity P3 P4 and the
area.

Figure 5b. Actual 35mm frames showing cells.

then photographed on 35mm film for input through
the FIDAC (see Fig. 5b).

For this problem the FIDACSYS programming
system was utilized. In the first step, the FIDACSYS
system directed the FIDAC to scan a frame and
read the picture into the computer’s memory. After
a frame had been read into the computer, the in-
ternal bug scan was initiated in order to locate the
first object or cell. When a cell was located, its
boundary segments were determined (see Fig. 5c¢).
While tracing out the boundary, the bug also re-
places the boundary points with the value “7.” In
addition, during this process the maximum and
minimum x and y extensions of the cell under con-
sideration are also determined.

For the computation of the maximum diameter,
the distances between all pairs of boundary points
are determined; the points corresponding to the
largest distance are the end points of the maximum
diameter. For the computation of the maximum
perpendicular radii, the areas of all possible tri-
angles constructed on the maximum diameter with
an intermediate boundary point as vertex are com-
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Figure 5c. On the right, a partial-print of an object. On the
left, illustration of the selected boundary points on
the.object and examples of the triangles by means of
which the minor semidiameter is determined. This
object is shown for illustrative purposes only. In
general the brain cells analyzed were much larger,
and about 200 boundary points were obtained on
the cytoplasm.

pared. The largest area on either side will give the
two largest perpendicular radii. A simple calcu-
lation gives the point of intersection of each maxi-
mum perpendicular radius with the maximum di-
ameter, and the eccentricity is thereby determined.

Next an erasing process is initiated; the object is
erased from the top down until the nucleus of the
cell, which is a clear area, is found. The boundary
of the nucleus is then traced by the bug, and a list
of boundary points is ‘made. From this list of
points, the maximum diameter, perpendicular radii,
and eccentricity are again computed.’

Analysis of Chromosome Karyograms

As a final example we shall consider the auto-
matic analysis of chromosomes by the FIDACSYS
programming system. Recently there has been
much active interest in the analysis of chromosomes
in the metaphase stage of mitosis, when they ap-
pear as structures split longitudinally into rod-
shaped chromatids, lying side by side and held to
one another by a constricted area called the centro-
mere. Certain abnormalities in the number and
structure of chromosomes are particularly evident at
this stage and can be related to clinical conditions
in animals and in men. For example, in man, mon-
golism and the Klinefelter and Turner syndromes
have been correlated with chromosomal aberra-
tions.

The study of chromosomes by manual methods,
however, requires a great deal of time—enlarged
prints must be made from photomicrographs, and
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each chromosome must then be cut out from the
print so that it can be aligned with the others for
classification into the so-called chromosome karyo-
type. With the FIDAC system, the time required
for analyzing and classifying each chromosome can
be radically reduced, to about half a second per
chromosome or about 20 seconds for the full com-
plement of human chromosomes. Here we use the

computer for investigating large numbers of cells
with respect to total chromosome complement
counts, to quantitative measurements of individual
chromosome arm-length ratios, densities, areas, and
other morphological characteristics, and so forth.
By processing large numbers of chromosome sets
and statistically analyzing the data, it is possible to
give very accurate descriptions of the standard
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Figure 6. (a) Results of analysis on a chromosome. (b) Subprintout of chromosome being analyzed. (c) Centers of boundary

segments.
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chromosome complement and of individual chro-
mosome variability for particular species. This
statistical technique may be the only way to uncover
small variations, which may prove important in re-
lating chromosome karyotypes to diseases.

Figures 6 through 11 illustrate the capabilities of
the FIDACSYS chromosome-analysis computer
program, After the picture has been placed in the
computer’s memory, an internal programmed scan
is made in the memory for each of the chromo-
somes in the picture. When a chromosome is
found, it is analyzed; the results obtained are as
shown, for example, in Fig. 6a. The coordinates of
the center of gravity of the chromosome are deter-
mined, its area and perimeter are measured, its
centromere and arms are identified and the lengths
of the arms of each arm pair are' measured, the arm-
length ratio is computed, and the overall length of
the chromosome is determined. Of course, the
actual coordinates of the ends of the arms and of
the centromeres had to be determined in order that
the arm lengths could be properly measured. These
coordinates are also given for the chromosome, as
illustrated in Fig. 6a.

PLOT OF EBASIC PARTS FOR OBJECT

In Fig. 6b we show a subprintout of the particular
chromosome being analyzed. When a chromosome
is located during the internal scan in the computer’s
memory, the boundary of that chromosome is
traced. This boundary is then characterized by a
sequence of boundary segments. Figure 6c¢ illus-
trates the actual locations of the centers of the
boundary segments that were chosen to characterize
the chromosome of the illustration; for this chromo-
some, there were 19 such segment centers in all.

The next step in the analysis of a chromosome is
to characterize the curvatures of the boundary seg-
ments. These curvatures, called the basic parts of
the chromosome, are illustrated in Fig. 7a, in which
we show the curvature code corresponding to each
boundary segment. The code letters at the end of
the alphabet, namely U, V, W, X, Y, and Z, repre-
sent concave curvatures in increasing order, whereas
the code letters A, B, C, D, E, and F, represent
convex curvatures in increasing order. The code
letter O represents an essentially straight segment.
Next, from these basic parts, the syntax-directed
pattern-recognition technique is carried out to build
up the so-called derived paris of the chromosomes.
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Figure 7. (a) Curvature codes corresponding to each boundary point. (b) Codes for derived parts. (c) Final results showing

end points “E,” and centromere location “C-C.”
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CHROMOSOME ANALYSIS SUMMARY

FrR CH T CERTER PERI OVRALL 2 LONG 2 SHORT LENGTH AREA LONG SHORT AREA
NO NO GRAVITY METER LENGTH LENGTHS LENGTHS RATIO AREA AREA RATIC
1 1 C 3200 37 10063 3Us7 26020265 Te9r 8e6 «761 499, 390, 105, +,788
1 2 A 581' 70 1630() 75«3 38-5'37.9 5409'3502 0522 1013. 5120 ‘4890 051?
1 3 C 2459 69 895 2848 1962011945 B+6010e3 4673 U434, 303, 128¢ +703
1 4 D 4loe 87 5907 16.9 Belir10.9 Belrl0e3 o511 219, 110, 110. «501
1 5 C 259 90 Ble2 2940 24.90r24,.7 308' heH 856 3780 357, 35. «910
1 6 C 2881113 68,5 2444 19,5919.0 5439 5.0 786 295, 235, 56, .208
1 7 C 3381134 D345 loel 8Be6r 8.6 7430 T3 4533 171, 93, 76 549
1 8 B 220'150 11203 405 2U.7123,8 160401601 «598 572. 324, 2u42. «572
1 9 0 2480140 0UeH 2061 12.0010,8 Be9r 8¢5 566 240, 143, 100. 4589
1 10 C 4410151 8Ue7 2862 216001984 Bo2r Tes o716 397, 293, 97, «750
1 11 A 42791835 199e7 78¢7 42¢304009 57450367 529 1114, 591. 499, <542
1 12 U 2080184 49,5 15.6 BeTr 745 Tetbr Tolh o520 153, 79. T2 «521
1 14 B 39560208 9942 32¢1 18501847 12e7r1Ue2 «580 451, 246s 205¢ o545
1 15 D 3260215 636 19,8 11991140 9elr 7.5 4580 219, 128, 87+ «596
1 16 D 265¢2064 S1e7 1665 8¢7¢ 32 7.9r 7.1 544 154, 81. 69. 540
1 18 C 442+274 7645 2447 214001845 Se30 446 799 351, 277, 64, 4813
1 19 A 2500307 161.0 597 32403240 28B.0026,9 4540 895, U450, U26e +514
1 20 C 285¢305 71+6 23.9 23.2021.6 1450 145 937 301, 297. Te 977
1 21 C 3660318 909 302 22002244 B49r 7.1 735 382, 310. 69. 818
1 22 A 3039356 203,2 83,0 45.4946,0 36¢5¢38.2 550 1139, 592, 550. 518
1 23 B 3569394 12065 3943 23+¢5019.9 20591447 552 596, 318, 262, +548

Figure 8.
tissue-culture cell of Fig. 9.

This procedure results in the recognition of the ends
of the arms and the centromere position. Figure 7b
illustrates the codes developed for the derived parts.

Figure 7¢ illustrates the final results of the recog-
nition method for our illustrative chromosome.
Here the letter E has been placed at the points
which represent the ends of the arms of the chromo-
some, and the letter C has been placed at the points
that represent the location of its centromere. The
measurements of the arm lengths are made from the
centromere to the end of the corresponding arm.
The area and perimeter of the chromosome have
previously been determined by the computer pro-
gram.

Figure 8 shows a printout from the computer of
the completely automatic analysis of the full com-
plement of chromosomes from a Chinese-hamster
tissue-culture cell. Note that the computer has
automatically 1) counted the chromosomes, and for
each chromosome has automatically 2) found the
center, 3) evaluated the perimeter, 4) measured the
overall length, 5) measured the lengths of the two
long arms, 6) measured the lengths of the two short
arms, 7) calculated the (arm) length ratio,* 8) evalu-

*The arm-length ratio is computed as the average of the long
arm lengths divided by the sum of the averages of the short and
long arm lengths.

Printout of final results of completely automatic analysis of full complement of chromosomes of the Chinese-hamster

ated the overall area, 9) measured the area of the
long arms, 10) measured the area of the short arms,
and 11) calculated the ratio of the arm areas.t
Figure 9a shows the photomicrograph of the cell of
Fig. 8. Figure 9b was plotted by the computer only
from the results of its analysis. This plot shows
where the computer 1) located and 2) counted each
chromosome (see small numbers), and for each
chromosome shows how the computer 3) traced the
perimeter (see chromosome outlines), 4) identified
the arm end points (see x’s), and 5) determined the
centromere (see line across chromosome).

In Fig. 10 the computer has plotted the results of
the automatic classification of the chromosomes of
the cell of Figs. 8 and 9, giving the complete karyo-
gram. The x marks the centromere, and the lines
diagramatically illustrate the actual arm lengths;
the number below each schematic chromosome re-
lates it to the corresponding chromosome in the
Table of Fig. 8 and in the plot of Fig. 9b. In Fig. 11
the computer has plotted a scattergram of the short
arm lengths vs the long arm lengths, where the small
numbers again relate to the chromosome nymbers
of Figs. 8 and 9.

tThe ratio of the arm areas is computed as the area of the long
arms divided by the total area of the chromosome.
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Figure 9a. Photomicrograph of cell of Fig. 8.
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Figure 9b. Plot of computer analysis of cell of Fig. 9a.
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TYPE A CHROMOSOMES

i1

TYPE B CHROMOSOMES

X
X
X
X
X

TYPE C CHROMOSOMES
X X % X X | lad ||
]
. L] 20
1 2 [ 10
TYPE D CHROMOSOMES
X X X lad bt
" 7 2
] 18

Figure 10. Karyogram plotted by computer.

SUMMARY

In this paper we have presented an introduction
to the instrumentation and programming techniques
utilized by the authors in biomedical pattern recog-
nition and processing. We have illustrated the tech-
niques by briefly describing four applications al-

ready accomplished. Such techniques promise to

open up entirely new fields in biomedical research.
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A CHESS MATING COMBINATIONS PROGRAM*

George W. Baylor and Herbert A. Simon
Carnegie Institute of Technology
Pittsburgh, Pennsylvania

1. INTRODUCTION

The program reported here is not a complete
chess player; it does not play games. Rather, it is a
chess analyst limited to searching for checkmating
combinations in positions containing tactical possi-
bilities. A combination in chess is a series of forcing
moves with sacrifice that ends with an objective ad-
vantage for the active side.! A checkmating com-
bination, then, is a combination in which that
objective advantage is checkmate.f Thus the pro-
gram described here—dubbed MATER—given a
position, proceeds by generating that class of forc-
ing moves that put the enemy King in check or
threaten mate in one move, and then by analyzing
first those moves that appear most promising.

The organization of this paper centers around
MATER’s ability to analyze chess positions. After
a brief look at the program’s history in Section 2,
the overall organization of the program is presented
in Section 3, an organization which is designed to

*This investigation was supported in part by Research Grant
MD-07722-01 from the National Institutes of Health, and by the
System Development Corporation while the author was a sum-
mer associate there.

tSometimes the defender is able to gvert the checkmate by
incurring a heavy loss in material (pieces and/or Pawns). If the
attacker's gain in material is indeed an *‘objective advantage” —
the defender being left with no compensatory attacking changes
—then such combinations would generally be called mating
combinations, even though not ending in mate. The current
version of the program confines itself to mating combinations
in the narrow sense—those from which there is no escape. Inclu-
sion of the broader class is an obvious extension.
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allow flexible movements in an analysis tree of
possibilities. Then in Section 4 the ‘“top level”
comes under consideration; MATER’s heuristics of
analysis—the search rules and priorities, the search
evaluators—that enable it to find a mate in the
maze of possibilities. In Section § data on the per-
formance of the program is presented. Finally, the
programming language representation of the chess-
board and chess pieces and the basic chess capa-
bilities this affords are reported in the Appendix
(they are reported in yet finer detail in Baylor?).

2. HISTORY OF THE PROGRAM

MATER has led a checkered life. The original
mating combinations program, as conceived by
Simon and Simon® was a hand simulation setting
forth a strategy of search. According to hand simu-

lations the program discovered mating combina-

tions in 52 of the 129 positions collected in Fine’s*
chapter on the mating attack. But a hand simula-
tion is not a rigorous model and, as such, is itself
sometimes prone to the imprecisions and ambigui-
ties of many verbal theories, Indeed, Myron and
May® pointed out two such ambiguities in the
specifications laid down by Simon and Simon?,

Newell and Prasad® coded an IPL-V program
which set up a chessboard, recorded positions, made
moves, tested their legality, and performed a few
other functions (see Appendix). This they overlaid
with the beginnings of a mating program.
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Bln B2 B3 Big By
Figure 1. The Analysis Tree
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(The W’s are White moves, the B’s, replies.)

The first version of a mating program described
here—MATER I—is the work of G. Baylord,?
H. Simon and P. Simon,? using the Newell-Prasad®
chessboard. The program was revised during 1964
by Baylor into a second version, MATER 1II.

3. ORGANIZATION OF THE
ANALYSIS TREE

The Problem

As stated in Section 1 the mating program
analyzes chess positions. An analysis of a position
—as the term is used here*—consists of the set of
moves and evaluations made in the course of re-
solving the choice-of-move problem. Taken to-
gether, moves and positions make up a tree of
possibilities in which moves operate on positions to
produce new positions (see Fig. 1) and on which
evaluations of positions and of moves in achieving
desired positions can be hung as desired.

The dots or nodes in Fig. 1 denote positions
(static states) and the lines between dots denote
moves (operators) that transform one position into
another.t

*Chess players would probably prefer to define “analysis” as
the finished product rather than the process of search, laying
stress on the “right” moves and continuations rather than
emphasizing how these were arrived at.

tSimon and Newell” have often drawn this difference equation
analogy to the problem-solving process: given an initial state
description and a desired state, the problem is to find a process
description that operates on the initial state to produce the
desired one. In discussion of the Logic Theorist,® for example,
the logic expressions correspond to the static states, and the
rules of inference, to the operators.

How should the analysis of a position be con-
ducted? Figure 2 presents one simple scheme.
Would this scheme be workable if it were made
operational? For example, let:

1. “X” be defined as checkmate and the
program be given the capability of
generating moves in its service;

2. the criteria for deciding among moves
be specified by certain rules of selec-
tion;

3. the program be given the capability
of making moves and updating board
positions;

4. a test be provided so that the pro-
gram “knew” if it had achieved *X”;

" and
5-8. the corresponding provisions be made
for ““Y”, defined as escaping check,
and for choosing among replies.

The answer is no, not quite. The scheme lacks a
means for recovering from false starts, for retracing
its steps when it runs into blind alleys. Indeed,
what is lacking can be seen by considering the dif-
ference between actually playing a game of chess
and analyzing a chess position: the course of analy-
sis is fickle and reversible, whereas in an actual game
a move once made cannot be unmade. In other
words, the scheme outlined above needs provisions
for unmaking moves and for abandoning seemingly
unpromising positions as much as it needs the capa-
bility of making moves and pursuing promising
positions. Ideally, one should like to be able to
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) (2) 3) (4)
Generate a set Select Make that Test if X Select
Enter —— 5 of moves in the one move in the > has been |——Yes—>another
service of X move analysis achieved reply.
A |
Yes No
l Y
No more Test if Y Make that Select Generate
replies = <—| has been | reply in one replies in the
mate. achieved the analysis reply service of Y
(8) @) (6) (5)

Figure 2. A simple recursive mating scheme.”

enter and reenter the move tree at any node (posi-
tion) at any time and from there to proceed down
any branch, old or new. Providing such capabilities
for reinstating the right position at the right time is
probably the central problem of organization at this
level of the program, while making operational and
making sense out of steps 1-8 above is probably the
central problem at the next higher conceptual level.
This section reports on the former problem: imple-
mentation of a flexible move tree. Section 4 is
devoted to the latter: defining the problem and the
heuristics of search.

Building the Tree

The notion of analysis as a tree search is mis-
leading to the extent that it implies that each step
consists solely of selecting a move from the many
available alternatives. Actually, the process is more
one of generating moves as one goes along, of build-
ing one’s own tree. This is the very distinction
Maier® (p. 218) has drawn between decision making
under conditions of uncertainty* and problem
solving: “‘Decision making implies a given number
of alternatives, whereas in problem solving the
alternatives must be created. Thus, problem solving
involves both choice behavior and the finding or
creating of alternatives.”

In every chess position, of course, the rules of the
game place an upper limit on the number of possi-
bilities that can be created; de Groot!! found that,
averaged across the course of a game, the mean
number of legal move possibilities lies somewhere
between 30 and 35. This is a full-grown tree; the
one the searcher actually builds is much smaller: on

*According to Luce and Raiffa!® decision making under un-
certainty is the condition in which the outcomes of the various
known alternatives are unknown.

the average, four or five branches at the top node
and smaller thereafter.

The first question addressed in this section is the
technical one: How does one build a tree? How are
limbs and nodes—moves and positions, respectively
—structured into a trée of possibilities? (See the
Appendix for the details of construction of moves
and positions.) Second, and pursuing the metaphor,
think of the chess player climbing the tree as he
builds it. Crawling along a branch in one direction
corresponds to making a move in the current posi-
tion (node) while traversing it in the opposite direc-
tion corresponds to unmaking a move and restoring
the previous position (node). This ability to back
up the tree is what enables a player to abandon
unpromising lines of investigation and start afresh.
In starting afresh, moreover, the player may either
reinvestigate branches he has previously built or
build new ones. .

Third, as the player builds and climbs he also
accrues and retains information. The information
garnered en route and the use to which it is put are
in large part what Denkpsychologists have called
the development of the problem. That is, the
searcher’s conception of the problem at any one
time consists of the information he has about the
problem, how he has evaluated this information,
and even how it has shaped his definition of what
the problem is (cf Duncker'? and de Groot!!). Pro-
visions for gathering information are considered in
both this section and the next; the use to which
information is put and the matter of problem devel-
opment are more properly treated in the subsequent
sections.

Most of the organizational problems are solved
via the description lists of moves. For convenience
of reference the entire list of possible attributes a
move can take on is set forth in Table 1.
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With respect to the first question—provisions for
holding the tree together—ad signal cell and attri-
butes A46 and A47 do the job. The signal cell con-
tains the name of the most recent move made on the
board—the contemporary—while attributes A46
and A47 are its ancestor and its list of descendants,

Table 1.

A40—From square

A41—To square

A42—Special move (yes or no)

A43—Man removed from castle list

A44—Man captured

A45—Square of captured en passant Pawn

A46-—Ancestor

A47—List of descendants

A48—Irreversibility of move (reversible; or
irreversible)

A49—Value of move (mate, no mate, no value)

A50—Number of descendants

AS51—Man moved

A52—Double check (yes or no)

A53—Discovered check (yes or no)

A54—Checking move (yes or no)

A55—Descendant’s list of mate threats

A56-—Threatened mating square

AS58—Mating piece on V(A56) square

A63—Reply NOMYV (no move)

A65—Number of checking moves generated to date

A66—Number of replies generated to date

A70—List of King replies

A71—List of capturing replies

AT72—List of interposing replies

Move Attributes

respectively. The log of the analysis is preserved by
defining a dummy move, L31, which has on its de-
scription list the list of descendants attribute A47.
Thus the course of analysis is linked together as a
chain of moves with contemporaries linked by an-

Ad46 None

< A46 L3I
31 A47 (1.P-K4) <
A47 |(1...P-K4)
(1...N-KB3)

cestor and descendant relations, as in the example of
an analysis tree in Fig. 3.
Second, because of the strong family ties just

" described, one can eventually crawl one’s way down

any branch of any node and then back up. That is
to say, one can make or unmake any move. Two
routines, E65 and E66, make and unmake moves,
respectively. The procedure for unmaking a move
is exactly the reverse. With the help of routine El1
the position list is restored, that is, the description
lists of the pieces and squares affected are restored
and the signal cells reset.

At any node a new limb may also be constructed
(by routines E51 and E52; see Appendix) simply by
specifying the “from square” and the ‘“tc square”
(and special move status, if any) whereupon the
move is added to the list of descendants, V(A47),
and assigned an ancestor, V(A46).

Third, information gathered in the search for
mate is stored on the description list of the move
that gathers it. (See Table 1.) When a move is con-
structed, its ancestor is always assigned as a value of
A46 and the man moved in always assigned as a
value of A51. Conditionally, a move is assigned a
value of A43 if a Rook or King is removed from the
castle list, a value of A44 if a man is captured, a
value of A45 if a Pawn is captured en passant, a
value of AS52 if it is a double check, a value of A53
if it is a discovered check, and a value of A54 if it
is a-checking move at all.

Evaluative information is also gathered: attribute
A49 records the win-loss value of a move: mate, no
mate, or no value. If a checking move has no
descendants, that move mates; consequently, attri-
butes A70, A71, and A72 record the kinds of replies
to check. Attribute A47 lists the descendants in toto
and the value of A50 is a count of them.

The point here is to illustrate how information is
hung on the move tree as it is gathered. How the
information is retrieved and utilized is a topic for
the next section.

Ad6 1.P-K4
A47 None
A46 (1.P-K4)

A46  (1..N-KB3)

<A47 (2.P-K5) C :
A47 (2. N-Q4)

etc.

(2..N-K5)

Figure 3. Course of analysis linked as contemporaries, ancestors, and descendants.
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4. THE EXECUTIVE AND HEURISTICS
OF SEARCH

Introduction

In a given position, what moves should be con-
sidered and in what order? Human chess players are
known to be highly selective in the moves they look
at, a selectivity based on their heuristics of search.
Computers must also incorporate such selectivity.
What follows then is a discussion of the search
heuristics incorporated into the early version of the
mating program, some measures on its search be-
havior, a brief description of the routines that effect
the move generation, and, finally, later develop-
ments added to a second version of the program,
MATER II.

MATER I

Restricting the mobility of the opponent’s pieces

is a recognized principle of chess strategy. It is par-
ticularly important in checkmating combinations
since checkmate is defined as an unopposed attack
on an enemy King whose mobility has been reduced
to zero. Strategically this means the attacker strives
to gain control over 1) the square the enemy King
occupies, as well as 2) all the squares contiguous to
it that do not contain an enemy piece. If just condi-
tion (1) obtains, the enemy King is simply in check;
if just condition (2) holds, the enemy King is stale-
mated; while if both (1) and (2) hold, he is check-
mated. Viewed in this light, checkmate is a process
of acquiring controls, or more and more restricting
the enemy King’s mobility. This principle is the
cornerstone of the mating program.

The restriction of mobility principle applies to the
generation and selection of moves as well as to deci-
sions about when to abandon search in certain
directions. Thus in the mating program: Only
checking moves (in MATER 1) and moves that
threaten mate in one move (in MATER 1I) are gen-
erated for the attacker; the move selected for in-
vestigation is the one that most restricts the oppo-
nent’s mobility; and search is continued down a
chosen path only so long as the opponent’s mobility
is on the decline. This—the rate of growth of the
search tree—is an alternative formulation to an
evaluation function for terminating search in a par-
ticular direction.

Before illustrating the flow of control and the pro-
gram’s executive structure, it is necessary to intro-
duce the notion of a try-list, a notion similar to the
“pool of subgoals” in the Logic Theory Machine."

Since only one move can be tried out at a time in
any particular position, other ‘‘eligible” checking
moves must wait their turn on a list, L35—the try-
list. This list has two noteworthy properties: first of
all, it is an ordered list, and second it is independent
of a move’s level.* Such independence proves
powerful in directing search.

The list is ordered by a fewest-replies heuristic:
highest priority goes to moves with the fewest num-
ber of legal replies, while checking moves with more
than four legal replies are discarded entirely. Ties
are broken by giving priority to double checks, then
to checks that have no capturing responses, then to
the order in which the checks were generated. The
second property—that checks from all levels are
mixed—effects the evaluative principle that search is
continued down a particular path only so long as
the opponent’s mobility is on the decline: when the
number of replies at some node in the current line
of investigation is equal to or greater than the num-
ber of replies at some prior node, the current line is
abandoned, the prior node restored, and the al-
ternative that had once been passed over is tried.
This nips in the bud unpromising proliferations in
the move tree.

In addition to the notions just described—rate of
growth serving to terminate search in a particular
direction, the set of considerable moves serving to
restrict the set of applicable operators in the given
position, the try-list ordered by the fewest-replies
heuristic serving to stipulate the application of of-
fensive operators—some heuristics of chess strategy
serving to stipulate the order of application of
defensive operators can also be seen more clearly
from the following illustrative position taken from
Fine* and MATER I’s performance on it.t

The following layout is adapted to the simple
recursive scheme of Fig. 2.

*The level of a move refers to its. depth in the move tree, i.c.,
how many moves out it is from the starting position.

tThey can also be seen more clearly within the picture of
heuristic search in general in Newell and Ernst.!*
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Generate checking moves: lz.N-K6ch; B-K7ch; B-B7ch;
Q-Bé6ch.

Select one move for further analysis:

(a) 1.N-Kéch 1.B-K7ch  '1.B-B7ch  1.Q-B6ch
1...K-K1 1..NxB 1...NxB 1...NxQ
1...QPxN 1. . L 1...N-K2
1...BPxN 2.

3.

(b) Transfer checks to try-list; order them by their “u”
values (number of replies):

L3s
1.B-K7ch
1.B-B7ch
1.Q-B6ch
1.N-Ké6ch:

(c) Select and delete top move from try-list L35: 1.B-K7ch.
Make that move (1.B-K7ch) in the analysis.

Test if checkmate has been achieved: No.

Generate replies to relieve check: 1...NxB.

Select “best” reply*: 1...NxB.

Make that reply (1...NxB) in the analysis.

Test if check has been relieved: Yes.

P;N-——I:

Generate checking moves: 2.N-K6ch.
Select one move for further analysis.
(a) For each check generate and count replies:

2.N-K6ch

2..K-Kl

2..QPxN

2..BPxN
3.

(1

(b) Transfer check to try-list: order them by their ‘“‘u
values:

L35
1.B-B7ch
1.Q-Bé6ch
1.N-K6ch
2.N-Ké6ch

WL -

(c) Select and delete top move from try-list L35: 1.B-B7ch.
Make that move (1.B-B7ch) in the analysis, restoring the
board to the initial position.

Test if checkmate has been achieved: No.

Generate replies that relieve check: 1...NxB.

Select best reply: 1...NxB.

Make that reply (1...NxB) in the analysis.

Test if check has been relieved: Yes.

Generate checking moves: 2.N-Ké6ch; Q-Béch.
Select one move for further analysis.
(a) For each.check generate and count replies:

2.N-Ké6ch 2.Q-B6ch
2..K-K1 2..NxQ
2...QPxN 2...N-K2
2..BPxN 2.
2...NxN

4.

*“Best” is defined in the text immediately following this ex-
ample. :
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(b) Transfer checks to try-list; order them by their “u”
values:

L35 u
1.Q-B6ch 2
2.Q-B6ch 2
1.N-Ké6ch 3
2.N-Kéch 3
2.N-K6¢ch'4.

(c) Select and delete top move from try-list: 1.Q-Béch.
(3) Make that move (1.Q-B6ch) in the analysis, restoring the
board to the initial position.
(4) Test if checkmate has been achieved: No.
(5) Generate replies to relieve check: 1...NxQ; N-K2.
(6) Select best reply: 1..NxQ.
(7) Make that reply (1...NxQ) in the analysis.
(8) Test if check has been relieved: Yes.

(1) Generate checking moves: 2.N-Kéch; B-K7ch; B-B7ch.
(2) Select one move for further analysis.
(a) For each check generate and count replies:

2N-Kéch  2.B-K7ch  2.B-B7ch
2..K-KI 0 2..NxB
2..QPxN 1.
2..BPxN

3,

(b) Transfer checks to try-list; order them by their “u”
values:

L35

2.B-K7ch
2.B-B7ch
2.Q-Béch
2.N-K6ch
1.N-Kéch
2.N-K6ch
2.N-Ké6ch' 4.

WWWwWN ~ Qi

(c) Select and delete top move from try-list L35: 2.B-K7ch.

(3) Make that move (2.B-K7ch) in the analysis.
(4) Test if checkmate has been achieved: Yes.
(6') Select next best reply: 1...N-K2.

(7') Make that reply (1..N-K2) in the analysis, restoring the

board to the approprate position.
(8') Test if check has been relieved: Yes.

(1) Generate checking moves: 2.N-K6ch; BxNch; B-B7ch;
QxNch.

(2) Select one move for further analysis.
(a) For each check generate and count replies:

2.N-Kéch 2.BxNch 2.B-B7ch 2.QxNch
2..K-K1 0. 2..NxB 0.
2...QPxN 1.
2...BPxN
3.
(b) Transfer checks to try-list; order them by their ‘“u”
values:
L35 u
2.BxNch 0
2.QxNch 0
2.B-B7ch’ 1
2.B-B7ch 1
2.Q-B6ch 2
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Diagram 36

B |<7 B-B7
4a/m
NxB N:<B
~K-KI QPxN BPxN u=I v=1
v=3 8 12
N- K6ch

PR

K-K1 QPxN BPxN K-K1 NxN QPxN BPxN NxQ N.K2

u=3 u=4
Figure 4. MATER I's analysis tree of Diagram 36, Fine®.

1/6/
o/ %

Q-Bé
u=2 N K2
N-K6 B B-B7 N-Ké BXNB B7 QxN
MATE ATE

K-KI QPxN BPxN K-KI QPxN BPxN

u=2 u=3 v=3

(The u’s are a tally of the number of replies by which the priority of moves on the try-list is established. The square boxes
represent positions and the numbers in them trace the course of the investigation—the order in which the positions were
taken up. The crosshatched branches trace the mating path.)

2.N-Ké6ch"'3
2.N-Kéch'' 3
1.N-Ké6ch 3
2.N-Kéch 3
2.N-Ké6ch’ 4.

(c) Select and delete move from try-list L35: 2.BxNch.
(3) Make that move (2.BxNch) in the analysis.
(4) Test if checkmate has been achieved: Yes.
(6') Select next best reply: None.
(7') Make that reply (None) in the analysis.
(8') Test if check has been relieved: No.
Mark MATE and print move-tree (Fig. 4).

This example also illustrates the criteria by which
the order of application of defensive moves is ac-
complished: by “best” reply is meant that reply
that seems most likely to give the attacker trouble.
Thus the priority of defensive moves Black tries is,
first, the capture of the most valuable White pieces
by the least valuable Black pieces followed by King
moves, interpositions, then order of generation.
Again this is an attempt to clip unnecessary pro-
liferations in the move tree: if there is a “killing”
reply to a checking move, further analysis of that
checking move would seem futile.*

*This is the minimax assumption; namely, that the opponent
will make his strongest reply at every opportunity. McCarthy’s
killer heuristic (see Kotok™) assumes that a killing reply to
one checking move may be a killing reply to other checking
moves and thus should be looked at first.

Measures of Search Behavior. Many measures of
search behavior can be picked off an analysis tree
like MATER I’s of Diagram 36 (Fig. 4). For ex-
ample, the tree can be characterized by counting the
number of positions or the number of moves. Simon
and Simon?® call the total number of positions ex-
amined the ‘“‘exploration tree”; in Diagram 36,
above, the position count yields an exploration tree
of size 16. In general, however, more moves are
seen than positions are investigated, which is to say
that some moves remain unexplored, such as the
replies to 1.N-Kéch in the example above. The
count of moves seen—the uninvestigated as well as
the investigated ones—will be called the discovery
tree; in Diagram 36, above, this move tally yields a
discovery tree of size 36 (14 checks and 22 re-
sponses). One further refinement can be carved out
of the exploration and discovery trees; namely, the
“verification tree,” which Simon and Simon? define
as the total number of positions required to prove
the combination—the positions resulting from the
single best move at each node for the attacker and
from every legal move at each node for the defender;
respectively, the positive and negative parts of the
proof schema.! The verification tree “is precisely
analogous to the correct path in a maze. It is a tree
instead of a single path because all alternatives al-
lowed to the defender must be tested”” (Simon and
Simon,* p. 427). In Diagram 36, above, the
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branches of the verification tree are crosshatched,
yielding a position count of size 6, or alternatively,
a move count of size 5.

These measures do not reveal the time order in
which the tree was generated. Hurnan chess players
are fickle tree climbers, “progressive deepeners,” to
use de Groot’s!! term for the phenonenon: *“The
investigation not only broadens itself progressively
by growing new branches, ‘countermoves, or con-
siderable own-moves, but also literally deepens it-
self: the same variant is taken up anew and is calcu-
lated further than before” (de Groot," p. 266). In
other words, the search strategy is an important
structural characteristic of the thought process. In
Fig. 4 the order in which positions are taken up is
captured by numbering the nodes (positions) in the
analysis. These measures will be used for com-
parative purposes in Section: 5.

Routines. How are checking moves and replies ac-
tually generated in any given position? There would
seem to be two tacks, corresponding to a one-many
approach and a many-one approach. In trying to
find all the checks in a given position, for example,
one could either radiate out from the enemy King
and from each square, search for a piece that can get
there and give check (the one-many approach), or
converge from the squares: along the move direc-
tions of each attacking piecé onto the enemy King’s
square (the many-one approach). If there are many
pieces on the board, the former is the more efficient;
if few, the latter.

G1 is a master routine that procures all checks in
a given position. It employs the many-one ap-
proach, calling subroutine G11 for Queen, Bishop,
and Rook checking moves: G12 for Knight and
regular Pawn checks; and G13 for double Pawn
moves that administer check. Similarly, R21 pro-
‘cures all replies to a given checking move: R11 gen-
erates all the King moves that get out of check, R12,
all the captures of the checking piece, and R13, all
the interpositions. In this way the mating program
is able to enumerate all checks and all replies in a
particular position.

MATER 11

In designing search programs it is useful to distinguish the
strategy of search from the information that is gathered during
the search. The search strategy tells where to go next, and what
information must be kept so that the search can be carried out.
It does not tell what other information to obtain while at the
various positions, nor what to do with the information after it
is obtained. There may be strong interaction between the search
itself and the information found, as in the decision to stop

searching, but we can often view this as occurring within the
confines of a fixed search strategy.
(Newell and Simon,'® pp. 24-25)

MATER II adds a modification to MATER DI’s
search strategy by bypassing the fixedness in the
order of application of operators inherent in the try-
list. The new search rule states: in the given posi-
tion pursue immediately and in depth all checking
moves that keep the enemy King stalemated (or
nearly s0), i.e., moves that can only be answered by
captures and/or interpositions or, in the absence of
both, by one and only one King move (the ‘“nearly
so” condition). In addition to altering the pro-
gram’s search strategy by telling it ““where to go
next,” this procedure also gathers information
about the position. In this respect it resembles what
de Groot!! has called a “sample variation,” a kind
of trial balloon sent up for the express purpose of
gathering information to direct subsequent investi-
gation; in this sense it is orientative. Before turning
to what information is gathered and how it is used,
it should be mentioned that sometimes a sample
variation pays-off directly—the ‘‘sample moves”
may be a path to a quick mate.

Specifically, a routine G10 conducts the prelimi-
nary search and, if no ‘“‘easy mate” is found, records
the sequence of moves investigated on a list B4, A
routine G17 makes use of this information later in
drawing up a plan of attack. Just how these rou-
tines operate can best be seen by considering in three
parts MATER II’s analysis for a particular posi-
tion, Diagram 97 from Fine.*

The first part has to do with the preliminary
search; the second with the use to which the re-
corded information is put in drawing up a plan; and
the third with the exploration and verification of
that plan.

The first 10 moves of the discovery tree are those
in Fig. 5a. (Note that both the 1.Q-N7ch and
1.QxRPch sample variations are recorded on list
B4)
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Recorded on list B4

Sequence 1: 1.Q-N7ch,

1. Q-N7ch QxRPch
RxQ;
2.PxRch.
... RxQ axQ K>Q
E:i:l Sequence 2: 1.Q%RPch,
, 2. PxRch N-N5ch KxQ;
!\ 2.N-N5ch.
2... K-NI K-R1 K-R3

-(K no longer Co-
stalemated)

Figure SA. MATER II's preliminary search in Position 97.

Clearly, the “wishful thinking” goal of the sample
variations went unfulfilled; the preliminary excur-
sions did not yield mate. They do yield two se-
quences of forcing moves, however, that may be
useful in constructing a plan of attack. Indeed, the
routine G17 searches list B4 for the first move can-
didates and finds, in this example, 1.PxR and
1.N-NS5. The former is rejected as illegal in the cur-
rent position while the latter is deemed considerable.
Note that the set of operators that may be applied
in the initial position is expanded in MATER II to
include moves other than just checking moves, yet
the means by which these are generated continues
to ensure a high degree of selectivity.

Routine G17 asks if a proposed move, in this
case 1.N-N35, threatens mate in one move. It deter-
mines the answer by assuming that Black does
nothing on his turn, that is, by playing a “No
Move” and then seeing if White can enforce an im-
mediate checkmate. And, indeed, 2.QxRP is mate.
In other words, White leaves the actual problem
space to seek a mate in a simplified planning space
(see Newell, Shaw and Simon®) and, in fact, the
second part of the move tree is given over to solving
the problem in the planning space (Fig. 5b).*

Finally, the third stage is devoted to testing the
soundness of the plan; that is, suppose Black tries to
avert 1. N-N5 and 2.QxRPmate. Can he? It hap-

*A hybrid version of MATER I and II would first have re-
investigated 1.Q-N7ch and 1.QxRPch, invoking the fewest-
replies heuristic, transferring these two checks to the ‘try-list,
and elaborating them, before even considering moves which
threaten mate in one. Unfortunately the statistics gathered on
various versions of the program are too incomplete to say which
search strategy is superior across positions, if in fact a correct
strategy can be determined independent of position.

pens that in this position he cannot so that the ex-
ploration tree and the verification tree are identical
in this stage of the analysis. (The rather lengthy
third stage is omitted here.)

MATER II contains one other highly selective
mechanism for finding moves that threaten mate in
one. Controls exerted over the enemy King’s square
and the squares in this immediate vicinity are built
into a list structure called the King’s Sector. For a
given square five kinds of control have been de-
fined:

1. No control—the enemy King can move
to the given square.

2. Attacking control—the attacker can
move to or capture on the given square.

3. Occupation control—one of the at-
tacker’s pieces occupies the given
square.

4. Block control—one of the defender’s
pieces occupies the given square.

5. X-ray control—the attacker can un-
mask an attacker control by removing

j

(Diagram 97)

N-N5
No Move
10
NxBPch Q-N7ch 0xRPch
Q=N RXQ axQ MATE
] 3]
NOM NOM NOM

Figure 5B. MATER II’s plan formation in Position 97.
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one of his own pieces:(corresponding to
a ““discovery” in chess jargon) or he
could unmask an attacking control but
for an enemy interposer (corresponding
to a “pin”). :

The King’s Sector, L40, is constructed by the four
routines E91-E94. - The complete structure of 140
and the information contained therein can best be
seen in Fig. 6, the King’s Sector for Diagram 70
from Fine.* Attribute Y3 has data term XO as its
value, a tally of the number of uncontrolled squares
in the Sector (see Fig. 6).

How is all this information retrieved and used by
the program? First, a routine G14 tries to generate
mate-threatening moves by converting an X-ray
control into a second attacking control. For ex-
ample, in Diagram 70, routine G14, seizing on the
White Bishop’s X-ray control of KN8, proposes
1.BxBP but then rejects the move because 2.B-N8
does not administer check, let along mate. Second,
a routine G19, given one attacking control, tries to
add a second. Routine G19, seeing an attacking
control over KN7 in position 70, proposes to add
another with the moves 1.Q-KB6, 1.Q-N6, and
1.Q-R6. Since all three produce mate if Black does
nothing, all three are accepted as considerable
moves in the plan.

In summary, MATER II contains several mech-
anisms for generating a selective set of considerable

moves. Incorporating MATER I’s ability to gener-
ate all checking moves and all replies in a given
position, MATER II goes on to generate mate-
threatening moves based either on their earlier
appearance in forced sequences of checking moves
or on the function they serve in controlling key
squares around the enemy King. Moreover,
MATER II has a set of routines, R15, R16, R22,
for generating defensive replies to a threatened
mate. '

MATER II also contains three principal mech-
anisms in its search strategy specifying the order in
which moves are to be considered. Defensively, in*
reply to checking moves, captures are preferred to
King moves, which, in turn, are preferred to inter-
positions; while in reply to one-move mate threats,
captures are preferred to moves that defend the
mating square as well as to interpositions and King
runs. Offensively, search is directed by pursuing
particular moves in depth so long as the enemy
King remains very highly constricted, and then later
by pursuing the move that leaves the opponent with
the fewest replies. Each of these search evaluators
rests on a single criterion: sometimes a line of search
is terminated because the defender is left with King
moves in reply (nodes 4 and 7 in the move tree of
position 97); sometimes a move is rejected because
it does not produce immediate mate (nodes 11 and
12 in position 97); sometimes a move just never gets
off the waiting list (node 2 in position 36); and

140 9-0
9-0 0
564 (KR8)
9-1 (kR8) 9-1 0
63 (KN8) MO (Man on KR87?)
9-2 M29 (Black King) O
855 (KNT) (kn8) 9-2 0
9-3 Y7 (X-ray control)
856 (KRT) 9-10 9-10 0
9.4 Y6 (Attacking control) M6 (White Bishop X-rays KN8)
Y3 (No control over how 9-11 0 M22 (Black Pawn is X-rayed) O
many squeres?) (Kn7) 9-3 0 9-11 0
X0 = 1 Y6 (Attacking control) M2 (White Knight attacks KN8) O
........... 9-12 9-12 0
Y4 (Block control) M7 (white Knight attacks KN7) O
Knight sslk (KB7) M23 (Black Pawn blocks KN7) O
directions 9-5 (KR7) 9-k ©
not used in sh7 (KN6) Y4 (Block control)
tallying XO 9-6 0 Mzk (Black Pawn blocks KR7) O

o

(KBT) 9-5
9-13

(KN6) 9-6 0
9-1k ©

Figure 6. IPL-V List Structure of King’s Sector Controls (arranged in attribute-value pairs) of R. Fine

Alekhine-Supico, 1942.

Y4 (Block cortrol)
M22 (Black Pawn blocks KB7) O

Y6 (Attacking control)

9-13 0
M6 (White Bishop attacks KB7) O

Y6 (Attacking control)

9-1k 0
M4 (White Queen and White
M2 Knight attack KN6) O

514 Diagram 70, from a game
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checking moves with more than four legal replies
are always rejected out of hand. Indeed, it is the
thesis here that these kinds of criteria, criteria based
on features of the task area, are what regulate chess
players’ choice-of-move decisions and form a good
alternative representation to complicated weighting

functions of the sort employed by Samuel'” in

checkers and Bernstein and Roberts'® in chess. Even
though mating combinations are the only facet of
the game in which the final evaluators, MATE and
NOMATE, are well defined*—a degree of certainty
attained nowhere else in the game—the search-
directing decisions intermediate to the final choice
of move must all be made on far less than certain
criteria, just like the rest of the game.

Except for the sample variations recorded on the
list B4, the information-gathering mechanisms rely
on the description list of the move that gathered it,
including the final evaluation, MATE or NOMATE,
which are propagated back up the tree by the mini-
max inference procedure in an attempt to demon-
strate the proof of a combination.

5. INTERPRETATION AND RESULTS

Introduction

With respect to the verification of simulation
models in general, and problem-solving models in
particular, two criteria for assessment seem to have
emerged clearly: an achievement criterion and a
process criterion. That is, can the model solve the
class of problems it was designed to handle, and are
its mechanisms for doing so equivalent to, or even
comparable to, a human problem solver’s? The
answer to the first question is relatively straightfor-
ward; not so to the second, however, since the re-
quirements for equivalence or comparability of pro-
cess are themselves open to question. In the present
report, we shall not consider questions of human
simulation but will confine ourselves to a discussion
of the achievement of the programs.

MATER I solves combinations which consist of
uninterrupted series of checking moves, given that
the defender at no node in the verification tree has
more than four legal replies; MATER II solves
combinations that begin either with checks or with
one-move mate threats and checking moves there-
after. This limitation on the class of moves the
program can see restricts severely the class of com-

*“Well defined” is used in the sense that there exists a satis-
factory test that enables the player to recognize the solution to
his problem.

binations on which the model can be tested. Never-
theless, the program has been tested on material
taken from Fine’s* chapter on the mating attack.
Solutions to one class of positions in the chapter
call for an uninterrupted series of checking moves
ending in mate (51/129 positions). Another ¢lass of
positions is solved with one-move mate threats and
checking moves thereafter (5/129 positions). In the
residual class, mate can either be averted through a
sacrifice of material or the mate is not ““forced,” as
the term was defined in Section 1 (73/129 positions).

MATER I's Achievement

MATER I found solutions to 43 of the 51 mating
positions. The machine missed one combination en-
tirely by failing to move a Pawn that gave a dis-
covered check and exhausted available space before
finding the other seven.* Table 2 breaks these 43
positions down according to certain structural
measures of search behavior: the depth of search to
mate (D), the mean size of the verification tree,
necessary to prove the combination (VT measured
in moves), and the mean size of the discovery tree
generated in searching for mate (DT measured in
moves). These latter two measures were defined in
Section 4.

Table 2. MATER I's Performance on 43 Positions
from Fine*

N (positions) VT DT VI/D DT/D VI/DT

14

D
15 2 35 155 1.8 78 44
11 3 54 246 18 82 46
4 99 615 25 154 6.2
5 11.0 560 22 11.2 5.1
8§ 17.0 1080 2.1 135 6.4

2
1

Simon and Simon® (p. 428) suggest depth, num-
ber of positions in the exploration tree, and number
of positions in the verification tree as measures of
the difficulty of combinations. They remark that the
four positions in their sample “are not ordered in
the same way with respect to the different measures
of difficulty.” Using depth, number of moves in the
discovery tree (DT), and number of moves in the
verification tree (VT) as equivalent measures, the

*In particular, MATER 1 failed to see 2.P-B6ch in position
148. The seven positions that exhausted available space did so
because the fewest replies heuristic failed to discriminate among
alternative checking moves: among six alternative discovered
checks in positions 41 and 100; among a large number of initial
checks available in positions 109 and 140; and among a large
number of checks in depth involved in a King hunt on the open
board in positions 111, 130, and 157.
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1. N-N6ch

6 Q-KR6 Q-KB6 1.
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1

1

]
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: 7= " g-m NO MOVE No MOVE  1...

1... BPxN K-N1 NO MOVE BPXQ
o '
(3] l B2
N \
\
2 R=R3ch QxRch QxRch CpCNP ch NxPch R3ch QxNPch Q)LRPch QxNP QNP 2.
[}
. MATE H MATE MATE
1
2 k-1 Rs  k-Re [T PN k-1 K-R2 RxQ  KxQ 2.4
O 06 © O H H
2]
NOM \ NOM H
I |
3. R-R3ch R'R|3ch 3.
[}
Diegram TQ 38
Legal number of first moves = 5h
Number of first moves considered = b I
1
3.. Q-R5 3
Discovery tree = 38 moves generated ]
Exploration tree = 38 positions considered
Verification tree = 13 positions (dashed lines) | 28]
Depth of mate = 4 moves (7 half moves) !
1
L. RxQ 4.
]
MATE

Figui'e 7.

data of Table 2 do show, with but one exception,
the same ordinal relationship across measures, at
least when averaged over the 43 positions.

Between depth and the size of the verification
tree (VT/D) there is a fairly close correlation—
around two moves in the verification tree per move
in depth. This confirms the Simon and Simon? ob-
servation: the tree varies linearly, not exponentially,
with depth, and it probably is this property that
makes deep analysis possible in combinations.
Neither DT/D nor VI/DT shows any consistent
relationship.

The only roughly constant ratio, VI /D, has more
to do with the characteristics of mating positions
than with characteristics of the mating program.
The only measure on the program’s search behavior
is DT and there seems to be no consistent relation-
ship between it and the two measures on the com-
binations (DT/D and VT /DT).

MATER II's Analysis Tree and Order of Search on Diagram 70, from Fine*.

MATER II's Achievement

MATER II has been tested on all five positions
from Fine® that necessitated an initial threat of mate
in one and checks thereafter. It solved three di-
rectly, the other two, because of a change in com-
puter facilities, by hand simulation. The search tree
for position 97 has already been described. In posi-
tion 107 the initial Queen sacrifice as well as an un-
expected Bishop sacrifice were easily spotted in the
service of mate. The analysis tree of position 70 is
given in Fig. 7. Note that the correct move and
theme in position 70 derive from the celebrated
game of Marshall’s for which spectators showered
the chessboard with gold coins!* Of the two hand

*The program also finds the correct sequence of moves from
the immortal Lewitzky-Marshall game, played in Breslau in
1912 (Diagram 69 in Fine“) it is excluded from the count here
since Lewitzky, had he not chosen to resign, could have averted
mate at the cost of a piece.
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simulated runs position 95 required but the simple
addition of a second control on the KN7 square via
1.Q-R6, while position 113 required the move
1.R-R5, which had been discovered in one of the ex-
ploratory sample variants.

Conclusion

In conclusion, MATER’s power stems from its
ability to generate a small selective set of moves that
" merit investigation. Since most of the earlier chess
programs (see the review in Newell, Shaw and
Simon®; and Kotok'®) spent their analysis time
processing the wrong moves, it would seem that
MATER II's two major mechanisms for generating
relevant moves—its reliance on the sample varia-
tions and on the control of key squares—warrant
further research. MATER II’s major weakness, on
the other hand, lies in its poorly organized search
strategy for using its selectivity at all points in the
analysis process.

On the horizon, proposals have been made for
strengthening the program’s perceptual capabilities
as well as altering its search strategy.

Appendix
THE BASIC REPRESENTATION

Statement of the Problem

In this Appendix we describe the basic represen-
tation implemented by Newell and Prasad.® Two
interrelated questions guided the choice of repre-
sentation:

1. What are'the necessary components of
a chess representation?

2. How should this information be or-
ganized?

In response to (1): The program should be able to
“see’” the same things a human sees when he locks
at a chessboard. Thus the program requires an in-
ternal representation of the squares and pieces on a
chessboard and the relations among them, and a set
of processes that can pick off and make use of these
relations as needed. The former requirement is
called “‘setting up the chessboard,” the latter
“move-making and board processing capabilities.”

In response to!(2): The game of chess provides

an inhomogeneous collection of information out of
which moves must be forged. Thus there must be
enough variety in the representation to discriminate
all the different kinds of moves; given that, the in-

formation should be stored in such a way that little
space is allotted to moves that seldom occur (such
as Pawn promotions, castling, etc.), and the de-
pendence and division of information between rou-
tines and data should remain flexible and open to
change and never solidify into a resistant collection
of conventions (Newell?'). List processing lan-
guages are specifically designed to cope with such
problems.

A chessboard is made up of squares, which lodge
pieces, which make moves from one square to an-
other. Objects in chess, like the 64 squares and 32
men, can be represented as symbols on lists, and
moves can be represented as names of description
lists with certain prescribed associations (such as
the square from which a piece comes, the square to
which it moves, and the kind of move in question).
A chess position, moreover, can be fully described
as a list of pieces and squares and a chess game as a
list of moves that originate from a standardized ini-
tial position and terminate in a well-defined check-
mate position,

Setting up the Chessboard

A chessboard is made up of eight ranks and eight
files which rule off 64 squares. The sequence of
symbols S1...S64 is used to denote these 64 squares.

In the data section of the program there are a list
of ranks, L1, containing. members R1 through RS,
and a list of files, L2, containing members FI
through F8. Each rank is itself the name of a list
containing eight member squares; e.g., R1 contains
S1, 82, ..., S8.

In the routines section of the program a super-
routine, El, sets up a chessboard; it calls nine rou-
tines E2-E7, E9, E10, and E12, which do the work.
Routine E2 builds the eight file lists, F1 through FS8,
out of the rank lists, R1 through R8. Then routine
E12 takes each of the 64 squares and assigns it rank
and file (x,y) coordinates, which are later used to
compute another set of relations among squares.

Squares. For each square on a chessboard it is es-
sential to know: 1) the name of its occupant, if there
is one, and 2) the name of all its neighboring squares
in the chess-legal directions. The first desideratum
is effected by defining an attribute MO, “Man on
Square?” on the description list of every square and
assigning as its value the name of the piece occupy-
ing it—if there is one.

The extensive network of relations among squares,
constituting all legal move directions in chess, is
captured by defining 16 directions on the chess-
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board, beginning with D1 for the forward direction
and continuing clockwise to D16 for forward and
left (e.g., the Knight’s move KN1 to KB3).

Thus the even numbers (D2, D4,...,D16) define
the eight possible Knight move directions; half the
odd numbers (D1, D35, D9, D13) define rank (hori-
zontal) and file (vertical) directions; the other half
(D3, D7, D11, D15), diagonal directions.

Routines E3, E4, E5, and ES8 use lists L1, L2, L5,
and L6 to build the network of relations among
squares by assigning to each of the 64 squares all
surrounding squares as values of each of the
16 directions that obtain. In the initial position,
for example, the list structure of the square S8—
White’s KR 1 in standard American chess notation
—would look like this: '

Name of list Attribute Value
Square KR1 (S8) Man on Square White King Rook (M8)
(M0)?
Square to the Square KR2 (S16)
North (D1)?
Square to the Square KN1 (S7)
West (D13)?
Square to the Square KB2 (S14)
WNW
(D14)?
Square to the |  Square KN2 (515)
NW (D15)?
Square to the Square KN3 (S23).
NNW
(D16)?

Note that in such a list structure representation
only those five of the 16 legal directions that are
needed are defined; space in memory is not con-
sumed by providing the “information” that the
other 11 directions have no values, as it would seem
to be in a matrix representation of this kind of data.
(Cf the argument in Newell,* pp. 411-412, for a
fuller statement of this view.)

Men. The 32 men take and retain their designa-
tions from their placement in the initial position;
they are denoted by the sequence of symbols
Ml1...M32.

For each piece, it is essential to know:

1. the square he occupies (attribute S0),

2. his type (attribute Al),

3. his color or side (attribute A2),

4. his legally permissible move directions
(attribute A20), and

5. his legally permissible capture direc-
tions (attribute A21)..

The first of these is effected by defining an attri-
bute SO, “Square on?”’ on the description list of
every piece and assigning as its value the name of
the square the piece currently occupies. The other
four attributes assume the complete range of values
in accord with the rules of chess.

In the data structure there are 11 lists that group
the chess men by types or otherwise useful cate-
gories: White Pawns; Black Pawns; Bishops; Rooks;
Knights; Queens; Kings; White Rooks, Bishops and
Queen; Black Rooks, Bishops, and Queen; White
Knights; and Black Knights.

For each side, moreover, there is a list giving the
type of each man on that side, and another list
giving the move directions of each type of man.

Routines E6 and E7 assign to each man his type,
color, move directions, and capture directions. In
the initial position, for instance, the list structure
of M8 would look like this:

Name of list Attribute Value
White King Man on what Square KR 1 (S8)
Rook (M8) square (SO)?

a Rook
White (K 10)

Type of man (A1)?

Color of man
(A2)?

Move directions a list of directions D1,
(A20)? D5,D9,DI13

Capture directions a list of directions
(A21)? D1,D5,D9,D13.

Positions. A chess position can be described fully in
terms of squares and pieces. Since MATER is sup-
posed to find a checkmate in any given position,
obviously some representation is necessary for
encoding a particular position. This representation
is a describable list called the position list, L10. Its
main list consists simply of the name of each man
present on the board and the name of the square
each man occupies, arranged in attribute-value
pairs. Its description list contains a set of special
attributes pertinent to the characterization of the
position; in particular, S65, the “Whose move is
it?” attribute that flip-flops between K10 (White
on move) and K11 (Black on move); S66, the name
of the castle list that contains the Kings and Rooks
still ““eligible’” for castling; S67, the signal cell that
gets set when an en passant capture is in the offing;
and S69, the name of the most recent move made
on the board.

Routine E10 takes as input any position list—
either the initial position or the mating position,
which is read in from cards by routine E90—and
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converts it into a set of associations between pieces
and squares such that every piece has an attribute
SO (““Square on?”’) with the square that piece occu-
pies as value, and every square has an attribute
MO (““Man on?”’) with the name of the chess piece
—if there is one—occupying that square as its
value.

This ends what might be called the “‘static” per-
ceptual relations on the chessboard. What follows
is a bundle of basic routines that attempts to pro-
vide ‘““dynamic’’ perceptual relations to the program.

Move-Making Capabilities

Moves are the operators that transform one chess
position into another. What are the common prop-
erties of chess moves? Each involves a piece, or
sometimes two, going from one square to another.
If the ““to square” is already occupied, the move is
called a capture. If the ““to square” is on the cighth
rank and the piece a Pawn, it is called a promotion.
But in .all cases the common ‘“‘from-to” property
holds.

This permits a move to be represented as the
name of a description list containing a “from
square” (as the value of an attribute A40) and a
““to square” (as the value of an attribute A41). This
information is sufficient to specify most moves.
There is a special class of moves, however, which,
while adhering to this “from-to” pattern, introduce
some idiosyncratic properties of pieces. Each of the
following five members in this class is assigned a dif-
ferent value to the special move attribute A42:
King’s side castling, Queen’s side castling, a double
Pawn move, an en passant response thereto, and a
Pawn promotion.

Five steps are required to make a move: first, the
move must be constructed; second, it must be tested
for legality; third, for repetition of position; fourth,
it must actually be made on the board; and fifth, it
should be printed.

Routines ES51 and E52 construct regular moves
and special moves, respectively. Both create a new
cell or symbol, which becomes the name of the
move. Both take as input the square from which the
piece is to move and the square to which it is to
move and assign these as values of attributes A40
and A41, respectively. For the special move routine,
E52, the type of move must also be specified as
input; it is assigned as the value of attribute A42.
The name of the man moved is also received as the
value of another attribute AS51, for reasons that

will appear under step 3 below. The move 1.P-K4,
for example, would be represented as follows (where
a; and a, are internal qell names):

Attribute Value

a; From Square (A40)?  Square K2 (S13)
To Square (A41)? Square K4 (S29)
Man moved (A51)? White King Pawn (M 13).

Name of list

Similarly, the special move P-K8 = Q would be
represented in the following format:

Attribute Value

Square K7 (S53)

Square K8 (S61)
Promotion to Queen
White King Pawn (M13).

Name of list
aj From Square (A40)?
To Square (A41)?
Special Move (A42)?
Man moved (A51)?

Second, a routine EI8 checks to insure that a
newly constructed move is legal. The routine tests,
for example, whether a Bishop is moving through a
Pawn, whether a Rook is making a Bishop move,
whether a player is castling through check, and the
like. The outputis a simple “+” (‘“yes, the move is
legal”) or ‘="’ (“‘no, the move is illegal”).

Third, according to the laws of chess a threefold
repetition of position constitutes a draw, and, ac-
cording to the laws of computers, a loop. Before a
move is executed, therefore, a routine E55 tests if
the move under consideration has been played be-
fore in this same position. The position could not
have occurred before if the move is irreversible, that
is, if once the move is made on the board no subse-
quent set of legal moves can ever regain the exact
same position. Captures, Pawn moves, and castling
are all irreversible. Thus when a capturing move is
constructed (step 1), it is given an attribute A44
with the man captured as its value. When a castling
move is constructed, its status as a special move is
recorded as the value of attribute A42. And for a
Pawn move, a record is kept via the man moved
attribute, A51. Routine E56, called by ES55, tests for
any of these three conditions to declare a move ir-
reversible. If none of them obtains, E55 must take
some further comparisons between the A40 and A41
values of the proposed move and earlier moves.

Fourth, a routine E65 makes a regular move on
the board; routines E71-E75 and E81-E85 execute
the special moves. A move is made by updating
the position list, which is done in two steps: first,
with the assistance of routine E11, the description
lists of the pieces and squares affected by the move
are updated. Second, the signal cells—S65, S66,
S67, and S69—affected by the move are reset.
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Since different routines are needed to make each
of the five special moves, these routines are simply
associated with their respective special move values
in the data section of the program.

Fifth, there is a print routine, E16, which prints
out the name of the move, the “from square,” the
‘““to square,” and the man captured, if any.

Additional Board Processing Capabilities

In addition to the move-making capabilities just
described, there is a second group of routines in-
tended to provide the machine with some more of
the perceptual capabilitiess a human possesses;
these are the board processing routines which pro-
vide answers to questionsE asked of the board.
Routine E13 finds the direction, if one exists, be-
tween two given squares. Routine E14 tests to see if
there is a piece between two squares in a given direc-
tion, and E24, if there is one and only one piece
between two squares in a given direction. EIS5 tests
if a piece is under attack,:and routine E26 asks
specifically if that piece is the enemy King. Routine
E33 tests whether a given square is under attack,
while E34 builds up the list: of men of a particular
color attacking -a given square. Routine E36 tests
if a given square is defendéd. These are some of
the more important “building block” routines used
in constructing the move tree.

Processing Speed

It might be supposed that since the program was
written in an interpretive language, IPL-V, without
any attempt to provide a special machine-language
representation for primitive board manipulations,
that it would be a very slow player. This has not
proved to be the case—a tribute to the advantages
of selectivity over machine brute force. The most
difficult mates, requiring the examination of about
100 positions, were achieved in about 10 minutes on
a CDC G-20—which would, be equivalent to about
three minutes for the IPL-V system on the IBM
7090. An excellent human player might be expected
to take ten minutes or more| to discover and verify
the mate in a position of this difficulty.
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MULTIDIMENSIONAL CORRELATION LATTICES AS AN AID TO
THREE-DIMENSIONAL PATTERN RECONSTRUCTION*

Samuel J. Penny and James H. Burkhard .
Lawrence Radiation Laboratory, University of California
Berkeley, California

INTRODUCTION

Spatial reccustruction of a three-dimensional
object from a set of stereo photographs must begin
with the matching « € the topological characteristics
in one view with thoss in the other views. A human
is usually good at this form of pattern recognition,

but he is too slow for some applications. For high-

speed processing of bubble chamber photographs it
has been necessary to design a computer code that
will match the images seen in the various views.

If we have n stereo views of an object, where each
view contains images of the m characteristics to be
correlated, a total of m” combinations are possible
when one image is used from each view. These
combinations are known as ‘“‘n-tuplets.” There is
then some set containing m of the n-tuplets that
describes the true matching of the images. With the
physical limitation that an image in one view should
not match more than one image in any other view,
this solution set must be chosen from a total of
(m!)"~! possible sets. This is in the class of combina-

torial problems that involve the construction of an.

ordered set S = {s,...,5,} where the s, are ele-
ments of a finite set U and the elements of the set S
must be chosen subject to certain restrictions.
One approach for finding the correct solution set
would be to compute the likelihood for each pos-

*This work was performed under the auspices of the U.S.
Atomic Energy Commission.
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sible set of m n-tuplets, and then choose that set with
the maximum likelihood. This approach can re-
quire a prohibitive amount of computation and is
unreliable when there are large errors in the data.
An alternative approach would be to use some type
of elimination process, but even this can be ex-
pensive unless a technique is used to simplify the
bookkeeping and to provide a rapid correlation
among the various steps in the process. The ‘“‘cor-
relation lattice” and methods for scanning it for
solution sets (by means of an iterative scheme of
backtrack programming'?) supply the simplicity
and speed to make this approach economical on a
computer.

THE THREE-DIMENSIONAL LATTICE

At the Lawrence Radiation Laboratory in Berke-
ley, much of the high-energy-physics research deals
with nuclear-particle events occurring in a bubble
chamber. Three stereo views of the event are photo-
graphed, and points along the track images are
measured. The images must then be matched so
that the spatial trajectories of the particles involved
in the interaction can be mathematically recon-
structed. Using the parameters of the trajectories,
we do a kinematic analysis of the interaction to pro-
duce the information required by the physicist for
his experiments.

Figure | is a photograph and sketches of a simple
nuclear event that occurred in the bubble chamber.
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Figure I. A photograph and sketches of a nuclear-particle

interaction.

As charged nuclear particles move through the
liquid in the chamber, théy leave small tracks of
bubbles. A nuclear event occurs when an elemen-
tary particle interacts with an atomic nucleus in the
liquid and produces a new:group of particles mov-
ing in different directions.

Numbers have been assigned to the track images
in the different views in the figure. The set of image-
number triplets that corr;esponds to the correct
track-image matching is

S = {(1,1,3), (2,3,2), (3,2,1)} (1)

where, for example, the triplet (1,1,3) means that
track image 1 in view 1, track image 1 in view 2, and
track image 3 in view 3 are images of the same
physical track.

Producing the Lattice

The computer’s procedure for matching the track
images begins with the construction of the correla-
tion lattice, E. Each dimension of this lattice cor-

responds to a set of track images from one of the
stereo views, and the indices along a dimension are
the identifying numbers of the track images in that
view. The value, one or zero, of an element e, in E
will indicate the possibility or impossibility, re-
spectively, of matching image i in view 1 with image
j in view 2 with image k in view 3. Since all image
combinations must initially be assumed to be pos-
sible, the procedure begins with all lattice elements
equal to one. Figure 2 shows the initial lattice for
our sample event.

View 3
./‘T
1 View 2
- @ ; =
== |1

\\
/]
y
T
\

/.——/

View |

Figure 2. The initial correlation lattice. (In Figs. 2-6, the
solid disk @ represents a value one; an open disk O
represents zero.)

Often the correlation lattice will not be cubic,
as it was for our sample event. It is possible that
spurious images may be seen or real images missed
in some views. With the bubble chamber film, it
may be difficult to dissociate the background tracks
from the interesting interaction in some view, thus
producing spurious images in that view. However,
the measuring devices seldom miss track images.
The strategy for dealing with the noncubic lattice
for track matching is then rather simple: if L is the
number of images the code ‘“‘expects’ to match, then
every view must have at least L measured track
images, and the solution set must contain L triplets.
Other applications may require 'other strategies.

The remainder of the matching procedure is an
iterative process of applying successively more dif-
ficult tests of physical consistency to the image
combinations in an attempt to eliminate matching
possibilities from the correlation lattice, and, after
each test sequence, scanning the lattice to determine
the number of possible solutions sets that remain.
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If there is no such set, or only one, the procedure
ends. If there is more than one set, the lattice is
still ambiguous, and it is necessary to go into the
next test sequence.

Testing Image Combinations

A test may be concerned with an image from each
of the three views (a triplet test) or it may compare
images from only two views (a pair test). The pair
test is very effective in the early stages of the pro-
cedure since, if an image pair is shown to be incon-
sistent, any triplet involving that pair must also be
inconsistent. A single test can therefore eliminate
many elements at a time.

The tests may be expressed as binary-valued func-
tions. A pair test is written as the binary function
Fpo(p,q) of the pair of image indices p and ¢ from
views P and Q. When the image pair is not con-

sistent with physical constraints, the value of the -

function is zero; otherwise its value is one. A simi-
lar definition is made of the triplet test F),;(i,/,k).

For efficiency, we do not apply a test to any image
combination that has already been eliminated by a
previous test sequence. The determination of trip-
lets to be tested with a triplet test is straightforward:
A triplet is tested only if its corresponding element
in E has the value of one. For the set of pair tests
(Fi2; Fy3; Fs)), one view at a time must be syste-
matically eliminated from the image combinations
by forming the “‘projections” of E along each of its
three dimensions, one at a time. This produces the
three two-dimensional-projection lattices E, ,E,
and ;E, where the elements of these lattices are
given by

E = (lex) = (éll} eijk) (2a)
JE = Gey) = (,0‘? e,-,k> (2b)
3E = (36,’]) = \k(;:l{l eijk) (2C)

.OR. is the logical sum operator, i.e.,

The image pairs to be tested are determined by scan-
ning the three projection lattices for elements with a

value of one and testing only the corresponding
pairs. The projections of the initial lattice shown in
Fig. 2 will obviously produce projection lattices that
have elements all equal to one.

Recording Test Results

Now that the image combinations to be tested
are determined, it is now necessary to record the
results of the test sequence in the correlation lat-
tice E. For a triplet test this simply involves setting
the lattice element corresponding to the triplet to
zero if the value of the test function is zero. The
procedure for recording the results of a pair-test
sequence is to record the value of the test function in
the two-dimensional-projection lattices that indi-
cated the image pairs to be tested. After all image
pairs have been tested, the resulting projection lat-
tices are used to ‘“‘mask” the correlation lattice E.
This masking operation is written as

E' = (E.AND.E 3

or expressed at the element level for the view 24
projection as

e,‘jk = (1€jk).AND.(€,-jk) (4)

for all i, j, and k. Here, .AND. is the logical prod-

uct operator
AND \ 0 1
0,0 O

110 1

The masking is done for all three projections, and
the final lattice E' replaces E as the correlation
lattice.

Returning to our sample event, suppose that the
first test sequence was a pair test and eliminated five
image pairs: (1,2) and (2,2) were inconsistent in
views | and 2, and (1,1), (2,1), and (2,3) were incon-
sistent in views 1 and 3. No pairs could be elimi-
nated from views 2 and 3. Figure 3 shows the pro-
jection lattices containing the test results ready to be
masked into the correlation lattice E.

- Scanning for Solutions

After masking into the correlation lattice, we now
scan the three-dimensional lattice for possible solu-
tions. A solution in the lattice is defined as a set of
lattice elements that all have a value of one and are
chosen in such a way that no image in any view is
used more than once. The length L of the solution
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View I

-

Figure 3. The projection lattices containing the test results
ready to be masked into the correlation lattice.

set is defined as the number of elements in the solu-
tion set; in our sample event, the length is three.

Figure 4 shows the results of the masking opera-
tion on our sample event. : The dashed lines repre-
sent the two possible solution sets that will be found
by the scanning procedure.

The search for solutions:in the three-dimensional
lattice is based on the following proposition: If
there exists a solution set consisting of ‘L triplets—
SL(E)—in the three-dimensional lattice E, then at
least one two-dimensional-solution set consisting of
L doublets—S; (, £)—must also exist in each of the
projection lattices of E; iie., a solution in E will
project as a solution in any projection of E. A
corollary to this proposition is that if no solution
set of length L is found in some projection of E,
then no solution set of length L exists in E.

View 3
| 4
P
-~
! Al e View 2
N
//
_ - \\
“¢ ———
G e
</| 0 J i
\
\
\\ /
/\\'/. 7 ——/ =@— /—D
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Figure 4. The correlation lattice after making. Dashed lines
show the two remaining solutions.

The scanning procedure is a four-step process.
In the first step the lattice is reprojected along some
axis to produce ,E (3E in our case). In the second
step this two-dimensional lattice is scanned for two-
dimensional solutions of the required length by the
technique of backtrack programming. When a solu-
tion is found, the index pairs forming the solution
set are used to construct a two-dimensional ‘“post-
projection’’ lattice P (step three) as described later.
In step four this lattice is then scanned for solutions
in order to determine the third index of the solution
triplets. This type of scan fixes the indices of the
triplets one view at a time—i.e., i is fixed for view 1,
then corresponding j’s are chosen from view 2, and
this information is used to pick out the correspond-
ing k’s from view 3. These steps are illustrated in
Fig. 5.

Figure 5. The lattice and projections used in the scanning
procedure. The solution in 3 E defines posts in £ to
be used as rows in P.

As the three-dimensional solutions are found,
they are used to construct a new three-dimensional
lattice, Eg, that contains only elements known to be
a part of some solution. This lattice will be used
later to discard unused elements on the basis of
logical inconsistency. (If it is found that an element
is not now a part of some solution in FE, it can never
be a part of any solution, and it can then therefore
be ignored in any further processing.)

The first step—to produce ;E—is the projection
procedure of Eq. (2c). By the proposition stated
above, any solution in E will project as a solution
in 3E.

The second step—to scan ;£ for a two-dimen-
sional solution—is done with backtrack program-
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ming'in the following way. Suppose that we are
dealing with a projection lattice of n rows and
m columns and are searching for solutions of length
L. Row i of the lattice is used to form the set
R; = {ry}, where the first m members of the set have
values of zero or one, equal to the corresponding
elements of the row, and the (m + 1)th member of
the set is always zero. (This last member repre-
sents a dummy track used to flag the row as not
being used in a solution set.) Using these sets to
form the Cartesian product space R; x R; x --
X R,, we search for a vector (ry;, ry,...,r,) in
the space that satisfies the criterion function

SO =2y =L )
=1

and that meets the constraint that no two j; indices

can have the same value unless that value is m + 1.
(This constraint allows any column of the projec-
tion lattice to be used only once.)

The concept of backtracking is to construct the
vector one component at a time, with modified cri-
terion functions used at each step to determine if
the line of pursuit still has a chance of success.
When it is found that a partially constructed vector
is doomed to failure, the last component is dis-
carded, and the program backtracks to resume con-
struction from the preceding elements.

The modified criterion function used in the scan
of a projection lattice at the kth row is

k
fillr) = Z ry, > L — (n— k) (6)

i.e., there must be enough rows left for the scan to
reach the final value of L. When n and L are equal
(as in our sample event), this function reduces to

Jr) = k (7

In Fig. 5, the backtrack program begins by select-
ing ry, from set R, and testing it with the modified
criterion function fi(r). In this case

filrn) = 1

and the criterion is met. Having found the first
component of our sample vector, (7], —, —), the pro-
gram now begins a search in R,. The first choice is
ry and by applying Eq. (7) we see that

fa(ri,ra) = 2

However, the constraint that a column may be used
only once eliminates this path from consideration.

The component r,, is discarded, and we move to ry,.
Here again we meet failure because

Solri, ra) < 2

Continuing, we find that r,; meets the require-
ments, and the sample vector is extended to
(ru, r3,-).

The search now goes to R;. As seen in Fig. 5,
r3; is the only member meeting the constraints, and
so completes the vector (ry, 72, r32). The solution
set we have found in ;F is then

SGE) = {(1,1), (2,3), 3.2)} @®

At this point in the scan procedure, the position of
the scan in ;E is saved, and step three is entered.

The third step is to construct the post projection
lattice, P, defined by the solution set just found in
1E [Eq. (8)]. The index pairs in this set prescribe the
posts (parallel to view 3) in the correlation lattice £
that are to be used as rows in P. This projection is
shown on the left of Fig. 5.

The fourth step—to fix the third index of the
solution triplets—is done by a scan of P in the same
manner as the scan at ;E. As shown in the figure,
the solution vector (ry3, 722, r3;) is the only one pos-
sible, and a solution set has been found in the cor-
relation lattice F—

S(E) = {(1,1,2),(2,3,2), (3,2,)} (€))

Elements corresponding to this set are made equal
to 1 in the “‘solution lattice’ Ey.

After the solution is found in P, the scan of P
will continue in an effort to find any more that
might be present. If other solutions had been found,
they also would have been entered into Ejg.

When the scan for solution sets in the post projec-
tion has been exhausted, the program returns to step
two to continue the scan of ;E from the point where
the last solution set was found. If another solution
set is found, steps three and four are again used to
determine if the solution in 3E is the projection of a
solution in the three-dimensional lattice. These
procedures continue until the scan of ;E is ex-
hausted, at which time the solution lattice, Eg, will
contain the elements of all solutions found in the
scan. There is a second possible solution for our
sample event, with the resulting solution lattice
shown in Fig. 6.

The solution lattice is used as a replacement for
the original correlation lattice in order to eliminate
all elements that do not contribute to some solution
set. This lattice is now checked for elements com-
mon,to all solutions in the lattice. These triplets are
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Figure 6. The solution lattice Eg showing the two remaining
solutions.

fully determined and need no further testing. Their
elements are set equal to -zero, their indices are
saved to become a part of the final solution, and the
required solution length in E is reduced accord-
ingly. In Fig. 6 we see that the triplet (3,2,1) is of
this type and can be eliminated from the lattice.
This leaves only four elements to be tested by the
second test sequence, thus illustrating the power of
what seemed to be a rather weak first test that could
eliminate only 5 image pairs out of the 27 tested.

THE MULTIDIMENSIONAL
CORRELATION LATTICE

The properties and procedures described thus far
for the correlation lattice ¢an be extended to the
case of n stereo views requiring an n-dimensional
correlation lattice. If m; topological characteris-
tics are seen in view i, the lattice will have dimen-
sions of m, by m; by ... by m,. Solutions in this lat-
tice will be made of L n-tuplets chosen with the same
constraints as those used in: the three-view case.

In this general case, the tests of image combina-
tions can compare any number of views from 2 to n,
and the concept of the pair and triplet test is ex-
tended to the more general k-tuplet test, a binary
function of image indices from k views.

It is possible to form various ‘““orders” of projec-
tions of an n-dimensional lattice. The first-order
projection, ;E, that we used in the three-dimen-
sional case still eliminates only one view, but it
produces an (n — 1)-dimensional projection lattice.
The elements of the | E projection are now written as

my
1.k = 9,1} €ij..k (10)

The second-order projection, j E, eliminates two of
the views and is formed by projection from the ap-
propriate first-order projecuon. In this procedure,
the projection operation is commutative, i.e.,

#E = j(E) = «(E) (1)

In general, it is then possible to discuss the kth-
order projection in which k& of the views have been
eliminated by successive projections.

An (n — k)-tuplet test will use the kth-order pro-
Jjection lattices to determine which image combina-
tions it is to test and to record the results. However,
the masking of the projections back into the lattice
may be done in different ways. Storage require-
ments may prevent the keeping of all intervening
projections to allow successively higher order mask-
ing back onto the n-dimensional lattice. It may be
more efficient to record the test results directly into
the lattice E; i.e., if the value of the test function is
zero, then all elements in E that use the same indices
used by the test function are set to zero.

The scanning procedure for the n-dimensional
lattice is simply a continuation of the three-dimen-
sional scan. A solution set in the two-dimensional
projection lattice, 3 ,F, defines the posts in the
three-dimensional lattice, 4 ,E, to be used in the
construction of the post-projection lattice. A solu-
tion set in this lattice then defines posts in the four-
dimensional lattice, and a second two-dimensional
post projection is constructed. This continues as
far as the selection of posts from the n-dimensional
lattice E in order to determine the final index of the
n-tuplets forming the solution set.

SUMMARY

The correlation lattice and the iterative back-
track scheme of scanning for solution sets of match-
ing triplets were used as the basis for a code written
in the FORTRAN 1V language to match track
images of nuclear-particle events. This code has
been running on the IBM 7094 for over a year, and
timing studies show that it can match images of
events with seven images in each view in less than
one half second, with most of that time devoted to
computation for the various image-combination
tests.

As developed, the program is divided into two
logically separate sections (test and logic) with a
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simple interface. The tests are represented as
FORTRAN logical functions which have values
“.TRUE.” or “.FALSE.” corresponding to the posz
sibility or impossibility, respectively, of matching
the image combination being tested. This division
allows the tests to be developed independently of the
logic section of the code and permits easy develop-
ment of new programs using the same solution-
finding technique.

The literature offers several examples of the use
of backtrack programming.' As Golomb and
Baumert so candidly state in their excellent sum-
mary of the technique,' “Backtrack has been inde-
pendently ‘discovered’ and applied by many
people.” We regret that we are a member of those
ranks. However, the notion of using backtrack in
an iterative sense as we have done seems to be new.
We feel that backtrack in any form may offer other
people a very useful tool and hope that wider
publication of the method will result in fewer inde-
pendent discoveries.
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A PATTERN RECOGNITION TECHNIQUE AND
ITS APPLICATION TO HIGH-RESOLUTION IMAGERY

R. D. Joseph and S. S. Viglione
Astropower Laboratory, Missile & Space Systems Division, Douglas Aircraft Company, Inc.
Newport Beach, California

SCOPE OF THE PROGRAM

The purpose of this project was to extend the
study of the feasibility of automatic TIROS photo-
graph analysis. A specific objective was to arrive at
the design specification for a feasibility model of an
automatic vortex recognition system.

The study had four main phases: 1) the develop-
ment of logical design techniques applicable to the
analysis of TIROS photographs, 2) experimental
investigations of selected design parameters on a
simplified problem, 3) the simulated design of a vor-
tex recognition system using actual TIROS photo-
graphs, and 4) the consideration of suitable hard-
ware for implementing the system.

In the study of the design approach, a variation
of the discriminant analysis-iterative design tech-
nique! was developed. A description of this
technique is given in the next section along with a
discussion on discriminant analysis, in which al-
ternative pattern differences are assumed. Only one
of these, one in which differences in covariance
matrices of the pattern distributions are exploited,
is suitable for the cloud pattern analvsis. This dis-
criminant analysis yields a quadratic discriminant
surface and requires complex hardware for mecha-
nization of the resulting first layer logic units. To
simplify the implementation of the system, an ap-
proximation to the quadratic unit was developed.
The approximate unit is derived from a principal

457

axis solution, and substitutes a pair of parallel hy-
perplanes for the quadratic switching surface of the
more complex unit. Methods have been developed
to make the system invariant to changes in the
brightness and contrast of the input patterns. This
invariance is considerably more effective than a
simple normalization of the input pattern, as it is
achieved by making each logic unit invariant to such
changes. The iterative design process itself is a
means for assigning output weights to the logic
units, and for emphasizing the difficult patterns. In
common with the popular error correction meth-
ods, iterative design will find a solution whenever
it is possible to assign these output weights to give
perfect performance on the sample patterns. Unlike
error correction, iterative design provides an “‘opti-
mum” set of weights when no solution exists, and
maximizes the switching surface to pattern distances
when one does exist.

A portion of the experimental program was per-
formed on a simplified problem using low-resolu-
tion, hand-printed alphabetic characters. These
studies were used to investigate selected aspects of
the design technique, rather than its application.
The simplified problem permitted a very much more
extensive investigation than would be possible on
the cloud patterns. The average computer simula-
tion time (IBM 7094) to design a recognition net-
work for cloud patterns was five hours—for the
alphabetic characters, five minutes. Two sets of
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alphabetic patterns were obtained, each consisting
of 20 examples of 12 letters. One of these sets was
used to design recognition networks, the other to
test them. The topics studied include the cost of
providing contrast and brightness invariance and
the cost of the parallel hyperplane approximation.
Certain topics, namely those which are particular
to TIROS photograph analysis, or the application
of the design technique to cloud pattern analysis,
are not suitable for the sample problem investiga-
tion. Studies were therefore performed on actual
TIROS cloud photographs. In one study, the reso-
lution of negatives taken from the TV display were
modified by a screen process. Prints of these modi-
fied resolution frames were examined by a large
number of people to determine the resolution re-
quirements of untrained personnel for vortex recog-
nition. The remaining studies were performed on
patterns stored as digitized video signals. The study
of primary interest was whether or not a vortex
recognition network could be designed that would
give good generalization results, i.c., a network
capable of recognizing vortices in cloud photo-
graphs not included in the training or learning
sample. Pattern sets of 1000 patterns and 200 pat-
terns were utilized, the former for network design
and the latter for generalization testing. Other

—

Sensory Units
(pattern sampling)

Logic Units
(property detection)

topics studied were the effect of changing the reso-
lution of the design set of patterns, the effect of
changing the rate of network design, the effect of
merging several network designs, the effect of limit-
ing the input fields of the logic units, and the effect
of varying a parameter which controls the propor-
tion of patterns which turn the logic units on.

THE APPROACH INVESTIGATED

The Design Technique

The design technique for designing networks of
the general perceptron structure (Fig. 1) is based on
a loss function. To each pattern in a sample of
classified patterns a loss is assigned. The particular
form of the loss function employed assigns the loss
L; to the ith sample pattern

L; = exp {6,(6 — B))} ()

where 6 is the threshold of the response unit, 4, is
plus or minus one, depending on the desired classifi-
cation of the ith pattern, and B, is the value of the
discriminant function for the jth pattern.

B = 2 wal )
J

Response Unit
(pattern classification)

Figure 1. Decision network structure.
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where w; is a weight assigned to the jth logic unit,
ajis one if the jth logic unit is activated by the ith
pattern and zero otherwise. The system loss is de-
fined as the sum of all of the sample pattern losses.

Iterative Design. In the work of Highleyman? and
Bledsoe,* the weights, w;, and the threshold, 6, are
established by minimizing the loss function. “Dis-
criminant-analyses/iterative-design” shares the
usage with the earlier techniques. The current ap-
proach extends these techniques, utilizing the loss
function for two additional purposes.

The recognition logic is designed sequentially.
Logic units are designed using discriminant analysis.
As logic units are added to the design, the pattern
losses indicate which of the sample patterns require
the most attention. In acquiring the data required
to generate additional logic units, the loss assigned
to a pattern is used to weight the contribution of
that pattern to the group statistics. This insures
that the logic units thus derived are suitable for the
part of the recognition problem as yet unsolved.

Logic units are generated by selecting a subspace
of the original signal space, and performing a dis-
criminant analysis in that subspace. Subspaces are
used since it is usually not practical to perform the
discriminant analysis in spaces with high dimension-
ality, nor is the implementation in analog hardware
of the resulting logic unit feasible. No technique
has yet been found for optimally selecting sub-
spaces, so that an element of randomness is used.

Randomly chosen subspaces are not all of equal
utility, and often a particular subspace will prove
to be of no value at all. For this reason, selection is
used. Each time the recognition network is to be
expanded by the addition of logic units, more units
are generated than are to be added. Only the best
of these units are selected. The selection criterion
is—which unit would result in the greatest decrease
in the system loss.

The particular form of the system loss function
does not permit its optimization with respect to all
of the weights, w;, simultaneously. Its optimization
with respect to one weight and the threshold simul-
taneously, however, is readily accomplished. A re-
laxation process is used, cycling through all of the
logic unit output weights and optimizing with re-
spect to each weight individually. It has been
shown? that this iterative process will lead to a de-
sirable set of weights if the process is continued in

*Personal communication.

depth. However, as new units are added to the net-
work, different weightings for the units become de-
sirable, so that it seems uneconomical to iterate the
weight adjustment process too long on a partially
designed network. The compromise chosen is to
iterate the process a given number of cycles each
time the network is expanded. Part of the investiga-
tion was concerned with the effects of the number of
iterative cycles used.

Discriminant Analysis. Discriminant analyses are
used to generate a logic unit, given a subspace. To
perform the discriminant analysis, assumptions con-
cerning the distributions of patterns in the subspace
must be made. These assumptions, in general, are
not justified. To some extent these assumptions are
important; in other cases, they are not.

In the cases under investigation, two pattern
classes are considered. The two pattern classes are
assumed to have multivariate normal distributions.
The statistical data which must be extracted from
the patterns is thus limited to the first two mo-
ments but this does not seem to be a serious short-
coming for this problem. Experience with discrimi-
nant analysis with a normality assumption has
shown it to work well even when the distributions
are not normal, provided, of course, that the pattern
classes may be separated on the first two moments
of t\heir distributions. Further, the selection and
iterative design procedures evaluate and weight
logic units according to their actual performance on
the sample patterns rather than the performance
predicted for them by the discriminant analysis.

The assumptions which are made concerning the
mean vectors and the covariance matrices of the two
distributions seem more important. These assump-
tions control the nature of the differences between
the distributions which are to be -exploited. They
also control the nature of the resulting logic units.

An assumption, which results in easily imple-
mented logic units, is that the covariance matrices
are equal. The pattern class distributions differ only
in their mean vectors. Under this assumption the
optimum decision boundary for a logic unit is a
hyperplane—one which bisects the line segment
joining the mean points of the two pattern classes.
The estimate of the common covariance matrix is
used to establish the orientation of this hyperplane.
The resulting logic unit is the linear input threshold
unit almost universally used in perceptron work. In
the following material, this technique is designated
“Oriented Hyperplane.” Figure 2a illustrates the
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oriented hyperplane in two dimensions (in this case
the hyperplane is a line).

The calculation can be simplified by ignoring the
orientation of the hyperplane. The logic unit
boundary is the hyperplane which bisects the line
segment joining the class means and which is per-
pendicular to that line segment. This approach
eliminated the need for estimating and inverting the
covariance matrix. The same logic unit would re-
sult if it were assumed that the common covariance
matrix was a multiple of the identity matrix. This
technique is designated “Perpendicular Bisector”
and is illustrated in Figure 2b.

The assumption of the preceding techniques—
that the pattern class distributions differ in their
mean vectors—does not fit:ithe cloud pattern recog-
nition problem. It can be shown that if patterns are
to be recognized in all rotations and translations,
then the mean vector for a pattern class will have all
components equal. These components will equal
the average intensity of all patterns of that class. It
would appear that the mean vectors should be as-
sumed equal, and the common mean vector should
have equal components. The pattern classes are
differentiated by their covariance matrices.

If it is assumed the covariance matrices are dif-
ferent, then the decision boundary becomes a quad-

Constant Density
Ellipse — Class 2

Mean —
Class 2

ean —
Class 1

Constant Density
Ellipse — Class 1

Logic Unit
Decision Boundary

Logic Unit
Decision Boundary

{(a) Oriented Hyperplane

(b) Perpendicular Bisector

Logic Unit
Decision Boundary

Logic Unit
Decision Boundary

(c) Quadratic Surface (d) Parallel Hyperplane

Figure 2. Discriminant functions.

ratic surface. The assumption concerning the mean
vectors does not alter the general form of the solu-
tion, just its computation. The technique which
assumes the mean vectors equal, and the common
mean vector to have equal components is called
“Quadratic Surface.” It is illustrated in Fig. 2c.
Quadratic units are difficult to implement in hard-
ware, and require large amounts of memory in a
digital simulation. An approximation is possible in
which the principle axis of differentiation is com-
puted. A pair of parallel hyperplanes perpendicular

.to this axis is substituted for the quadratic surface.

The resulting logic unit is easily implemented. This
technique is designated ““Parallel Hyperplane™ and
is illustrated in Fig. 2d.

Details of the computations for these four tech-
niques are given in Ref. 3. The techniques are sum-
marized in Table 1.

Table 1. Technique Comparison

Difference

Technique Exploited Remarks

Oriented Hyperplane Mean vector Linear input threshold
unit

Perpendicular Bi- Mean vector Same-—easier compu-
sector tation

Quadratic Surface Covariance matrix Quadratic input
threshold unit

Linear input-double

threshold unit

Parallel Hyperplanes Covariance matrix

Gray Scale Invariance. The gray scale of TIROS
frames vary from picture to picture, and the darker
shades on one picture may actually be lighter than
the brighter areas of another frame. Indeed, such
variation can occur in different areas within a single
frame. It seems desirable that an invariance to such
changes in the gray scale be built into the logic of a
decision network, rather than obtained by providing
a multiplicity of hardware to operate at different
gray scale levels. A single normalization of the gray
scale of a frame does not provide the degree of in-
variance of the techniques used in this study.

For each of the techniques previously described a
version which was invariant under linear transfor-
mations of the gray scale was devised (that is, when
the intensity x is replaced by a(x + b)). This was
accomplished by determining the restrictions placed
on the decision boundary of a logic unit by the re-
quirement that its switching surface be such that the
unit’s state is unaffected by changes of picture
brightness or contrast. Next, it was determined
what conditions were required in the discriminant
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analysis to assure that the restrictions on the deci-
sion boundary would be met. Finally, the bright-
ness and contrast of the sample pictures were modi-
fied to yield the desired conditions.

As an example, the Perpendicular Bisector (which
produces linear logic unit boundaries) will be con-
sidered. It is easily shown that for these units to
have the desired invariance, the threshold must be
zero, and the weights of the input connections must
sum to zero. To insure that the weights sum to zero,
the weight vector is the difference between the mean
vectors for the two pattern classes within the sub-
space, each mean vector was required to have the
appropriate coordinates summed to zero. Thus, in
the computation for each unit, for each sample pat-
tern, a value of “b”’ is computed which will produce
the desired zero sum, and the pattern components
reduced accordingly. Similarly, a zero threshold
occurs when the mean vectors within the subspace
have equal length. This in turn is accomplished by
scaling each pattern so that the (zero sum) means
have equal length. For the generation of each unit,
one scale factor “a” is derived and is applied to all
patterns of the negative class. For this technique
(Perpendicular Bisector), it is not necessary to treat
individual patterns, as the mean vectors themselves
may be reduced and scaled to the same end. The
consideration above shows, however, that this re-
duction and scaling is legitimate under the assump-
tion that all patterns which differ only in brightness
and contrast are equivalent.

SAMPLE PROBLEM INVESTIGATION

A study of a simplified problem—alphabetic
character recognition—permitted a much broader
investigation, as the computer time required for a
single network design averaged 1/60 that required
with the actual TIROS frames. The investigation
was for the most part restricted to problems con-
cerning the design technique itself, rather than its
application to a specific problem. Eight variations
of the basic design technique were studied, these
differing in the means for generating property filters,
and four variations on these to produce units in-
variant to changes in the gray scale. Two of the
basic methods exploit differences in the means of the
distributions of measurement vectors for the pattern
classes, one method representing a computational
simplification of the other. The other two basic
methods exploit differences in the covariance ma-
trices of the distributions, one method permitting

much simpler implementation than the other.
Several ‘“‘open” perceptron techniques and a cor-
relation technique were studied to provide a basis
for evaluation.

All eight of the techniques were very effective in
producing small networks giving perfect perfor-
mance on the sample patterns. In general, 10 to 15
property filters were required for one binary deci-
sion on the 240 patterns.* This rate of design is too
fast, and emphasizes the weakness in using only
performance on a limited sample of patterns (the
240 samples represented 12 different letters) as the

- design criterion. Any false correlations which are

found may solve part of the problem of classifying
the sample patterns, but do not contribute to the
solution of the real problem. In part, these false
correlations may be detected by comparing the error
rates achieved on the sample patterns used in the
design with the error rates on an independent
sample. When these false correlations are prevalent,
one should increase the sample size, or make
stronger use of distributional assumptions. For
partial relief, several steps to slow down the design
rate have been considered. A slower rate allows
more opportunity for useful properties to be found
before portions of the problem are considered
solved on the basis of extraneous correlations. The
presence of the false correlations is also indicated
in a comparison of the results with the property
filter generation methods based on differences in the
means of the distributions, and those based on dif-
ferences in the covariance matrices. Although little
difference is shown in the rate of design, the ability
of the networks to generalize to the independent
sample is considerably different. As shown in Fig.
3, there is considerable variability in the design, due
to randomness in the selection of subspaces for the
logic units. This variability tends to mask differ-
ences which occur in the experiments performed.

" At least three networks were designed with each

method, and the results averaged to reduce the
variability.

In part, the variability is due to the high selection
ratio (see Fig. 4) used, the ratio of the number of
property filters generated to the number incorpo-
rated in the network. Since the subspaces are gener-
ated randomly, the evaluation of a unit to be gen-

* Figure 3 is a plot of system loss vs number of logic units for
a number of network designs for each technique. The curves for
each technique represent a different randomly selected starting
point.
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erated may be regarded as a random variable. With
a high selection ratio, only the tail of its distribution
is being used, a situation which induces variability.
High selection ratios may be undesirable since units
which are selected are usually of high utility for the
classification of the sample patterns. In a complex
problem, however, it is unlikely that a single prop-
erty filter could solve a large portion of the real
problem. High ratios could thus put a premium on
the extraction of extraneous correlations.

Despite the difficulties discussed above, the design
techniques worked comparatively well on the
sample problem. The final network designs work
considerably better, both on the sample patterns
used in the design process and the independent
sample, than did networks three to five times as
large, designed using two “‘open” perceptron tech-
niques. The utility of the current technique appears
to be in the design of a set of ‘property filters. In one
experiment, the linear decision function of a net-
work designed with the current technique was re-
assigned using the perceptron techniques. The re-

sulting network classified the independent sample
about as well as did the original network. A corre-
lation method was also used. The entire set of
sample patterns was stored, and unknown patterns
classified by finding the highest correlation coef-
ficient (the second highest when the sample deck
was used for testing). This method showed the least
effect of spurious features correlating highly with a
pattern class. The error rates on the design sample
and the independent sample were virtually identical.
The generalization error rates were the lowest
achieved. The best networks designed with the cur-
rent technique came very close to the generalization
error rates of the correlation scheme.

The number of freely variable weights in a net-
work appears to be a critical quantity. Within the
range investigated, the effect of the number of input
connections per property filter may be accounted
for by this quantity. For the linear input property
filters, the number of free weights varies linearly
with the number of connections. Thus a network of
seven logic units, each with seven input connections
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would work about as well as one with eight units
each with six connections. For the quadratic input
units, the number of free weights varies quadrati-
cally with the number of input. connections (Fig. 5).

The cost of making the property filters invariant
to linear changes in the gray scale may also be ac-
counted for by the number of free weights. It can be
shown that the constraints which produce the in-
variance reduce the number of free weights by two
per property filter for the linear input units, and by
the number of input connections plus one for the
quadratic input units. In both cases, the loss is
equivalent to the loss of one connection plus one
weight. The experimental results confirm these pre-
dictions. The value of the gray scale invariance is
strikingly demonstrated by the generalization error
rates for samples in which the gray scale has been
varied both linearly (as per the invariance) and non-
linearly (see Fig. 6).

The cost of using the simplified techniques ap-
pears to be an increase of 30% in the number of

property filters needed when differences in the mean
vectors are being exploited, and an increase of 50-
75% when covariance matrix differences are being
used. In the latter case, the simplified units have
less than half as many free weights, so that the total
network has fewer free weights in the simplified
case (see Fig. 7).

CLOUD PATTERN INVESTIGATION

Four files of digitized TIROS patterns were gener-
ated. The first and third files are frames containing
vortex patterns, the frames in the second and fourth
files contain nonvortex cloud cover. The first two
files contain 500 patterns each, and were used in net-
work design; the last two files of 100 patterns each
were used for testing the networks. The 1200 pat-
terns are derived from 223 actual TIROS frames, by
considering different translations and rotations of
these pictures. Great difficulties were encountered
in obtaining and verifying these patterns. The
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TIROS frames were edited to:a 180-by-180 size, and
the gray scale reduced to four bits. Examples of
these patterns are shown in Fig. 8. The editing of
9/16 of the original frames was accomplished to
remove as much of the horizon as possible.

Seven complete recognition networks were de-
signed, and four fractional networks were designed.
A total of 48 hours of IBM 7094 time was used to
design these networks and two hours were used to
test their generality. These figures are dwarfed by
the amount of time used in program debugging.

The partial network designs were obtained to ad-
just two parameters of the design technique. One of
these parameters controls the expected fraction of
nonvortex patterns which turn each property filter
on, the other parameter controls the rate of design
and the stability of the weight adjusting procedure.
Three partial networks were available for selection
of each parameter. Instability did not occur in these
networks (although it had occurred with different
values in the debugging runs). Values which gave
the fastest design rates were selected for these

parameters. In retrospect, this criterion does not
seem optimum. The parameter value selected by
this method gives an expected activity rate for non-
vortex patterns of one-half of the property filters.
Approximately 250 property filters are required
to provide perfect separation of the 1000 patterns
in the design files. The actual figures range from 220
to 290. Designs with more than 250 units occurred
only when constraints were placed on the prop-
erty filters. Steps to terminate the design process
are taken when perfect performance on the design
patterns is obtained. This termination procedure is
such that it produces designs with 10 property filters
more than required for the zero error rate. These
units and the additional adjustments made to the
output weights appear to reduce performance levels
rather than improve them. The error rates on the
design sample drop rapidly until they reach 19, at
which point a sharp break is noted in the rate of
reduction. Approximately 180 property filters are
required to achieve the 19 error rate (see Fig. 9).
Two generalization error rates were computed,
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corresponding to different thresholds for the de-
cision element. One of these thresholds gives a min-
imum rate on the generalization patterns. These
error rates are computed for each increment of 10
property filters to the network. The error curves
generally show two significant local minima. Usu-
ally these minima occur near the beginning of the
design and in mid-design. Occasionally, the mini-
mum near the beginning is replaced by one near the
end of the design. The mid-design minimum occurs
when the error rate on the design patterns is about
5 or 6%. The mid-design minimum is usually the
larger of the two (see Fig. 10).

The first three networks were designed under
standard conditions. Different random numbers
provide different input connection combinations
and hence different networks. These networks pro-
vide the best generalization performances of the
seven networks, giving error rates which are not
particularly low. Network 1 has 250 property

_filters. The first minimum gives a 36.5% generaliza-

tion error rate with both thresholds—the lowest
rate observed. The mid-design minimum gives the
rates of 37.5 and 39.5%. The highest error rate is
46%;. Network 2 has 250 property filters, early error
rates of 38 and 43.5%, and mid-design minima of
41 and 42.5%. The maximum error rate is 48%.
Network 3, with 220 property filters, exhibits only
mid-design minima which are 39 and 449,. At one
point in the design an error rate of 519 is observed.
Thus each network is capable of making less than
two errors in each five decisions at some point in its
design. Although these performances are not high,
the networks do achieve better than chance per-
formance quite consistently.

When the first three networks are considered in
combination, the generalization error rates are not
better than those for the best single network. The
error rate curves are smoother, however. Failure
to improve the single network performance is in-
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Figure 7. Technique complexity comparison—learning rate.

dicative of a nonrepresentative design sample rather
than too fast a design rate.

Networks 4 and 5 were designed on reduced reso-
lution design patterns, using 90-by-90 and 60-by-60
rasters, respectively. The generalization perfor-
mances were tested on full resolution patterns, how-
ever. Network 4, (see Fig. 11) with 240 property
filters has early minima of 41 and 429/, and mid-
design minima of 43.5 and 46.5%;, these latter occur-
ring at different points in the design. Performance
no better than chance is observed 12 times in the
design. Network 5 has 250 units and shows pro-
nounced minima only near the end of the design.
These minima are 41 and 41.5%,. Performance no
better than chance is observed 10 times in the de-
sign. These figures represent significant deteriora-
tions from the first three networks. Combined with
optical studies, which indicated that full resolution
is necessary for many patterns, this result indicates
that the property filters in the first three networks,

at least in part, are dealing with the proper level of
detail.

Networks 6 and 7 were designed with restricted
area subfields for the property filters, No. 6 with 90-
by-90 subfields, No. 7 with 45-by-45 subfields. They
required 280 and 290 property filters. The rate of
design was similar to the other networks until a 1
or 29, error rate on the design patterns was
achieved. Unlike the first four networks, the gener-
alization error rate did not incrzase during the re-
maining network design. The minimum error rates
for network 6 (see Fig. 12) are 41.5 and 44.59,. Per-
formance is no better than chance seven times. For
Network 7, the minimum error rates are 43.5 and
459%;. The design fails to better chance performance
19 times. These results are significantly poorer than
those with the first three networks. The conclusion
is that local properties are not desirable for this
problem when 10 input connections are used for
each property filter.
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(36)

Variations in Vortex Size

(22) (28)

Variations in Picture Contrast

(18) (55)

Differences in Pattern Definition

Figure 8. Examples of cloud patterns.
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Figure 9. Machine design #1.

Optical studies were performed on TIROS
frames. The resolution of 60 frames was altered to
several levels using a screening process (see Fig. 13).
The prints obtained were then examined by 15 to 20
people, in order of increasing resolution. The reso-
lution level at which their decisions became consis-
tent with their final judgment was noted. For a re-
markable number of frames, the panel disagreed in
their final judgment. When the resolution was too
low, the frame was almost always judged nonvortex.
Consequently, when the final judgment was nonvor-
tex, all preceding judgments were also. About half

of the vortex decisions were reached at the highest
resolution level (240 lines per frame). The other
half were made at the coarsest resolution levels
(about 70 lines per frame). Very few final judgments
were made at intermediate levels.

SUMMARY AND CONCLUSIONS

An extensive study of a particular design tech-
nique for pattern recognition, and particularly its
application to TIROS photographs, has been con-
ducted. Many aspects of the technique which were
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Figure 10. Network performance—machine #1 plus #2 plus #3.

not specific to this application were investigated in
a series of experiments on alphabetic characters.
Other experiments were performed on data from
actual TIROS frames in an attempt to separate
frames containing vortices from those which do not.

Automatic design techniques for pattern recogni-
tion networks may be given varying degrees of
coupling to a sample of patterns. At one extreme,
the technique may be tightly coupled in that the
only design criterion is the correct classification of
the design sample of patterns. The drawback to this
extreme is that even if the sample of patterns is very
representative of the actual distributions, the finite-
ness of the sample can lead to networks giving poor
generalization results. A nonrepresentative sample
almost insures poor generalization. The advantages

are 1) that there is no need to make distributional
assumptions; and 2) that since the goal is a high
level of performance on all patterns, and since.it is
unlikely that the generalization performance will ex-
ceed the performance on the design sample, perfect
or near perfect performance on the design sample is
a good starting point. At the other extreme are the
techniques with minimal coupling to the design
sample. A design is accomplished by making strong
assumptions concerning the actual distributions of
patterns, using the sample to estimate a limited
number of parameters of these distributions. The
disadvantages are that if the distributional assump-
tions are incorrect, then poor performance is ob-
tained. Even if the assumptions are nearly correct,
the technique usually results in networks which
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Figure 11. Network performance—machine #4.

classify a majority of the patterns correctly, but
leave a substantial minority incorrect. Increasing
the sample size does not help usually, for although
the less common patterns are better represented,
only a few average values are extracted from the
sample. The advantage is that the number of
sample patterns required by the technique is mini-
mized, since the technique is not nearly as sensitive
to noise and false clues in the sample patterns.

The present technique was selected to provide a
compromise between these extremes. Initially, the
design of the property filters is very loosely coupled
in that populations of them are designed statistically
under very strong distributional assumptions. The
selection of property filters and the design of a linear
discriminant for the decision element are tightly

coupled to the design sample. This is done in terms
of a loss function which reflects how well each
sample pattern is classified. The losses are used as
weightings in the statistical averages used to design
property filters so that as the design process pro-
ceeds, the design of these filters becomes more
tightly coupled to the sample patterns. The intent
was to derive properties in a loosely coupled fashion
to avoid the sensitivity to sample representativeness
of the tightly coupled systems. The purpose of in-
creasing the extent of this coupling was to avoid the
common failing of loosely coupled systems—that of
solving the same portion of the problem over and
over, while ignoring the harder parts of the problem.

The effects of this increase in coupling are evident
in the experimental programs, in which the generali-
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zation performance nearly always does not improve,
and often deteriorates as the last few errors in the
design phase are eliminated. Overall, the design
technique appears to be tightly coupled, having
never indicated an inability to provide perfect per-
formance on the sample patterns with a relatively
small network.

Techniques were devised to provide property
filters which were invariant to linear changes in the
gray scale. Experiments on the alphabetic charac-
ters indicated that the increase in network complex-
ity required for perfect performance on the sample
patterns was nominal, although for the type of
property filter selected, the gray invariance was
costly in the hardware implementation,

Consideration of the TIROS frame analysis indi-

cates that the property filters must be designed by a
covariance analysis—that is, it is combinations of
intensity values rather than individual intensities
which are important. The alphabetic characters
seem more susceptible to analysis of the distribution
means, due to centering of the patterns. In the ex-
periments on alphabetic characters both mean
analysis and covariance analysis were used. On the
TIROS frames only covariance analysis was used.
Normal populations which differ in their covar-
iance matrices give rise to quadratic input property
filters. These are very expensive in analog hard-
ware, and require very large amounts of memory in
digital implementations. A parallel hyperplane ap-
proximation was developed. Experiments on the
alphabetic characters indicate that with this approx-
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imation the increase in the number of property fil-
ters to separate the sample patterns is not great,
considerably reducing the overall system complex-
ity. Implementation of the gray invariant version
of this approximation in digital equipment is simple,
but the analog form suffers from the same problems
as the quadratic unit, but on a more limited scale.
The gray invariant approximation was used in the
TIROS frame experiments.

In the experiments on the alphabetic characters,
eight methods for generating property filters were
used. Four of these were designed to exploit dif-
ferences in the means of the distributions, and four
to exploit differences in the covariance matrices.
Half of the techniques in each case produce prop-
erty filters invariant to changes in the gray scale.

There was sufficient information in the sample
patterns to permit each of these techniques to pro-
vide complete networks. The number of property
filters required to separate the sample patterns gen-
erally ranged between 8 and 15, depending on the
particular technique.

The generalization performance of these networks
was reasonable. For the techniques based on dif-
ferences in the distribution means, there is little dif-
ference in performance, each technique averaging
about an 8% error rate. The best individual net-
work had about a 6% error rate. The quadratic
units gave a 109 error rate. The parallel hyperplane
technique gave a 139 error rate and its gray invari-
ant version yielded 15% errors. The best generali-
zation performance generally occurred when the
design was about 70% completed. Although the
performance degrades only about 19 after the best
level is reached, better levels might have been
achieved if the coupling did not become as great as
it does toward the end of the network design.

The utility of the gray invariance was demon-
strated by modifying the gray scale of the sample
patterns. A linear change has no effect on the per-
formance of the gray invariant networks while
having profound effects on the noninvariant ones.
Even for some nonlinear changes in the scale, the
effect on the noninvariant networks is much greater
than for the invariant ones.

These performances were achieved on one binary
decision. The design and generalization sets of
sample patterns consisted of 20 examples, each con-
taining 12 letters. These were sloppy handprinted
characters. To put the results in perspective, several
other design techniques were tried. The best of
these, in which all of the sample patterns are stored

in memory, and the unknown patterns correlated
against all of these to find the highest correlation,
gave a 5% error rate. In other tests perceptrons with
both 50 randomly selected property filters, and 50
property filters designed by analysis of the distri-
bution means, and forced learning and Bayes
weights for decision function assignment gave 25
and 209, generalization errors respectively. Using
14 property filters taken from a network designed by
the current technique (one which analyzes distribu-
tion means), the forced learning approach gave 99
generalization errors, just 1% more than the net-
work from which the units were taken. The value of
the selectivity and the coupling in the present tech-
nique is apparent.

Despite the shortcomings shown in the generali-
zation data, and the hardware difficulties in imple-
mentation, the gray invariant version of the parallel
hyperplane technique was used in the TIROS frame
investigation. Unless a considerable amount of
normalization can be achieved, methods based on
differences in the distribution means will not be
effective in photo interpretation. This leaves the
quadratic units and the parallel hyperplane units.
The parallel hyperplane units were selected, as they
require only 229 as much memory for unit specifi-
cation. The value of the gray invariance when the
gray scale does change was deemed to be sufficient
compensation for the slightly higher error rate on
the black and white generalization patterns.

One thousand patterns were used as design pat-
terns in the TIROS investigation. Five hundred of
these contained vortices; 500 did not. An additional
200 patterns used as a generalization sample were
also equally divided. This classification was ac-
complished by meteorologists with experience on
TIROS photographs. Classification by Douglas
personnel was less consistent.

Optical studies were performed on some TIROS
pictures to determine the minimum resolution re-
quirements compatible with good recognition per-
formance by people. Sixty different frames were
utilized. Prints of these frames were made at vari-
ous resolutions, using a screen process to control
the resolutions. These were examined by 15 to 20
people, in order of increasing resolution, to deter-
mine the coarsest resolution level at which their
classification became consistent. A remarkable
number of frames resulted in split decisions, nearly
half of the people calling them vortex and half
nonvortex, even at the highest resolution level. For
the vortex patterns the decision point seems to split
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evenly between the highest and lowest resolution
levels (240 lines and 70 lines).

Seven networks were designed to separate the
sample patterns. The first three of these were
designed with 180-by-180 resolutions, with each
property filter receiving 10 connections selected
randomly from the entire input field. A different
starting random number provides distinct networks.
The first two networks required 250 property filters,
the third required 220 to separate the sample pat-
terns. Thus the networks averaged 2400 input con-
nections, or 8% of the available picture points.
Since the resolution study did not indicate that the
smaller vortices could be identified at 70 lines (giv-
ing 8%, as many elements as 240 lines), one network
alone will not be particularly general. If the de-
sign sample is sufficiently representative, improved
generalization should result if the networks are
combined. Such combinations do not result in
significant improvements in the generalization per-
formance.

Each of the three networks can produce generali-
zation error rates less than 409, at some stage
in its design. Machine No. 1 is best in this respect,
giving a minimum of 36.5%] errors at one point, and
maintaining 40%; or less through most of the design.
For machines 1 and 2 the error rate has a minimum
at a point about half way through the design. Quite
consistently, the error rate on the design patterns is
3-69 at this point. In all cases the error rate deteri-
orates toward the end of the design. Combining
the networks overcomes this tendency for the error
rate to rise. The conclusion from these data is that
the increase in coupling in the design of the prop-
erty filters is undesirable. -

The poor generalization performance is due to the
nonrepresentativeness of the sample patterns. That
500 patterns, unnormalized for size, position, hori-
zon location, or fiducial mark location, do not
adequately represent the vortex or nonvortex classes
on a 32,400-point input field is not surprising. The
network which achieved perfect separation on non-
representative samples may have accomplished
some combinations of two things. The network

“ may be a good design for a smaller class of vortex
and nonvortex patterns of which the design sample
is representative, or it may be a design which capi-
talizes on the nonrepresentativeness of the ex-
traneous features in the samples, such as the loca-
tion of the horizon or fiducial marks. The extent of
the combination achieved cannot be determined
without a very detailed study of the design and

generalization patterns. Some indication is given in
the resolution results to be discussed next. That at
least some honest properties were found is evi-
denced by the fact that generalization performance
is consistently better than chance.

Networks 4 and 5 were designed on lower reso-
lution patterns. These maintained the 180-by-180
format, but the gray level changed only every
second or third point, respectively. Generalization
for these networks was tested against full resolution
patterns. The networks required 240 and 250 prop-
erty filters, respectively. Each network has a best
generalization error rate of 419, near the beginning
of the design for Network 4 and near the end for
Network 5. This significant deterioration is again
indicative that some honest properties have been
derived.

Networks 6 and 7 were designed with limitations
on the input fields of the property filters. For Net-
work 6 the connections for the filters were drawn
from 90-by-90 subfields positioned randomly in the
main field. For Network 7 45-by-45 subfields were
used. These networks required 280 and 290 prop-
erty filters for complete design. The rate of design
is not noticeably slower than for the other networks
until the error rate on the design patterns is less than
29%. The minimum generalization error rates are
4115% and 4315%, respectively, each minimum
being achieved twice. Therefore, there does not
appear to be any advantage, and indeed there is
some disadvantage, in seeking more localized prop-
erties.

The following conclusions are drawn:

1. The design technique is capable of producing
networks to separate the design sample of patterns.
When this sample is representative, as with the al-
phabetic characters, good generalization results are
achieved. In this case, the primary value of the
process is in the set of property filters derived, rather
than the discriminant function. When the sample is
nonrepresentative, as with the TIROS frames, only
limited generalization success is achieved.

2. The coupling between the design technique
and the sample patterns is too tight. The increase
in coupling in the property filter design should be
removed or reduced, the parameter which controls
the rate of design should be adjusted to give a lower
rate, and perhaps the criteria for acceptance of
property filters should be weakened.

3. The size of the design sample required depends
upon the minimum number of picture points needed



PATTERN RECOGNITION 475

for recognition and on the amount of normalization
and ‘“‘cleaning-up” of the patterns. For essentially
unnormalized vortex patterns on a 32,400-point in-
put field, 1000 sample patterns are inadequate to
give a properly stratified (representative) sample.

4. If the designs achieved are to be practical, con-
siderably more attention must be given to normal-
ization of the patterns. A size normalization would
permit the use of a resolution level suitable to all
patterns rather than just the smallest ones. The re-
sultant decrease in the number of picture points
required would make the sample more represen-
tative by editing or averaging out noise, and by
limiting the number of effective translations of the
patterns. Local and general normalizations of the
contrast in the frame could eliminate the need for
gray invariant property filters, resulting in a much
simpler hardware implementation of the parallel
hyperplane technique, and somewhat better per-
formance. Position normalization (i.e., centering)
could make one of the techniques based on distribu-
tion means practical, or at least would simplify the
recognition task.
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