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or as little data as required about the internal working of the
macrocell. For this library, no CONTENTS were required:
the INTERFACE provided all of the data required to use the
cell in a semi-custom IC design.

Within the INTERFACE, each port of the cell is specified
with the DEFINE and PORTIMPLEMENTATION con-
structs, which give direction, pin symbol, swapability, and
display information for the port. The graphical information is
an important part of the symbol and is found in one or more
FIGUREGROUPs, a construct EDIF uses to identify figures
with common attributes, such as layer or color. Finally, a
DOT shape is used to define the actual location and shape of
the port. EDIF uses similar mechanisms to specify graphical
data, whenever needed.

The BODY is used to supply information about the actual
graphics of the symbol as seen on a workstation, once again
using FIGUREGROUPs containing a number of EDIF
SHAPE constructs. This time, a FILLPATTERN specifies
that the SHAPE is left “white,” or unfilled. A BORDER is
defined for the symbol, with a dashed line (BORDER-
PATTERN).

Simulation Library

The simulation library is divided into two parts, corre-
sponding to usage within simulators. First, a library of cells
containing simulator primitive data (BEHAVIOR view) pro-
vides a model of each primitive modeled by Motorola’s in-
ternal simulator. Then, the main macrocell library defines
the macrocell functional connections (NETLIST view), which
connect the simulator primitives to make a particular macro-
cell.

Since EDIF V100 does not support an adequate
BEHAVIOR view for this purpose, the library contains only
the NETLIST view, which interconnects primitives that must
be defined outside the EDIF library. This is far from ideal but
has proven workable as an interim step and has allowed gate

level simulation libraries to be ported with minimal effort.

Simulation example

Figure 4 shows NETLIST view of the M212 library cell
shown in Figures 2 and 3. The logic primitives may be found
in the LOGCAP user guide;® they essentially are Boolean
gates with rise and fall delays for each input and output.

The CELL, VIEW, and STATUS are given as before, but
the INTERFACE is used merely to DEFINE the ports seen
by the user. The CONTENTS is used to describe the inner
workings of the cell. First, a LOGCAP primitive is referenced
by INSTANCE, with PARAMETERS specifying rise and
fall time. Next, the ports of this primitive cell are connected
by JOINED statements, either to external cell ports or to
other ports within the cell or to instances of primitives. The
QUALIFY is used to specify that the named port is the port
in a particular instance, rather than the port of the cell being
defined. Thus, the complete internal connectivity of the cell is
modeled using commonly known primitives. This description
provides a highly accurate reference for the receiver, who may

(cell M212
(view netlist LOGCAP
(STATUS (EDIFVERSION 1 8 8)(EDIFLEVEL 8) ...)
(interface
(detine input port (multiple ABCDEFGHIJ))
(define output port (multiple YA YB YC YD)))
(contents
(instance (qualify LOGCAP OR) netlist AA
(parameter risetime 2 falltime 4))
(joined AA (qualify AA output_port))
(joined D (quality AA input_ports_1))
(joined E (qualify AA input_ports_2)) ...
(instance (quality LOGCAP AND) netlist YYY
(parameter risetime & falltime 6))
(Joined YYY (quality YYY output_port))
(joined AA (qualify YYY input_ports_1))
(Joined AD (qualify YYY input_ports_2))
(joined AC (qualify YYY input_ports_3))
(Joined AF (quality YYY input_ports_4))
(define local signal
(multiple YYY YY AF AC AE AB AD AA)))))

Figure 4—LOGCAP NETLIST view of the M212 library cell (ACLOGLIB)

then decide to generate more efficient models using his own
system’s native primitives.

Physical Library

Structurally, the physical level library is the most complex
and the most specific to a given technology. For a Macrocell
Array, the library consists of three parts: the base array, the
macrocells and the packages available for that array.

Defining the base array

The base array consists of the preassigned components
(e.g., transistors, resistors) which are prefabricated, ready for
the customizing metal layers. In a Macrocell Array, these
metallization patterns come from two sources: pre-designed
cells or macrocells, which perform a specific function when
placed at the appropriate location; and interconnect wiring,
which connects the macrocells to make the design. The places
where a macrocell may be used are called sites and have
complex symmetry rules associated with them.

The base array cell first defines the sites allowed for place-
ment of the various classes of macrocells using a special sec-
tion of EDIF called SOCKET definitions. This section defines
such information as placement rules, symmetry of the sites,
and the location of sites on the chip.

Since the underlying array is quite complex, a hierarchical
definition has been used, as shown in Figure 5, with the basic
sites defined as cells (e.g., INTERNAL_SITE) containing the
basic SOCKET definitions. These are then instantiated into
quads of four sites (e.g., INTERNAL_QUAD_SITE). These,
in turn, are instantiated into the base array, with a STEP to
specify the placement of each array of quad sites on the under-
lying array. This results in a pattern that can be flattened to
show a simplistic representation of the placement sites, or
maintained as a hierarchy for a sophisticated placement algo-
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(Cell S (View . . .
(ArrayRelatedinfo ArraySite
-5, (Socket))))
Quad Site

(Instance S Physical S1)

(Instance S Physical S2 (Transform MX))
(Instance S Physical S3 (Transform R180))
(Instance S Physical S4 (Transform MY))

!

Complete Array

(Instance Q Physical Sites
(Transform (Translate
(Step 0 7 45)

(Step 0 16 20))))

A (SocketSet
(Instance S Physical IS1)
(Instance S Physical 1S4 (Transform MY)))
Two site macro
1 (SocketSet
M203 (Instance S Physical IS3 (Transform R180))
1

(Instance S Physical 1S2 (Transform MX)))
Figure 5—Definition of sites in a Macrocell Array

rithm or perform complex group interchanges according to
the natural structure of the base array to better utilize the
available space.

Routing barriers are defined in a similar hierarchical fash-
ion, but using cells which contain only a BODY to define a
protection frame consisting of shapes in the appropriate
FIGUREGROUPs. Finally, various symbols may be defined,
including text, to aid in the consistent display of the base array
features on a workstation. This may include such objects as
potential sites for macrocell placement, company logos, and
boundaries to routing areas.

Figure 6 shows part of an EDIF file that describes the base
array for the M2500ECL from the design manual. In this case,
the graphical information given reflects the drawing published
in the M2500ECL design manual, rather than the actual array
geometries.

The individual macrocell

The macrocell library includes the placement site require-
ments for each macrocell, including any special restrictions
(such as a macrocell which may occupy more than one site),
and the orientation of the macro required to correctly occupy
a site. This data uses a section of EDIF that is complementary
to the SOCKET called a PLUG, and the relationships be-
tween different PLUGs and SOCKETs define the often com-

(CELL BIPOLAR_BASE_ARRAY
(VIEW SYMBOLIC PHYSICAL (INTERFACE
(DEFINE INPUT PORT (MULTIPLE P@42 P663 ...
P122 P123 P124 ))
(DEFINE INOUT PORT (MULTIPLE P41$ ...
P104 P165 P186 P187 ))))
(VIEW SYMBOLIC SITE
(INTERFACE
(ARRAYRELATEDINFO BASEARRAY))
(CONTENTS
(INSTANCE CLOCK_GENERATOR_SITE SITE ID
(TRANSFORM R# (TRANSLATE 59 16)))
(INSTANCE INTERNAL_QUAD_SITE SITE ID1
(TRANSFORM R# .
(TRANSLATE (STEP 19 18 14) (STEP 17 11 16)))) ...
(INSTANCE ARRAY_ROUTING_BARRIERS_LEVEL_1 SITE ID6
(TRANSFORM R4
(TRANSLATE (STEP 23 16 14) (STEP 17 11 18))))
(INSTANCE ARRAY_ROUTING_BARRIERS_LEVEL_2 SITE ID7
(TRANSFORM RO
(TRANSLATE (STEP 16 18 18) (STEP 17 11 14))))
)

(CELL INTERNAL_QUAD_SITE
(VIEW SYMBOLIC SITE
(INTERFACE (BODY
(FIGUREGROUP ROUTING_LEVEL_1
(RECTANGLE (POINT # 0) (POINT 5 6))
(CONTENTS
(INSTANCE INTERNAL_SITE SITE IS1 )
(INSTANCE INTERNAL_SITE SITE IS2 (TRANSFORM MX))
(INSTANCE INTERNAL_SITE SITE IS3
(TRANSFORN R188))
(INSTANCE INTERNAL_SITE SITE IS4 (TRANSFORM MY))
(CELL INTERNAL_SITE (COMMENT "INTERNAL ARRAY SITE")
(VIEW SYMBOLIC SITE
(INTERFACE
(ARRAYRELATEDINFO ARRAYSITE (SOCKET)))))

Figure 6—A Macrocell Array base array definition

plex rules for correctly using a given macrocell in a given site.
Also defined in the cell are any macrocell related routing
barriers, physical port names, port locations, and relevant
data about internal port to port connections, if any. Symbols
may be defined for display of the macrocell on a workstation
during the placement process. These symbols are distinct from
those defined for the schematic drawing, and are used only for
the PHYSICAL view of the design.

Figure 7 shows the SYMBOLIC view of the M212 library
cell from Figure 2. This view gives the information required to
successfully place this macrocell on the base array and to route
wiring to the appropriate pins. Note that the internal routing
of the cell (CONTENTS) is not given since this is not needed
to use the macrocell in the array.

The INTERFACE defines a BORDER for display pur-
poses similar to the one defined for the schematic symbol. As
before, the physical appearance of each port is defined in a
PORTIMPLEMENTATION. But in a PHYSICAL view,
this specifies a routing target for a router, in this case a
DOT. Some connectivity is specified, showing that port YD
and SYD are equipotential and that a router may wish to
use this as a feed-through connection. Finally, the ARRAY-
RELATEDINFO section defines the correct placement in-
formation using SOCKETSETS to specify the required sites
and the orientation of the cell if it uses the site.
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(CELL M212
(VIEW SYMBOLIC PHYSICAL
(STATUS ...)
(INTERFACE
(BODY
(USERDATA BORDER BORDER
(FIGUREGROUP BODY_EXTENT
(RECTANGLE (POINT -328 -460)(POINT 328 4)))))
(PORTIMPLEMENTATION YD
(FIGUREGROUP R_LEV_2 (DOT (POINT 6 -56)))) ...
(JOINED YD SYD)
(DEFINE INPUT PORT (MULTIPLE AF CGBE HD J))
(DEFINE OUTPUT PORT (MULTIPLE YD SYD YA YC YB))
(ARRAYRELATEDINFO ARRAYMACRO
(PLUG
(SOCKETSET (INSTANCE INT SITE IS1)
(INSTANCE INT SITE IS52 (TRANSFORM MY))
(TRANSFORM MY))
(SOCKETSET
(INSTANCE INT SITE IS3 (TRANSFORM R184))
(INSTANCE INT SITE 154 (TRANSFORM MX))
(TRANSFORM MY)))))))

Figure 7—PHYSICAL (place and route) view of the M212 macrocell

THE COMPLETED DESIGN

The requirements and capability of Macrocell Array users
varies widely—from a small customer that is a first time user
of Macrocell Arrays to a large sophisticated customer that
designs dozens of arrays a year. This disparity is reflected in
the different levels of required interface to the manufacturer.
The small customer needs to minimize the risk involved and
will use its own equipment just to generate a schematic draw-
ing of the part, extracting just a netlist from which the rest
of the design work is done. The large customer usually has
installed equipment and procedures to do most, if not all, of
the design in-house, sending a netlist, test patterns, and even
physical or macrocell placement and interconnect routing
information.

The sections of this paper are organized to correspond to
each of the types of information to be transferred by means
of the EDIF description. These three information groups are:

Netlist: Connectivity information normally derived
from the schematic drawing, including the
macrocells used for the design and their inter-
connection.

Test Pattern: Simulation input and output, in terms of sig-
nals applied to, and expected from, each pin
of the device.

Defines macrocell placement in the array,
routing of wiring and other manufacturing re-
lated information.

Physical:

Three EDIF LIBRARY level sections are required regard-
less of the information sent: DESIGN, EXTERNAL, and
TECHNOLOGY.

The DESIGN construct specifies the “root” or topmost
cell in the design hierarchy, and is used as a starting point
when extracting information about a design. The VIEW
NETLIST within this cell contains the netlist data, the VIEW

BEHAVIOR contains the test pattern data, and the VIEW
MASKLAYOUT contains the macrocell placement and inter-
connect routing data. In each case, VIEWNAME:s for these
three VIEWTYPEs have been chosen to help a human reader
to understand their usage rather than to give some semantic
understanding to a CAD system.

The macrocell library used for the design is specified using
the EXTERNAL construct. For example, the EDIF state-
ment (EXTERNAL M2500ECL) specifies that the Motorola
M2500ECL Macrocell Array library was used. This allows
reference to the library and its contents without requiring that
the complete library be sent with each design.

A TECHNOLOGY section must be present to give at least
the technology identifier for a simple netlist, but may also
be needed to add information such as the scale factor to be
used for timing information. For example, (TECHNOLOGY
MOTOROLA_MCAZ2) specifies that Motorola’s MCAZ2 tech-
nology is being used and that the technology specific scaling
and definitions will be found in that library. In this example,
the definition case refers to the TECHNOLOGY section in
the M2500ECL library previously supplied by Motorola.

Netlist Information

A 4-bit binary counter is used as a design example to illus-
trate the way data is expressed in EDIF. As in the library
examples, only the basic information required is shown for
clarity. The example is called “MOTO2500,” the schematic
drawing is shown in Figure 8, and a partial EDIF file of the
netlist is shown in Figure 9.

Test Pattern Information

A “Test Pattern” refers to a sequential set of logic states
applied to or expected from each signal named in the EDIF
file during the test sequence or simulation run. The data sup-
plied consists of a series of logic states High (H, HIGH, T, or
TRUE), Low (L, LOW, F, or FALSE), Ignore (X), or high
impedance (Z).

Referring to the MOTO2500 example in Figure 8, a func-
tional test is performed using the waveforms shown in Figure
10. If inputs are driven to the states shown, then the outputs
shown are to be expected. To transmit this information a new

¢ ?@ ?é 9@

oK cx cx X3

R 08| R 0B r 0B} r 08}

RESET

CLKEN

o
2
x

Figure 8—Schematic drawing of the MOTO2500 example
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(EDIF MOTO2599
(DESIGN MQT02588 (QUALIFY EXAMPLES MOT02564 CELL))
(EXTERNAL M2586ECL)
(LIBRARY EXAMPLES
(STATUS ...)
(TECHNOLOGY ...)
(CELL MOT02586_CELL
(STATUS (EDIFlevel ... ))
(VIEW NETLIST LOGCAP
(INTERFACE
(DEFINE INPUT PORT (MULTIPLE RESET CLK CLKEN))
(DEFINE OUTPUT PORT (MULTIPLE Q1 Q2 @3 Q4)))
(CONTENTS
(INSTANCE (QUALIFY M2508ECL M202) logcap RST)
(JOINED RST (QUALIFY RST YA))
(JOINED RESET (QUALIFY RST A))
(INSTANCE (QUALIFY M2500ECL M291) logcap FF1)
(JOINED RST (QUALIFY FF1 R))
(JOINED CLOCK (QUALIFY FF1 C))
(JOINED (QUALIFY FF1 D) (QUALIFY FF1 @B) ...))

Figure 9—EDIF Netlist for MOTO2500, extracted from Figure 8

view is added to the EDIF file, as shown in Figure 9, resulting
in the file Figure 11. Note that a PORTMAP has been added
to identify the name of each port in the two views.

Physical Structure Information

The physical implementation of this array requires that
each macrocell be placed in a legal site in the correct orienta-
tion and that interconnect wiring be routed to connect the
ports of the macrocells. The rules for this process were sup-
plied in the physical library description shown in Figure 6.
Referring again to the MOTO2500 example in Figure 8, yet
another view is added to the EDIF file (as shown in Figure
12), and gives a complete specification of the three types of
information required to correctly build this design.

CONCLUSIONS

Both the software described and EDIF V100 have proven
useful for exchange of actual designs. Because of the limi-

INPUTS:

RESET

CLK

CLKEN

OUTPUTS:;

a1

Figure 10—Functional test patterns for the MOTO2500

(EDIF MOTO2584

(DESIGN ...)
(LIBRARY EXAMPLES
(STATUS ...)

(TECHNOLOGY M2569ECL)
(CELL MOTO2588_CELL
(STATUS (EDIFlevel ... ))
(VIEWMAP
(PORTMAP (QUALIFY LOGCAP RESET)
(QUALIFY LOGIC RESET) ... ))
(VIEW NETLIST LOGCAP ...)
(VIEW BEHAVIOR LOGIC
(INTERFACE
(DEFINE INPUT PORT (MULTIPLE RESET CLK CLKEN))
(DEFINE OUTPUT PORT (MULTIPLE Qi @2 Q3 ¢4)))
(CONTENTS
(SIMULATE MOT02588 FUNCTIONAL_TEST
(IGNOREVALUE X)
(APPLY 25 1
(LOGICINPUT RESET -
(LOGICWAVEFORM L H L))
(LOGICINPUT CLK
(LOGICWAVEFORM H HL HLHLHLH ...))
(LOGICINPUT CLKEN
(LOGICWAVEFORM H H H H L))
(LOGICOUTPUT Q1
(LOGICWAVEFORM X LLLLHHLLEH...))
(LOGICOUTPUT Q2
(LOGICWAVEFORM X LLLLLLHHH...))
(LOGICOUTPUT Q3
(LOGICWAVEFORM X LLLLLLLLL ...))
(LOGICOUTPUT Q4
(LOGICWAVEFORK X LLLLLLLLL ...)NNHN)

Figure 11—EDIF file with test pattern information added

tations of both the first version of this software and of
EDIF V100, the software described will be replaced by
EDIF V200 based production software in the near future.
Since these two versions of EDIF are not upward compatible,
a potential user of the EDIF interfaces described here
should check with Motorola to be sure of the current status of

(EDIF MOTO2564

(DESIGN ...)
(LIBRARY EXAMPLES
(STATUS ...)

(TECHNOLOGY M2566ECL)
(CELL MOT02588_CELL
(STATUS (EDIFlevel ... ))
(VIEWMAP
(PORTMAP (QUALIFY LOGCAP RESET)
(QUALIFY LOGIC RESET)
(QUALIFY PHYSICAL Po#1) ... ))
(VIEW NETLIST LOGCAP ...)
(VIEW BEHAVIOR LOGIC ...)
(VIEW NETLIST PHYSICAL
(INTERFACE :
(DEFINE INPUT PORT (MULTIPLE P##1 P963 P15))
(DEFINE OUTPUT PORT (MULTIPLE P#28 P8#2 P##4 P9989)))
(CONTENTS
(INSTANCE (QUALIFY M2500ECL M291) physical Site_122
(TRANSFORM R186¢ (TRANSLATE 28 25)))
(FIGUREGROUP LEVEL_1
(SIGNALGROUP RST
(FIGURE
(PATH
(POINT 21 25) ... )Y

Figure 12—The EDIF file now includes physical information
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Motorola’s software before writing their interface software,
and with the EDIF User Group for the latest information on
EDIF.*

*EDIF User Group, 2222 South Dobson Road, Building 5, Mesa, Arizona
85202
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ABSTRACT

This paper describes the CitiExpert system, an artificial intelligence system devel-
oped for a commercial bank to increase the productivity and effectiveness of funds
transfer telex request operations. These telexes were previously processed manu-
ally. Data entry operators would read and analyze the telex and then type informa-
tion at a standard ASCII terminal interface. CitiExpert applies a combination of
natural language processing techniques and rule-based expert system techniques to
automatically analyze the telex and to generate a formatted equivalent. CitiExpert
also provides a sophisticated intelligent user interface which aids users by applying
the system’s domain knowledge to the interactive session.

The paper discusses the previously existing technical and organizational environ-
ment at the client bank, and the factors and technical solutions which made Citi-
Expert a success. CitiExpert has been in production use since June of 1985.
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INTRODUCTION

The CitiExpert system was designed and implemented to in-
crease the productivity of funds transfer telex processing, a
labor-intensive area. Engiish text telexes are read by bank
professionals, and important data in the telex is typed into a
data entry console. This data must be entered according to
both general banking guidelines and strict formatting rules.

Because of the bank’s need to process English text input
and to incorporate a significant amount of domain expertise,
traditional programming techniques were inadequate. Arti-
ficial intelligence (AI) technology was identified as the appro-
priate solution. Al offers two groups of techniques which are
used by CitiExpert: natural language processing techniques,
and rule-based expert system techniques.

CitiExpert was first implemented by Consultants for Man-
agement Decisions (CMD) as a standalone prototype in the
Summer of 1984. A prototype approach was selected to allow
management to evaluate the potential of artificial intelligence
in banking and to determine the potential success of a full
production implementation. The prototype was standalone to
allow the design team to concentrate on knowledge en-
gineering. This standalone prototype was successful, and sys-
tem integration became the major development issue. Citi-
Expert was integrated with the bank’s system environment,
and a production version was readied and installed in June
1985.

The development and management of the CitiExpert proj-
ect provides a case study of the implementation of new tech-
nology within traditional corporate data processing environ-
ments. Several conclusions can be drawn from this experience
which may benefit other applications of advanced technology
in business environments.

THE EXISTING CLIENT ENVIRONMENT

The environment at the bank displayed a unique set of man-
agement and technical characteristics. Careful management
and coordination of both executive desires and technical re-
ality was a key factor in the success of the development effort.

Selection of the Application Domain

Late in 1983, the management of the bank’s international
transaction processing area began to realize the importance
of artificial intelligence technology for their business: large-
volume transaction processing of international transaction
requests. These requests include funds transfer requests, re-
quests for issuance of trade financing instruments such as

letters of credit, and inquiries and investigation requests.
These transaction requests arrive via several international
electronic networks, such as TELEX, SWIFT, and CHIPS.

The majority of the area’s traffic was formatted according
to banking conventions and was processed automatically by
conventional computer systems. However, a significant per-
centage of the processing costs were associated with the un-
structured, or free format messages, which arrived as English
text messages over the telex wire.

The use of artificial intelligence technology was an attempt
to leapfrog the existing, more gradual, upgrade and improve-
ment of transaction processing systems. The risk of new tech-
nology was balanced by the potential for a three- or four-year
advance in transaction processing technology.

The initial application chosen as a test area for a proto-
typing effort was unstructured funds transfer telex processing.
This application domain satisfied all of the accepted condi-
tions for a successful Al project. A subset of the key con-
ditions satisfied follows:"?

1. The domain is characterized by the use of expert knowl-
edge, judgement and experience.

2. Conventional programming solutions are inadequate.

3. There are recognized experts that solve the problem
today.

4. The completed system is expected to have a significant
payoff for the corporation.

5. The task requires the use of heuristics, or “rules of

thumb.”
. The task is neither too easy nor too difficult.
7. The system can be phased into use gracefully.

=)}

The Technical Environment

The system for funds transfer processing at the bank is
known as the Funds Transfer Network (FTN). After the suc-
cess of the standalone prototype, integration with this system
became the key issue.

A moving target

The FTN was built in the late 1970s using several PDP-11s
and many different serial line network protocols. In 1984, as
we were completing our prototype, an effort was initiated to
upgrade the entire FIN to VAX Cluster architecture. This
was a three-year effort, involving all of the machines and
network connections.

The authors were involved with the internal system group’s
planning process, in an effort to integrate CitiExpert with the
PDP-11 and schedule the transition to the new VAX as pain-
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lessly as possible. Corporate MIS systems are rarely static,
and the need to coordinate to “hit a moving target” is even
more critical with integration of a strategic technology such as
artificial intelligence. Strong management desire for rapid
implementation of the technology resulted in a reworking of
the entire three-year development plan, to bring CitiExpert
online at the earliest possible date.

Networking

The CitiExpert prototype was developed in LISP on the
LISP Machine. In 1984, the LISP Machine did not provide an
interface to the PDP-11. The implementation dates set by
management did not allow time to develop a port to another
language or machine.

A solution was provided by the availability of a UNIX
processor for the LISP Machine. Citibank made available a
C-language based protocol for UNIX which would communi-
cate with one of their PDP-11 routing nodes. CMD substan-
tially revised and enhanced the protocol to increase its robust-
ness to a production quality.

Communication with the new VAX-based FIN, over
DEChnet, was pursued via several paths. First, a vendor was
engaged to develop a custom DECnet for the Lambda UNIX
processor. Second, a port to the Symbolics LISP machine was
completed soon after Symbolics announced DECnet, in
November of 1985. Third, a port to Common LISP on the
VAX itself was completed early in 1986.

Careful attention to network integration issues was the
primary factor affecting the project’s success. Performance of
the knowledge engineering components could be excellent
from a technical perspective, but the system could not be
cost-effective without an appropriate system integration.

The client’s technical staff

A further complicating issue was the unavailability of the
bank’s technical staff for CitiExpert. This staff was fully uti-
lized developing the VAX-based FIN, which was critical to
the bank’s operations, and they could not be spared to aid
with the networking issues. Thus it became even more im-
perative that we provide this expertise as well as artificial
intelligence knowledge. Insisting that we were “knowledge
engineers” and above such work was not an option in this
environment, and we suspect such is the case in most other
business environments as well.

Performance requirements

Because funds transfer is a transaction processing environ-
ment with large volumes and strict time constraints, we were
required to design from the beginning with speed efficiency in
mind. We could not afford the luxuries of powerful, overly
general formalisms for processing. This required us to pursue
a custom development approach.

The initial prototype processed each teiex in 70 seconds on
the LISP Machine. The current microVAX II Common LISP

version processes each telex in under 30 seconds. This speed
improvement was necessary to make the system cost-effective.

FACTORS CONTRIBUTING TO SUCCESS

The complex management demands and the difficult combi-
nation of technical factors resulting from application of new
technology to a traditional DP environment required a unique
combination of solutions to bring CitiExpert to successful
completion. Decisions too numerous to itemize were each
responsible in some way for the success; the most critical
factors are described in this section.

Support of Top Management

Key executives at Citibank were our contact point. These
executives had the vision to identify the potential of com-
bining Al technology with this application. In addition to the
backing of these executives, the manager directly responsible
for system development and operations became a strong pro-
ponent of the technology, and the entire management team
worked together to implement the initial vision. This strong
management backing was critical to the project’s success for
several reasons.

Knowledge acquisition was necessary from several sources.
To develop an effective system, we interviewed Citibank staff
in systems development and operations as well as the end-
users and managers. Without the strong backing of top man-
agement, organizational dynamics might have jeopardized
our access to one of these groups. In particular, had our initial
contact been within the systems group itself, contacts with
end-users and with higher-level management would have been
difficult to establish.

Management demonstrated their commitment to the sys-
tem by producing a professional quality videotape of Citi-
Expert. The first version of this videotape was prepared im-
mediately after the prototype, making a strong statement
early in the project about management’s commitment to the
technology. This videotape was used both as a marketing tool
for overseas clients and as an internal tool for the dissemina-
tion of the technology.

Because of the success of CitiExpert, follow-up applications
were requested which leveraged the initial effort. Several re-
lated applications are currently past the prototype stage and
are being prepared for production implementations. Manage-
ment’s continued commitment to CitiExpert, in the form of
both the videotape and the follow-up applications, indicates
the success of the project.

Strong management backing also allowed us to proceed
with a unique, important development relationship described
in the following section.

The Client-consultant Relationship

The typical paradigm for managing consultants involves
viewing them as extensions to the in-house development
team. The client’s existing project management structure is
used, and the consulting firm provides programming talent.
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This paradigm may not work when applied to advanced
technology such as artificial intelligence. With such a different
technology, new management techniques are often required
to correspond to the difference in development styles and
issues. We insisted on providing the project management ex-
pertise as well as the technical expertise. Thus we delivered a
custom turnkey system, rather than simply providing various
code modules and routines according to a client-specified
schedule.

This arrangement at times resulted in strained relations
with the systems development staff, as they were not used
to relegating management control of consultant-developed
projects. Once again, the strong backing of top management
allowed us to proceed.

CitiExpert also benefited from the knowledge engineers’
concurrent involvement with other, more traditional decision
support efforts at Citibank. These concurrent efforts proved
synergistic. Together the efforts increased the trust relation-
ship between the development team and the bank. The larger
number of projects resulted in more frequent access to the key
managers. These more traditional projects providled CMD
with a better understanding of the bank systems and staff.

Broad Expertise of Development Team

A research-oriented knowledge of artificial intelligence is
far from adequate when approaching a real-world production
application. We found that much more important is the
breadth of experience within the project staff. In addition to
abilities as knowledge engineers, the development team was
required to aid in scheduling a three-year development effort;
to optimize rules and formalisms, at times even in assembler;
and to debug and optimize a serial network protocol for inte-
gration with the PDP-11.

Our experience was that knowledge engineers must be will-
ing and able to immerse themselves in all aspects of a project’s
development, and that this versatility is more critical than the
arcane knowledge associated with advanced research.

Porting the System to the VAX

Continued success of CitiExpert has been dependent on the
evolution of the code to run on different computers. The LISP
Machine was not feasible for the new FTN since no acceptable
network protocols were available. To retain cost effectiveness
and achieve network integration, it became necessary to port
the application to the VAX. This was a major effort, porting
from ZetaLISP to Common LISP. After the port was com-
pleted, we decreased the time performance by more than an
order of magnitude.

All of these efforts were undertaken to retain the cost-
effectiveness of CitiExpert. Cost-effectiveness is the key issue
for implementations of new technology which move from the
laboratory into a production enviornment. A cost justification
must be demonstrable at the onset of development, and
cost-effectiveness must be achieved during the course of the
project, especially with a “showcase” project for new tech-
nology such as artificial intelligence.

FROM: BANK OF MASSACHUSETTS, CAMBRIDGE, MA
7/13/84
CAMBRIDGE MASS
TO NEW YORK BANK
1/5642
VALUE 16TH JULY
DEBIT OUR ACCOUNT AND PAY USDLRS 7,406.94 TO YOURSELVES
IN NEW YORK N Y FOR
CREDIT ACCOUNT OUR TOKYC BRANCH

BEING REIMBURSEMENT OF AMOUNT
EXPENDED ON BEHALF OF THE OFFICE OF THE PRESIDENT FOR
PERIOD 24TH MAY 1983 TO 17TH MAY 1984 BY ORDER JOHN SMITH,
VP ACCOUNTING
RESERVE
CAMBRIDGE

Figure 1—A typical funds transfer telex. (Bank names are fictitious.)

13/7/84

THE TECHNICAL SOLUTION

Technical Requirements

The knowledge domain for CitiExpert is the reading and
translating of English text messages into a structured format.
The messages are sent to the bank electronically via the telex
network. Each funds transfer request is from 80 to 200 words
long. A typical telex, with fictitious bank names, is shown in
Figure 1. The subset of English used in these telexes is highly
terse and abbreviated. The people typing in the telex mes-
sages are under time pressures, so abbreviations and typo-
graphical mistakes are common. Many of the telexes are en-
tered by people for whom English is a second language. Often
information which is necessary for the bank, but not required
of the sender, will be omitted to reduce the sender’s message
entry time. For example, the name of a bank is often specified
without the corresponding account number. In many telexes,
information is supplied which is not needed by the bank; this
information is ignored.

The domain is such that a direct mapping from individual
phrases to structured values is not possible (see Figures 2
and 3). The structured values depend on the context of the
entire message. Some structured values depend on several
different phrases in combination. Some values may depend on
a particular combination of yet other structured values. The
possible combinations of situations resulting in a given value
are thus very large. Application domains in which combina-
torial effects become significant usually do not submit to a cost
effective, traditional programming solution. These complex-

FROM THE BANK OF ALLBANKS

DATED 11/23/86

REF EH-2323

PLEASE DEBIT OUR TUSCALOOSA BRANCH
CREDIT THE BANK OF CAMBRIDGEVILLE
FOR USDOLLARS 1000,000.--

PAYMENT TO THEIR GENEVA BRANCH

THEIR REF. LOAN NO. 25563

REGARDS,

FT DEPT.

Figure 2—A telex where two phrases together (in bold) indicate the exact
branch to debit. Also note that the credited bank branch is indicated
in two distinct phrases.
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Dollar Amounts

15,904:00 387.50 1000 US-DOLLAR-
60,352.72 26.643, - ONEZERONINEONE CENTS 13
64,500.- 100,000/=
1405.03 200.000, --,
25110.00 50.000, --
1,000.00 86,875.00.
825.95 1'142'546.72
650,000.00 167.702 US DOLLARS 48 CENTS
1565.00 2.014.833 US DOLLARS 33 CENTS
1.200.000, - 1.747 DECIMAL 50
1.338,75 18.000, --

Value Dates

VALUE 840509
VALUE MAY 11,1984
VALUE TODAY VALUE DATE MAY 9, 1984
VAL. MAY 8/84 VALUE TODAY, 5/9/84
VALUE 9TH MAY 1984+++ VAL. 05/10,

VALUE 9.5.84 VAL. 9.5.84

VALUE 11/5/84 VALUE 11. MAY 1984

VALUE 10/5/84 VAL 9TH PAY

VALUE 10/05/84 VALUE THIS MAY NINTH 1984
VALUE MAY 9, VALUE MAY ELEVENTH 1984
VALUE DATE: 10.5.84 VAL. 10.05.

VALUE 10.05.84 VAL. 10TH MAY 1094

VALUE MAY/16/84
VALUE 10.5.

Figure 3—Samples of the variations in two CitiExpert domain phrase types.

ities are an indication that artificial intelligence techniques
may be appropriate. These techniques are designed to man-
age such combinatorics by representing the basic structure of
the knowledge. In addition to these domain requirements, the
production environment required that each telex be processed
in under sixty seconds.

System Design

The particularly abbreviated version of English found in
these telexes led to the use of a flexible parser approach.’> We
combined elements of case frame grammars* and semantic
grammars® to arrive at the final linguistic formalism. The
characteristics of our formalism satisfied the domain require-
ments:

1. The formalism was capable of identifying single phrases
and incomplete sentence fragments.

2. The formalism was able to identify useful information
and ignore irrelevant information.

3. The formalism provided for the identification of abbrevi-
ations and misspellings.

4. The formalism was capable of identifying information
even when incorrect grammar was used.

5. The individual parsers could be compiled to provide a
significant decrease in processing time.

The basic formalism was designed using a variation of the
Augmented Transition Network® to build semantic units.
Each semantic unit is responsible for the identification of one
key piece of information from the telex. As information is
identified, it is stored within the semantic unit.

In addition to the linguistic formalism, we employed a rule-
based expert system to incorporate domain knowledge. The
expert system receives input from the semantic unit values
(see Figure 4). The expert system was used to make decisions
based on overall message content, to infer values using com-
binations of phrases, and to implement constraints among
different structured values. This expert system was also cus-
tomized to achieve production level speed performance. In
the current production version, the rules have been rewritten
directly in LISP code, resulting in a ten fold performance
increase.

A successful technical design was achieved through two
primary emphases. First, no single technique was identified as
the best, or preferred technique. The design team was en-
couraged to blend the most appropriate elements of several
formalisms, a hybrid approach, which resulted in a system
highly optimized for performance in this domain. Second,
speed performance was a design consideration from the onset.
The formalisms were designed to provide powerful knowledge
engineering capabilities, while providing for ease of optimiza-
tion in the implementation phase.

Original
Telex
Text

Semantic Unit Module

Several of the semantic units for funds transfer are:
-- Dollar Amount

- Effective Date

-- Paying Bank

-- Reference Numbers

!

Rule-Based Expert System Module

Structured
Message
May be any format:
-- SWIFT
-- Bank Internal
Format

Figure 4—CitiExpert internal architecture, with a representative set of
semantic units shown,
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THE INTELLIGENT USER INTERFACE

CitiExpert was designed to process a telex fully, then to pass
the telex and the corresponding structured information to a
user edit interface. CitiExpert identifies an average of over
80% of the structured information. An operator must com-
plete the remaining structured information, usually one or
two values. ,

The existing FTN data entry stations could not support
display of both a telex and a structured equivalent. These
interfaces were designed to be used with a printed copy of the
telex, and provided for structured value entry only. Designing
CitiExpert to print out the telex for these operators would
have reduced the cost effectiveness of the process consid-
erably. Instead, we implemented an “intelligent assistant”
interface within CitiExpert. This interface was conceptualized
as a low-level assistant to a human operator which would
provide much of the processing expertise, freeing the operator
to perform higher level conceptual activities.” Similar func-
tionality was implemented on both the LISP Machine and the
VAXstation.

This interface employs mouse cursor control, multiple win-
dows, and pop-up menus and windows to improve operator
productivity. Two primary windows are displayed: one con-
taining the original telex message, and the other containing
the structured values identified automatically (see Figure 5).
The mouse can be used to mazk\a region of text in the telex
window and move that text into one of the structured values.

Incomplete or ambiguous values identified by CitiExpert
are made available to the user through pop-up windows. One
such window is for English-text notifications of problems en-
countered during processing. A second window contains sug-
gested values which are each mouse-selectable. For example,
if several branches are found in the CitiExpert bank database
for the name “CREDIT SUISSE,” the notification window
would say “Several branches found for CREDIT SUISSE,”
and the suggested values menu would display each of the
branches, with the corresponding city and account numbers
(see Figure 6). This mechanism allows the user to benefit even
when CitiExpert cannot uniquely identify a value.

Telex Window Structure  Window

SNDR REF: 5555-RR

FROM DOWJON BANK BEN REF:

TO MIDWEST TRUST CUR: USD

TRANSFER USD 5000. AMNT: 5000,

IN REIMBURSEMENT OF REF. NO. ORD BANK:

5555-RR REIMB PT: DOWJON BANK
THANKS BEN BNK:

FT DEPT. BENE: MIDWEST TRUST

DETAILS:

SIGNOFF_| _ REQUELE REIECT | APPROVE

Figure 5—The CitiExpert interface. “Mouse” selection of all screen items is
supported to aid the editing session.

Telex Window Structure Window
SNDR REF: 5555-RR

FROM DOWJON BANK BEN REF:

TO MIDWEST TRUST CUR: USD

TRANSFER USD 5000. AMNT: 5000,

IN REIMBURSEMENT OF REF. NO. ORD BANK:

5555-RR REIMB PT: DOWJON BANK
THANKS BEN BNK:

FT DEPT. BENE: MIDWEST TRUST

DETAILS:

REIMB PT:

Problems:
Multiple branches found.

Suggestions:

DOWJON BANK, DALLAS TEXAS /87654
DOWJON BANK, TOKYO, JAPAN /43300

APPROVE

SIGNOFF | REQUEUE REJECT |

Figure 6—The CitiExpert interface, with suggestions and problems displayed
for the “REIMB PT” field.

The linguistic and domain knowledge used in the automatic
processing is also available to the user. For example, when a
region of text is moved to a structured value using the mouse,
the user can request intelligent processing for that text. The
parsers and domain rules are then invoked to process the text.
A correctly processed value will be entered by the interface.
In addition, other values which may have been affected by this
change will be flagged with a notification for the user.

The intelligent user interface is a critical component of
CitiExpert. The power of this “intelligent assistant” concept,
employing mouse cursor control, multiple windows, and pop-
up menus, significantly increases the productivity of the users.
Providing a broad interface between the user and the intelli-
gence in the system results in maximum value for the knowl-
edge engineering effort.

SUMMARY

The CitiExpert system provides a case study of technological
innovation within a traditional data processing environment.
A number of conclusions, both organizational and technical,
can be drawn from this experience.

Management Conclusions

The most significant organizational lesson is that the key
executives must be personally involved in the project. The
organizational dynamics can become quite complex, espe-
cially when new technology is involved. Managers below the
key decision-making level do not have the authority to man-
age these conflicts. Also, because new technology requires a
new management approach, the involvement of key execu-
tives is necessary to smooth the transition to a new manage-
ment style. We observed that the vision of these executives is
often more important than technical expertise. Executives can
often achieve success with new technology by pursuing a firm
vision while not allowing themselves to be dissuaded by a lack
of technical knowledge.
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A second management lesson is that traditional imple-
mentation issues are magnified when a new technology is
used. The languages and machines used are likely to be differ-
ent from the existing DP systems. Network protocols may not
exist for these machines. These issues must be considered at
the onset of development, and a path, from prototype to
production, must be available. This requirement may result in
the selection of a less optimal machine or language for devel-
opment. An alternative is the “two track” approach of using
separate machines for development and delivery. The Citi-
Expert solution of the LISP machine development environ-
ment with the VAXstation delivery system is one example of
this approach.

A third lesson is that new technology often requires new
management techniques. Managing development of a new
technology, such as artificial intelligence from a traditional
DP orientation, can be problematic. In some cases, the ability
of the project team to adapt to the new management tech-
niques may have more effect on project success than the
team’s technical expertise.

A fourth lesson is the importance of a custom design
orientation. In a production environment, producing cost-
effective results for new technology requires this orientation.

CitiExpert also benefited from CMD’s concurrent in-
volvement with other, more traditional decision support
efforts at the bank. These concurrent efforts proved to be
synergistic, providing the development group with a broader
understanding of the client’s needs and establishing a stronger
trust relationship.

Technical Conclusions

Several technical recommendations can be drawn from the
CitiExpert experience. The key lesson is that theoretical dog-
matism or purity hinders a production implementation. In
most cases, a hybrid of several techniques and formalisms
will result in the best solution. At points throughout develop-
ment, new variations in the formalism may be suggested which
would never arise in a research environment. These variations
should be welcomed, rather than rejected as theoretically un-
sound.

A second lesson for artificial intelligence system designers
is that partial results should be made available to the users.
If this information on partial results is lost, a significant por-

tion of the system’s capabilities is being wasted. When cost-
effectiveness is the key management issue, designers cannot
afford to keep this information from the users.

Third, for maximum cost-effectiveness, the system’s intel-
ligence should be made available to the user through an in-
telligent interface. With the typical expert system consultation
model, this is standard; however, in a transaction processing
environment, an intelligent interface is not required. Partially
processed messages can be routed through the existing sys-
tems, removing the need for a special interface; this tempta-
tion should be avoided.

A fourth lesson is the importance of speed performance.
Designers should anticipate the need for speed optimization
and design accordingly. Options such as assembler rewrites of
speed critical code should be available on the delivery ma-
chine. Formalisms should be carefully tailored to the needs
of the application, rather than generalized for a large class of
applications; a generalized formalism will usually result in
reduced performance.

The fifth lesson is the importance of system integration
issues. The system may contain superb knowledge engineer-
ing, but will be useless without a clear implementation path.
The system must blend in with the existing system environ-
ment. Initial implementation must be supported by the de-
velopment team, and follow-on releases should address user
comments during this period. The system is successfully com-
pleted when the development team can “cut the umbilical
cord” so that users can take over the system as their own.

REFERENCES

1. Davis, R. “Expert Systems: Where Are We? and Where Do We Go From
Here?”, MIT AI Memo No. 665, 1982.

2. Prerau, D.S. “Selection of an Appropriate Domain for an Expert System.”
AI Magazine, 6 (1985), 2, pp. 26-30.

3. Hayes, J.H. and G.V. Mouradian. “Flexible Parsing.” American Journal of
Computational Linguistics, 7 (1981), 4, pp. 232-242.

4. Fillmore, C. “The Case for Case.” In E. Bach and R. Harms (eds.) Univer-
sals in Linguistic Theory. New York: Holt, Rinehart, and Winston, 1968.

5. Hendrix, G.G. “The LIFER Manual: A Guide to Building Practical Natural
Language Interfaces,” Technical Note 138, SRI International, 1977.

6. Woods, W.A. “Transition Network Grammars for Natural Language Analy-
sis.” Communications of the ACM, 13 (1970), pp. 591-606.

7. Rich, C., and R.C. Waters. “Abstraction, Inspection and Debugging in
Programming,” MIT AI Memo No. 634, 1981.



Use of expert systems in medical research
data analysis: The POSCH Al project

by JOHN M. LONG, JAMES R. SLAGLE, MICHAEL WICK, ERACH IRANI,
JOHN MATTS and the POSCH GROUP*

University of Minnesota
Minneapolis, Minnesota

ABSTRACT

Artificial Intelligence (AI), especially expert systems technology, has very promis-
ing possibilities for more fully automating the analysis of medical research data. The
Program on the Surgical Control of the Hyperlipidemias (POSCH), a national
multi-centered clinical trial has been experimenting with using Al in its data analy-
ses for several years. Three projects are described in this paper.

The first experiment, designed to automate the clinical judgment used to evaluate
the data from serial graded electrocardiograms has been a success. Early efforts to
automate one step of the evaluation of serial coronary arteriography data has also
been successful, but major difficulties must be overcome to extend the work.

The initial motivation for the POSCH AI Project was to build an expert system
that can search for interesting relationships among, and between, the POSCH
variables. The problems encountered are different from those of other investigators
who are attempting similar projects. Efforts to segment and/or collapse the problem
into smaller units are explained. Issues related to the data structure and query
languages have been identified. Statistical and other logically based reasoning meth-
ods, fundamental to the entire project, are discussed in conjunction with the heuris-
tic methods used by expert systems.

* The work of J.R. Slagel, M.R. Wick, and Erach Irani is partially supported by NSF Grant DCR8512857 and by the
Microelectronics and Information Sciences Center of the University of Minnesota.
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INTRODUCTION

Artificial Intelligence (AI), primarily expert systems tech-
nology, is being widely explored in medicine." There are
several large, multi-centered clinical studies that accumulate
extensive files of data on a large number of patients.>>* Al
has promising possibilities for them. As an example, the
Program on the Surgical Control of the Hyperlipidemias
(POSCH) has been experimenting with using expert systems
to automate more fully the analyses of its large database of
clinical trial research data. In our first two projects, we are
using expert systems to automate the element of clinical
judgement required for some analyses.’ Ultimately we hope
to use Al to automate the search for interesting relationships
between, and among, the variables that are collected annually
on POSCH patients.

The POSCH database comes from a randomized controlled
clinical trial that uses a standard patient visit protocol and
records all data on standard data forms.” The timing and
frequency of patient visits are also standard. POSCH has
some missing data and a few missed visits, but the frequency
is quite low. This allows us to focus our efforts on the inter-
esting aspects of building a system to search for medical
knowledge that may now be hidden in the database. In other
words, the POSCH database is ideal in many ways for
experimentation in the use of Al for data analysis.

POSCH AI PROJECT

The long range objectives of the POSCH Al Project are to use
this new technology to:

1. Develop an automated system that will assist our staff of
analysts in a comprehensive examination of all of the
POSCH data.

2. Identify and test relationships that exist over time be-
tween and among the variables.

3. Identify an optimal subset of variables that can predict
the outcome of the POSCH study endpoints (for exam-
ple, a heart attack or atherosclerotic death).

4. Compare the AI based automated system’s results with
the results accomplished in a more conventional manner
and thus provide an evaluation of the AI methods.

Basis For the Study

The POSCH study is a national, multi-clinic, clinical trial
designed to test the lipid-atherosclerosis hypothesis in a pop-

ulation where all have had a heart attack. It is known that
higher rates of heart attacks and atherosclerotic deaths occur
in people with higher levels of cholesterol. The lipid-
atherosclerosis hypotheses, yet to be fully proven, says that
lowering cholesterol will also lower the rates of heart attacks
and atherosclerotic deaths. In order to test this hypotheses,
POSCH lowered the cholesterol in half of its patients, the
intervention group, using the other half as a control group.
POSCH is now collecting a large amount of data on each of
the POSCH patients over a 7 to 14 year period.

POSCH’s data collection, editing, storage, retrieval, and
analyses problems are typical of a number of other large med-
ical research projects.®” The focus of this paper is on the uses
of Al in data analyses. A variety of manual and automated
methods are used by POSCH, and other large clinical trials,
to analyze the medical research data. The analysis of certain
complex tests, especially for changes in the patient’s per-
formance over time, requires clinical judgement. This re-
quirement is especially difficult because it has traditionally
required manual processing by human experts, usually busy
and expensive medical specialists.

POSCH has an additional problem. The designers of
POSCH chose to collect about 1400 data items at each annual
visit, 600 of which are placed in our computerized database.
Even the 600 variables stored in our database are more than
our staff can examine in a comprehensive way. At the present
time, the POSCH analysis staff examines in detail about 100
of the 600 variables. These so called major variables are
known to be related to the lipid-atherosclerosis hypothesis,
the focus of our study, and/or the partial ileal bypass surgery,
the intervention modality used to lower cholesterol. We are
especially concerned with the potential effects of changes in
these variables on the POSCH patients, either beneficial or
not beneficial. The other 500 so called minor computerized
variables are collected because there is some possibility that
they could be related to our study focus. They are examined
in much less detail. The remaining 800 items that are not
entered into the computer are useful at the time of data col-
lection but are judged to have little long term value. They
consist primarily of series of questions asked by the physician
in order to determine the patient’s health status in a certain
area. The relevant health status is entered into the automated
portion of the patient’s record.

POSCH is attempting to resolve the problem of analyzing
so many variables by finding supplemental and automated
methods for searching for relationships between, and among,
all of the computerized variables; especially the ones that
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cannot receive the special attention our staff has devoted to
the 100 or so major variables.

There is a potential trap in such a detailed examination of
the POSCH data, such as finding spurious or irrelevant rela-
tionships. Statistically significant differences that are clinically
unimportant are apt to be found when one examines such a
large database in so much detail. The analyses must be per-
formed in an intelligent way. We expect to avoid such pitfalls
by designing the expert system rules to do the same thing that
a human would do to avoid such errors. Direct human inter-
vention will be used as a last resort. That is to say, we accept
the possibility that we may not be able to fully automate the
process. Even partial success, which we have already
achieved, makes this work very practical.

The project has been under development for several years
and this paper presents the current status. At this stage a basic
plan has been formulated, the necessary resources have been
assembled, and two prototype expert systems have been de-
veloped.

The Resources

1. The POSCH Database. The database is an hierarchically
organized database that includes about 600 computer-
ized variables collected on 838 patients upon entry into
the study (that is, the baseline data) and at annual visits
for a minimum of seven, and up to 14, subsequent
annual visits. At present the database is about 75% of its
ultimate size and includes a total of about 200 million
characters broken down into about 160 million in
MEDDB, the main data storage area, and 40 million in
STATFILE/LOCATOR, an on-line administrative type
database that includes the status and location of all pa-
tient visits, data forms and documents.

2. Catalog of Variables. The catalog classifies and or-
ganizes, into clinically logical groupings, all data items
collected by POSCH. We may use the classification sys-
tem as a basis for simplifying and directing the discovery
phases of the project.

3. Human Resources. The POSCH Group has the neces-
sary statistical and medical expertise. POSCH has clin-
ical expertise related to the lipids, electrocardiographic
stress testing, coronary arteriography, surgery, and
other areas. The project is a joint effort with the AI
group within the Department of Computer Sciences at
the University of Minnesota. They have many years of
experience in Al including the design, development, and
implementation of many expert systems. The Project is
using an expert system development tool built by mem-
bers of our Al team called AGNESS (a generalized
network-based expert system shell).®

4. Computer Hardware and Software. Existing mini-
computer facilities in the POSCH data center have been
supplemented with an IBM PC AT workstation and with
SUN AI workstations in Computer Sciences. Virtually
any computer type or size is available for our use at the
University, including the largest supercomputers in exis-
tence and parallel computers. We anticipate the need for
one or both of these in future phases.

AN EXPERT SYSTEM FOR ANALYSES OF SERIAL
GRADED ECG TESTS

Our first expert system was designed to compare the data
from a pair of graded exercise electrocardiogram (ECG) tests
taken several years apart in order to determine whether the
patient’s performance was better, unchanged, or worse over
time. This system can approximate the decision reached by a
cardiologist evaluating the same data. We will only briefly
describe this system because it has been reported pre-
viously.>®

The expert system rules for the ECG system were devel-

oped using an iterative process in which the knowledge en-
gineer and expert met to discuss and analyze sample cases.
The set of cases were carefully selected so as to present a
variety of typical situations and to stimulate explanations by
the clinician as to what he was doing to solve the case. The
clinical expert explained the factual knowledge he used from
scientific literature, often citing results of research performed
by himself and others. He also used and explained the “rules
of thumb™ or heuristics that he found helpful. These are based
on his experience, rather than on book knowledge, and their
incorporation into the system is one of the unique reasons
expert systems work. As these sessions progressed, the knowl-
edge engineer formulated, modified, discarded, replaced, and
expanded the rules used by the domain expert, either stated
or implied. The computer version of most of the rules is of the
“IF...THEN” type. The IF part, called the antecedent, or
premise, contains the pattern or attributes that must be
matched for the rules to be used. The THEN part, called the
consequent, contains the action to be taken, or the assertion
to be made when the antecedent is satisfied.

The resulting expert system was tested on 100 cases that
were used to validate the system. Each case consisted of a pair
of tests taken by a POSCH patient two years apart. The cases
were selected to be representative of a variety of situations.

The cases were also evaluated individually by two different
members of a panel of five expert cardiologists. Each one
evaluated 40 cases. The 100 pairs were evaluated in such a way
that each reader’s cases were equally distributed among the
other four readers for the other reading. Table I illustrates
how this was done. We then compared the conclusions made
by the expert system with the individual cardiologist’s evalua-
tions.

TABLE I—ECG Panel reading pattern

P-P P-N N-P N-N Total

Reader A 16 4 4 16 40
Overlap of
B with A 4 1 1 4 10
C with A 4 1 1 4 10
D with A 4 1 1 4 10
E with A 4 1 1 4 10

Typical pattern of overlap of each reader with the other readers for
the set of 100 pairs of exercise ECG tests evaluated by them.
P = Postiive Test N = Negative Test
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Since a more conventional way to automate this situation
would be to use a statistical approach, we also developed a set
of multiple linear regression equations as a third method of
evaluation. We briefly digress here to mention that, although
the equations worked, several variables used in the multiple
regression equations had obscure clinical meanings, a matter
of concern to POSCH clinicians.

All three methods used a seven category scale to describe
their conclusions. When a given pair of tests was evaluated by
either of the two cardiologists, or the expert system, or the
multiple regression equations, they concluded whether or not
a patient’s result was better or worse from the first to the
second test using the seven category scale shown below:

| | I | I |
much worse slightty no  slightly better much
worse worse change better better

Because of the strong element of subjective clinical judge-
ment in these evaluations, the three methods for evaluating
the test data were not necessarily expected to draw the same
conclusions. For this reason the evaluation methods were
compared in two ways as to how well they agreed. “Exact”
agreement means that the same category on the seven cate-
gory scale was selected as the conclusion for both of the evalu-
ations being compared. Agreement “within one category”
means that the two evaluations selected the same or immedi-
ately adjacent categories of the seven category scale. The
comparisons were made based on the percentage of agree-
ment.

Table II summarizes the results. For “exact” agreement the
expert system agreed with the cardiologists about as well as
the cardiologists agreed among themselves and did better than
the multiple regression equations. For agreement “within one
category,” the expert system performed best and the multiple
regression equations’ evaluations did better than the cardiol-
ogists among themselves.

After allowances for normal variation, it can be seen that
even a very basic expert system can evaluate serial graded
exercise ECG test data about as well as either an individual
cardiologist or the multiple regression equations.

AN EXPERT SYSTEM FOR ANALYSIS OF SERIAL
CORONARY ARTERIOGRAMS

The next system we are attempting to build is one to evaluate
serial coronary arteriograms. The general concept is the same
as for the ECG system but the medical aspects are far more

TABLE Il—Average agreement of cardiologists’ readings with
themselves, the equations and the expert system (ES)

Card. Card. Card.

vs vs vs

Card. Eg. ES
Exact 42.0% 34.0% 41.7%
Within one Category 76.0% 81.5% 83.5%

complex. A brief background on the medical nature of the
problem is needed in order to explain this. Narrowing of
coronary vessels by lipid based deposits (stenosis) can cause
decreased blood circulation to the heart muscles. In extreme
cases the blood flow can be restricted enough to cause severe
chest pain (angina pectoris) and can cause the death of those
parts of heart muscle (myocardial infarction) whose blood
supply depends on the blocked artery. Arteriography (a pro-
cedure that photographs the pattern of blood flow in the coro-
nary arteries) yields useful information about the condition of
the coronary vessels. The technique involves injecting a con-
trast medium sensitive to x-ray film into the heart vessels
followed by a series of 35mm x-rays taken in rapid succession.
A cine film strip is thus produced that shows how the blood
fills the arteries of the heart. By repeating this procedure from
several angles, a cardiologist can examine the films and tell
which vessels have stenosis as well as the nature and extent of
stenosis. Narrowing of the blood vessels by either a lipid de-
posit stenosis or a blood clot (thrombus) shows up on the
arteriogram as dark regions within the artery.

Cases from the POSCH study are used to build and test the
experimental system. Coronary arteriograms of participants
in POSCH are taken at the time they enter the study and at
3, 5, and either 7 or 10 years later. An arteriography review
panel of cardiologists and radiologists has been formed by
POSCH to clinically evaluate pairs of these serial coronary
angiograms taken three to ten years apart. The methods they
use to evaluate these clinical data are subtle and require a
considerable amount of clinical judgement. The current
method of assessment is for a subpanel of two members from
among the eight doctors on the arteriography review panel to
take turns meeting for two days, about once a month, to
review about 30 to 40 pairs of arteriograms. This is an ex-
tremely tedious task for the doctors on the panel and logisti-
cally complex. The panel members live all across the United
States.

Here are some of the details of the assessment process. The
subpanel review is conducted in a double-blinded fashion.
The members know neither the identities of the participants
nor the temporal sequence of the arteriograms. The film pairs
are identified simply as Film A and Film B. Film A is evalu-
ated and all stenoses found are recorded. Film B is then
evaluated for change from Film A. In the final step of their
evaluations, the subpanel carefully reviews all of their findings
and provides a global assessment of change using a scale sim-
ilar to the one used for the ECG system. The total process
requires about 20 minutes of the subpanel’s time to review one
pair of films with the global assessment taking only a few
minutes at the end. The findings of the subpanel are recorded
on a standard form and the information is entered into the
computerized database.

The coronary vessels in the arteriogram appear in a tree-
like branching structure wrapped around the heart myo-
cardium (muscle). What is visible in one frame of the cine may
be obscured in another. Stenoses near the branching point of
arteries are especially difficult to estimate. A factor affecting
visualization is the presence of collateral arteries. When the
normal blood flow in one branch of the system is blocked,
collateral arteries (arteries at the ends of an adjacent branch
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of the system) will sometimes open up and extend their per-
fusion field (provide a blood supply) to the affected muscle
tissue. This amazing ability of the heart to adjust can compli-
cate the task of determining stenoses. For example, if the
blockage of the normal flow decreases, the collateral flow may
also decrease and can disappear altogether. Another factor
that must be assessed by experts is whether the blockage is
caused by a thrombus or stenosis.

Assessing the change in stenoses is further complicated by
the fact that vessels tend to develop stenosis more quickly
after coronary bypass grafts have been placed on them. Med-
ical procedures such as recanalizations (opening up the vessel
by angioplasty) are also fairly common and complicate the
evaluation.

These are examples of the many complex and interactive
factors that make assessing the percentage change in stenosis
difficult. For these reasons we chose to build only one part of

the evaluation process in our first phase. As the first phase of

this system, we chose to approximate just the global assess-
ment process.

The initial knowledge base was built to perform this one
task. Data elements from the consensus report (all previous
steps) of the experts are used as the expert system’s input and
they form the leaf (entry) nodes of the network. The top-node
represents the systems global assessment of the overall disease
change. The interactions between the tree-like structure of
arteries are not required at this point because the heart, as a
pumping organ, is not to be evaluated. Thus, each artery can
be treated independently. The change in each artery is assess-
ed and the individual changes combined to obtain the overall
change. The inference network therefore consists of a sub-
network that is evaluated 22 times; once for each of the 22
arterial segments under study by POSCH; and a top-level
network that merges the information passed up by the sub-
networks.

Table I1I gives the results obtained by the global assessment
expert system when applied to 56 test cases. Terminology and
comparison methods are similar to those used for the ECG
system.

The POSCH quality surveillance program has shown that
two different panel evaluations will agree “exactly” on a seven
category scale 55% of the time and agree ‘“‘within one cate-
gory” (select the same or adjacent categories on the scale)
91% of the time. The expert system’s assessments of the set
of 56 test cases agreed ‘“‘exactly” with the panel 50% of the
time, and agreed “within one category” of the panel assess-
ments in 96% of the cases. The system’s performance is

TABLE III—Average agreement rate of subpanel (SP)
compared to expert system (ES)

SP SP

vs. vs.

Sp ES
Exact 50% 55%
Within one Category 96% 91%

roughly comparable to that of the panel for the global
assessments.

The current, early version of the system does not consider
many of the factors used by the subpanel. For this reason, the
results obtained by this system are somewhat surprising and
should be reviewed with caution. Further tests are needed. It
is doubtful that the final version of the expert system for
evaluating serial coronary arteriograms can perform this well,
because the system does not include many of the facets of
subjective clinical judgment that are used by the human ex-
perts for these evaluations. For example, the current version
of the expert system does not translate many of the subtle
things observed on the film by the arteriographers. Further-
more, we do not know how to interpret and record many of
these data. Nonetheless, our success encourages us to hope
that we can build a system that can closely approximate the
results of these subpanels using a single simplified reading of
each film by trained technicians.

AN EXPERT SYSTEM TO AUTOMATE THE SEARCH
FOR NEW MEDICAL KNOWLEDGE

The initial motivation for the POSCH AI Project was to build
an expert system that can identify relationships that exists
between, and among, the POSCH variables. This entails
building an expert system that can automate what bio-
statisticians do when faced with the analysis of a large data-
base like that in POSCH. The idea for this was inspired by the
early work of Robert L. Blum in his RX discovery project,
now renamed RADIX.'™ ' His effort to build an expert sys-
tem to discover and confirm causal relationships in a medical
record database appears to be the first attempt to use this
approach in medicine. The system obtained its initial hypothe-
sis by selectively combing through a database using a discov-
ery module. It combed through a selected subset of 50 patient
records to produce an hypothesis such as A causes B. What it
actually did was to determine that A precedes B and is cor-
related to B. A study module then designed a comprehensive
study of the most promising hypotheses as determined by the
human researcher. A statistical module was then used to test
the hypothesis on the entire database. Newly discovered data
were added to the knowledge base and then used in future
phases of the study. In the more recent work of the RADIX
project, he and his co-workers have a more advanced system
using more sophisticated statistical methods.™

TABLE IV—Comparison of POSCH study to RX project

RX (RADIX) POSCH
Number of Patients Large 838
Number of Variables Non-Standard 1400
Number of Visits Variable (up to 50) 8to 15
Protocol Nonrandomized Randomized
Time of Visits Variable 12 Months
Data Elements Variable Standard
Total Size Very Large Very Large
Setting Clinical Clinical Trial
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Much of the work required in the development of the orig-
inal RX system had to deal with the fact that the data were
nonrandomized and included many missing data elements.
The frequency and timing of patient data were also variable.
POSCH does not have these problems. Instead, it must deal
with a much larger number of variables and other issues.
Table IV summarizes the differences.

As we attempt to put substance to our efforts, we have
identified several things that must be done before we can
begin to build the expert system designed to search for knowl-
edge now hidden in the POSCH database.

Unifying Concepts

Some unifying concept must be used to pull together into
fewer units the diverse variables in POSCH’s database. We
have been examining several classification schemes to accom-
plish this. Logically formed clinical groupings already exist
within our Catalog of Variables. We can use either a statistical
clustering method or clinical knowledge or some combination
of them to produce a dozen or so groups into which all
POSCH variables are placed. By using a single entity as a
representative of each group, we will reduce the initial com-
plexity of the problem.

Role of Statistics and Reasoning Systems

Standard statistical methods provide the basis for exam-
ining the database and for describing and explaining the rela-
tionships that exist between and among the variables. These
methods are based in probability theory. However, the key to
the success of the system is its ability to imitate what a bio-
statistician does in the discovery phases of his work.

It may seem to be a contradiction for us to attempt to use
expert systems in data analysis because most successful expert
systems use heuristics. These expert defined heuristics or
“rules of thumb”’ are usually necessary in order for the system
to work at the level of an expert. The heuristics often have no
conventionally based scientific foundation and rely solely on
the expert’s experience. They represent that “knowledge” of
an expert that goes beyond book knowledge and this “knowl-
edge” is what makes the expert an expert. He may not always
realize that a part of his expertise lies in those intuitive things
he relies on when selecting, using, and interpreting the “tools
of his profession.” It appears that heuristics will be especially
important in the search and discovery phases of our system
and it may not be possible to accurately place them into any
conventional system of logic because we are trying to auto-
mate the creative phases of data analysis. Once the search and
discovery phases are done, confirmation can be provided us-
ing the more routine statistical processes.

Database Issues
Another issue to be resolved has to do with finding the most

efficient database structure to use in order to facilitate the
needed logical manipulations of the data. Once identified, we

must rebuild the database into that structure. This seems to
mean that we should convert to some form of a relational
database. We also need to obtain or build a reasonably effi-
cient query language that will allow our searching module to
run efficiently.

The computing capacity requirements of our system are apt
to be enormous. We may need a supercomputer, but pre-
liminary investigations indicates that a parallel processing ar-
chitecture is suitable for the expert systems processing.

SUMMARY AND CONCLUSIONS

We have briefly described the POSCH Al Project. In this
project we are attempting to automate many aspects of clin-
ical research data analysis previously requiring manual pro-
cessing; usually because clinical and statistical judgment are
necessary components of the analysis. We are meeting with
success in automating the evaluation of serially administered
tests that require such clinical judgment in their evaluations.
Our efforts to automate the search for medical knowledge in
the POSCH database are now focused on preliminary prob-
lems that need to be resolved. This involves some means of
simplifying the problem by use of unifying concepts, identi-
fying the role of statistical reasoning, and of other reasoning
systems, and developing an efficient database structure and

query language.
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PIONEER DAY

GEORGE RYCKMAN
General Motors, Retired
Grosse Pointe, Michigan

The challenge was seemingly never-ending. Six months of hand calculation could be carried
out in fifteen minutes on one of these stored program machines, and the resulting time and
cost advantages rapidly made these machines a scarce resource. A few of us dedicated
ourselves to devising methods of using this resource more efficiently, and one result was a
set of programs called an operating system. This is the story of those efforts and the theme
of the 1987 NCC Pioneer Day: “Early Operating Systems.”

The first session of the Pioneer Day program describes a period of time in the 1950s when
the ideas for operating systems were germinating. Pre-operating system days are described
when a programmer entered a room full of computer equipment, card deck in hand, and bent
every effort to get the most out of a scheduled fifteen-minute time period. The experiences
of the people at MIT with Whirlwind and at North American Aviation with the IBM 701
computer are related. Out of this background several organizations worked on methods of
improving efficient use of both programmers and machines. In the words of George Mealy
“There was no single line of development. . .[so]...I have chosen to examine a number of
threads in the tapestry, for it is far from clear how to describe the tapestry as a whole.” Some
groups were working toward increased efficiency by providing libraries of programs such as
assemblers, decimal to binary conversion, and debugging aids. Others concentrated on
reducing computer idle time through automatic sequencing of a number of jobs in a batch.
Both are part of the modern operating system.

The second session explores a number of systems that were implemented in the mid to late
1950s. An operating system developed jointly by General Motors and North American
Aviation is described. Both automatic job sequencing and libraries of programs were features
of this system which began operation in 1956 on an IBM 704 computer. The Bell Telephone
Laboratories followed with BESYS in late 1957, also running on an IBM 704. The story of
BESYS takes us through a series of versions culminating in a powerful system with file
handling capabilities, buffered /O, and many other features found in modern systems. The
" program continues with a paper on the FORTRAN Monitor System developed by IBM in
the late 1950s. A number of organizations had installed FORTRAN on their own systems
and, through SHARE, were urging IBM to provide and maintain a system for FORTRAN.
The author describes the IBM interactions with SHARE and the development of IBM’s
first operating system (FMS). IBM’s follow-on work with IBSYS and IBJOB in the 1960s is
also recounted. Concurrent with the FMS effort, SHARE was also working with IBM on the
development of the SHARE Operating System (SOS). The final paper in the afternoon
session describes this last major effort undertaken in the 1950s. Many of the features
revealed in this paper, such as job management, data management, and run-time facilities,
are direct ancestors of today’s IBM operating system.

The 1950s were exciting times, and the papers in the Pioneer Day sessions reflect that
excitement. Young and old conferees will share in the experiences of thirty years ago, not
only to learn why and how operating systems came about, but also to learn how to build
better systems in the future.






Some threads in the development of early operating systems

by GEORGE H. MEALY

Scituate, Massachusetts

ABSTRACT

This paper discusses many of the important themes in design of the early operating
systems and their libraries. Historically, the library preceded the development of
the early batch system but many of its utility functions gradually migrated to the
system proper. Important ideas concerning system structure which were further
elaborated in the sixties are briefly discussed.
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INTRODUCTION

The broadest definition of an operating system (OS) is an
environment for developing and running programs. The
motivation for invention of the earliest batch systems was
'economic: computers were a scarce resource, thus it was
important to minimize idle time and make running time as
productive as possible. The early designs concentrated on the
process of sequencing jobs and keeping the machine running.

The Times

During the early fifties, the field was still small enough for
most of us to become personally acquainted. Few meetings
required parallel sessions, and attendees were more or less
conversant with both hardware and software. As the decade
wore on, specialization necessarily increased.

By 1960, programmers were rapidly becoming a scarce re-
source; a typical installation was spending roughly the same
amount of money for software development as for hardware.
Programming, and especially system programming, was then
coming to be regarded as a professional activity. In the early
fifties, by contrast, few of us viewed ourselves as being pro-
grammers first and foremost. Typically, we had taken up pro-
gramming in order to get our primary job done; many of us
never entirely returned to our previous discipline.

The rapid advances in hardware technology and architec-
ture forced programmers to become more and more inven-
tive. In 1950, we must remember, the first commercially de-
veloped computers had yet to be delivered. At Bell Telephone
Laboratories Inc. (BTL), the main computing resources in
1950 were the Bell Model 5 relay calculator and the GPAC
analog computer. Within the decade, BTL went from these to
the IBM Card Programmed Calculator, the IBM 650, rental
of time on the IBM 701, and finally the IBM 704. Each change
of hardware caused an upheaval in our way of doing business.
By the end of the decade, large open shops had developed.
FORTRAN was in widespread use, but machine language
programming had far from disappeared.

Installations were dissimilar, even within the airframe in-
dustry. North American Aviation used an operating system
quite early. The RAND Corporation did not use an operating
“system until 1960. Only one RAND closed-shop programmer
then used FORTRAN, and the open-shop programmers were
forced to use JOHNNIAC rather than the IBM 704. (The
theory, I was told, was that the open-shop programmers might
waste precious machine time.)

Design of the early systems was profoundly influenced by
the fact that main storage was miniscule by today’s standards.
The IBM 704, for instance, at first had only 8192 36 bit words

of core storage and at most 16384 words of drum storage.
Cards were the primary input medium. While tape reliability
was a major concern throughout the fifties, after the intro-
duction of magnetic core storage main storage reliability had
come more or less under control.

Scope

This report cannot pretend to be a comprehensive treat-
ment of operating systems or of their libraries. To a great
extent it reflects the author’s personal involvement with the
field. (I do not know, for instance, whether systems were
developed for UNIVAC I, the RAYDAC, or the early 1100
series machines. Again, Holt and Turanski are said to have
made important early contributions to the organization of the
library, but I did not know them during that period.) A dis-
passionate historian would attempt to write a very different
paper. But, since few of the systems of the fifties were de-
scribed in the literature, such an historian would have great
difficulty in researching the subject. There was no single line
of development, even among systems designed for the IBM
binary computers, and the wheel was probably reinvented
many times over. Description of even a single system is a
complex task, especially since the ideas of many people are
involved; I have chosen to examine a number of threads in the
tapestry, for it is far from clear how to describe the tapestry
as a whole.

The gradual development of the online system library is in
many ways a more interesting story than that of the batch
system. Many functions now classed as OS functions were first
embodied as utility subroutines and programs. The early as-
semblers, interpreters, and compilers (classed here as utility
programs) were developmed entirely outside of any OS con-
text and in the almost complete absence of any theoretical
guidance. Today, the library is an integral part of the OS—to
the extent, for instance, that many programmers identify the
UNIX system with its library rather than with its nucleus and
shells.

During the fifties, a number of systems were developed
which had no recognizable relation (we thought) to batch
systems or to each other; in hindsight, I have little hesitation
in calling them operating systems. Examples are the SAGE
system (the first multiple-access computer?) and the BTL
electronic switching systems (ESS.) There was a strong family
resemblance, on the other hand, between the batch systems of
the fifties and their structure was quite simple.

Most of the organizational ideas which became important in
the following decade were present in rudimentary form during
the fifties. This report ends by briefly tracing their roots in the
fifties.
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THE SHARE ORGANIZATION

SHARE, the first computer user group, was formed about the
time of announcement of the IBM 704 in 1955. “SHARE”
was not an acronym, but was aptly rendered as the “Society
to Help Avoid Redundancy of Effort.” Its founders were
among the organizations then using the IBM 701 and in des-
perate need of additional computing power. Their most im-
mediate problem in conversion from the 701 to the 704, which
was not upward compatible, was the development of basic
math routines, utility subroutines, and utility programs. Only
a few then existed, such as the assembler developed by IBM
(NY AP1) which was shortly abandoned by SHARE in favor
of that developed by Roy Nutt of United Aircraft (UA SAP).

A crucial event was IBM’s acceptance of the idea that it
should reproduce and distribute at no charge routines and
programs submitted to the SHARE Library. This was not
unalloyed benevolence, for existence of the library became an
important sales tool for IBM.

Cooperative development of operating systems started im-
mediately, in the form of the General Motors and North
American system for the 704, really a side effect of the for-
mation of SHARE although not an official SHARE effort.
(As late as 1959, barely half of the SHARE installations be-
lieved that an operating system was a good thing.) During the
first three SHARE meetings in 1956, there had been discus-
sion of possible improvements to the design of the 704. This
resulted in announcement of the IBM 709 and in the forma-
tion of the 709 System Committee at SHARE IV in January,
1957. The system in question was SOS.

An important function of SHARE (and later user groups)
has been informal education. This has taken place during
committee meetings, formal presentations, the informal eve-
ning sessions in the SHARE Suite (which was well stocked),
and in the SHARE Secretary Distribution—mailings to the
member installations.

THE ONLINE LIBRARY

In 1955, the library was a set of file cabinets containing card
decks. The decks were, variously, math and utility sub-
routines and utility programs. Typically, the programmer
wanting to make a computer run submitted a card tray or one
or more drawers of cards, any data tapes required, and a
detailed set of operator instructions. To assemble and test a
program, for instance, the card deck started with the binary
form of the first pass of the assembler followed by the source
deck followed by the assembler’s second pass. There followed
a separator (which could not be swallowed by the card reader)
and test data cards. The operator was directed to load and
ready the card reader, mount a scratch tape, and push the
Load Cards button. At the conclusion of the assembly, he
then took the object deck out of the card punch, substituted
it for the separator, and let the machine continue with the test.
Given a scratch tape, it was possible to write the assembled
binary output to the tape and then load from it directly,
punching the binary deck on the side.

The early OS used a library tape only to hold the system
code and its utility programs. User programs and data were
submitted much as described above. Roy Nutt found a way to

obtain the benefits of an OS without requiring resident code.
His system consisted of the library tape, a one card library call
program which identified the library program to be loaded,
and a set of installation standards for use of the system. The
cardinal rule was that each program would conclude by issuing
a load-card sequence to the card reader. As with any system
of the era, the machine operator was required to intervene in
case of disaster.

A few compilers had been developed for UNIVAC I by
both Grace Hopper’s group and by Holt and Turanski. IBM
704 FORTRAN, delivered in 1957, was a stand-alone com-
piler which did not allow separate compilation of subroutines.
It was,; with some difficulty (only octal dumps of the compiler
were available), integrated by users into systems at Bell Tele-
phone Labs (BESYS), General Motors (the F system), North
American (the FORTRAN monitor or FMS), and very pos-
sibly elsewhere.

The concept of PUBLIC and EXTERNAL symbols was
introduced in compiler modifications made by Monte Minami
and Kei Shimizu of North American. This allowed the FOR-
TRAN object decks to contain references to library routines
(which had been written in assembler language), avoiding the
necessity of punching them out as part of the compiler output.
It became the job of the loader to combine library routines
with the object program—a process called “linkage loading.”
FORTRAN 1I later allowed separate compilation of sub-
routines.

Since the FORTRAN relocatable object format followed
the SHARE standard, UA SAP could be used to assemble
routines to be loaded with compiled routines. More important
was the fact that this allowed compiled programs to communi-
cate with OS common data and routines. So, although the
early versions of FORTRAN did their best (we thought) to
defeat any integration into an OS, it was possible to amelio-
rate the effects of FORTRAN’s inexperience.

LANGUAGE PROCESSORS

The earliest language processors were interpreters. The de-
sign of the IBM Card Programmed Calculator precluded any
other approach: the interpreter consisted of the hardware and
suitable plugboard wiring—in effect, it was micropro-
grammed. At that time, interpreters were often, as on the
IBM 650 before development of the SOAP assembler, written
in decimal machine code.

While it was generally recognized that interpreters did not
make for efficient use of the machine (by a factor of roughly
100 or worse), compilation was in its infancy, and many of us
believed that compilers could not, even in principle, match the
efficiency of good assembled code. But, interpreters were
ubiquitous during the early fifties, and many if them survived
through the early sixties, having been moved from one ma-
chine to another in the meantime, principally to avoid repro-
gramming applications.

A quite different activity on the language front was t.
invention of the list processing languages IPL (Newell, Shaw,
and Simon of Camnegie Tech and the RAND Corporation)
and LISP (McCarthy’s group at MIT). The ideas of pointer
data and the pushdown stack introduced by list processing
swiftly became indispensable tools in compiler and OS design.
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Of the advances in assembler design, the invention of macro
substitution was the most important. I do not know where and
when it originated, but the idea was a component of the devel-
opment of SOS, and a macro preprocessor for UA SAP was
developed by Irwin Greenwald of RAND about 1957. In
1958-59, macros were developed much further by Eastwood
and Mcllroy at BTL and implemented in BE SAP, descended
from UA SAP. Many of their ideas survive in current assem-
blers. (During the sixties, a number of unreconstructed ma-
chine language programmers seriously proposed discarding
compilers in favor of macro-assemblers!)

The one theoretical advance of the fifties which had any
immediate effect was the invention of Backus-Naur form,
based on the work of the logician E. L. Post during the mid-
thirties. Finite-state automata, discovered in the early fifties
and based on the work of A. M. Turing, became important in
the design of compilers only in the sixties. Chomsky’s discov-
ery of phrase-structured grammars about 1955 was also based
on Post’s ideas, but again did not influence compiler design
until much later. While some of us felt intuitively that the
grammar must be the guide to compilation of a syntactically
correct program, the first syntax-directed compiler was not
developed until about 1960 by Ned Irons.

COMMAND LANGUAGES

The idea of an OS command language developed rather
slowly. The earliest systems used control cards in a fixed field
format, and the processing pattern within a batch job was
pretty much restricted to variations of that described earlier.
Later, the assembler source format was adopted, the oper-
ation code field being used to call the assembler or compiler
from the library, load a user program, specify breakpoint
dumps, and the like. Despite the Byznatine semantics of the
later OS/360 job control language, its syntax remained that of
the assembler.

The MIT Compatible Timesharing System (CTSS) first al-
lowed the operation field to be the filename of an arbitrary
program, a development which preceded the widespread use
of mass storage and thus online storage of user programs and
data files. At this stage of OS evolution, the command pro-
cessor became (or should have become) just another pro-
gram. The way was now clear for development of command
processors which used different linguistic styles but could co-
exist on the same OS. The Bourne and Berkeley shells for
UNIX are examples.

SYMBOLIC MODIFICATION

Deplorable as it was, the practice of patching object programs
was widespread. That there was a net saving in machine time
is doubtful. Many programs ended up being such a welter of
patches that it was difficult, if not impossible, to update the
sources correctly. The original FORTRAN compiler and its
runtime input-output library are cases in point: In order to
embed the runtime routines into BESYS, I was forced many
times to iterate the process of using Arthur Samuels’s disas-
sembler on the relocatable decks, commenting the resulting
source code, and reassembling. The effort was worthwhile
quite apart from what I learned while trying to understand

Roy Nutt’s code, for it was then easy to include new features
in FORMAT statements and even to allow FORMAT state-
ments to be read at runtime.

At the first meeting of the SHARE 709 System Committee
in 1957, Chuck Baker of RAND presented a proposal which
he called the “Alpha System.” His idea was that the source
program should be encoded into a form which allowed rapid
loading but also retained the information necessary to recon-
struct the source program. The loading process would collate
in modifications written in the source language. If desired, an
updated compressed (SQUOZE) deck and listing could be
obtained. The symbol table was then to be used to aid in
formatting dump output.

I can attest to the fact that the difference this made in the
life of a machine (or assembler) language programmer was
extraordinary. Unfortunately, this did not help the FOR-
TRAN programmer. A version of the assembly pass of 709
FORTRAN which would produce a SQUOZE deck was
coded, but never debugged. The basic problem here was that
the idea of linkage loading did not come early enough to have
any impact on the design of SOS. In the event, while we
eventually got FORTRAN working within SOS, it was used in
conjunction with the assembler written by Dave Ferguson of
UCLA.

DEBUGGING TOOLS

Machine designs often incorporate features intended to assist
in diagnosing machine and program bugs. The SAGE system,
for instance, had an extremely elaborate diagnostic console.
The Lincoln Laboratories utility control program (UCP) was
designed to simulate the actions of an operator using that
console and was directed by control cards; UCP was the im-
mediate ancestor of BESYS. But, debugging through use of
the machine console was very expensive and thus of limited
utility. Post-mortem dumps were often uninformative, and a
program trace usually unsurveyable.

The idea of the breakpoint, rather than post mortem, dump
was to get a picture of the console state and selected portions
of storage at points specified by the user. While one could
insert code at these points to output information, two severe
difficulties existed in practice: The breakpoint code was fre-
quently buggy, and the cost of reassembly was high. In SOS,
breakpoints were specified by inserting debugging macros,
thus effectively eliminating these difficulties.

The notion of a breakpoint dump was not new at the time,
but combining it with the idea of symbolic modification and
macros was. Marty Belsky and his group at the IBM service
bureau in New York City invented a different approach, de-
scribed next, that was implemented on the IBM 704 in a
matter of a few months.

The design of the 704 had included a feature designed to
facilitate program tracing. When the trapping mode was en- .
abled, any successful jump instruction sent control to location
1, depositing the address of the trapped instruction at location
0. A special instruction, trap transfer, would never be
trapped. As far as I know, the trapping mode was never used
for its intended purpose, but it could be used for obscure
forms of subroutine and coroutine linkage.

In the case of NY SNAP, a table containing one four word
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entry per breakpoint was built and an instruction in each entry
was swapped with the instruction in the program at the break-
point. Dumps were written in binary to a scratch tape and
converted following the end of the program test. This scheme
is still in use, although dump output conversion is now done
.on the spot.

Roy Nutt used the trapping mode for communication be-
tween FORTRAN compiled code and his runtime routines
which interpreted [sic] FORMAT statements.

THE SIXTIES

The early batch systems considered only one job at a time,
and the order of execution of the jobs was fixed once a batch
started. Job scheduling could not become a system function
until the advent of plentiful random access storage, nor could
a system designer contemplate switching control between
members of a set of partially executed jobs. The latter, given
a suitable adjustment of terminology (read “job” as “unit of
processing,” “task,” or “process’”) was the typical processing
pattern in the real-time systems and became that of the oper-
ating systems of the sixties and later.

Apart from the presence of mass storage, this development
benefited from a number of earlier hardware and program-
ming advances. These are summarized below.

Multiple Access

SAGE, under development in the fifties, had a number of
consoles of different types. The most numerous displayed
radar plots and other data related to missile tracks. The con-
sole operator gave direction to his part of the enterprise by

“keying in data. The SAGE program was responsible for moni-
toring all system inputs (radar, communications lines, and
consoles) by polling each class of inputs on a regular basis and
yielding control to an appropriate subprogram whenever it
noted a change of status. The ESS program was not unlike the
SAGE program in that its overall control was based on polling
inputs. Batch systems, by contrast, had only one input source
(apart from switches on the operator’s console) to worry
about.

Hardware Interrupts, Multiprogramming,
and Multiprocessing

The practice of polling elevated what should ideally have
been a low level concern—noting the presence of new input
data and other status changes—to a high level concern in
system design. The introduction of hardware interrupt sys-
tems by STRETCH corrected this situation and, in principle
at least, reduced system overhead and response time.

Input-output channels allowed input-output operations to
overlap central processing unit (CPU) operation. On the out-
put side, this was relatively easy to accommodate in OS de-
sign, even when the interrupts were not used. On the input
side “anticipatory buffering,” as the practice came to be
called, was a more complex proposition. The design of the
SOS buffering subsystem was predicated on the presence of
these hardware facilities. Ironically, the official version of
SOS was never run with the interrupts enabled.

The term multiprogramming derived from the view that a
computer runs programs and an interrupt diverts its attention
from one program to another. Multiprocessing referred to a
computer configuration with multiple CPUs, whether or not
they shared main storage. Both terms are more suggestive
than exact and have meant different things to different peo-
ple. Regarding the former term, the principal focus in de-
signing a real-time system has been the data rather than the
program; use of the term multiprogramming would be inap-
propriate, quite apart from the use by the early systems of
polling rather than hardware interrupts. Regarding the latter
term, CPUs have been joined within single hardware systems
by other types of processors, such as array processors, nu-
meric processors, and input-output channels; by only a slight
abuse of terminology one could call STRETCH, the IBM 709,
and their suite, multiprocessing systems. The GAMMA 60
was, to use Doug Mcllroy’s word, multi-everything.

By late 1963 it was clear that scheduling and dispatching of
whatever units of processing was already an important system
function. Whatever one called the unit of processing in any
context, it must be accompanied by a sort of a job ticket which
identified among other things the program, the data, and the
type of processor to be used. Scheduling and dispatching then
arranged these in queues and from time to time assigned each
processor to a given unit of processing. The terms task (OS/
360) and process (MULTICS) were neutral with respect to
program and data. Hence my coined term multitasking. Mul-
titasking was not a new invention but a revisionist view of the
early system organizations.

Dynamic Relocation and Paging

Linkage loading of relocatable object programs had made
it unnecessary for programs to directly reference absolute
locations in storage or to be assembled at absolute origins.
However, once the program was loaded, it was bound to
absolute storage addresses and could not be moved. Even
before the advent of timesharing, there were situations in
which it was desireable to write a partially executed program
out to a backing store and then read it later into a different
location in main storage. Further, a buggy program had to be
prevented from destroying its near or distant neighbors.

The solution to these problems embodied in the STRETCH
hardware, and later built into the augmented 704 on which
CTSS was first implemented, was to provide machine registers
to dynamically relocate addresses in the program and to
bound the range of allowable memory references, on the pain
of a memory protection interrupt. A quite different and more
elegant solution was provided by the British ATLAS comput-
er’s paging hardware. An additional benefit of the ATLAS
design was provision of a much larger (virtual) memory than
that implied by the width of the machine’s memory address
registers.
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A batch-processing operating system
for the Whirlwind I computer

by CHARLES W. ADAMS

Hudson, New Hampshire

ABSTRACT

The Whirlwind I computer was developed at M.I.T. in the late 1940s and early 1950s
primarily for use in real-time applications, most notably in early development of the
U. S. continental air defense system. It was the fastest first-generation machine and
the first to use magnetic core memory. Under sponsorship of the Office of Naval
Research, time on Whirlwind was made available for general-purpose use by M.I.T.
students and researchers on a program-it-yourself basis, their use coordinated and
supported by the small so-called Scientific and Engineering Computation Group.
During 1951 through 1955, this group developed a variety of coding techniques and
aids for using Whirlwind, including a batch-processing operating system incorpo-
rating many of the logical capabilities which appear in today’s systems. The hard-
ware available, the operational philosophy, and the accomplishments of the group
are briefly described.
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THE WHIRLWIND I COMPUTER

The development of operating systems for the Whirlwind I
computer was an evolutionary process which extended over
the entire decade from its early operation in 1950 until its
retirement in 1959, with the greatest effort concentrated in the
early half of the decade. It also extended over Whirlwind’s
two distinct areas of intended application as: (1) a real-time
control system, and (2) a general-purpose computational tool.
I can only report on the latter application area. Before I
attempt to describe some of the operationa! thinking and
accomplishments of the 1951-1955 period, let me outline the
evolving hardware context which led up to and through that
time period.

History

I joined Project Whirlwind in the Servomechanisms Labo-
ratory at the Massachusetts Institute of Technology on a part-
time basis in December 1947, while I was still an under-
graduate. The project had been in existence for three years
under the sponsorship of the Special Devices Section of the
Navy’s Bureau of Aeronautics before being transferred to the
new Office of Naval Research (ONR)." Its original purpose
had been to develop an aircraft flight simulator incorporating
a real-time stability and control analyzer, for which its young
project leader, Jay W. Forrester, had first thought in terms of
analog computation. After visiting the University of Pennsyl-
vania in the Fall of 1945, he decided instead to build a
general-purpose digital computer which would be called
Whirlwind I.

Logical Design

Whirlwind’s intended real-time applications required high
speed and high reliability but not particularly high precision.
The logical design which Robert R. Everett completed in 1947
called for a 16-binary-digit parallel machine with instructions
comprising a 5-bit operation code and a single 11-bit address
capable of addressing an internal storage of 2048 words. In
today’s terms, this would be a 4K-byte RAM, although the
use of pure binary numbers made each word capable of
storing a sign and about 4.5 decimal digits.

Whirlwind’s instruction code, like many other first-genera-
tion machines, bore considerable similarity to von Neumann’s
IAS computer (which was to store 1024 40-bit words with two
instructions per word). Operating in parallel at a one mega-
hertz cycle rate with eight cycles per instruction exclusive of
memory access (specified at 8 microseconds, a speed achieved
with magnetic cores in 1953 though not with the original elec-

trostatic storage tubes) and built-in multiply and divide (at
about 16 and 32 microseconds), Whirlwind performed some
17,000, and after 1953, some 40,000 operations per second, by
far the fastest first-generation machine.

Early Programming

I completed my graduate work in the Mathematics Depart-
ment (my thesis included a Whiriwind program which was
never run) and joined Project Whirlwind in February 1949 as
a full-time, about-to-be programmer. Programming was a
relatively untrodden field at the time since no stored-program
computer had yet gone into operation anywhere in the world.
(Wilkes’s serial, mercury-delay-line-storage EDSAC at Cam-
bridge University became the first on May 5, 1949.) My job
was to develop programs intended to aid future scientific and
engineering users in making use of a portion of the time
available on Whirlwind for research projects of their own.
This allocation was to continue despite the high priority of the
intended real-time control applications which, over the next
three years, evolved from flight analysis through air traffic
control to continental air defense (and, ultimately, the SAGE
system). By 1951, hardware development was under Air
Force sponsorship, though ONR retained an interest in the
use of Whirlwind for general-purpose computation, and
Project Whirlwind had become the M.I.T. Digital Computer
Laboratory.

Initially, these wuser aids were envisioned as pre-
programmed sub-routines to handle such things as decimal-
to-binary and binary-to-decimal conversions for input and
output, the computation of roots, trigonometric and other
mathematical functions, the solution of algebraic and differ-
ential equations, and the processing of complex variables,
matrices and the like. But practical experience, hard and
slowly learned, suggested that these facilities, though im-
portant, were not the crux of the problem.

Test Storage

By 1950, the central processor was in operation, but due to
difficulties with the specially-designed electrostatic storage
tubes which were to provide the main memory, our only
hands-on experience with Whirlwind for many months in-
volved the use of a so-called test storage comprising 32 words
of what is today called programmable read-only memory or
PROM, with each bit represented by a toggle switch, and five
words of flip-flops (vacuum-tube circuits storing one bit each)
that could be substituted for any five of the PROM registers.
Each flip-flop register could be preset to a value set in front-
panel toggle switches and its contents were continuously indi-
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cated on the front panel. In addition to its extensive use to test
hardware and to demonstrate the early Whirlwind, this test
storage served permanently as Whirlwind’s “bootstrap”
loader.

Early Peripheral Devices

The early input equipment was limited to, besides the quite
useful toggle switches mentioned above, a slow punched-
paper tape reader. Output, in addition to the indicator lights
on the flip-flop and internal registers, and the audio out-
put mentioned below, comprised a ten-character-per-second
printer and, more importantly, a device unique to Whirlwind
among early machines and crucial to its air defense applica-
tions—a cathode-ray-tube (CRT), the beam of which could be
deflected to arbitrary x and y coordinates by output instruc-
tions. Probably the most widely seen demonstration of Whirl-
wind, before electrostatic storage become operational, used

the CRT to display the solution to the differential equation .

describing a ball bouncing on a horizontal axis, repeated at
successively-increased horizontal speeds until it hit a hole in
the floor and fell through.

After electrostatic storage made possible more elaborately
scaled and calibrated graphics, and computer-generated dot-
matrix decimal and alphanumeric displays of a thousand or
more characters per frame at about 200 characters per second,
an automatic camera was attached to a second CRT so that
graphs and, more importantly, memory dumps and other aids
to program debugging, could be recorded for future refer-
ence. Another off-beat but useful output, incorporated after
we noted the sound of unintentional audio crosstalk on inter-
com wires strung around the 2500-square-foot computer area
to permit maintenance engineers to talk to operators, con-
sisted of intercom stations connected to selected flip-flops
in the accumulator, program counter or elsewhere, so an
operator could hear how things were progressing and know
when a bug had put the program into an endless loop. This
also led inevitably to programs to make the computer play
recognizable tunes.

Full-scale Storage

When reasonably reliable operation of the early 16 X 16 bit
electrostatic storage tubes began late in 1950, the availability
of 256 additional words of storage opened whole new vistas
after months of cramming things into 32 words. Reasonably
reliable operation was unfortunately preceded by some
months of reasonably unreliable operation—I can still feel the
pain of watching on a monitor while a small black cloud would
slowly overspread the pattern of bits in a defective tube and
my program would sputter and die, with an audio accom-
paniment not unlike the sound of an encephalogram of a
patient dying on TV today. By late 1951, a second bank of
tubes, each capable of storing a 32 X 32 array, expanded the
memory to 1280 words, not counting test storage and the 100
or so unconsecutively numbered locations we sometimes
used, that lay inside the circumference but outside the 16 x 16
square array in the first bank of tubes. Almost 3K bytes; this
was heaven indeed.

By that time, work on a coincident-current magnetic core
memory conceived by Forrester in the Spring of 1949 had
progressed to the point at which it appeared more promising
than the electrostatic tubes, both in speed and in reliability,
but the electrostatic memory continued in use until it could be
replaced in August and September 1953 by 2048 words of §
microsecond-access cores in two 16-high stacks of 32 X 32 core
arrays. This form of memory quickly became the standard of
the computer industry and remained so for roughly the next
15 years.

Later Peripheral Devices

The 1951 to 1953 period also saw the addition of: a magnetic
drum system with a 64K-byte capacity and 64K-byte-per-
second transfer rate; four magnetic tape drives each with
250K-byte capacity and about 800-byte-per-second transfer
rate in which the tapes were for all practical purposes not
removable; a 200-character-per-second photoelectric paper
tape recorder which to our great joy could stop and start
between individual characters rather than requiring an inch or
two of blank tape for stopping as an earlier, slower unit had;
a real-time clock useful in logging; a 1200-digit-per-second
character generator for the CRT; and a joystick and later a
light gun for use with the CRT (facilities important for air
defense applications and for demonstrations but not used in
the general-purpose system). In a 1954 description of the
system,’ I described the core, drum, and tape capabilities as
“a storage hierarchy of ample sizes, speeds, and versatility,”
something I would hardly say today.

THE GENERAL-PURPOSE OPERATING SYSTEM

As mentioned, the intent of Whirlwind’s so-called Scientific
and Engineering Computation (S& EC) Group which I headed
under ONR sponsorship was to make the computer available
to qualified users with the proviso that they do their own
programming, and to provide support for training offered to
graduate and undergraduate students, and (through special
one and two week full-time summer session courses) to inter-
ested people from business and industry. Wearing a second
hat as Assistant Professor of Digital Computation in the Elec-
trical Engineering Department, I had the pleasure of pre-
paring and teaching both the regular and the summer pro-
grams at M.I.T. during that period. During 1953 and 1954,
Whirlwind was used by 10 staff members of the S&EC
Group, by some 35 graduates and four undergraduates in
connection with their theses, and by about 25 undergraduates,
40 graduates, and 100 summer students in connection with
M.LT. courses.

Batch Processing

With so many users sharing the 40 or so hours per week of
Whirlwind time available to this activity, much of it scheduled
in the middle of the night and on weekends, hands-off batch
processing was the order of the day. Whirlwind’s file storage

capabilities may have been “ample” for one user at a time, but
would have been grossly inadequate for online multi-task



A Batch-processing Operating System for the Whirlwind I Computer 789

moment-by-moment time sharing developed a few years later
by another group on another computer at M.I.T.

It is perhaps interesting to note that the luxury of time-
shared access to supercomputers and of full-time access to
powerful personal computers are enjoyed by today’s users at
monthly costs approximating their own salaries for a single
day. In the early 1950s, the daily salary of a Whirlwind user,
if indeed he had one, would not normally have covered the
cost of half a minute of machine time.

Assemblers and Interpreters

Operating as it did on short fixed-point pure-binary words,
Whirlwind clearly required input and output conversion rou-
tines and some way of extending the effective word length for
computational purposes. It took only a little exposure to the
problems of assigning absolute memory locations to variables
and instructions to suggest that the task should be handled
along with decimal-to-binary conversion by the computer
itself, through the actual implementation of assembly pro-
grams with symbolic (we called them “floating”) addresses
extended over several years.

Double-precision arithmetic seemed best accomplished by
an interpretive routine, a program which treated the instruc-
tions specified by a user as data to be interpreted and then
executed one at a time. Given a double-precision interpreter,
a floating-point capability could be included at little extra cost
in machine time. Furthermore, an interpreter could greatly
facilitate the debugging of a program by pre-checking for
some kinds of mistakes and by storing a trail (a “trace”) of the
logical path followed and of intermediate results to the extent
desired by the user.

There was also no great additional time required to inter-
pret instructions written in a form unrelated to the single-
address instruction logic built into Whirlwind. This led to the
development of fairly powerful and more easily debugged (but
still machine-like) languages such as the Summer Session and
the TAC and SAC languages used in the 1953 and 1954 sum-
mer courses. An interpreter was also used to implement an
Algebraic Language developed by two users of Whirlwind, J.
H. Laning and N. Zierler, which was an early precursor to the
FORTRAN language later implemented with a compiler.

The “Comprehensive System”

Most users, other than students in M.I.T. courses, used the
so-called Comprehensive System. They wrote their own pro-
grams as machine-language instructions in assembly-language
form with numerical computation to be executed by an in-
terpreter in double-precision floating point (signed 24-bit
numbers with signed 6-bit scale factors, roughly equivalent to
7-decimal-digit precision with magnitudes ranging from
107 to 10'°) while logical computation was executed in
Whirlwind’s internal format (signed integers from —32767
to 32767).

Operational Procedures

Whether written in the Comprehensive System, the Sum-
mer Session or other languages, programs were keyed and

verified on six-hole paper tape by trained personnel in Whirl-
wind’s tape preparation room, each tape identified by job,
user, program and revision number. Listings were returned to
the users and tapes filed in the room. When a user wished a
test or production run, he or she filled out a brief performance
request form specifying the paper tape or tapes to be run and
any special instructions, though for the most part the entire
specification was expected to be included in the tape(s) being
run. Information needed for the analysis of program per-
formance, beyond that generated by the program itself or
routinely provided by the operator and the system, was speci-
fied on a “post-mortem request” tape to be run at the termi-
nation of failed program. By 1955, performance requests were
often specified on a “director” tape which controlled the
processing of a series of individual runs.

Thus, the files of user programs, data, and results were kept
on paper tape and in printed or plotted form, produced by
professional operators and filed manually by clerks. Assem-
blers, interpreters, utility programs, and post-mortems were
kept on a single magnetic tape. They amounted to about 24K
bytes for the entire Comprehensive System and 16K bytes for
the Summer Session system. From tape, they were auto-
matically copied to core or drum as required. Programs were
assembled prior to each run using two other tapes for auxiliary
storage in a two-pass system.

CONCLUSION

While the users of Whirlwind would certainly have been
happy to have had today’s facilities available to them, they
would also surely recognize many of the logical capabilities of
today’s operating system in the system they used in 1955 and
before.
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The North American 701 Monitor
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ABSTRACT

Although constrained by history, schedule, and hardware to triviality when com-
pared to modern operating systems, the North American 701 Monitor was arguably
the first operating system to be in operation. Installed in December 1955, the North
American 701 Monitor was developed as a prototype monitor to extract more
utilization from overburdened IBM 701’s and pilot test the operating system con-
cept prior to introduction of the General Motors/North American 704 monitor
which was to follow. A historic separation of programmers from computer hardware
combined with inadequate computer resources to establish the motivation and
climate for the projected more efficient use of computer resources via a “monitor
system.”” This paper presents an overview of the then contemporary North Ameri-
can Aviation operating philosophy, the IBM 701 hardware, the affected “system”
software, and the resultant characteristics of the monitor system, and effect on the
end user.
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INTRODUCTION

Trying to recall programs that were written approximately 32
years ago is difficult enough. Trying to describe a system of
programs whose hardware constraints, to say nothing of its
goals and schedules, destine it to triviality by modern stan-
dards in an interesting manner, becomes a formidable task. It
is hoped to add some interest by (1) being perhaps first, and
also an immediate prototype predecessor to the North
American-General Motors Operating System and subsequent
Share Operating System, and (2) adding some comments on
its historical perspective and general comments on the inter-
action between operating systems and hardware.

First of all, several of those whom I saw as pioneers should
be mentioned. Dr. Derrick H. Lehmer talked me into going
to the Nation Bureau of Standards Institute for Numerical
Analysis at UCLA in 1951 despite my belief that computers
would never amount to much until everyone could have one.
Dr. Everett Yowell, in turn, arranged my opportunity to join
North American Aviation when the Institute for Numerical
Analysis closed in the summer of 1953.

But to me, those most immediately deserving of recognition
were those people in management who created the early en-
vironment that led among other things to the foundation of
SHARE. Somehow, management saw fit to encourage coop-
eration and experimentation at the time when it was most
needed. With respect to what follows, credit belongs particu-
larly to my immediate superiors Charlie Davis and Jack
Strong, and to Frank Wagner of North American’s en-
gineering department. (The latter two were key figures among
the founders of SHARE.)

Exemplary of the freedom that was given was that I was
allowed during this period, to develop such strange things as:
(1) a program patcher, which performed direct inline exten-
sion or shrinkage of code, (2) a loop generating subroutine
which dynamically generated address modifying and limit
testing code based on inline parameters, and (3) a multi-
precision, variable length integer arithmetic interpretive sys-
tem which could handle integers of up to 340 digits (divide
never quite worked); all of which turned out to be dead ends.

A BACKGROUND OF REGIMENTATION

North American Aviation was rather unique in that computer
operations grew up in the accounting department which was
not as peculiar as it might seem. For most businesses, tabu-
lating equipment was used almost exclusively for accounting.
The first electronic calculators, the IBM 604 and subsequent
Card Programmed Calculator (CPC, first delivered to North
Anmerican in December, 1951), were basically punched card

machines, and because of this reliance on cards it was felt
desirable that their operation remain in Tabulating, a section
of accounting.

For better or for worse, separation of operations from users
had some far-reaching effects. Among other things, it resulted
in a philosophy that users should not touch the machine; in
fact, they were not even supposed to touch their punched card
decks. It also resulted in a philosophy of strict accountability;
even utility programmers (now called system programmers)
were required to account for their machine time. The end
result was a user regimentation that, at first blush, would
appear to run counter to the freedom mentioned in the intro-
duction but which facilitated the introduction of operating
system concepts. "

For the first 701, delivered October 10, 1953, a utility pro-
gramming team was recruited and added to the operations
staff. This team wrote an assembler (Ed Law), the usual
square root and set of transcendental functions, the proverbial
one card loader, decimal to binary conversion routines and
vice versa, some simple I/O handlers, and a memory dump. In
addition, a floating point interpretive system called DUAL,
generously provided by the University of California at Los
Alamos, was modified to operate with the above routines.
Finally IBM’s SPEEDCODE was added as a completely sep-
arate system. Again the philosophy was that the user was not
to be bothered with any of these things so that he could
concentrate on problem solving. In theory, he was only to
provide key-punch forms and setup instructions, and every-
thing else was to be done by operations.

DUAL was chosen because it permitted intermingling ma-
chine instructions with interpretive code. SPEEDCODE was
chosen for its expected ease of use. Naturally, everything had
to be renamed; DUAL was called DUET, SPEEDCODE was
called SPEEDCO, and the system of programs encompassing
DUET was called SPEEDEX although some preferred the
terms “SLOWEX” and “SLOWCO” for the most likely of
reasons.

Given the hardware constraints and state of the art, prob-
ably the key deficiency was the absence of a relocatable
loader. The concept of a linking loader was yet to be devel-
oped. This meant that if a routine was to be executed from
more than one place, it had to be reassembled for each in-
stance. From this came the practice of premapping the utility
programs, placing part of them at the beginning of memory
and part of them at the end, leaving the middle as user space
that began and ended at various places, depending upon
which utility programs were to be employed at execution time.

Another important factor in the 701 environment was the
rapid development of demand. Within 8 months from deliv-
ery, the 701 had already gone to two shifts. (701’s were only
rented and extra shift usage meant extra rent.) Within 13
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months the 701 was on three shifts, and within 15 months time
was rented on a Douglas Aircraft machine across the street.
This intense demand resulted in a turn-around time of several
days for jobs which would take only a few minutes, placing
computer time at an extraordinary premium.

IBM 701 HARDWARE

It is worth taking the space to describe some characteristics of
the IBM hardware, not for its own interest, but as to how it
shapes any development of an operating system.

Original Hardware (October 1953)

Williams Tube memory, 2048 36-bit words (9k byte equiv-
alent)

Four type 726 tapes with steel leaders

Four 2048 word drums

150 card per minute reader

150 line per minute printer

100 card per minute punch

No floating point arithmetic

No index registers

No memory protection

No interrupt mechanism

Machine cycle, 12 microseconds, with an add taking 5 cycles

Neither the Williams Tubes nor the 726 tapes were reliable,
and the mounting mechanism of the tapes discouraged their
usage even further. As a consequence, punched cards were
still considered to be the only permanent storage medium.

Periquip Hardware (December 1955)

Six online 727 tape drives substituted for 726 drives

Offline 250 card per minute IBM 714 card to tape

Offline 150 line per minute IBM 717 tape to printer

It should be emphasized that the 714 and 717 were com-
pletely independent, in another room with no electronic con-
nection to the 701 whatsoever.

SPEEDEX EXECUTION

The basic concept of SPEEDEX execution was that a user
program was to be loaded onto a background of previously
loaded system routines. All code was absolute and hence the
only available loaders were absolute. The background rou-
tines were kept on a dedicated library tape. The first 256
words of main storage were dedicated to an execution control
routine, including drum and tape handlers and a binary card
loader. Beyond this, in various locations would be found:

A four-field decimal data card read routine

An 8-digit integer print routine

Fixed point elementary functions including square root
Duet, standard version

Duet, version A

Duet, version D

Duet was quite large and contained its own card read and
print routines. Further routines existed at the end of main
store. Since only absolute loading was possible, each routine
had a different version for each address at which it was to
execute. Library routines were accessed by record number so
that library maintenance became quite complicated, trying
to take into account both minimum tape travel and mini-
mum disruption of pre-existing callers by changes of record
numbers.

THE PERIQUIP DECISION

In the latter half of 1955, several events converged which led
to the Periquip system. IBM announced the availability of 727
tapes on the IBM 701, as well as the 704, and of the 714
Card-to-Tape and 717 Tape-to-Printer. As it turned out, this
equipment was welcome fallout from the IBM 702, the IBM
business machine as opposed to scientific machine of the time
that preceded the IBM 705. In addition, SHARE was born.

As a consequence of the formation of SHARE, General
Motors approached North American about the possibility of
jointly developing a monitor system for the IBM 704 that was
scheduled for delivery in the summer of 1956. This system
became the General Motors-North American Monitor that is
the subject of another paper. At the same time, North Ameri-
can decided to develop a prototype monitor system for its
second 701 that would have new 727 tapes and peripheral
equipment. The purpose of this monitor system was two-fold:
to mitigate the 701 demand crunch and to gain experience
with the as yet untried concept of a monitor system. It was also
decided to christen this system “Periquip.”

PERIQUIP SYSTEM CHARACTERISTICS

The Periquip system was about the simplest possible batch
processing system. Multiple jobs were placed on a single 727
tape that became a batch whose target duration was one hour.
There was a small in core resident monitor and a single system
library and control program tape that also acted as backup for
the resident monitor. Output was stacked on an output tape
that could be removed and replaced if necessary. Upon the
completion of a batch, the input and remaining output tape
were removed and replaced with the next batch, and the out-
put tape was taken to the 717 to be printed. Note here that in
contrast to most large modern systems, the term “batch” did
indeed mean job batching.

Each job card contained, in addition to the programmer’s
name and accounting information, an estimate of maximum
execution time and a hard maximum output line count. Fol-
lowing the job card normally would be a set of library call
cards that would specify routines to be loaded from the system
library tape. Then came a set of absolute octal cards that
represented the program to be executed, and finally any data
cards for the program. The program had to be loaded in octal
because at that time the 714 card to tape was not capable of
reading binary cards. (The inability to handie binary is stiil
with us in some communication protocols.)
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A job could be ended by the user program jumping to a
specific entry point in the resident monitor, by an error in a
standard subroutine, by a job exceeding its output line count,
or by operator intervention. Operator intervention would
occur if the program halted or if, in the operator’s opinion, the
program was caught in a loop or had substantially exceeded
the programmer’s estimated time. With luck, if intervention
was necessary, the operator would first record the location
counter and other relevant information and then would key in
a jump to a particular address; this was the same entry point
in the resident monitor as was used by programmers to take
a memory dump and then transfer control to the next job. If
this failed, he would load a three card program from the card
reader, which would cause a dump and reload of the resident
monitor.

Everything continued to have to be referenced by its abso-
lute address. A library routine was referenced by the record
number of its first record on the library tape. Actual entry to
a library subroutine was performed by jumping to the abso-
lute address of the routine although a transfer vector was
employed to keep things from getting completely out of hand
when the subroutine had to be reassembled. ;

SYSTEM INTRODUCTION

Considering that we are dealing with conversion from a man-
ual operating system, the actual testing and conversion went
rather smoothly. The new decimal conversion routines and
the corresponding octal routines became both simpler and
shorter than the routines they replaced. They so easily fit in
the same space as their predecessors, and most importantly,
their interfaces remained constant. Most of the other system
functions had already been introduced, at least partially, in
order to simplify and speed manual operation. The task was
by no means trivial because one of the constraints was that
user routines could not be moved, which led to a fair amount
of nook and cranny programming. The author remembers one
subsequent six-instruction routine, whose purpose now eludes
him, that took six weeks to check out.

‘What was involved in conversion can best be illustrated by
quoting from notes by Florence Anderson for a contemporary
class in Engineering Computing:

“III. Program Considerations
A. Must conform to:
1. All instructions on octonary cards
2. No sense switches

4. Must end on:
a. End of file condition for octonary or decimal card
read
b. Transfer to location 102y, to start next job
5. No programmed stops—transfer to debug routine
or memory print
6. do not use tapes 4,5,6

D. P. E. routines
1. ..There are no binary card reading routines. The
octonary card read routine is available in 4 different
locations.

3. Speedex and Duet print routines are available with
a few changes. Errors cause transfer to 101, (memory
print). Estimate of pages printed is checked; if ex-
ceeded memory print.

4. No stops in program

d. Programmer may change the instruction at 101,,
to transfer to his own debug routine. Always transfer
to 102y, afterwards.”

IT WASN'T ALL THAT EASY!

First of all, SPEEDCODE renamed SPEEDCO, continued to
be used outside of the system and there was always a user or
two whose project was so important that they were above the
system. Because of the demand crunch, a computerized prior-
ity system was instituted which may be of some interest. Each
priority job was assigned a factor to be interpreted as a multi-
plier for that job’s share of the computer. This was punched
up on a schedule card together with the estimated maximum
execution time and the time of job submission. The deck of
active scheduled jobs was then run hourly, and an ordered
priority schedule printed out (on line) which consisted of:

Priority = PriorityFactor*CurrentWaitTime/ExecutionTime

and the next batch of jobs was written to tape on the basis of
this printout. This worked pretty well except for VIP (Very
Important Project) jobs, which were invariably assigned a
priority factor of 99.

Manual intervention was indeed a stumbling block; but this .
would not be surmounted in operating systems until there was
an adequate hardware interrupt mechanism and adequate
protection several hardware generations in the future. One
nice by-product was that there was no such thing as a “system
crash’; one could always blame the user, maintaining that he
destroyed the monitor by either a wild store or a wild jump.
Yes, there were system bugs, but the recovery from them was
no different than from user bugs since they were indistinguish-
able to the operator.

PARTICIPANTS

For so small a system, the number of participants was rather
large. This was because management endorsement, machine
operation, and user cooperation played as big a role as the
system itself. Participating in a variety of ways were Penny
Barbe, Ray Berman, Don Breheim, Dale Hanks, Irwin
Marshall, Kei Shimizu, Jack Strong, and Frank Wagner.
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ABSTRACT

Pioneer Day papers are an attempt by the NCC Committee to document work of
significance for the historical record. In that spirit, this paper relates some software
work of 30 years ago.

Earlier work using an IBM 701 led to the pursuit of performance and thruput.
Within that framework the concept of the tape-to-tape mode of operating an IBM
704 was developed. The progeny of this batch system are well known: SOS, IBSYS,
and with the substitution of disk for tape, OS/360.
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The roots of the General Motors/North American Aviation
effort go back to 1954. At that time I was working for an
aircraft foundry in Ft. Worth, Texas. Picture a bunch of mis-
cellaneous college graduates (computer science hadn’t been
invented yet) trying to understand the physics of aircraft de-
sign, formulate mathematical design models, and program
these solutions for a giant brain. Only 19 IBM 701s were
manufactured. The Ft. Worth machine was serial #7. The
17th machine, which I will discuss later, was installed at
General Motors in Detroit. The 701 was a .15 MIPS machine.
It rented for about $23,750 a month, and filled a 40 foot by 40
foot room.

Architecturally, it was a single sequencing machine and
could do only one thing at a time (cycle stealing channels
hadn’t been invented yet). Thus when a 701 addressed an
input/output device, that’s all it could do until the data trans-
fer was completed. It was a batch machine and a typical con-
figuration consisted of a 150 card-per-minute reader, a 100
card-per-minute punch, a 150 line-per-minute printer (48
characters), and an internal memory of 2,000 36-bit words. It
also had four magnetic tapes whose transfer rate was 7.5 thou-
sand characters-per-second, and a magnetic drum which held
2,000 words. The mean time to failure was about 30 minutes
if you were lucky (see Figure 1).

The typical mode of operating was programmer present and
at the operating console. When a programmer got ready for
a test shot, he or she signed up on a FIFO list, much like the
list at a crowded restaurant. The programmer then checked
progress frequently to estimate when he would reach the
top. When his time got close, he stood by with card deck in
hand. When the previous person finished, ran out of allotted
time or abruptly crashed, the next programmer rushed in,
checked that the proper board was installed in the card
reader, checked that the proper board was installed in the
printer, checked that the proper board was installed on the
punch, hung a magnetic tape (if he was going to use a master
tape), punched in on a mechanical time clock, addressed the
console, set some switches, loaded his punched card deck in
the card reader, prayed the first card would not jam, and
pressed the load button to invoke the bootstrap sequence.

If all went well, you could load a typical deck of about
300 cards and begin the execution of your first instruction
about 5 minutes after entering the machine room. If only one
person did all this set up and got going in five minutes, he
bustled around the machine room like a whirling dervish (see
Figure 2).

Not always did things go smoothly. If a programmer was
fumble-fingered, cards jammed, magnetic tapes would not
read due to defective splices, printer boards or switches were
incorrectly set up, and it took 10 minutes to get going; or
worse-—~you lost your opportunity and the next guy took the

Figure 1—IBM 701

5 Minutes

6. Set console switches
7. Load card deck ——
8. Bootstrap

1. Check printer boord}
2, Check punch board
3, Check reader board

4. Hang mag tape (optional)

W 5. Punch time in——l J

Figure 2—Typical 701 setup time phasing

machine when your time ran out. Usually the machine spent
more time idle than computing. We programmers weren’t
paid very much and although the machine was fairly costly, its
capacity was even a more precious commodity since there
were only 17 in the whole world and only one in the entire
state of Texas.

Now I had never heard of Henry Laurence Gantt, the father
of industrial engineering, but if I had, this story would be a lot
shorter. Seeing idle time on a precious resource caused several
of us in various locations around the country to start a drive
for efficiency that is still with us today. Informally we pro-
grammers started operating in teams so each programmer
would have an assistant to help him get set up and going
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faster. That helped the fumble-fingered the most. We also
gradually standardized on plug boards for the reader, printer,
and punch to eliminate some of the board changing. We did
some preventive maintenance on our card decks to reduce
card jams and we tried to get programmer-operators better
organized so they weren’t so befuddled at the console (not
entirely successful). All of this reduced the worst case idle
time between runs, but the average productive use of the
machine was still poor.

About this time, I was an obnoxious young hot shot and
found a way to get my test shots in the idle time between other
programmer’s scheduled runs. I ran only with standard plug
boards so I never changed any boards. I bootstrapped my
programs from an unused magnetic tape instead of punched
cards and this reduced my program loading time from about
three minutes to ten seconds. Further, each input record
loaded to a unique address so I could store the program on
tape and overload patches through the card reader. I could get
a full test shot in three minutes or less if my output did not
exceed 150 lines of printing, (see Figure 3).

Now this may not sound like much in 1987, but I got a shot
whenever I wanted just by squeezing in on the schedule. I was
getting four and five shots a day when the others were lucky
to get two. Furthermore, my total machine time was only 25
percent of what everyone else used.

Programming in the early 1950s could best be described as
organized chaos. The typical programmer used assembly lan-
guage, chose his favorite binary-to-decimal conversion rou-
tines from a library, figured out how to assemble and debug
his programs as best he could from the primitive tools avail-
able, and at long last got a program checked out which may
have been a work of art, but was always later than when the
customer wanted results.

I was a premier user of an interpretive programming pack-
age, developed by John Backus and his colleagues at IBM,
that was called the IBM 701 Speedcoding System. Speedcode
was an integrated set of programs and provided packaged I/O,
and a simplified three-address language with floating-point
operands for programming. The purist programmers treated
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Figure 3—Speedcode debug time phasing

Speedcode with disdain, but I got a lot of work done and
learned several lessons about machine room operation.
Specifically:

1. Get the programmer off the console and out of the
machine room.

2. Standardize on machine setups to eliminate setup steps.

3. Avoid reloading your whole job each time, maintain a
magnetic tape copy, and update storage with a change
deck.

4. The use of an integrated package of programs produced
results much faster than with 100 percent custom pro-
gramming and worked satisfactorily for all but the
biggest compute-bound jobs.

In 1954, 1 got tired of defense applications and moved to
General Motors Research in Detroit. They were just installing
701 serial #17, and I took Speedcode and my mode of
operation with me. The results were much the same, even
though my engineering applications then dealt with auto-
mobiles and automotive gas turbines.

In mid-1955, General Motors had an IBM 704 on order;
George Ryckman was assigned to lead the team to plan for its
installation and operation. I was on that team and played a
role which today we would call architect. About that same
time, the IBM user’s group, SHARE, was being formed to
allow the member installations to exchange programs and
ideas for their mutual benefit. The third meeting of SHARE
was held in Boston on November 10 and 11, 1955.

Prior to that meeting, General Motors published a descrip-
tion of an operating system for the IBM 704. There was a
competing proposal from North American Aviation. After
reviewing the system sketched by General Motors, the North
American representatives decided to join with us, convinced
us to make some modifications, and as a result we both got our
operating systems for about 50 percent of the price, less than
50 percent of the elapsed time, and with much higher quality
because of the talent available in the combined team.

The resulting operating system built upon my experience
with the 701 and exploited the 704 hardware. The General
Motors/North American Aviation effort was eventually used
in about 20 of the IBM 704 installations. There were people
associated with the system as developers or as users and im-
provers, who moved on to be participants in SOS, IBSYS, the
Direct Couple for the 7094, OS/360, IMS/360, and JES.

Before proceeding with a discussion of the operating system
we produced, let me momentarily digress and describe the
IBM 704. The 704 was a grown up 701. It was faster, and
the storage tube memories on the 701 had been discarded in
favor of coincident-core memories on the 704. That simple
expedient, coupled with the next generation of electronic
technology, increased the mean-free error time to about
eight hours.

The 704 instruction set was enhanced with some logic in-
structions and a set of binary floating-point arithmetic in-
structions. It had no built-in decimal capabilities. Internally
the 704 was more than twice the speed of a 701.

In January 1957, the 704 installed at General Motors in
Detroit had 8KW of core, four drums of 2KW each, eight mag
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tape units, and the same slow card reader, printer, and punch
as had adorned the IBM 701. The base rent was $35,550 a
month. Thus the available memory was greater, the speed was
up, but the primary I/O equipment was the same. Further, the
mainframe was still single sequencing (cycle-stealing channels
didn’t come along until the IBM 709), so one devoted 100
percent of the CPU to any input/output operation undertaken
(see Figure 4). We recognized we had to change our mode of
operation to achieve full benefit of the 704 over the 701.

IBM had realized that some large commercial accounts
would have a lot of cards to read and had many checks to
"print. So they offered, as an extra cost option, three separate
stand-alone devices to convert card images to magnetic tape
images, to take tape images and print them, and to take tape

images and punch cards. Since these were stand-alone, they.

were in some ways better than cycle-stealing channels as there
was absolutely no interference to the processing being
performed by the mainframe in the next room.

The following highlights of the operating system we devel-
oped were extracted from the 1955 SHARE proposal (re-
ferred to earlier) and a programmer’s manual we found that
was dated January 31, 1957. Thus fourteen months after the
proposal, we put together a team, polished the design, imple-
mented the system, and documented it. The following list
contains the highlights of the joint General Motors/North
American effort:

1. All input and all output were processed on the off-line
card-to-tape equipment. These produced and received tapes
containing files now known as SYSIN and SYSOUT. The
mode of operation was then known as tape-to-tape since the
reader-printer-punch attached to the mainframe were used
only as extensions to the operator’s console and for
maintenance. They were not used for any production input
or output.

2. The SYSIN tape contained a batch of independent jobs,
and each job was identified by control cards whose functions
are now provided by JCL. The sequence started with a job
card which contained accounting information and the
programmer’s name. Each pack of cards that followed the job
card contained header information which controlled its
conversion from decimal to binary, and then its subsequent
processing.

3. Although IBM provided plugboards in every reader,
printer, and punch, we set up installation standards and fig-

Figure 4—IBM 704

uratively welded them into the machine. Thus all the data
reorganization was done by programming and not by board
wiring. This standardized the setup and reduced the
unproductive inter-job time from minutes to milliseconds.

4. We threw the programmers out of the machine room,
hired professional computer operators, and standardized the
communication between the programmer and the operator.
The programmers caught on to the new mode of operation
rather quickly since we instructed the operator to proceed to
the next job when there was confusion or something didn’t
work out.

5. We gained programming efficiency through the use of
standard decimal-to-binary/binary-to-decimai conversion rou-
tines and standard (built-in and integrated) debug tools. This
reduced the programmer’s effort since it did not require un-
derstanding the library routines. He merely had to write some
job control statements to use them.

This had another important benefit to the programmer. The
memories on these machines were relatively small, only SKW.
By providing all of the decimal-binary translation outside the
programmer’s domain, we provided an execution time en-
vironment that had binary input, computed in binary, and
produced output in binary. This gave more usable space to the
application than would have been possible for any but the
most experienced programmers handling their own input and
output, in customized fashion.

6. We augmented the IBM hardware with a custom de-
signed, locally produced, binary time-of-day clock. Further,
the system was programmed, just as modern operating sys-
tems are, to sample the clock whenever a job card was read for
anew job, and to record the resources used during the run so
proper accounting records could be maintained. Today we call
these SMF records.

We even went a step further because we placed an advisory
invoice on the trailing page of each printout so the pro-
grammer was aware of the resources used and the cost of those
resources each time a run was made. We found the resulting
self-discipline of great benefit since programmers naturally do
more desk checking when a wasted shot at the machine costs
more than a day’s wages.

7. With the primitive control language we had on the
SYSIN file, it was possible to assemble a program, load it into
memory, present it with a data deck, and record the results of
the assembly and the execution in a single pass on the ma-
chine. It was well into the 1960s before this “load-and-go
philosophy” became generally popular.

8. Further, we designed the system, within limits, to be
extensible so it was possible to add other language translators
to the menu of input conversion routines. After I left the
project, the other members of the system’s team at General
Motors added Fortran as an input translator so it was possible
to compile and execute, in a single pass, canned library
routines, assembly code, and Fortran programs.

The implementation of this system was largely dictated by
the small core memory available and the speed of the I/O
devices. As discussed earlier, the peripheral card reading
equipment produced card images on tape. The data on these
tapes was still decimal as no conversion had taken place.
Further, the printer and the punch required decimal tape
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images as they too lacked any ability to convert. The 704
mainframe only had an 8KW core memory. Due to the small
size of this memory and due to the large size of a general
purpose decimal-to-binary/binary-to-decimal conversion rou-
tine, the system was conceived and implemented in three
distinct processing phases (see Figure 5). '

In the first phase, the binary coded decimal card images
were read from tape, control cards were interpreted, and a
binary file was created. Logically the binary file was the direct
analog of the BCD image tape that had been created on the
peripheral card reader. However, it was more compact and
was in the native language (e.g., binary) of the CPU. A binary
read program took only about 50 instructions. A decimal-to-
binary conversion program took almost 2,000.

Similarly, each job during execution wrote a binary output
file. Control statements, just like JCL, were imbedded in the
output stream. These control statements caused the output
translator to convert and format the binary stream properly,
and subsequently, to include parameters on the decimal out-
put file to control printer spacing, skips to the head of form,
and insert separator cards between decks of punched card
output. Again, to conserve memory and gain speed, the out-
put translator was given the whole machine and conversion
was optimized.

The resulting operating system had an input-translation
phase which converted data from decimal to binary, and pro-
grams from source to object language (symbolic assembly
language was initially available, soon after we added the
then-new Fortran); an execution phase which was almost ex-
clusively under the programmer’s direct control; and an out-
put translation phase which processed line printer output,

Y \\ i

1. Load input tronslator{l i 9. Sample clock ] \
2. Translate input batch— || 10. Load Job 3 | I
3. Sample clock ©1 11, Execute Job ! i
4, Load Job 1 12, Sample clock |
5. Execute Job 1% j 13. Load Job 4 } l
6. Sample clock | 14, Execute Job 4 ‘
7. Load Job 2 > ———- -1 15, sample clock |
8. Execute Job 2

16. Load output translator- '
bl
il

17 T P Ny s

Vs
i7. TransiGie output oatdn

Figure 5—GMR/NAA Monitor time phasing

punched card output (both decimal and binary), and account-
ing records.
To recap, the advantages of the three-phase design were:

1. It provided the maximum amount of unencumbered
memory to the application programmer during exe-
cution.

2. It was efficient since the conversion routines were bigger
than the sub-files for individual jobs. The big conversion
programs were loaded into memory only once per batch,
and all of the little data files were passed by them, result-
ing in a smaller number of total cycles than if the large
translator routines were fetched and executed at the
beginning and end of each job.

3. By giving the translators the full machine during the
conversion process, the translators could be made as
large as is necessary to gain efficiency in execution and
hence were optimized to be faster for the conversion
tasks they had to do.

When the resulting code was written, 90 percent of the work
was devoted to the input and the output translators, and only
about 10 percent of the effort was devoted to supporting
programmers during the execution phase.

When North American Aviation and General Motors Re-
search decided in the Winter of 1955 to jointly develop the
system, we split it right down the middle. North American
developed the integrated programs that became the input-
translation phase, and GM developed the output translator.
In the Spring of 1956 GM extended the North American input
translator to call Roy Nutt’s symbolic assembly program
(SAP) as an imbedded conversion subroutine during phase 1
input translation.

There was an intellectual disagreement concerning the ser-
vices the operating system should provide to the programmers
during phase 2 execution. At this point the software installed
at North American and at General Motors was dissimilar. The
software for phases 1 and 3 was identical at both locations, but
we each had our own separate execution time facilities.

When we first started planning this system, we were con-
cerned about protecting the execution-time facilities. The 704
had no limit registers or any other way to partition off and
protect the operating system from the application pro-
grammers. These didn’t come in the IBM world until the
advent of System/360. Furthermore, we had only one class of
instructions and every programmer had access to all of them.
(The concept of privileged instructions for IBM computers
also came about in 1964 with the System/360.) As it turned
out, we needn’t have worried on either count. Our application
programmers were company-loyal and not mischievous. Most
of them were delighted to have someone else worry about
conversion translators and modes of operation. While we had
a few application programs that ran away during execution
and destroyed the operating system in low core, this was a
relatively infrequent occurrence. I cannot remember a single
instance where a programmer maliciously tampered with the
operating system.

We were aiso worried about programmer acceptance of
operating system standards. During the 701 days, pro-
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grammers had unfettered access to all of the 701’s hardware
features. Some questioned whether programmers would fight
the system since it denied them access to certain machine
features (the operating system claimed a tape as a SYSRES
device and the first 300 words of core during the execution
phase). Perhaps it was because we installed the operating
system when we installed the hardware and had no legacies to
deal with, but in Detroit we had no serious attempts by head-
strong programmers to read cards on-line, demand all of the
tapes for their own personal use, or otherwise contravene the
standard configuration we set up. This may have been par-
tially due to our willingness to allow any programmer to vio-
late the system constraints, but he was advised that if he did,
his jobs would only run programmer present and only in the
wee hours of the morning.

Of the direct contributors to this pioneering effort there
were several. In the past 30 years many of us have moved
several times. Recently some of the team has retired, others

TABLE I—Contributors to the GMR/NAA Monitor

Individual 1955 Affiliation
Penny Barbe NAA
Robert Christiansen GMR
Jim Fishman GMR
Dale Hanks NAA
Don Harroff GMR
Don Hart GMR
Owen Mock NAA
Bob Patrick GMR
George Ryckman GMR
Kei Shimizu NAA
Frank Wagner NAA

of us are still plugging away. Table I lists all of the original
players with their original affiliations.
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INTRODUCTION

In the operating system sphere, Bell Labs is best known for
UNIX.™* But before there was a2 UNIX operating system,
there was an operating system called BESYS.** For over ten
years BESYS was a mainstay for computing at the Labs and
altogether served our users from late 1957 to early 1971.

The UNIX operating system has merited much attention in
the literature. In contrast, BESYS is all but forgotten. A
search of the available literature turned up a single one para-
graph entry in Encyclopedia of Computer Science and Tech-
nology that mentioned BESYS.' Even the internal Bell Labs
literature is scant when it comes to recording BESYS
contributions. Once-common documents that described the
system and how to use it have all but disappeared, having
somehow escaped the document archives.

This paper rectifies that oversight and attempts to set the
record straight about the development of BESYS.

THE PRE-BESYS PERIOD

Bell Labs has been involved with computers since the early
1930s. The computing establishment that gave rise to BESYS,
however, consisted of a half dozen members of Bell Labs’
Mathematics Research Center. In 1952, they acquired their
first commercial computer: a small IBM Card Programmed
Calculator.>? This group included V. M. Wolontis and R. W.
Hamming who, when IBM 650s were installed starting in
1955, developed the once popular problem oriented lan-
guages, L1 and 1.2.%°

L1 and L2 extended the 650’s capabilities by interpretively
providing floating-point arithmetic, simplifying memory
access, and supplying useful diagnostic information; thus en-
abling users to straightforwardly program the underlying
machine. This encouraged users to program their own
applications, allowing them to realize the right results faster
and to benefit from the feedback provided by the pro-
gramming experience. The essence of this “open shop” ap-
proach to computing was captured in a well known Hamming
motto: “The purpose of computing is insight, not numbers.”

The operation of the equipment itself, however, was
“closed shop.” Since 650 operations were not complex, users

*UNIX is a trademark of AT&T.

**The name BESYS has reportedly stood for BEIl SYStem which although
appropriate, is perhaps too grand. It actually is derived from a running together
of BE and SYS. BE was the SHARE assigned installation code for Bell Tele-
phone Laboratories, Murray Hill, NJ and SYS stood for system, which was
indicative of the programming classification for BESYS. This was consistent
with SHARE naming conventions for programs it distributes.

could set up their jobs to be run by professional operators.
This permitted the machines to be run efficiently on an
around-the-clock basis.

By mid-1957, to handle the growing computing workload
and increasing complexity of applications, an IBM 704 was
ordered to replace the 650s, and preparations for the new
machine began that were in keeping with the philosophies that
had evolved.

EARLY 704 ERA

The 704 had been announced in mid-1954, and the first one
was in the field by the end of 1955.° So by mid-1957, many
programming tools existed to facilitate its use. By then the
SHARE 704 users group was two years old and was already an
important source of programs developed by its members.
Through SHARE, users built programming tool kits, I/O, and
mathematics libraries enabling them to write, debug, and exe-
cute their own application programs using stable facilities. In
addition, FORTRAN was about to make its debut.

Some of the more useful programs available through
SHARE are shown in Table I. At that time, programs were
written in SAP or FORTRAN. They were translated to binary
machine level usually as card decks. These decks could be
combined with those of previously translated I/O or mathe-
matics routines and loaded into the computer using a tool like
NY-RBL.

Execution, sometimes with a debugging tool like NY-SNAP,
produced print or punch output. For large amounts of input or
output, magnetic tapes usually came into play employing off-
line tape drives, printers, card readers, and punches where
appropriate.

Characteristically, most tools were oriented to stand-alone
use and only worked together through manual intervention by
the user or a trained operator. Few operating systems existed
or were in use at that time. ‘

A definite mismatch was widely recognized between the
704’s internal speed, the sluggishness of its on-line unit-record
equipment, and the inherent slowness of manual operations
associated with stand-alone use. Clearly a new mode of oper-
ation was required for the 704 if it was to be used in an
effective and efficient way.

EMERGENCE OF BESYS

Soon after Bell Labs placed its first 704 order, G. H. Mealy
and Gwen J. Hansen addressed the problem of using the
machine by developing one of the earliest operating systems.
Their solution was a system that provided:
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1. Flexible operator control of the hardware normally in a
non-stop mode of operation

2. Efficient batch job processing usually in a tape-to-tape
operating mode through use of off-line unit-record
equipment

3. Effective user access to system facilities using control
cards to minimize user-operator interaction

4. User program access to centralized I/O, system control,
and elementary mathematical functions

TABLE I—Some SHARE programming tools. The installation
codes shown in this table served to identify the tools’ contributors.
Thus, UA stood for United Aircraft; PK, IBM Poughkeepsie; NY,
IBM New York; and so on.

SHARE Programming Tools
Installation | Program Functional
Code D Description

VA SAP Symbolic Assembly Program
PK CSB 4 Card to Storage Binary (Loader)
NY RBL 1 Relocatable Binary Loader
UA CSH?2 Card to Storage Hollerith
UA SPH 3 Storage to Printer Hollerith
UA DBC1 Decimal to Binary Conversion
UA BDC1 Binary to Declmal Conversion
NY SNAP SNAPshot dumper
NY SNAQ Snapshot Output Converter
UA TAD 1 ‘Tape And Drum utility
UA TPH2 ‘Tape to Printer Hollerith
B 850W 650 Wire Plugboard Simulator
CE 850S 650 Stmulator
UA STE 1 System Tape Editor
VA isTe List Tape Converter

5. Snapshot and post-mortem dump debugging facilities
6. Compatibility with the 650s by simulating the L1/L2
interpreters

The initial system, BESYS-1, was in use by October 16,
1957.7 It was designed for a 704 with drums, 8K 36-bit words
of core memory, a full complement of tapes, and on-line/
off-line unit-record equipment. The system was developed
using facilities at the Esso Research Center. Ironically, it
would never be used at Bell Labs because our original order
changed before delivery to a drumless 704 with 32K words of
memory. This change gave rise to BESYS-2.%°

Both systems were essentially identical. They usurped the
lowest 64 and highest 4K words of memory, a subset of the
tape drives and the sense switches. In addition, BESYS-1
swapped a portion of the upper 4K memory to drum storage
making it available for user program variable storage. The
lowest 64 locations were reserved as a hardware communica-
tion area; the upper 4K locations were used for the core
resident portion of the system. The complete system resided
on tape and consisted of FORTRAN and most of the tools in
Table I adapted to work in the BESYS environment as sub-
systems or integrated into the core resident portion of the
system itself.

One specific aim of these changes was the removal of pro-
gram stops when error conditions were detected. The stops
were replaced by messages describing the condition and a
standard recovery taken when possible. If operator action was
required, the messages appeared on the on-line printer and a
standard system stop occurred. This helped the operator dis-
tinguish random program stops from planned stops and con-
tributed to the non-stop mode of operation.

BESYS OPERATIONS

Although much effort was devoted to reducing the involve-
ment of operators in the processing of jobs, the operator still
played a key role in the use of the machine. At the meta-
system level, the operator was responsible for:

Starting the system

Batching jobs for system input

Assigning tape drives and mounting tapes

Responding to system error messages

Batching output for peripheral processing

Terminating jobs that stopped, looped, or exceeded job
limits

7. Recovering from system failures or corruption

I

The heart of the system was the core resident portion. It
contained the following:

1. System control program

2. Centralized I/O facilities

3. Comprehensive mathematical functions
4. Tables and buffers

The system control program functioned at several levels: (1)
operator, (2) user, (3) program, and (4) hardware.
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Operator Level

At the operator level, BESYS used the sense switches and
the on-line printer as an interface to process a sequence of
jobs. Jobs were presented to the system by the operator a
“batch” at a time through the standard input stream. Nor-
mally, the medium was tape, and the system would sequence
through the jobs in rapid succession. Each job was logged on
the printer as it was encountered, permitting the operator to
monitor the system’s progress. The system also logged de-
tected error conditions on the printer, sometimes soliciting an
operator response. The printer could also be used by the
operator to monitor the standard output stream. The operator
used the sense switches to:

1. Select the standard input source: tape or on-line card
reader

2. Alter normal sequencing of jobs in the standard input

3. Provide a go/no-go response to error conditions

4. Monitor output

User Level

At the user level, BESYS implemented a process that read
user-provided control cards from the standard input and inter-
preted their contents to determine the system functions to
exercise. The control cards looked just like SAP statements
and consisted of an optional location field followed by an
operation field and possibly a variable number of operands.
The operation field specified the system function. The loca-
tion and operand fields were passed to that function for fur-
ther interpretation.

On initial entry, the control card processor searched the
standard input for a JOB card. Once found, the system initial-
ized itself to process the incoming job. It then read the next
control card and performed the specified function. These
functions included:

Invoking sub-systems like SAP and FORTRAN
Loading object programs

Patching loaded programs

Accumulating snapshot dump requests
Communicating to the operator via the printer

Al ol

Control card processing would continue until a TRA card
was encountered. The TRA function would complete any
unfinished business associated with program loading, plant
any accumulated snapshot dump requests and TR Ansfer con-
trol of the machine to the user’s program.

Following is an example of a job that would have caused
BESYS to do a FORTRAN compilation with test.

JOB account-number, programmer-name
FOR
(FORTRAN source program statements)
LOD 4
TRA
(Data cards for program test)

The JOB card signified the start of the job and identified the
user in terms of an account number and programmer name.
The FOR card invoked the FORTRAN compiler which would
have processed the following source program leaving the re-
sulting object program on tape 4. The LOD card loaded the
object program from tape 4 into memory. Finally, the TRA
card started the loaded program’s execution.

Program Level

At the program level, BESYS provided many services. Pri-
marily, they consisted of: I/O routines, snapshot dump rou-
tines, system control routines, and, initially, the common
elementary mathematics routines. Nearly all the facilities nor-
mally available to the FORTRAN programmer were present
in the core-resident portion of the system. The rationale for
this was that the SAP programmer could also make use of
them, and, since most programs would use them, the memory
they occupied was not wasted. Also, the time saved by not
having to load them repeatedly, contributed to over-all system
efficiency.

Eventually, introduction of FORTRAN II and development
of a program linking capability for the loader weakened this
argument, making it reasonable to purge the mathematics
routines from the resident portion of the system. This also
proved to be a necessity because, as BESYS matured, free
space within the system’s 4K region became a critical resource.

Once control transferred to the user’s program, overall con-
trol became tenuous. There was no hardware facility that
enabled the system to constrain the user’s program; their
relation to one another was peer-to-peer. Hence, the system
was at the user’s mercy. Only honor and social pressure bound
the user to conventions established by the system, and only
the operator’s sensitivity to how the system was behaving
remained as the effective means to limit damage when things
went awry.

Although the peer-to-peer relationship represented a po-
tentially critical integrity exposure, in practice it did not prove
to be a devastating factor. Because jobs were processed one
at a time, the user that violated the system usually stood to
suffer the most. Nevertheless, it was a weakness that forced a
greater dependence on the operator than desired.

At least two facilities were provided for programs to return
control to the system. The first, RETURN, simply returned
control to the control card processor initiating a search for the
next valid control card and resumption of control card process-
ing. This facility made multi-step jobs possible. The second,
ENDJOB, initiated end-of-job processing. Any post-mortem
dump requests were taken, the snapshot converter was in-
voked, miscellaneous end-of-job housekeeping performed,
and, finally, the control card processor was reentered to
search for the next valid JOB card.

Hardware Level

At the hardware level, BESYS had to deal only with
floating-point traps. Facilities were provided that examined
the floating-point “spills” and either produced appropriate
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diagnostic messages or honored alternative actions specified
by the user through use of ALT control cards.

SYSTEM ACCOUNTING

The 704 had neither a time of day clock nor a timer to simulate
one; hence, usage accounting was crude. A time card accom-
panied each job submitted to the system. It served to:

1. Identify the user who submitted the job

2. Provide job run time limits and output estimates

3. Specify special handling requirements such as tape IDs
and their logical tape drive assignment or paper and card
stock to use for peripheral equipment

The card or the information it contained was also used by
operations to: (1) schedule jobs, (2) fetch and set up tapes,
(3) set up peripheral equipment, (4) feedback written remarks
from operators, and (5) log time on and off the system using
a manual time-clock.

Eventually, usage accounting was improved through use of
an electro-mechanical time-of-day clock tied to the on-line
printer. Accounting information was then punched on-line
into cards as part of the ENDJOB housekeeping function.

BESYS DISTRIBUTION

True to its origins, BESYS 1 and 2 were submitted to SHARE
for distribution and were also made available to several ex-
ternal installations directly. Reportedly BESYS was used by
many installations,’® but no records remain on which ones
they were. Only faint recollections suggest they included The
Esso Research Center, Mobile Qil Corporation, and The
Shell Oil Company.

THE BESYS-2 SUCCESSORS

G. H. Mealy left Bell Labs for the Rand Corporation in 1959
just as plans were being formulated to develop BESYS-3, the
first of a series of successors to BESYS-2. G. J. Hansen and
the author continued this effort.

BESYS-3

BESYS-3 was a port of BESYS-2 to the IBM 7090. The major
efforts involved revamping system I/O facilities, replacing
SAP with FAP and upgrading FORTRAN from the 704 to the
709X version. It was placed into service in July, 1960.

In the process of porting, BESYS received a general face
lifting. New control functions were added; others were
dropped because their function had become obsolete or was
done in some other way. Some control cards felt the effects of
human engineering. The LOD controi card for invoking the
loader, for example, became the LOAD control card. The

so-called Yum-Yum cards*** of NY-SNAP vintage were
renamed and reformatted and came out as SNAP and
COREPM.

Upgrading FORTRAN was no trivial task but in general it
was straightforward. Replacing SAP by FAP, on the other
hand, was more complex. By 1959, what started out as
UA-SAP under BESYS had been significantly extended, and
although FAP shared the same ancestry, it lacked these exten-
sions. The most important extension was a conditional and
recursive macro facility developed by D. E. Eastwood and M.
D. Mcliroy."

Since FAP addressed the new facilities provided by the
709X hardware and was already in use on that hardware, our
SAP extensions were ported to FAP; in effect, merging the
best of both assemblers. The result became widely known as
BE-Macro-FAP and eventually became the basis for IBM’s
IBSYS assembler: MAP.

Although the 704 BESYS environment encouraged using
centralized I/O facilities, the peer-to-peer relationship of sys-
tem and user programs enabled sophisticated users to start
their own I/O directly and exploit the CPU-centered I/O copy-
logic to process data on the fly as it was transmitted to tape,
the CPU, and core. The architecture of the 709X machines,
however, separated the data transmission function from the
CPU by using independent channels. This provided the poten-
tial for a high level of concurrency if programmed properly. In
addition, the channels could signal the occurrence of major
I/O events by interrupting the normal sequential processing of
the CPU.

Fully realizing the concurrency potential required the devel-
opment of a sophisticated set of interrupt driven I/O routines.
Even though only a simple buffering strategy was employed
initially using such an approach,**** the implementation
technique virtually precluded coexistence with user written
I/O routines. Thus, users were forced to use the system’s
centralized I/O facilities.

This had two effects: (1) the user level I/O facilities had to
be beefed up and (2) the amount of memory required by the
resident system increased sharply. This led to the contro-
versial decision to double the system area of memory from 4K
to 8K, even though the maximum memory of 32K remained
the same for the 709X machines.

Some arguments proposed, not unreasonably, that the 4K
limit on system area size be preserved by purging from the
resident system all the higher level FORTRAN based I/O

***30 called because the handwritten words “Yum-Yum Cards” were scrawled
across the top of a SHARE program write-up of NY-SNAP, presumably by G.
J. Mealy, that was circulated within Bell Labs during the early 704 days. All the
NY-SNAP cards were of the form Y- - where ‘“—’ stood for some condition
imposed on the dump request. For instance, YUN—dump UNconditionally,
YPL—dump if the accumulator was PLus, YPM—provide a Post-Mortem
dump, etc. They were presumably good to feed to the system when debugging,
whence Yum-Yum!

**** Apparently BESYS-3 was an early user of interrupt driven I/O. This was
based on our testing experience at several different 709 sites. Each time we
tested at a new site we had to have jumpers changed in the Data Synchronizers
to activate their Data Channel Trap feature.

*****Except for the type information, the blocking scheme was equivalent to
what is currently called “Variable Block Span Format” in IBM’s 0S/370.
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routines just as the elementary mathematics routines had
been purged under BESYS-2. From a public relations point of
view this would have looked good for the system, but from the
user’s perspective it was really a trade-off—user space for
system space. Thus, although it would have been a challenge
to live within the original 4K size, as an expedient the addi-
tional memory was taken for system use. Time would show
that as the system continued to develop there would be no
problem in using all that additional space.

A new and important dimension to computer output was
introduced with BESYS-3 when C. F. Pease developed a basic
software package to generate tapes that could drive a
Stromberg-Carlson 4020 microfilm printer. This device was
capable of producing high quality graphics. It enabled users to
visualize their data, providing them with new insight. Soon
after its introduction, it was even used to produce computer-
generated movies.

One continuing goal of BESYS was to improve the quality
of feedback to users about their programs. Along these lines,
V. A. Vyssotsky in 1961 conceived and implemented a pre-
processor to FORTRAN that analyzed source programs look-
ing for use of variables before their initialization and sections
of code that could not be reached. Typically, these problems
went undetected by the compiler, yet frequently produced
subtle and sometimes mysterious results at execution time.
This improvement to FORTRAN was welcomed by our users
but was treated with indifference when offered to IBM.

BESYS-4

Once the conversion to BESYS-3 was completed, thoughts
turned to how the system could be made more efficient, how
the operator interface could be improved, and how the system
could be made more robust.”

Buffered and Blocked I/O

System efficiency was given a boost by moving from the
simple buffered I/O strategy to one that was completely gen-
eral, permitting read-aheads and write-behinds to an arbitrary
depth. There was also a move away from unit record process-
ing to a generalized blocking scheme employing logical
records of arbitrary length and containing indications about
the type of information being handled.***** Blocking effec-
tively increased tape capacity and significantly improved data
transfer rates.

The blocking format was designed with IBM’s 1401 in mind
so that the 1401s could process tapes used for the standard I/O
streams. The logical record type enabled both print and
punched output to be merged into the same stream along with
job accounting information reducing the number of dedicated
on-line tapes and eliminating the need for an on-line punch.
User data tapes could also be dumped when necessary using
the 1401s.

Unless the user took some deliberate action, all I/O was
automatically blocked and buffered in a transparent fashion.
Even the unused area of user programming space was auto-

matically used for buffers. From the user’s perspective, all /O
was done on a logical record basis without regard to detailed
questions of hardware efficiency; that was deemed to be the
system’s job.

Hardware Extensions

To attack some of the major problems of operating the
equipment and controlling the flow of work to and from the
system as well as provide a high-speed data connection to the
system, G. L. Baldwin and H. S. McDonald collaborated to
build equipment that interfaced to the 709X systems using the
Direct Data Feature. This equipment provided the following
facilities:

Interval timer
Time-of-day clock
Day-of-year calendar
Operator’s display panel
Tape control system
High speed data link

AN A a

Interval timer

The interval timer eliminated the need for the operator to
monitor the running time of jobs streaming through the sys-
tem. The user now entered the estimated maximum run time
to the nearest one hundredth of an hour on the JOB card and
the operating system automatically cut the job if it was ex-
ceeded. A visual analog display of the amount of execution
time remaining for the job on the system was provided to
assist the operator with scheduling.

Clock and calendar

The clock and calendar were useful in providing accurate
information for accounting and other time stamping applica-
tions. The clock provided user programs with the ability to
measure time with full millisecond accuracy.

Operator’s display panel

The operator’s display panel consisted of five system status
indicators, two with integrated push buttons and a program-
mable speaker. Four of the indicators reflected major system
states: FAP, FOR, RUN, and SYS. The fifth indicator re-
flected the HOLD/RELEASE state of the interval timer. The
RUN indicator was also a button. When lit, depressing it reset
the interval timer and thereby normally terminated the job in
progress. Using the button associated with the HOLD/
RELEASE indicator, the operator could exercise a manual
override of the interval timer. The speaker was driven by a
flip-flop and was normally used by the system to produce an
audible tone alerting the operator when some condition
required manual intervention.
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Tape control system

The tape control system provided BESYS with almost the
same capabilities as the operator to control tape drives within
the computing center. Each tape drive was provided with a
control panel that displayed the unit’s status and which the
operator used to enter reel numbers, select unit addresses,
switch drives on- or off-line, and set special status informa-
tion. Except for entering reel numbers, the operator could
also perform the same operations from a centralized console.
Any change made by the operator using these facilities caused
amanual entry latch to be set. This, in turn, caused the system
to update its internal tape-drive-state table.

The operator still had to mount (taking into account a user
specified channel), identify, and unmount tapes for the sys-
tem, but from that point on the system did the rest, namely:

Read tape reel numbers entered by the operator
Switch the drives on- or off-line

Assign or sense unit addresses on drives

Ready or unready drives

Sense status indicators set by the operator

RANEb ol S B

Drives mounted with private tapes were always placed in a
reserve state. This distinguished them from drives that could
be used for system or scratch purposes. The reserve state was
also used with batched output tapes as an operator request for
the system to close out the tape and queue it for peripheral
processing. The next tape would then be automatically se-
lected, switched on-line, and readied for use by subsequent
jobs—all in a matter of seconds. Similarly, at the end of a
batched input tape, the system would switch to a new one. The
selection criteria were based on a unit address convention
followed by the operator. The operator would be prompted
only when a suitable successor couldn’t be found.

The user conveyed non-system tape requirements for a job
using MYTAPE control cards. For a given logical unit, they
specified the tapes to use by reel number (multi-reel tapes
were accommodated) and whether the tapes would be used
for input, output, or scratch. Input tapes were file-protected
and marked read-only to the system I/O routines. The tape
control system proved to be an effective tool and significantly
improved tape handling and the flow of work.

High-speed data link

The high-speed data link connected BESYS to a Packard
Bell 250 computer located in a remote laboratory. Users
within that laboratory could request the interjection of a job
into the current job stream to process data transmitted
through the data link.

Other monitor aides

Several RPQs were added to the 709X hardware to improve
system robustness. One was a trap on halt instructions. An-
other was a crude form of memory protection that was used to
protect BESYS from vagrant stores and, under the right con-
ditions, was also used to protect buffer pools set up in user

areas. Both improvements enhanced the system’s control and
reduced the monitoring role of the operator but did not alter
the peer-to-peer relationship enjoyed by the knowledgeable
user.

BESYS-4 went into operation in April, 1962.

BESYS-5

Like most of its predecessors, the production of BESYS-5 was
motivated by hardware changes. On the surface, support was
introduced for the CPU extensions associated with the IBM
7094 and for the IBM 1301 Disk Storage Facility. Internally,
however, the changes called for major revisions of the sys-
tem’s I/O routines to cope with the 1301s and for wide spread
changes to handle the new instructions that were present on
the 7094.7

Support for the 1301s produced the biggest changes to the
system. These changes had some good aspects and at least one
unavoidable one. The good ones included moving from a tape
resident system to one that resided on disk and, for users,
sequential and random access to temporary files on disk. The
unavoidable was that the changes required more space than
was available in the 8K system area. This forced us to restruc-
ture that area and to use a storage overlay technique. This was
palatable only because the system was now disk-resident.

Up to this point, system maintenance was done by the sys-
tem itself, using a modified version of the system tape editor
UA-STE. As an expedient, maintenance was done by switch-
ing to the IBSYS Editor. This was accomplished by incorpo-
rating a slightly modified IBSYS as a special purpose sub-
system under BESYS.

The user was provided with /O facilities at the FORTRAN
and FAP levels to randomly access records within a file. Also,
all the I/O facilities formerly used to access tapes were now
made capable of sequentially accessing files on disk. This was
a prelude to accessing user files stored on disk that would
eventually be added to the system.

Facilities were introduced to make timer-cuts and floating-
point traps more flexible. Exits could be set up to user code
when these events occurred. For timer-cuts, if a timer exit was
requested, a 10-second time extension would be granted and
a one shot exit invoked. The exit procedure could wrap up
processing and then go to ENDJOB. If for some reason the
extension also expired, the job would simply be cut. For
floating-point traps, any user-provided exit would simply
override normal system handling. In addition, the user could
request dumps conditioned on floating-point traps.

BESYS-5 was installed in May 1963. After the normal
shakedown period, development work resumed aimed at ful-
filling disk support as well as providing additional facilities of
an innovative nature. However, as a result of the trauma of
running out of space in the system area of memory and
resorting to the overlay scheme, the development effort split
in two. One effort, unofficially dubbed BESYS-6, since it
was going to be the “next” system, set out to replace the
fixed overlay scheme with a dynamic relocatable approach.
The other effort, eventually called BESYS-7, continued
the BESYS-5 approach concentrating on completing the
promised disk support.
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BESYS-6

The intent of the so-called BESYS-6 system was to organize
the 8K system area of memory so that it consisted of a static
nucleus of minimal size and a dynamic area into which relo-
catable portions of the system would be dynamically loaded as
dictated by a job’s processing. There was never any doubt that
this was an ambitious approach that had a certain aesthetic
appeal. That the associated effort would ever produce a
production quality system, however, was in doubt.

Several practical factors were working against this ap-
proach. Foremost was performance. BESYS-5 had set a de
facto performance level that would be difficult to beat. The
overlay scheme was reasonably thought out and was designed
to be optimal with respect to the way jobs normally used the
system. The dynamic approach inherently had a higher over-
head having to deal with module relocation and core
fragmentation.

There would be no pending hardware upgrades to boost
performance that could be traded for the increased overhead,
and there was no hardware assist that could be used to reduce
the overhead. The handwriting was on the wall for the 709X
machines; attention had already shifted to the next generation
of machines.

Finally, the promised upgrades for the disk support were
ready and in demand. They would be offered in an edition of
BESYS catled BESYS-7.

BESYS-7

BESYS-7 was put into service in May, 1964. It delivered the
promised additional disk storage support, support for private
libraries, a user facility for input source switching, and some
rudimentary terminal support.

User Disk Storage

When BESYS-5 was introduced, disk storage space was
divided into three categories: permanent, semi-permanent,
and temporary. The permanent space was used for system
residence, and the temporary space was available for use by
users for scratch files. With BESYS-7, provision was made to
allocate semi-permanent space to users. Space from the semi-
permanent category, called a key area, was allocated to a user
on application to the computer center, and a name, called a
key, was assigned to access it.

A facility called REVISE enabled users to manage their key
areas and to dynamically create, name, and allocate the space
to files. Such files could be opened using their key and file
names and accessed using any system I/O routine.

As rudimentary as this file system was, it proved to be
immensely popular. And surprisingly for a random access
facility, it was primarily used to store many modest-sized se-
quential files. Development groups that used specialized sets
of tools found the file system particularly effective because it
permitted the tools to be centralized, made readily available
to their users, and easy to maintain.

Source Switching and Private Libraries

Two system facilities added to the effectiveness of the disk
file system. The first was a standard source switching capabil-
ity, and the second was the ability to maintain and use private
libraries of relocatable subroutines. Source switching could be
performed at the control card or program level. It enabled
users to redirect the system’s standard input to any file. Al-
most overnight, drawers of job decks quietly slipped into the
file system and suddenly cards took a step towards obsoles-
cence. Private libraries that could be searched by the system’s
loader abetted this shift and made the life of developers of
specialized tools even easier.

Experimental Terminals

In 1964, an experimental PB-250-based intelligent graphics
terminal, developed by E. N. Pinson, and several typewriter-
like terminals with local buffer storage were linked to the
709X systems and made to “interact” with the system at the
job level. Although they showed that users could interact
directly with the system, the job processing nature of the
system precluded the type of interaction taken for granted
today.

The End of The Line

BESYS-7 was the last of the systems we produced for the
709X machines. With the next generation hardware waiting in
the wings, the pace of system development dwindled. Atten-
tion turned to the development of Multics and developments
in the TSS/360 and OS/360 world. Optimistically, it was be-
lieved that one or the other of these systems would assume the
work load being handled by BESYS.

By 1967, this optimism faded as it became clear that such a
step would not be cost-effective. The investment in existing
software was too great, and the conversion costs were too high
for a flash cut to work. Instead a proposal by the author to
emulate BESYS-7 on the System/360 as a means of smoothing
the transition to the next generation machines and spreading
out the conversion costs, gained favor.™

BE90 EMULATOR FOR BESYS-7

In 1967, the proposal to emulate BESYS-7 turned to action.
A team led by the author and including F. T. Grampp and
eventually G. J. Hansen was formed to act on it.

IBM had already produced an emulator for the 709X
machines, called EM90. However, it did not support disk
storage devices and, therefore, was not suitable for BESYS-7
emulation. Our approach was to develop an emulator, called
BE90, by combining EM90’s CPU emulation modules with
new routines designed to meet BESYS-7’s I/O requirements.
In addition, direct interfaces to BESYS-7 and ASP were de-
veloped so that a mixture of BESYS and OS jobs could be
processed within the same OS/360-ASP environment.

BESYS-7 itself was streamlined slightly, dropping most of
the code supporting the Tape Control System in favor of set
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up information supplied by ASP. All other BESYS functions
were supported and no user job needed modification.

BE90 was put into service in March, 1968, and within a
month the plug was pulled on two 7094s. The last of the 709X
machines would be retired from Bell Labs in March, 1969, and
BESYS would continue to be used under emulation until
February, 1971.

THE LAST CURTAIN CALL

One of the last programs that BESYS would ever run involved
a humanitarian effort to help a boy being treated for Hodg-
kin’s disease. K. Knowlton, a Bell Labs pioneer in computer
graphics, had helped develop a technique for generating
movies visualizing the treatment of deep body cancer by radi-
ation. Since the computer programs for that purpose only ran
under BESYS at the time, the system was fired up one more
time under BES0 to process the patient’s data. The results
produced would determine the proper radiation doses and
what vital organs and other parts of the body should get the
radiation."

One couldn’t have asked for a more fitting end to BESYS’s
long and distinguished record of service.

CONCLUDING REMARKS

BESYS contributions are hard to quantify. Certainly it helped
thousands of scientists and engineers gain more insight into
their work as well as provide them the means to obtain the
results they required. The author is pleased to have been a
principal contributor to the development of BESYS-3 through
BESYS-7.

Unlike IBM’s IBSYS and OS, it didn’t attempt to be all
things to all people. Instead, it took a series of machines that
had potential but were complex and difficult to use and pro-
vided a system that transformed them into efficient and effec-
tive tools.

Some like to say that BESYS influenced UNIX; but in
practice, no more than L1 and L2 influenced BESYS. For
their time, they are all good systems that marched off at right
angles to one another sharing only the common bond and
spirit of the people that work in the environment established
by Bell Labs.
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FMS: The IBM FORTRAN Monitor System

by RAY A. LARNER

IBM Corporation
Boulder, Colorado

ABSTRACT

This paper is a short history of the IBM FORTRAN Monitor System (FMS) and its
follow-ons, which provided a popular early “work horse” operating system for the
IBM 704/9/90 computer systems FORTRAN users beginning at the end of 1959.

The events and environment leading up to this sytem are explored. This system
was developed through an ad hoc cooperative effort by members of the user group
SHARE, and the IBM FORTRAN compiler group, as an interim operating system
solution pending a more general planned and funded system. While there was
controversy about the wisdom of distributing the system, it became widely used, and
contributed to an evolutionary set of operating environments.

Fueled by dramatic growth in the popularity of FORTRAN, and some useful
features of FORTRAN inter-program linkage, the system, and descendants of it,
became standard for most IBM 704/9/90 series accounts throughout the 1960s.
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BACKGROUND. .. 1956-1959

The Introduction of FORTRAN

In 1957, IBM’s John Backus and his small FORTRAN
group made available the first FORTRAN compiler, for the
IBM 704 computer system. They had devised both the lan-
guage and the compiler, and the reception by the user commu-
nity was extremely positive. For the first time, there was a
capability for “non programmers” to program these machines
in a practical way. The language’s emphasis was on engi-
neering and scientific usage, and much sophistication had
been put into producing object programs that were efficient
for these applications.

In 1958, the same group produced FORTRAN II, which
extended the original system’s capabilities by allowing sepa-
rately compiled FORTRAN programs to be linked together
at load time, with symbolic linkage and data sharing. This
extension was, in the author’s opinion, a cornerstone to the
practical acceptance of FORTRAN, and led to the expansion
of the FORTRAN system into an early operating system.

FORTRAN Operation

At this time, there was no generally available operating
system for FORTRAN users. It was the norm for a specific
job to have uncontested control of the computer system,
starting from a machine reset state, and ending with a pro-
gram halt. The FORTRAN compiler behaved in this fashion,
as did a FORTRAN object program. A FORTRAN object
program could be composed of multiple program segments,
each the result of an independent compilation. To run a
FORTRAN object program job, a special loader (the BSS
loader, for Binary Symbolic Segment loader) furnished with
the FORTRAN system, was boot-strapped into the computer.
The BSS loader loaded multiple relocatable segments into
computer memory, assigning locations as it did so, both for
programs and data. Hence, the BSS loader was acting as a
main memory manager for that job. After loading the pro-
grams, it passed control to one of them (called the Main
Program). When the program completed, the machine came
to a halt, and the machine operator would reset the machine
to run whatever the next job happened to be.

SHARE/IBM Operating System Strategy

Within SHARE (the user group for this line of computers)
there was a cooperative effort among several of the more
experienced members, and IBM, to define and implement a
standard operating system called SOS (SHARE Operating

System). SOS was meant to provide a machine control system
to automatically sequence jobs without operator intervention,
and to provide comprehensive development and debugging
tools. This effort, however, was begun in parallel with the
development and acceptance of FORTRAN, and there were
some incompatibilities, both in concept and in detail, between
SOS and FORTRAN.

Increasing Customer Usage of FORTRAN

Meanwhile, FORTRAN usage by many SHARE users be-
gan to increase dramatically. This was especially true with
companies that were new users of these computers, and had
little or no invested inventory of application software. It was
claimed that development of engineering simulation and data
reduction applications could be completed an order of mag-
nitude faster than with conventional machine language (or
symbolic machine language) approaches. FORTRAN con-
tributed to the emergence of the “open shop,” wherein en-
gineers from outside the computer shop were allowed to write
their own FORTRAN programs to solve their own engineer-
ing problems. Typically, these programmers were not trained
in machine language programming, which was restricted to
“closed shop” personnel.

Some of these heavy FORTRAN users began to devise
machine room procedures around FORTRAN, and some
revised the FORTRAN system provided by IBM to provide
more efficient job-to-job transitions. Jobs were ‘“‘stacked”
onto an input tape using off-line peripheral equipment, and by
local rules, the data written as output by jobs was written
sequentially onto preassigned output tapes for subsequent off
line printing and card punching. Some wrote “monitors,” that
provided transition from job to job without machine halts.
These were, of course, practical solutions designed around the
FORTRAN system, usually without regard to the concepts
under development for SOS.

The North American 709 FORTRAN Load and Go System

One of these users was North American Aviation. Their
Rocketdyne division computer center had devised such a
monitor system known as the North American Load and Go
system. This system allowed a single job to consist of one or
more compilations, followed by immediate execution of the
compiled job, and then automatic sequencing to the next job.
Any or all of the job could have been compiled earlier, in
which case the object program (in BSS form) was included
with the input. North American Rocketdyne had made a
number of revisions to the compiler and to the BSS loader to
make this system.
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In addition, they added a loading and execution time con-
cept that was not in FORTRAN. This was a concept of “chain
links.” Multiple FORTRAN programs, each of which was a
full memory load, could be successively executed, in any or-
der, with the programs sharing data in memory. When one
chain link completed, it invoked another chain link. The mon-
itor would load the next chain link into memory (overlaying
the previous one, except for common data variables) and pass
control to it. Any chain link could be invoked an arbitrary
number of times. This was an important function, because in
those days main memory was very limited (a maximum of 32K
words), and many engineering applications required much
more than was available. Chain links were a much more effi-
cient way to overcome this problem than dividing the applica-
tion into multiple independent jobs.

The SHARE Subcommittee Report

In March of 1959, a special subcommittee of the SHARE
FORTRAN Standards and Evaluation Committee met in
New York with members of the IBM FORTRAN group. The
subcommittee was chaired by James Fishman of General Mo-
tors Research Laboratories. Charles (Chuck) Bortek repre-
sented North American, who had proposed to the committee
in February to make the North American 709 FORTRAN
Load and Go System available to SHARE, assuming IBM
would generalize, distribute, and maintain the system. The
purpose of the subcommittee was to evaluate that system, and
to make recommendations to the parent committee ‘““‘concern-
ing whether IBM should be directed to distribute and main-
tain this system for all 709 FORTRAN users.”

The subcommittee, in a report to the SHARE FORTRAN
Committee dated April 10, 1959, published the following con-
clusions:

1) There is an immediate need and a future need for a

709 Fortran operating system

2) This immediate need may be met by the distribution
and maintenance of the North American Load and
Go System,* NA 308.9, but containing the modifica-
tions listed in the addendum to this report, as a part
of 709 Fortran

3) The question of operating Fortran within the SOS
System should be reviewed by Share and IBM.

* This name is North American’s, and not that of the
subcommittee.”

The addendum listed 12 areas for which there were to
be modifications made by IBM. These were not detailed
specifications, but rather suggested an “approach that will
insure no additional difficulty for installations whose prior
experience or new plans makes use of the North American
System without modification unacceptable, and should allow
future expansion in the direction of a single overall operator.”
(The term “operator’ was used to mean operating system, or
monitor; that is, a computer program taking over some of the
traditional tasks of the computer operator.)

The report went on to express puzzlement over “the

proper place of SOS in relation to Fortran,” and concern over
whether “SOS will be efficient for Fortran users, since much
of the design philosophy of SOS was based upon need for
the correcting of coding errors, which Fortran does not pro-
duce. ...” Additional concerns about SOS/FORTRAN con-
vergence were expressed, and a requirement was given for an
assembler to produce relocatable output, “‘since relocatable
information is implicitly a present adjunct to the operation
of Fortran II.” This was a reference to the ability, with
FORTRAN, to independently compile relocatable sub-
routines that could subsequently be included in different
FORTRAN program executions, by means of the BSS loader.

The author’s records are somewhat blurred with respect to
official SHARE acceptance, or lack thereof, of this recom-
mendation. They do include a few long and thoughtful letters,
pro and con. On the con side, some thought that each instal-
lation had its own unique requirements, and that standard-
izing would be counterproductive, and would divert IBM’s
FORTRAN system programming resources from other im-
portant requirements. Of course, the fact that this system
would be parochial to FORTRAN, and not usable for other
application, was a major concern. SOS boosters, of course,
wanted FORTRAN to run as a part of SOS.

For IBM’s part, they expressed willingness to proceed with
the work, but on a very limited basis. IBM did have, after all,
a department developing SOS, which was still the recognized
SHARE operating system, and it was not considered the
mission of the FORTRAN group to develop operating sys-
tems. In fact, the assignment to accomplish this was given
to the author, as a short-term, part-time task. The “IBM 709
FORTRAN Monitor System” was distributed to SHARE
members around Christmas, 1959.

FMS HISTORY ... 1960-1962

The IBM 709 FORTRAN Monitor System initially distrib-
uted to SHARE members was extended beyond the North
American system, in that an assembler, called FAP (for
FORTRAN Assembly Program) was included with the sys-
tem. This assembler was provided to IBM for this purpose by
the Western Data Processing Center (University of California
in Los Angeles), along with an excellent manual. This FAP
was based, to the author’s recollection, on an assembler de-
veloped earlier by Bell Laboratories, as a part of their own
monitor, BESYS. FAP produced relocatable output in BSS
format, so FAP program segments (subroutines) could be
easily mixed and matched with those produced by the FOR-
TRAN compiler.

In addition, modifications that North American had made
to the compiler itself were removed, and the necessary mon-
itor functions were isolated in monitor modules themselves,
so that the compiler could be used in a conventional mode
(non monitored) by customers who desired to do so. Monitor
functions were isolated and documented with a view toward
installation customizing, or incorporation into their own mon-
itor. Areas were made available in monitor modules for instal-
lations to install their own extensions, primarily for account-
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ing purposes. Various enhancements in usability and flex-
ibility, as requested in the subcommittee report, were made.
Apart from the inclusion of FAP, however, the major func-
tions were essentially those of the North American System.

Monitor Operation

Because main memory was so limited, the monitor modules
were not present during compilations, assemblies, and object
program execution. (An exception was that certain monitor
linkage functions were packaged as optional library sub-
routines loaded with object programs.) The compiler and
assembler were essentially “‘unaware’ of the presence of the
monitor. At the completion of a compilation or assembly, the
compiler or assembler simply passed control to the next pro-
gram (record) on the system tape. This was done in the same
manner that control was passed between phases within com-
pilation or assembly—via a tiny program in lower memory
called “1 to CS.” This program was only a few instructions
long; it simply loaded the system program at the current
system tape position into memory and passed control to it. In
addition, a few words of memory with “1 to CS” were re-
served by the monitor for job status, and for use by individual
installations for accounting information.

Thus, the monitor modules were strategically placed on the
system tape, to be brought in only on transition between job
steps.

Job definition was controlled by control card images on the
input tape. At the beginning of each job there was a “‘sign-on”
card. Installations could customize the information on the sign
on card, and could add logic to the monitor module that
processed it, to perform accounting functions (e.g., billing by
department for machine usage).

After the sign-on card were all the input data for the job,
separated by appropriate control cards interpreted by the
monitor. This could include FORTRAN source programs,
FAP source programs, object programs (in BSS relocatable
format), and input data for the execution phase of the object
program. Execution phases were optional; that is, the job
could consist of all compilations and assemblies. Similarly, the
job could be execution only, or could be a mixture of com-
pilations and/or assemblies followed by an execution phase.

When all compilations and assemblies (if any) for a job
were completed, the monitor would load the (relocatable)
segments of the job, load all library routines required by the
job, and pass control to the main program of the job. When
the program completed, the monitor would regain control and
process the next job.

If the job was a “chain” job, the monitor would “load” each
chain link, resolving all relocatable references, and write the
“loaded” chain link to tape, with proper identification, and
begin processing the next chain link within the job. Each chain
link was like a “job” in itself, in that it could contain a mixture
of compilations and/or assemblies and relocatable object code
segments.

During an execution phase, selective or complete dumping
of program and/or data areas could be performed via monitor
library routines.

Source Language Debugging

In 1961, source language debugging capability was added to
the monitor. This work was done by a select group of SHARE
members, headed by Bill Heffner, then of General Electric,
and integrated into the system by IBM. Source language de-
bugging was a natural outgrowth of the BSS architecture.
Adding symbol tables to BSS “decks” for internal variables,
as well as already existing symbol tables for external names,
was done in the compiler assembly phase, on option. This
provided a platform for run-time monitor routines that
performed snapshots of requested variables, (using source
program symbols and indices). This feature had been long
demanded by users and was a welcome addition.

Acceptance by SHARE

Up to the time the initial distribution of FMS was made,
there was considerable reluctance within SHARE to formally
endorse it (it was never officially endorsed, to the author’s
knowledge). At the February, 1960 SHARE meeting, it was
duly noted that the distribution had occurred, but there had
been such little experience with the system at that time that
there was little discussion of it (or at least within the author’s
records). By the time of the next semiannual meeting, how-
ever, correspondence and minutes indicate that FMS was a
“taken for granted” standard part of the FORTRAN environ-
ment, and polls indicated that FMS was almost universally in
use. Lobbying for enhancements to the monitor became as
commonplace as lobbying for compiler enhancements.

In 1961, a resolution was passed to remove the capability
for non-monitored operation. User questionnaires indicated
that a vast majority of overall 709 and 7090 usage was in
FORTRAN, and that 76 percent of the installations used the
FORTRAN Monitor System distributed by IBM. A few of the
more progressive installations had made the FORTRAN
monitor system a subsystem under the control of a “master
monitor,” that could also invoke other monitors for non-
FORTRAN applications.

Incremental performance and functional improvements
were made to FMS, including its integration into “IBSYS”
(an IBM “master monitor”) in 1962.

FMS INTEGRATION AND EVOLUTION... 1962 ON

IBSYS

Once FMS was in wide usage, IBM realized that it must de-
velop and generalize operating systems including FMS func-
tions. In 1962, IBM introduced a “master monitor” (IBSYS)
that included FMS as a subsystem, along with Commercial
Translator (IBM’s entry into Business Oriented Languages),
a buffered Input/Output Control System (7090 IOCS), and
additional applications, such as tape sort and report gener-
ation. Additional subsystems were added over time. Provi-
sions were made for optional FORTRAN usage of IOCS, to
trade main memory for increased Input/Output performance.
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IBSYS provided a number of services, including centralized
I/O, dynamic device and channel allocation, centralized ac-
counting, and uninterrupted flow between the various “sub-
systems.” In this environment, FMS still performed basically
the same functions as before, but could coexist more easily
with other software packages. In addition, by channeling I/O
through IBSYS, the support of disk storage (the IBM 1301)
and new magnetic tape architecture was readily accomplished.

IBJOB

In 1963, IBM made FORTRAN IV (a new FORTRAN
compiler) available. A new Monitor System, called IBJOB,
was used with FORTRAN IV. In IBJOB, more software
systems, including non-FORTAN languages and shared
common run-time linkage and relocation architecture, and a
more generalized program overlay structure, organized along
tree structure concepts was available across this spectrum.
IBJOB in turn ran under IBSYS, and so could coexist with the
FORTRAN II FMS subsystem at that level, along with other
subsystems. FORTRAN IV, and the IBJOB monitor, in ac-
cordance with agreements between IBM and SHARE, sacri-
ficed compatibility with FORTRAN II and FMS, in exchange
for language and operational improvements. FORTRAN II
FMS continued to be distributed and maintained, therefore,
to support existing FORTRAN II and FMS applications.
Many SHARE members who purchased IBM’s S/360 systems
in the late 1960s continued to run these new systems in 7000
series emulation mode for several years, continuing to operate
with FMS, IBJOB, IBSYS, and/or their own monitor systems
and subsystems.

RETROSPECT

The FORTRAN Monitor System, together with its follow-on,
IBJOB, and complementary system, IBSYS, served practical
roles as “workhorse” systems for IBM’s 704/9/90 series
FORTRAN users throughout the 1960s decade. Their fea-
tures (some of which were derived from FORTRAN II link-
age concepts) laid foundations for the incorporation of similar
features (now taken for granted) in subsequent operating sys-
tems. For example:

1. The Binary Symbolic Segment relocatable object pro-
gram architecture concepts are still used in modern oper-
ating systems, as are the source language debugging aids
built on them; the IBJOB extensions to this for auto-
matic overlays during execution (replacing the FMS
chain link concept) were carried into IBM System/360
operating systems until the advent of virtual memory
hardware/software systems.

2. The concatenation of batch job steps in FMS has been
carried forward and refined in all major modern oper-
ating systems.

3. The concepts of /O resource allocation and control in-
troduced by IBSYS are still present in modern operating
systems.

These were important steps in the evolution of operating
systems, and helped provide a productive application environ-
ment for emerging large system computer users in this period.
The major impetus in the growth of these systems came from
the users, through the good communication of the SHARE
organization. The author is glad to have been a part of this
early segment of operating systems history.
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S. Goldberg and Associates
Morton Grove, Illinois

The Small Business Day sessions offer a complete automation seminar for small business
owners or managers contemplating installation or upgrade of a computer system. Learn what
a computer can do for your business and how to maximize return on investment for your
computer system. You need to know about automation as a solution for your business
problems if you want to stay in business. The Small Business seminar tells you why you should
automate, helps you decide what to automate, and explains how to proceed so you can begin
immediately.

The first session features practical advice on how to find the resources you need as you
define your automation needs. It also explains how to get financial assistance for funding
computer hardware, software, and consulting services. Other sessions arm you with the facts
you need to be an informed buyer. The sessions strip computer automation of its technical
armor by describing it in practical small business user terms. Learn what steps to take and
how to proceed in a manner that keeps you in control.

The final session addresses specific needs for specific industries, focusing on requirements
for real estate offices, medical and dental practices, restaurants, hotel/motel operations,
distributors, and small manufacturers. The session provides advice on how to get the com-
petitive edge in your industry and how to avoid the pitfalls that have left many small business
owners wondering where they went wrong. The complete four-session seminar provides
scores of practical tips for getting the most from your automation plans, streamlining your
computerization, and reducing your automation costs.






1987 NATIONAL COMPUTER CONFERENCE

Chair

Margaret K. Butler

Argonne National Laboratory
Argonne, IL

Vice Chair

Alan Hirsch
Amoco Corporation
Chicago, IL

Administrative Assistant
Joan Murphy

Cass Junior High School
Darien, IL

Robert L. Ashenhurst
The University of Chicago
Chicago, IL

Martin L. Bariff
Ilinois Institute of Technology
Chicago, IL

Richard Barnier
Digital Equipment Corporation
Rolling Meadows, IL

Judy Bennett
IBM Corporation
Chicago, IL

Hal Berghel
University of Arkansas

Fayetteville, AR

Barbara Campbell

Governor’s Commission on Science

and Technology
Chicago, IL

Carl K. Chang
University of Illinois at Chicago
Chicago, IL

COMMITTEES

PROGRAM COMMITTEE

Robert Clark
Boeing Computer Services
Seattle, WA

Joseph E. Collins

Data Processing Management
Association

Park Ridge, IL

Charles Curran
Alian-Bradley
Milwaukee, WI

Jack Dongarra
Argonne National Laboratory
Argonne, IL

S. Krishna Dronamraju
AT&T Information Systems
Naperville, IL

Martha Evens
Illinois Institute of Technology
Chicago, IL

David Foster
LaSalle National Bank
Chicago, IL

Sheldon Goldberg
S. Goldberg & Associates
Morton Grove, IL

Scott Humphrey
Britton Lee, Inc.
Los Gatos, CA

Julie Hurd
The University of Chicago
Chicago, IL

Jie-Yong Juang

Northwestern University
Evanston, IL

823

Evelyn Marsh
Sears
Chicago, IL

Jorge Nocedal
Northwestern University
Evanston, IL

Eugene Norris
George Mason University
Fairfax, VA

Sandra Reed
Northern Illinois University
DeKalb, IL

George Ryckman
General Motors, Retired
Grosse Pointe, MI

Alan Sobel
Lucitron, Inc.
Northbrook, IL

Sandra Taylor
Britton Lee, Inc.
Los Gatos, CA

George B. Trubow
John Marshall Law School
Chicago, IL

Robert Vonderohe
The University of Chicago
Chicago, IL

David Weber
Argonne National Laboratory
Argonne, IL

Conrad Weisert
Information Disciplines
Chicago, IL



1987 NATIONAL COMPUTER CONFERENCE STEERING COMMITTEE

General Chair

John Brown

AT&T Information Systems
Naperville, IL

Vice Chair

Richard B. Wise

Sargent & Lundy Engineers
Chicago, IL

Program Chair

Margaret K. Butler

Argonne National Laboratory
Argonne, IL

Professional Development Seminars
Chair

C. Robert Carlson

Illinois Institute of Technology

Chicago, IL

Pioneer Day Chair
George Ryckman
General Motors, Retired
Grosse Pointe, MI

Promotions Chair

Roger Halligan

Halligan & Associates, Inc.
Chicago, IL

Finance Chair
Marjorie Benson
University of Chicago
Chicago, IL

Operations Chair
Mary W. Owen
SPSS Inc.
Chicago, IL

Human Services

Shirley A. Baird
Milestone Systems, Inc.
Downers Grove, IL

Special Activities

M. Mildred Wyatt
Wyatt Communications
Chicago, IL

Secretary
David Jacobsohn
Chicago, IL

Advisor
Rolland B. Arndt
Lakeland, MN

Advisor

Albert K. Hawkes

Sargent & Lundy Engineers
Chicago, IL

Micro Mouse Chair

Susan Rosenbaum

Strategic Planning and
Mechanization Specialist

Plainfield, NJ

NATIONAL COMPUTER CONFERENCE BOARD/AFIPS CONFERENCE BOARD

Chairman and DPMA
Representative

Carroll Lewis

Commercial Data Corporation

Memphis, TN

Treasurer and AFIPS Representative
Seymour Wolfson

Wayne State University

Detroit, MI

Secretary and AFIPS Representative
Robert E. Blue

E COMP-COMM

Indialantic, FL

AFIPS Representative
Rolland B. Arndt
Lakeland, MN

AFIPS Representative
Jack Moshman

Moshman Associates, Inc.
Bethesda, MD

ACM Representative
Bertram Herzog
Boulder, CO

IEEE-CS Representative
Stanley Winkler
Bethesda, MD

SCS Representative

Carl W. Malstrom

North Carolina State University
Raleigh, NC

Ex Officio Members

ACM President
Paul W. Abrahams
Deerfield, MA

DPMA President
Robert A. Hoadley
City of Raleigh
Raleigh, NC

824

IEEE-CS President
Roy Russo

IBM Corporation
Yorktown Heights, NY

SCS President

Ralph Huntsinger
California State University
Chico, CA

AFIPS Executive Director
John Gilbert

AFIPS

Reston, VA



AMERICAN FEDERATION OF INFORMATION
PROCESSING SOCIETIES, INC. (AFIPS)

President

Jack Moshman

Moshman Associates, Inc.
Bethesda, MD

AFIPS Immediate Past President
Stephen S. Yau

Northwestern University
Evanston, IL

Association of Computational
Linguistics (ACL)

Norman K. Sondheimer

USC Information Sciences Institute

Marina del Rey, CA

Association for Computing
Machinery (ACM)

Paul W. Abrahams

Deerfield, MA

David R. Kniefel
Deloitte, Haskins & Sells
Princeton, NJ

Robert Aiken
Temple University
Philadelphia, PA

Association for Educational Data
Systems (AEDS)

Sylvia Charp

Upper Darby, PA

OFFICERS

Vice President
Rolland B. Arndt
Lakeland, MN

Treasurer

Seymour Wolfson
Wayne State University
Detroit, MI

BOARD OF DIRECTORS

American Statistical Association
(ASA)

James E. Gentle

IMSL, Inc.

Houston, TX

American Society for Information
Science (ASIS)

James M. Crestos

Merrell Dow Pharmaceuticals, Inc.

Cincinnati, OH

Data Processing Management
Association (DPMA)

Eddie M. Ashmore

Southern Baptist Theological
Seminary

Louisville, KY

J. Ralph Leatherman
Hughes Tool Company
Houston, TX

Carroll Lewis
Commercial Data Corporation
Memphis, TN

IEEE Computer Society
Edward A. Parrish, Jr.
Vanderbilt University
Nashville, TN

825

Secretary

Arthur C. Lumb

The Procter & Gamble Company
Cincinnati, OH

Executive Director
John Gilbert
AFIPS

Reston, VA

Dick B. Simmons
Texas A&M University
College Station, TX

Stanley Winkler
Bethesda, MD

Instrument Society of America (ISA)
Robert E. Blue

E COMP-COMM

Indialantic, FL.

Society for Computer Simulation
(SCS)

Walter J. Karplus

University of California

Los Angeles, CA

Society for Industrial and Applied
Mathematics (SIAM)

Shmuel Winograd

IBM Research Center

Yorktown Heights, NY

Society for Information Display
(SID)

Howard L. Funk

IBM Corporation

Thornwood, NY



Adams, Charles W., 785
Amer, Paul D., 437

Amori, Richard D., 19
Annaratone, Marco, 133, 149
Aoyama, Mikio, 477
Arnould, E., 133

Arrathoon, Raymond, 245
Ashenhurst, Robert L., 167

Bal, Henri, 499

Bariff, Martin L., 285
Barnier, Richard, 285, 381
Bauer, Michael, 359
Beard, David V., 725
Berghel, Hal, 1, 27, 315, 329
Bernstein, Jared, 37

Bitz, Francois, 149
Bivens, Mary P., 665
Blanning, Robert W., 13
Bolter, Jay D., 725
Boswell, Sandra, 205
Bourbakis, N.G., 247
Bowyer, John, 3

Brooks, Gary D., 205
Brown, John M., iii
Bruegge, B., 141

Butler, Margaret K., v

Carter, Jr., James A., 341
Cashion, Richard, 453
Chang, C.H., 141
Chang, Carl K., 457, 477
Chang, Shi-Kuo, 77
Chapin, Ned, 517
Charp, Sylvia, 169
Cheng, Daniel, 87
Chiang, John C., 475
Chu, Man B., 253

Clark, Robert K., 709
Clement, John, 451
Clemons, Eric K., 701
Cohn, R., 133, 141
Collins, Joseph E., 449
Collofello, James S., 539, 675
Connell, John, 523
Cook, Peter, 49

Couger, J. Daniel, 293
Cousins, Larry, 539
Czejdo, Bogdan, 615

DeBusschere, Daniel G., 397
Desai, Bipin C., 49, 53
Deutch, Jeff, 149
Diaz-Herrera, Jorge L., 67
Don Carlos, Barbara J., 423
Dongarra, Jack, 107, 235

AUTHOR INDEX

Dronamraju, S. Krishna, 709
Drummond, R.E., 805

Edmead, Mark T., 281
Eichmann, George, 237
Ellis, Clarence A., 49
Elmasri, Ramez, 615
Embley, David W., 615
Evens, Martha, 1, 711

Ferguson, Gordon J., 725
Foster, David, 285
Fotakis, D.K., 247
Frasson, Claude, 49

Gallanis, Peter, 283
Ghalwash, A.Z., 257
Gjertsen, Bruce, 317
Goerner, Alan A., 109
Goldberg, Sheldon, 821
Grim, Daniel, 437

Gross, T., 133, 141
Gunn, Howard J., 383
Gustafson, David A., 693

Hagamen, W.D., 97
Hamey, Leonard, 149
Harr, Henry, 711
Hawthorn, Paula, 507
Hecht-Nielsen, Robert, 239
Henshaw, John, 359
Hill, Howard, 7, 199
Hoffmann, R.F., 399
Hogan, Douglas L., 43
Hokuf, Bronson, 437
Hurd, Julie, 709
Hursin, Ali R., 119

Irani, Erach, 769
Ivey, Elmo, 563

Jakobson, Gabriel, 611
Jiang, Tsang Ming, 477
Johnson, William S., 737
Juang, Jie-Yong, 87, 107

Karat, John, 183

Kelsch, Robert, 401

Ko, Dave J., 591
Koffler, Richard P., 175
Kumar, Vijay, 485
Kung, H.T., 133, 149
Kushner, Doreen L., 179

Lam, M., 133, 141

A
Lanchbury, Mary Lou, 693

826

Landy, L.D., 385
Lansman, Marcy, 725
Larner, Ray A., 815
Larsen, Mark G., 417
Latoza, Kenneth C., 511
Lee, Daniel T., 683
Lefkon, Richard G., 473
Leiss, Ernst L., 591

Li, Eldon Y., 531

Lieu, P., 141
Ligomenides, P.A., 257
Liu, Sying-Syang, 553
Long, John M., 769

Lu, Hongjun, 583

Lu, Huizhu, 645

Maginnis, P. Tobin, 321
Markowitz, Judith, 3
Marsh, Evelyn, 381
Maryanski, Fred, 367
Matts, John, 769

Maulik, P.C., 149
McClure, Carma L., 459
McManus, John, 53
McNamara, Donald M., 467
Meads, Jon, 233

Mealy, George H., 779
Melton, Austin, 693
Menazilcioglu, O., 133
Mikkilineni, Krishna, 583
Miller, Donald F., 321
Miller, L.L., 637
Mitchell, Richard F., 287
Mock, Owen R., 791
Modell, Martin, 655
Morgan, Michael L., 301
Morita, Shuzo, 469
Motzkin, Dalia, 563
Mylopoulos, John, 49

Naffah, Najah, 49
Neuman, Michael, 215
Newcomb, R.W., 257
Newell, J.A., 385
Noaman, A., 141
Nocedal, Jorge, 107, 235
Norris, Eugene, 107, 235
Nussbaum, M., 265

O’Connell, Larry, 745

Osman, Mohamed Gagaie Sayed,
711

Owrang, Mehdi, 637

Paller, Allan, 311
Palmer, Janet, 719



Palvia, Prashant, 573
Pan, Shuhshen, 625
Patrick, Robert L., 797
Peterson, Cornelius, 431
Pick, Richard, 471

Place, Jerry P., 109
POSCH Group, The, 769
Pretty, Cecil, 317

Qadah, G.Z., 265

Ramanathan, Jayashree, 545
Rankin, Richard, 27

Reed, Sandra, 315

Reyes, Tom C., 657
Rickert, Joseph B., 403
Rine, David C., 59
Rothbard, Robert, 193
Ruhland, Michael, 349
Rusinkiewicz, Marek, 615
Ryckman, George, 777

Sahin, Kenan E., 761
Salton, Gerald, 613
Sarocky, K., 133
Sawyer, Robert., 761
Schaefer, David H., 253
Schonbach, Avi, 359
Schultz, Alan C., 73

‘Senko, J., 133

Shafer, Linda, 523
Sharma, Ravi Shankar, 601
Sherer, Susan A., 701
Sherwood, Betty, 185
Shirazi, Behrooz, 119
Slagle, James R., 769
Slonim, Jacob, 359
Smith, F.J., 375
Smith, John B., 725
Smith, Stephen, 159
Soffa, Mary Lou, 665
Spiro, Bruce E., 455
Sprowl, James, 711
Stanfill, Craig, 159
Stefanek, George, 77
Stock, Darrell, 367
Stork, Carl., 279
Straka, Ray, 653
Sullivan, Sarah L., 199

Tanenbaum, Andrew S., 499
Taylor, Sandra, 1, 457

Thau, Robert, 159
Thuraisingham, Bhavani, 583
Toliver, David E., 609
Trubow, George, 449

Tseng, P.S., 149

827

van Renesse, Robbert, 499
Vennergrund, D.A., 675
Venugopal, Vasudevan, 545
Verma, Vinit, 645

Vincent, Philip J., 53
Vonderohe, Robert, 381

Waltz, David, 159
Waters, Michael A., 751
Webb, Jon A., 133, 149
Weber, John C., 97
Weisert, Conrad, 457
Weiss, Bonnie M., 409
Weiss, Stephen F., 725
Wells, Connie E., 309

Wholeben, Brent Edward, 205, 223

Wick, Michael, 769
Wohl, Amy D., 289
Wolf, Gail D., 301
Won, Hee, 127

Yam, D., 141
Yang, Sheausong, 553
Yau, Stephen S., 553
Yusko, Jay, 3

Zawacki, Robert A., 173



