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3.5 microseconds for the iocai case (this was de­
termined by the LSI-II used as processing ele­
ment and was in no way affected by the Cm* 
switching structure), 9.3 microseconds for the 
intracluster case, and 26 microseconds for the 
intefc1ustef case. 

Table 1 shows the results of our measure­
ments of memory reference patterns for three of 

Table 1. Memory Reference Distribution for 
Several Programs 

Local Global 
Program Code Stack Variables Variables 

POE 82% 11.5% 4% 2.5% 

Sorting 71% 12.5% 6.5% 9.5% 

Set 
Partitioning 71.5% 23.5% 4% 1% 

the five programs measured on Cm*. Code re­
fers to all the primary memory access resulting 
from fetching instructions from memory. Stack 
refers to all the accesses related to the pushing 
and popping of operands from the processor's 
primary stack. This stack is commonly used for 
temporary variables as well as subroutine call 
and return information. Local variables are op­
erands referenced only by a single copy of a 
procedure and global variables are the basic, 
shared data structures related to the problem or 
flags and semaphores used by cooperating pro­
cesses to coordinate their activities. 

F or the remaining two programs, HARPY 
and ALGOL 68, the fraction of references to 
global data were 14 and 18 percent, respec­
tively. The somewhat surprising fact that can be 
seen is that even if all accesses to the shared, 
global variables are nonlocal memory accesses, 
we can still achieve between 82 and 99 percent 
references to local memory. Ignoring, for the 
moment, interference on the Map Bus, and con-

tention for the local memory of the eMs, a hit 
ratio of 90 percent to local memory yields an 
average access time of 4.1 microseconds. These 
hit ratios illustrate the value of developing 
memory management and processor scheduling 
strategies that attempt to keep code (and the 
stack) local to the processor executing the pro­
gram. 

Execution Speedup and Bus Contention 

Figure 18 shows the average measured execu­
tion speedup as a function of the number of 
processors allocated to the task for the five ap­
plication programs just discussed. For these 
measurements the code, stack, and local vari­
able segments were local to each processor, and 
only the access to global data structures re­
quired external references. The nearly linear 
speedup experience by the POE and Integer 
Programming programs is very encouraging. 
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Figure 18. Average speedup of five algorithms of Cm * 
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The curves for HARPY, ALGOL 68, and 
QUICKSORT, however, do not show a linear 
speedup. The reason for this, in each case, is 
that the problem does not have enough inherent 
parallelism to keep more than a few processors 
busy all the time, so that adding more proces­
sors does not result in proportionally large 
speedups. To understand how many processors 
might effectively be used in larger systems, a 
number of experiments were conducted. These 
experiments, which are summarized in the 
graphs of Figures 19 and 20 were done for the 
following memory reference patterns. 

1. All processors share code, stack, and all 
data from the memory in a single CM. In 
other words, the memory bandwidth of 
an individual CM is the performance 
bottleneck. This curve indicates that per­
formance cannot be improved by using 
more than three or four processors. The 
saturation reference rate of a single 
CM's memory was measured to be 270K 
references/second. Now consider more 
practical cases in which most of the code 
and local variables are in the local mem­
ory of each CM, and only the global 
data structures are shared. Even if 10 
percent of all memory references of the 
active processors were to global data in 
the memory of a single CM, the system 
would saturate between 30 and 40 CMs. 
To date, we have had no difficulty in dis­
tributing shared data structures over the 
memory of several CMs so that the 
memory bandwidth of a CM is not a 
serious constraint. 

2. All processors make external references 
that are mapped back to their own local 
memory. This case was used to sWdy sat­
uration of the Map Bus and K.map. The 
curve indicates that the K.map (and 
Map Bus) saturated when six or seven 
processors were simultaneously active in 
this mode; the saturation rate of the 

450 

400 

350 

300, 

250~ 

200 

150 

100 

50 

• o ALL MAPPED AND SHARED 
+ ALL MAPPED. ONLY GLOBALS SHARED 
o CODE. STACK LOCAL; GLOBALS SHARED 

o~ __ ~ __ ~ __ ~ __ ~ __ ~ __ ~ __ ~ __ ~ 
o 

NUMBER OF PROCESSORS 

Figure 19. PDE execution time. 
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Figure 20. PDE speedup. 
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Map Bus is about 550K refer­
ences/second. Assuming that the mea­
sured benchmarks represent typical 
situations, and that a 90 percent hit ratio 
to local memory can be achieved, we see 
ihai a :Map Bus and K.map can support 
a cluster of about 60 CMs. The band­
width of the Map Bus is an important 
limiting factor that constrains the num­
ber of CMs in a cluster, so that there is a 
need to consider m ulticluster con­
figurations independent of reliability or 
availability considerations. 

3. All processors access their local memory 
for the code, stack, and local variables, 
and use the K.map only for mapping to 
shared global data. This is the case al­
ready considered, and for up to eight 
processors, negligible contention is expe­
rienced (Figure 18). 
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Figure 21. Integer programming speedup. 

From additional measurements, we estimate 
the intercluster saturation rate to be about 
287K references/second, with the source 
K.map being the bottleneck component in the 
system. 

Figure 21 ShO\\lS another interesting measure­
ment on Cm*. Here, a number of different 
cases of the Integer Programming program are 
shown as a plot of execution speedup versus the 
number of available processors. Most of the 
time, almost linear speedups were observed. 
This is a consequence not of a breakthrough in 
algorithmic design, but rather of the fact that 
the time to find the optimal solution in a search 
tree is dependent on the order in which the tree 
is searched. In other words, some search orders 
allow quicker, more radical prunes of the tree 
than other search orders. Therefore, the chance 
will always exist that one of the parallel paths 
initiated will fortuitously find a good solution 
and allow early pruning of the search tree. 

Fundamentally, the multiprocessor cannot 
expect speedups greater than linear in the num­
ber of available processors. If, for example, the 
speedup of the Integer Programming problem 
was observed to increase as the square of the 
number of processors, then a new program 
could be written for a uniprocessor that, in ef­
fect, emulated the operation of a set of parallel 
processors by round-robin sharing of the 
uniprocessor among the parallel processes. In 
special instances, parallel processes may allow 
the elimination of some overhead, but linear 
speedup in the number of available processors 
is the ideal situation. 

Performance of Multiple Cluster 
Configurations 

The results of Figure 18 imply that many 
more than ten CMs could be managed in a 
single cluster before the Map Bus becomes a 
performance bottleneck. However, since we are 
interested in the potential of the Cm* structure 
for much larger systems, we also examined the 
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performance of multi-cluster Cm* con­
figurations to predict the performance degrada­
tions associated with intercluster references. 
Figure 22 shows the performance of Cm* on 
two different versions of the PDE program for 
both single-cluster and multi-cluster con­
figurations. Note that nearly negligible degra­
dation was achievable, particularly in method 4, 
which is an asynchronous version of the PDE 
specifically designed to cope with processors of 
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Figure 22. Single- and multiple-cluster execution time. 

varying run times. The small degradation in go­
ing from the one cluster configuration to the 
multi-cluster configuration gives considerable 
hope that hierarchical switching structures like 
the one used in Cm* can provide very nearly 
the performance of much more expensive 
switching structures that give uniformly fast ac­
cess to all of physical memory. 

CONCLUDING REMARKS 

The major accomplishment of the Cm* proj­
ect has been to bring an experimental multi-mi­
croprocessor system to an operational state, 

and to demonstrate that almost-linear speedup 
can be achieved with several applications. 
Moreover, there have been no serious bot­
tlenecks or deficiencies in the proces­
sor /memory bus structure that preclude 
configurations with 100 or more processors. 

Many aspects of Cm*, and multi-micro­
processors in general, require further invest­
igation. Our own plans call for considering 
alternative memory mapping and interprocess 
control architectures, developing a large appli­
cation system on Cm* to test larger con­
figurations, and integrating a practical I/O 
system into the Cm* structure. 

As other multi-microprocessors become op­
erational and competing solutions are found to 
some of the problems currently facing multi­
processors, the relative merit of the Cm* organ­
ization will be put into much better perspective. 
A comparison of alternate multiprocessor or­
ganizations is especially important in the initial 
stages when most investigations are necessarily 
empirical, and no one solution may claim opti­
mality. 

APPENDIX: DESCRIPTION OF THE 
BENCHMARK PROGRAMS 

Five programs from different application 
areas were used in the initial performance eval­
uation of the Cm* system. Four of these pro­
grams are described here, and the HARPY 
speech recognition program is described in 
Jones et al., [1978]. More detailed descriptions 
of these programs may be found in Fuller et al., 
[1977]. 

Partial Differentia! Equations, a Numerical 
Application 

This is the solution to Dirichlet's problem of 
Laplace's partial differential equation (PDE) by 
the method of finite difference. This program 
solves the PDE: 

(J2U (x, y) 
=0 + 
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on a rectanguiar grid of size M X N, where oniy 
the values at the outer edges of the grid are 
given. 

A finite difference method [Baudet, 1976] 
that transforms the problem into a set of linear 
equations Ax = b is used. Heie, x is an l'rflt./ 
vector of all the points in the grid, A is an M N 
X M N sparse matrix, and b is an M N vector 
derived from the boundary conditions. This set 
of linear equations is derived from the new ap­
proximate values of the points (in each itera­
tion) by averaging the values of the four 
adjacent neighbors of each point. The solution 
of this PDE is required in many application 
areas (e.g., in electromagnetic fields, hydro­
dynamics). Other PDE problems can be sim­
ilarly solved using this method. 

The computation is initially decomposed into 
P processes, where P is equal to the number of 
processors available. Each process (and proces­
sor) iterates on a fixed subset of MN/ P com­
ponents out of the total MN components. One 
processor, the "master" processor, initializes 
and starts the other "slave" processors, and 
prints the results when all have finished. Note 
that the master participates in the computation 
just like the slave processors. 

Sorting 

This problem concerns the decomposition of 
the well-known QUICKSORT algorithm [Sin­
gleton, 1969] into asynchronous parallel pro­
cesses. The median for each sort pass was 
chosen as the median of the first, middle, and 
last elements in the sublist. During a sorting 
pass, a processor partitions its list of elements 
into two sub lists: elements larger than the me­
dian of the original set and elements smaller 
than the median. The processor then pushes the 
address and size of the smaller of the two sub­
sets onto a stack shared by all the processors. 
Making the smaller subset available to the other 
processors tends to put more work onto the 
shared stack in order to keep as many proces­
sors as possible busy. The processor proceeds to 

further partition the remaining Oarger) subset. 
When the remaining subset cannot be parti­
tioned further, the processor selects the next 
available subset from the shared stack. 

Simple assumptions about the algorithm give 

eN [(K - M)j P + 2 (1 - (1j2)M)] 

where N is the number of elements to sort, K is 
Log2 N, C is constant, P is the number of proces­
sors, and M is Log2 P. 

When the number of processors is much 
smaller than the number of items to be sorted, 
almost linear speedup can be achieved. The per­
formance degrades considerably when the num­
ber of processors is large and asymptotically 
approaches a speed of T = cLog Nj2. See 
Stone [1971] for a description of sorting meth­
ods that speed up as N /Log N for large num­
bers of processors. 

Integer Programming - The Set Partitioning 
Problem 

The particular integer programming consid­
ered here is one of the most practical and appli­
cable methods. It is used, for example, in airline 
crew scheduling [Bales and Padberg, 1976]. 

The set-partitioning problem is to solve: 

min {c.x I Ax = 0, Xj = ° or 1 for ° < j ~ N} 

where A is an M X N binary matrix, c is an N 
vector, and c = (1 ... 1) M vector. 

This problem typically is solved by per­
forming an N-ary tree search on a large rela­
tively sparse binary matrix. As an example of 
this method, consider the airline crew sched­
uling problem. The rows of the A matrix corre­
spond to a set of flight legs from city A to city B, 
in time T to be covered during a specified pe­
riod, and the columns of A correspond to a pos­
sible sequence of tours of flight legs done by one 
crew; c is the vector of the associated cost of 
each tour. A possible solution includes a set of 
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tours that satisfies all the flight legs (one and 
only one crew makes a flight leg). We are look­
ing for the solution with the lowest cost. 

As in the previous applications, the master 
processor initializes the computation, creates 
the array according to user's specification, and 
puts enough initial possible search-path solu­
tions in a global stack from which all the pro­
cessors pick their work. We arbitrarily choose 
to put more than lOX P path solutions into the 
stack where P equals the number of processors 
so the work is more evenly distributed between 
the processors, and all are occupied for a large 
percentage of the time. 

To enhance pruning in the search, a global 
variable contains the cost of the best solution 
found so far by any of the processors, and all 
compare their current cost value to it and begin 
to backtrack in the search when that global cost 
is lower. 

ALGOL 68 System 

A semantically rich subset of the program­
ming language ALGOL 68 was implemented on 
Cm* [Hibbard, et at., 1978]. In order to take 
advantage of the parallel architecture of Cm* , 
the language has been extended by including 
several methods of specifying concurrent execu­
tion and synchronization of subtasks. 

The run-time system measured runs upon a 
small, special purpose kernel which provides 

basic support for interrupt and 1/0 handling, 
segment allocation and swapping, bootstrap­
ping, and the collection of performance statis­
tics. To facilitate locality of memory references, 
the run-time system is loaded into the local 
memory of each processor. 

Modifications are being studied to provide 
automatic decomposition of tasks into small­
grain subtasks. These modifications comprise a 
software implementation of mUltiple parallel­
instruction pipelines, in which the instructions 
are the primitive actions of the ALGOL 68 run­
time system, e.g., floating-point operations, ar­
ray indexing and other vector operations, and 
assignments of large values. These actions are 
executed by slave processors on behalf of the 
master processors which are placing the actions 
in the pipelines. 
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The PDP-10 Family 

This final part of Computer Engineering contains only a single chapter, "The 
Evolution of the DECsystem 10." It is a fitting conclusion because it summarizes 
many of the aspects of computer engineering discussed in the rest of this book. 
The introduction and historical setting with which the chapter begins are con­
densations of the historical information included in Parts I and II of this book; 
the goals, constraints, and design decisions elaborated on in the remainder of the 
chapter are specific examples of the concepts discussed throughout the book. The 
paragraph headings, such as "logic," "fabrication," "packaging," and 
"price/performance," have counterparts in earlier chapters. 

The authors of this chapter, which first appeared as a paper in the January 1978 
issue of Communications of the A CM, have been key figures in the evolution that 
they describe. Thus, when they talk about design decisions and tradeoffs, they are 
talking from first-hand experience. 

The 36-bit Family has been important to DEC for a number of reasons. The 
designers of these machines have realized that software development is very 
costly, and have put a great deal of emphasis on making their systems easy to 
program, even if additional hardware expense is involved. Furthermore, their 
hardware has been very conservatively designed, with rigid design rules to assure 
that the vast number of circuits required to implement each function operate 
correctly under all conditions. Although the chapter conclusion suggests that the 
PDP-lO engineers have transferred hardware technology to minicomputer engi­
neering, the technology transfer has been principally in the area of automated 
design aids, as it has only been with the ECL logic of the KL 10 that PDP-I0 
designs have used logic families or module technology not previously used in the 
minicomputer segment of DEC. The paragraphs on "logic" and "packaging" 
within the main body of the chapter elaborate on this. 

The role of the PDP-6 in PDP-IO history is described in detail in the chapter, 
but it has interesting aspects in addition to those mentioned. Because the PDP-6 
was the first computer to offer elegant, powerful capabilities at a low price, a great 
many of the PDP-6s built found their way into university and scientific environ­
ments, giving DEC a strong foothold in that market and providing both educated 
customer input for future models and a source of bright young future employees 
to assist in the hardware and software development for those future models. The 
impact of the PDP-6 was particularly noteworthy because fewer PDP-6s were 
built than any other DEC machine: only 23. The sales were sufficiently dis­
appointing to management, in fact, that a decision was made (but fcrtunately 
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reversed) not to build any more 36-bit machines. Since then, however, with the 
possible exception of the KIlO processor, each processor has been more successful 
than the last, and the contributions of "large computer thinking" (design rules, 
strict program compatibility, etc.) to the company as a whole have been extremely 
useful. This final chapter is an excellent summary of computer engineering. 



The Evolution of the DECsystem-10 

INTRODUCTION 

The project from which the PDP-6, DECsys­
tem-lO, and DECSYSTEM-20 series of scien­
tific, timeshared computers evolved began in 
the spring of 1963 and continued with the deliv­
ery of a PDP-6 in the summer of 1964. Initially, 
the PDP-6 was designed to extend DEC's line of 
18-bit computers by providing more perform­
ance at increased price. Although the PDP-6 
was not designed to be a member in a family of 
compatible computers, the series evolved into 
five basic designs (PDP-6, KAI0, KIlO, KLI0, 
and KL20) with over 700 systems installed by 
January 1978. During the initial design period, 
we neither understood the notions and need for 
compatibility nor did we have adequate tech­
nology to undertake such a task. Each succes­
sive implementation in the series has generally 
offered increased performance for only slightly 
increased cost. The KLI0 and KL20 systems 
span a five to one price range. 

TOPS-I0, the major user software interface, 
developed from a 6-Kword monitor for the 
PDP-6. A second user interface, TOPS-20, in­
troduced in 1976 with upgraded facilities, is 
based on multiprocess operating systems ad­
vances. 

C. GORDON BELL, ALAN KOTOK, 
THOMAS N. HASTINGS, and RICHARD HILL 

This paper is divided into seven sections. Sec­
tion 2 provides a brief' historical setting fol:. 
lowed by a discussion of the initial project 
goals, constraints, and basic design decisions. 
The instruction set and system organization are 
given in Sections 4 and 5, respectively'. Section 6 
discusses the operating system, while Section 7 
presents the technological influences on the de­
signs. Sections 4 through 7 begin with a presen­
tation of the goals and constraints, proceed to 
the basic PDP-6 design, and conclude with the 
evolution (and current state). We try to answer 
the often-asked questions, "Why did you do .. 
.?", by giving the contextual environment. Fig­
ure 1 helps summarize this context in the form 
of a time line that depicts the various hard­
ware/software technologies (above line) and 
when they were applied (below line) to the 
DECsystem-l0. 

HISTORICAL SETTING 

The PDP-6 was designed for both a time­
shared computational environment and real­
time laboratory use with straightforward inter­
facing capability. At the initiation of the proj­
ect, three timeshared computers were 
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Figure 1. Time line of D ECsystem-1 0 evolution. 

operational: a PDP-I at Bolt, Beranek, and 
Newman (BBN) which used a high-speed drum 
that could swap a 4 K word core image in one 34 
ms revolution; an IBM 7090 system at MIT 
called CTSS, which provided each of 32 users a 
32 K word environment; and an AN /FSQ-32V 
at SDC, which could serve 40 simultaneous 
users. 

MULTICS 
PAPER 

The Bell Laboratory's IBM 7094 Operating 
System was a model operating system for batch 
users. Burroughs had implemented a multi­
programmed system on the B5000. Dartmouth 
was considering the design of a single language, 
timesharing system which subsequently became 
BASIC. The MIT Multics system, the Berkeley 
SDS 940, the Stanford PDP-I based timeshared 



system for computer-aided instruction, and the 
BBN Tenex system all contributed concepts to 
the DECsystem-l0 evolution in the 1960s. 

In architecture, the Manchester Atlas [Bell, 
Newell, 1971:Ch. 23] was exemplary, not be­
cause it was a large machine that we would 
build, but because it illustrated a number of 
good design principles. Atlas was multi­
programmed with a well defined interface be­
tween the user and operating system, had a very 
large address space, and introduced the notion 
of extra codes to extend the functionality of its 
instruction set. Paging was a concept we just 
could not afford to implement without a fast, 
small memory. The IBM Channel concept was 
in use on their 7094; it was one we wanted to 
avoid since our minicomputers (e.g., PDP-I) 
were generally smaller than a single channel and 
could outperform the 7094 in terms of I/O con­
currency and I/O programmability by a clean, 
simple interrupt mechanism. ' 

The DEC product line in 1964 is summarized 
in Table 1. Sales totaled $11 million then, and it 
was felt that computers had to be offered in the 
$20,000 to $300,000 range. We were sensitive to 
the problems encountered by not having 
enough address bits, having watched DEC and 
IBM machines exceed their addressing capaci­
ties. 

On the software side, most programmers at 
DEC had been large-machine (16 Kword to 32 
K word) users, although they had most recently 
programmed minicomputers where program 
size of 4 K words to 8 K words was the main 
constraint. There was not a good understanding 
of operating systems structure and design in ei­
ther academia or industry. MIT's Multics proj­
ect was just being formed and IBM's 360/TSS 
project did not start until 1965. Generally, there 
were no people who directly represented the 
users within the company, although all the de­
signers were computer users. A number of users 
in the Cambridge (Mass.) community advised 
on the design (especially John McCarthy, Mar-
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Table 1. DEC's i 964 Computer Products 

Ward 
Year In- Size Price 

Name traduced (Bits) ($K) Status 

PDP-1 1960 18 120 Marketed 

PDP-2 1960 24 Reserved 
for future 
implementation 

PDP-3 1961 36 Paper machine 

PDP-4 1962 18 60 Marketed 

PDP-5 1964 12 27 Introduced 

PDP-6 1964 36 300 Introduced 

vin Minsky, and Peter Sampson at the MIT 
Artificial Intelligence Laboratory). 

Although there was little consensus that 
FORTRAN would be so important, it was clear 
that our machine would be used extensively to 
execute FORTRAN. The macroassemblers, 
basically unchanged even today, were used in 
various laboratories; our first one for the PDP-
1 was done by MIT in 1961. We also felt that 
the list languages, especially LISP for symbolic 
processing, were important. There was virtually 
no interest in business data processing although 
we had all looked at COBOL. 

We did not understand the concept of tech­
nology evolution very well, even though in­
tegrated circuits were both forecast and in 
development. Germanium transistors were 
available, and silicon transistors were just on 
the market. IBM was using machine wirewrap 
technology, while DEC back panels were hand­
wired and soldered. The basic DEC logic cir­
cuits were saturating transistors as distinct from 
the more expensive current mode used by IBM 
in the 7094 and Stretch computers. Production 
core memories of 2 microseconds were begin­
ning to appear, and their speed was improving. 
The PDP-l used a 5 microseconds core. Hence, 
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it was unclear what memory speed a processor 
should support. 

The notions of compatibility and family 
range were not appreciated even though SDS 
(which eventually became XDS and is now non­
existent) had built a range of 24-bit computers. 
We adhered to the then-imposed convention of 
the word length being a multiple of six bits (the 
number of bits in the standard character code), 
but designed the machine to handle arbitrary 
length characters. 

OVERALL GOALS, CONSTRAINTS, AND 
BASIC DESIGN DECISIONS 

Table 2 lists the initial goals, constraints, and 
some basic design decisions. Presenting this list 
separately from the design is difficult because 
the goals and constraints were not formally re­
corded as such and have to be extracted from 
design descriptions and ou~ unreliable, self-j ~s­
tifying memories. Table 2 will be used in dis­
cussing the design. 

The initial design theme was to provide a 
powerful, timeshared machine oriented to sci­
entific use, although it subsequently evolved to 
commercial use. John McCarthy's definition 
[McCarthy and Maughly, 1962] of timesharing, 
to which we subscribed, incl uded providing 
each user with the illusion of having his own 
large computer. Thus, our base design provided 
protection between the users and a mechanism 
for allocating and controlling the common re­
sources. The machine also had to support a va­
riety of compiled and interpreted languages. 
The construction was to be modular so that it 
could evolve and users could build large sys­
tems including multiprocessors. It was intended 
to enhance the top of DEC's existing line of 12-
and 18-bit computers. It was designed to be 
simple, buildable, and supportable by a small 
organization. Thus it should use as much DEC 
hardware technology as possible. 

THE INSTRUCTION SET 
PROCESSOR 

Our goals for an ISP were: to efficiently en­
code the various programs using both compiled 
and interpreted languages; to be under­
standable and remembered by its users; to be 
buildable in current technology at a competitive 
price; and to permit a compiler to provide ef­
ficient program production. 

Data-Types and Operators 

Earlier DEC designs and the then-current six­
bit character standard forced a word length that 
was a multiple of 6, 12, and 18 bits. Thus, a 36-
bit word was selected. 

The language goals and constraints forced 
the inclusion of integer and real (floating-point) 
variables. We chose two's complement integer 
representation rather than the sign-magnitude 
representation used on the 7090 or the one's 
complement representation on PDP-I. The 
floating-point format was chosen to be the same 
as the 7090, but with a format that permitted 
comparison to be made on the number as an 
integer in order to speed up comparisons and 
require only a single set of compare instruc­
tions. 

Special (common) case operators (e.g., V = 0, 
V = V + 1, V = V-I) were included to support 
compiled code. Our desire to execute LISP 
directly resulted in good address arithmetic. As 
a result, both LISP and FORTRAN on DEC­
system-IO are encoded efficiently. 

Since the computer spends a significant por­
tion of its time executing the operating system, 
the efficient support of operating system data­
types is essential. A number of instructions 
should be provided for manipulating and test­
ing the following data-types: 

I. Boolean variables (bits). 
2. Boolean vectors. 
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Table 2. Initial Goals, Constraints, and Basic Design Decisions 

User/Language/Operating System 
• Cheap cost/user via timesharing without inconvenience of batch processing 
• Timeshared use via terminals with protection between users 
= Independent US8i machines to execuie from any iocation in physicai memory 
• Unrestricted use of devices, e.g., full-duplex use of terminals 
• Support for wide range of compiled and interpreted languages 

No special batch mode, batch must appear like terminal via a command file 
• Device-independent I/O so that programs would run on different configurations and I/O 

could be shared among the user community 
Direct I/O for real-time users 

• Primitive command language to avoid need for large internal state 
• Minimum usable system ~ 16 Kwords 

Modular software to correspond to modular hardware configurations 

Instruction-Set Processor (lSP) 
Support user languages by data-types and special operations 

Scientific (i.e., FORTRAN) :::;> integers, rea Is, Boolean 
List processing (i.e., LISP) => addresses, characters 
Support recursive and reentrant programming ~ stack mechanism 

• Support operating systems 
Effective as machine language ~ Booleans, addresses, characters, I/O 
Operating system is an extension of hardware via defined operating codes 

• Word length would be 36 bits (compatible with DEC's computers) 
Large (1/4 million 36-bit words = 1 million 9-bit bytes) address 
Require minimal hardware ~ simple 

• General-register based (design decision) with completely general use 
Easy to use and remember machine language 

Orthogonality of addressing (accessing) and operators 
Completeness of operators 
Direct (not base + displacement) addressing 
Few exceptional instructions 

• 2's complement arithmetic (multiple precision arithmetic) 

PMS Structure 
• Maximum modularity so that users could easily configure any system 
• Easy to interface 
• Asynchronous operation - system must handle evolving technology 
• Multiprocessors for incremental and increased performance (2-4 in design) 
• No Pios (I BM channels), use simple programmed I/O with interrupts and direct-memory 

access for high-speed data transmission 

Implementation 
• Simple; reliable 
• Asynchronous logic and buses for speed in light of uncertain logic and memory speed 
• All state accessible to field service personnel via lights 

Use DEC (10M Hz versus 5 MHz) circuit/logic technology (manpower constraint) 
Buildable without microprogramming (no fast read-only memories in 1963) 

Organizational/Marketplace 
• Add to high end of DEC's computers 

Use minimal resources, while supporting DEC's minicomputer efforts 
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3. Arbitrary length field access (load/store 
only). 

4. Addresses. 
5. Programs (loops, branching, and sub­

programs). 
6. Ordinary integers. 
7. The control of I/O. 

A significant number of control instructions 
were included to test addresses and other data­
types. These tests controlled flow by either a 
jump or skip of the next instruction (which is 
usually a jump). Loop control was a most im­
portant design consideration. 

Table 3 gives the data-types and instructions 
present in the various implementations. The 
KA 10 and PD P-6 processor instruction sets 
were essentially the same, but differed in the im­
plementation. The PDP-6 had 365 instructions. 
A double-precision negate instruction in the 
KAIO improved the subroutine performance 
for double-precision reals. The instruction, 
"find first one in a bit vector," was also added 
to assist operating system resource allocation 
and to help in a specific application sale (that 
did not materialize). Finally, double-precision 
real-arithmetic instructions were added to the 
KIlO using the original PDP-6 programmed 
scheme. A few minor incompatibilities were in­
troduced in the KI to improve performance. 

With the decision to offer COBOL in 1970, 
better character and decimal string processing 
support was required from the intruction set. 
The initial COBOL performance was poor for 
character and decimal arithmetic because each 
operation required: (1) software character by 
character conversion to an integer, (2) the oper­
ation (in binary or double-precision binary), 
and (3) software reconversion to a character or 
a decimal number. The KLIO provided much 
higher performance for COBOL by having the 
basic instructions for comparing character and 
decimal strings - where a character can be a 
variable size. For arithmetic operations, in­
structions were added to convert between string 

and double-precision binary. The actual oper­
ations are still carried out in binary. For add 
and subtract, the time is slightly longer than a 
pure string-based instruction, but for multi­
plying and dividing, the conversion approach is 
faster. 

Stack Versus General Registers 
Organization 

A stack machine was considered, based on 
the B5000 and George Interpreter (which later 
became the English Electric KDF9). A stack 
with index register machine was proposed for 
executing the operating system, LISP, and 
FORTRAN; it was rejected on the basis of high 
cost and fear of poor performance. The com­
promise we made was to provide a number of 
instructions to operate on a stack, yet to use the 
general registers as stack pointers. 

An interesting resuit of our experience was 
that one of us (Bell) discovered a more general 
structure whereby either a stack or general reg­
ister machine could be implemented by extend­
ing addressing modes and using the general 
registers for stack pointers. This scheme was the 
basis of the PDP-II ISP (Chapter 9). 

We currently believe that stack and general 
register structures are quite similar and tend to 
offer a tradeoff between control (either in a pro­
gram or in the interpretation of the ISP) and 
performance. Compilers for general register 
machines often allocate registers as though they 
were a stack. Table 4 compares the stack and 
general register approaches. 

A general register architecture was selected 
with the registers in the memory address space. 
The general registers (multiple accumulators) 
should permit a wide (general) range of use. 
Both 8 and 16 were considered. By the time the 
uses were enumerated, especially to store inner 
loops, we believed 16 were needed. They could 
be used as: base and index, set of Booleans 
(flags), ordinary accumulator and multiplier­
quotient (from 7090), subroutine iinkage, fast 
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Table 3. Data-Types of DECsystem-10/DECSYSTEM-20 

Data-Type 

Boolean 

Length 
(bits) 

Boolean-vector 36 

Characters 0-36 = v 

Character-string v X n 

Digit-string v X n 

Half word. 2's com- 18 
plement integers = 
addresses 

Full word. 2's com­
plement integers 
(a nd fractions) 

Double word. 2's 
complement in­
tegers (and frac­
tions) 

Real 

Double real 

Word stack 

Word vector 

I/O program 

36 

72 

9 (exponent) 
+27 (man-
tissa) 

9 + 54 
9 + 63 

36 

36 X k 

36 

Machine 

All 

All 

All 

KL 

KL 

All 

All 

KL 

All 

KI. KL 
KI. KL 

All 

All 

All 

Operators and 
[Number of Instructions] Operator Location 

O. 1. 1,. test by skip [64J AC +- f (AC) 

All 16 [64J AC and/or mem +-f(AC. mem) 

Load. store [5J AC +-+ (mem) 

Compare [8J; move [4J f (mem) = 9 (mem); mem 
f(mem) 

Convert to double integer f (AC) +-+ f (mem) 

Load. store [64J; index loop AC +-+ f (mem); AC +- f (AC) 
control 

Load. store. abs.. -(negate) 
[16J 
+.-. X. +1.-1.X.rotate.test 
(by skip & jumps) 

Load. store. -(negate) [4]; +. 
-. X. [4] 

Load. store. abs .. -(negate). 
+. -. X. /. X [35]; test (by 
skip. jump) [16J 

Load. store. abs .. negate. +. 
-. X. / [8] 

Load. store. call. return [4] 

Move [1] 

Short call/return; UUO 

AC and/or mem +- f (AC. mem) 

AC +-+ f (mem); AC +- f (AC. 
mem) 

AC and/or mem +- f (AC. mem) 
immediate mode was added in 
KP 

KA provided negate instruction 

Stack +-+ Memory 

Mem[a:a+k] +- mem[b:b+k] 

AC. memory 

access for temporary and common sub­
expressions, top of stack when accessed explic­
itly, pointer-to-control stacks, and fast registers 
to hold small programs. 

isters to reduce the minimal machine price. In 
reality, nearly all users bought fast registers. 
Eight registers may have been enough. A small 
number would have provided more rapid con­
text switching and assisted the assembly lan­
guage programmer who tried to optimize (and 

Since the ACs were in the address space, or­
dinary memory could be used in lieu of fast reg-
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Table 4. Comparison of Stack and 
General Register Architectures 

Stack General Register 

Number of 
Registeis 

Approximately the same 

Register use 

Control 

Access to lo­
cal variables 

Compiler 

Program en­
coding 

Fixed to 
stack oper­
ation 

Built-in hard­
ware (impli­
cit) 

1 or 2 ele­
ments at top 
of stack 

Easy (no 
choice) 

Fewer bits 

Performance High if ele­
ment on 
stack top 

Can be arbitrary 

Simple. explicit in pro­
gram when used as a 
stack 

Full set in general reg­
isters 

An assignment (use) 
problem 

More bits give access 
to registers for inter­
mediate and index val­
ues 

High if in general regis­
ters (performs rela­
tively better than stack) 

keep track of) their use. In fact, Lunde [1977] 
has shown that eight working registers would be 
sufficient to support the higher level language 
usage. Multiple register sets were introduced in 
the KIlO to reduce context-switching time. 

Instruction-Set Encoding and Layout 

The ease-of-implementation goal forced an 
instruction set design style that later turned out 
to be easy to fabricate with the KL 10 micro­
program implementation. This also simplified 
the fabrication of compilers. In fact, of the 222 
instructions useful for FORTRAN data-types, 
the earliest compiler used i 80 of them and the 

current compiler uses 212. We used three prin­
ciples, we now understand, for the ISP design: 

l. Orthogonality. An address (with index 
and indirect control fields) is always 
computed in the same way, independent 
of the data-type it references. Indirect 
addressing occurs as long as the instruc­
tion addressed has an indirect bit. 

2. Completeness and symmetry. Where pos­
sible, each arithmetic data-type should 
have a complete and identical set of op­
erations. 

3. Mapping among data-types. Instructions 
should exist to convert among all data­
types. Several data-types were in­
complete (characters, half-words), and 
these should be converted to data-types 
with a complete operator set. 

The instruction is mapped into the 36-bit word 
as follows: 

BASIC INSTRUCTION FORMAT 

ACCUMULATOR AODRESS IS 1 OF 16 ACCUMULATORS (GENERAL REGISTERS) 
INDEX REGISTER ADDRESS IS INDEX DESIGNATOR TO 1 OF 15 ACs 
BIT 13 IS INDIRECT ADDRESS BIT 
MEMORY ADDRESS IS ADDRESS OR LITERAL 

35 

The entire instruction set fits easily within a 
single figure (Figure 2). The boldface letters de­
note instruction mnemonics. The data-types 
and operations are generally deducibie by the 
instruction names: operator names (e.g., ADD) 
for word (or integer); D double integers; H half­
world; BL vector; 16-operator names (e.g., 
AND) for Boolean vectors, Test-Boolean (bits); 
J jump/skip for program control; F floating; 
DF double floating. The I/O and interrupt in­
structions are described in the PMS section. 
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Multiprogramming/Monitor Facilities 

The initial constraint (circa 1963) of a time­
shared computer with a common operating sys­
tem led to several hardware facilities: 

i. Two basic machine modes. User and Ex­
ecutive (each with different privileges). 

2. Protection. Protection against oper­
ations to halt the computer or oper­
ations that affect the common I/O when 
in User mode. 

3. Communication. Communication be­
tween the user and operating system for 
calling I/O and other shared functions. 

4. Memory mapping. Separation of user 
programs into different parts of physical 
memory with protection among the 
parts and program relocation beyond 
the control of user. 

An Executive/User mode was necessary for 
protection facilities in a shared operating sys­
tem while providing each user with his own en­
vironment. Although there was a temptation 
(due to having a single operating system) to 
eliminate or make optional the Executive mode 
and the general registers, we persevered in the 
design and now believe this to be an essential 
part of virtually every computer! (The only 
other necessary ingredient in every computer is 
adequate error detection, such as parity.) Sepa­
ration into at least two separate operating re­
gions (user and executive) also permits the more 
difficult, time-constrained I/O programs to be 
written once and to have a more formal inter­
face between system utilities and user. 

The Unimplemented User Operation (UUO) 
is an instruction like the Alias Extracode and 
IBM 360 SVC to call operating system func­
tions and common user-defined functions. It 
also calls functions not present in earlier ma­
chines. Thus, a single operating system could be 
used (by selecting the appropriate options) over 
several models. This use appears to be more ex­
tensive than it is in the iBM System 360/370. 

The goals of low cost hardware and minimal 
performance degradation constrained the pro­
tection facilities to a single pair of registers to 
relocate programs in increments of 1 K words. 
Two 8-bit registers (base and limit registers) 
with two 8-bit adders were required for this so­
lution. Thus, each user area was protected while 
running, and a program could be moved within 
primary or secondary memory (and saved) be­
cause user programs were written beginning at 
location O. This is identical to the CDC 6600-
7600 protection/relocation scheme. 

In the KA 10, a second pair of registers were 
added so that the common read-only segment 
of a user's space could be shared. For example, 
this enabled one copy of an editor, compiler, or 
run-time system to be shared among multiple 
users. Programs were divided into a 128 K word 
read-write segment and a 128 Kword read-only 
segment. Since each user's shared segment had 
to occupy contiguous memory, holes would de­
velop as users with different shared segment re­
quirements were swapped. This led to "core 
shuffling," and, in a busy system, up to 2 per­
cent of the time might be spent in this activity. 
The operating system was modified in the early 
70s at the Stanford Artificial Intelligence Labo­
ratory so that the high, read-only segment could 
share common, global data. In this way, a num­
ber of separate user programs could commu­
nicate to effectively extend the program size 
beyond the 256 K word limit. In retrospect, in­
structions to move data more easily between a 
particular user region and the operating system 
would have been useful; this was corrected in 
KIlO and is described below. 

With the availability of medium-scale in­
tegrated circuits, smaii (32 word) associative 
memories could be built. This enabled the in­
troduction of a paging scheme in the KIlO. 
Each 512-word page could be declared sharable 
or private with read-only or read-write access. 
The basic two-mode protection facility was ex­
panded to four modes: Supervisor, Kernel, 
Pub He, and Conceaied. There are two monitor 



modes: Kernel mode provides protection for 
I/O and system functions common to all users, 
and Supervisor mode is specialized for a single 
user. The two user modes are: Concealed for 
proprietary programs, and Public for shared 
programs. For protection purposes, the modes 
are only changed at selected entry portals. The 
page table was more elaborate than that of the 
Atlas (circa 1960) whose main goal was to pro­
vide a one-level store whereby large programs 
could run on small physical memories. In fact, 
the first use of KIlO paging required all pro­
grams to be resident rather than having pages 
being demand driven. A gain over the KAIO 
was realized by not requiring programs to be in 
a single contiguous address space. The KIlO de­
sign provided more sharing and increased effi­
ciency over the KA 10. The KL 1 0 extended 
KIlO paging for use in the TOPS-20 operating 
system to be described later. 

PMS* STRUCTURE 

Table 2 gives the major goals and constraints 
in the PMS structure design. This section de­
scribes system configurations, the I/O system, 
the memory system, and computer-computer 
communication structures. 

System Configurations 

We wanted to give the user considerable free­
dom in specifying a system configuration with 
the ability to increase (or decrease) memory 
size, processing power, and external interfaces 
to people, other computers, and real-time 
equipment. Overall, the PMS structure has re­
mained essentially the same as in the PDP-6 de­
sign, with periodic enhancements to provide 
more performance and better real-time capabil­
ity. (A PDP-6 memory or I/O device could be 

* See Appendix 2. 
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used on a KIlO processor, and a PDP-6 I/O de­
vice can be used on today's KL10 systems.) A 
radical change occurred with the KL20 to a 
more integrated, less costly design for the pro­
cessor, memory, and minicomputer I/O pre­
processors. 

The PMS block diagram of a two-processor 
PDP-6 is given in Figure 3. But for simple 
uniprocessor systems, the PMS structure was 
quite like that of our small computers with up 
to 16 modules on both the I/O and Memory 
Buses (Figure 4). 

Interestingly, a unified I/O memory bus like 
the PDP-II Unibus was considered. The con­
cept was rejected because a unified bus designed 
to operate at memory speed would have been 
more costly. 

The goal to provide arbitrary, modular com­
puting resources led to a multiprocessor struc­
ture with shared memory. The interconnection 
between processors and memory modules was 
chosen to be a cross-point switch with each pro­
ceSsor broadcasting to all memory modules. 

An alternative interconnection scheme could 
have been a more complex, synchronous, mes­
sage-oriented protocol on a single bus. More ef­
ficient cable utilization and higher bandwidth 
would have resulted, but physical partitioning 
into multiple processor/memory subsystems for 
on-line maintenance would have been pre­
cluded. All in all, the cross-point switch deci­
sion was basically sound although more 
expensive. 

Figure 5 shows a PMS block diagram for the 
KA10 and KilO. There can be up to 16, 
65 K word, 4-port memory modules, giving a to­
tal of one M word of memory. (Each processor 
addressed four M words.) With high speed disk 
and tape units (e.g., 250 Kwords/second) a pro­
gram-controlled I/O scheme would place too 
much of a burden on the central processor. 
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Figure 3. PMS diagram for PDP-6 system. 
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Figure 5, PMS diagram for KA10 and KI10 processor-based system, 

Therefore, a direct port to memory was pro­
vided as in the PDP-6. In the KAIO/KIIO sys­
tems, a switch (called a multiplexer) was 
introduced to expand the number of ports into 
memory to four for each Memory Bus used. 
The communications controllers were also ex­
panded to handle more asynchronous and syn­
chronous lines. 

The KLIO was, by comparison, a radical de­
parture from previous PMS structures (Figure 
6). In order to gain more performance, four 
words from four low-order interleaved memory 
modules were accessed in each cycle. The effec­
tive processor-memory bandwidth was thus 
over four Mwords/second. The processor also 
connects to as many as four PDP-II mini­
computers [shown as C (l 1) in the figure]. Most 

of the I/O is handled by these front-end com­
puters. 

Each PDP-II can access the KLIO memory 
via indirect address pointers and transfer data 
in much the same manner as the peripheral pro­
cessing units of a CDC 6600. Notice also that 
the KLIO's console is tied to a PDP-II. This 
PDP-II can load the KLIO microprogram 
memory, run microdiagnostics, and provide a 
potential remotely operated console. Each of 
the PD P-II s can achieve a word rate of 70 
Kchar /second. 

Up to eight DEC Massbus controllers are in­
tegrated into the processor. The Massbus is an 
I8-bit data width bus for block-transfer-orien­
ted mass-storage devices such as disks and mag­
netic tapes. Each Massbus can transfer 1.6 
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(l.B MIPS; 2 Kword (VIA MEMORY BUS) 
CACHE; B X 16 CROSS.POINTSWITCH 
GENERAL REGISTERS) 

Figure 6. PMS diagram for KL1 0 processor-based system. 

Mwords/second yielding a maximum 12.8 
Mwords/second transfer rate for all channels. 
However, contemporary disks need about 250 
Kwords/second so that all eight channels only 
require 2.0 Mwords/second of the 4 
Mword/second memory bandwidth of four 
modules. Individual disks and tapes can be con­
nected to a second port for increased con­
currency. For larger memory: configurations, a 
memory bandwidth of 16 Mwords/second is 
not uncommon. A 2 Kword processor cache 
provides roughly a 90 percent hit rate and re­
duces memory bandwidth demand by nearly a 
factor of ten. 

The cost-reduced KL20 evolved by in­
tegrating the Massbus controllers and PDP-Ii 
interfaces onto a single high-speed, synchro­
nous bus, The model 2040 and 2050 computers 
are based on the KL 10 processor and integrate 

256 K words of memory in a single cabinet with 
the processor (thereby eliminating the external 
Memory Bus). The I/O Bus is also eliminated, 
and all I/O transfers are either via the Mass­
buses or the PDP-II I/O computers. (It must be 
noted that the 2040 structure is possible only 
because of the drastic increase in logic and 
memory density!) 

I/O System 

Relatively, low speed I/O (200 Kwords/ 
second) in the PDP-6 was designed to be under 
central processor programmed control rather 
than via specialized I/O processors (IBM Sys­
tem 360/370 Channels). This method had pro­
ven effective in our minicomputers and was 
extended to handle higher data rates with lower 
overhead than specialized I/O processors. 



The decision not to use the IBM-type channel 
structure was based on high overhead (cost) in 
both programming and hardware. Because I/O 
record transmission usually caused a central 
processor action, we felt the processor might as 
weB transfer the data whiie it had access to it. 
This merely required a good interrupt and con­
text switching mechanism, not another special­
ized processing entity. However, when an 
inordinately high fraction of the processor's 
time went to I/O processing, a second, fully 
general processor was added - not a processor 
that was fundamentally only capable of data 
transmission. 

The PDP-6 interrupt scheme was based on 
our previous experience with a 16-level and 256-
level interrupt mechanism for PDP-I. The 
PD P-l scheme was an extension of the Lincoln 
Laboratory TX-2 [Clark, 1957]. The PDP-6 had 
a 7-channel interrupt system, and each device 
on the I/O Bus could be programmed to a par­
ticular level. Hence, a programmer could 
change the priority of a particular device that 
caused interrupts on the basis of need or ur­
gency. The PDP-6 also had an I/O instruction 
("block input" or "block output") to transfer a 
single data item between a block (vector) in 
primary memory and an I/O device. Thus, as 
each word was assembled by a controller, an in­
terrupt occurred; the block transfer was exe­
cuted for one word, taking only three memory 
references (to the instruction, to increment the 
address pointer and block counter, and to 
transfer data). Most of the hardware to control 
the count and address pointer was already part 
of the processor logic. 

In applications requiring higher data trans­
mission (e.g., swapping drums, disks, TV cam­
eras), a controller with a data buffer 
(erroneously called an I/O Processor) and link 
to memory was provided. This controller re­
quired only a single memory reference per data 
transfer with the address pointer and block 
counter in hardware. In the KAIO, the name 
was changed to Channel, and parameters for 
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transferring contiguous records into various 
parts of memory were part of the channel's con­
trol. The device control was via the I/O Bus; 
hence, we ended up with a structure for high 
speed device control not unlike the IBM chan­
neis we originaily wanted to avoid. 

Competitive pressure from the Xerox Sigma 
series caused a change in the way interrupts 
were handled beginning with the KI 10. Al­
though the Xerox scheme had many priority 
levels, its main utility was derived from rapid 
dispatch to attend to a particular interrupt sig­
nal. We kept compatibility with the 7-channel 
interrupt by using a spare wire in the bus and 
adding the ability to directly dispatch to a par­
ticular program when a request occurred. At 
the interruption, the processor sent a signal to 
requesting devices and the highest priority de­
vice responded with a 33-bit command (3-bit 
function, 18-bit address, 12-bit data). The func­
tions were: (I) execute the instruction found at 
addressed location, (2) transfer a word to/from 
addressed location, (3) trap to addressed loca­
tion, and (4) add data to addressed location. 
Little use was made of these functions (espe­
cially number 4), since only a small number of 
devices were typically connected to a large sys­
tem, thus relaxing the requirement of rapid dis­
patch. Summarily, the problem of competition 
was resolved when Xerox left the competitive 
scene. In systems that had a large number of 
devices, a front-end I/O processing mini­
computer was more cost-effective than central 
processor controlled I/O. 

Memory System 

Because it was unclear how memory tech­
nology would affect memory speed, a com­
pletely asynchronous, interlocked Memory Bus 
was designed. Thus, the 16 fast general regis­
ters, the initial 5-microsecond memory, and the 
next generation 2 microsecond memory could 
all operate on a single system. (Most memories 
are now less than I-microsecond cycle time.) 
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The asynchronous bus avoided the problem of 
distributing a single high-speed clock and al­
lowed interleaved memory operation. 

Modularity was also introduced to clarify or­
ganizational boundaries within the company 
and to make possible low cost, special purpose 
production and engineering testers for the 
memory and I/O equipment. We believe that 
the concept of well defined modules was rela­
tively unique, especially for memory, and was 
the basis for the formation of third party add­
on memory vendors. MIT and Stanford Uni­
versity purchased memories from Fabritek and 
AMPEX, respectively, in the mid-1960s to start 
this trend. (Note that this design style differed 
from the IBM System/360 design with its rela­
tively bounded configurations and integrated 
memory. Add-on memory did not appear until 
the early 70s for the IBM machines because, we 
believe, of the difficulty of the interface defini­
tion.) 

The KII 0 memory system was improved by 
assigning signals to request multiple, over-

Table 5. Computer Interconnection Structures 

Scheme 

Standard communication 
link 

Data Rate 

110, 300 
1200,4800, 
9600, 50 
Kbits/sec 

Structure 

Network 

lapped memory accesses and to increase the ad­
dress size from 18 bits to 24 bits. The additional 
physical memory addresses are mapped into a 
program's 18-bit addresses via the core-held 
page table. 

The KLIO processor-memory organization 
was a significant departure from the KIlO as 
previously discussed. The KL20 eliminated the 
original Memory Bus to provide an integrated 
system. It should be noted that this evolution 
was based on the drastic size reduction (a factor 
of about 300) from a single ca binet (6 ft X 19 in 
X 25 in or about 34,000 in3) for 16 Kwords to a 
single logic module for 16 K words (15 in X 8 in 
X 1 in or about 120 in3). 

PMS Structures for Computer-Computer 
Intercom munication 

Throughout the evolution, a number of 
schemes have been used to interconnect with 
other (usually smaller) computers. The schemes 
are given in Table 5. Note that the first· four 

Models Examples 

All 

Special parallel. block 
transfer via hardware or 
software 

100 Kwords-
1 Mwords/sec 

Tightly coupled All 

Multiprocessors 

Access into mini address 
space with interruption 

The mini can transfer data 

At memory ac­
cess rate 

Multiprocessor 

At memory ac- Multiprocessor 
cess rate shared memory 

At memory ac- Tightly coupled 
into large machine via spe- cess rate 
cial control 

All 

PDP-6 

KA10-KL10 

2 Pc 
16 Pc, proposed 

The large computer accesses 
data in the small computer 

Scheme used to interconnect 
minis to do I/O 

Multiple logical channels are 
provided 



schemes were conventional, while the last 
scheme was used in the KL 10 /20 structure so 
that an attached PDP-II minicomputer could 
transmit data directly into the memory of the 
KLI0. This scheme was first used in the early 
1970s for handiing multiple communication 
lines. 

OPERATING SYSTEM 

PDP-6 Monitor Design Goals and 
Philosophy 

The initial goals and constraints for the user 
environment are summarized in Table 2. The 
most important goal was to provide a general­
purpose timesharing system. The Monitor was 
to allow the user to run in the mode most suited 
to his requirements, including interactive time­
sharing, real-time, and batch. In timesharing, 
there was no requirement for a human operator 
per se. Instead, the operator's console was a 
user terminal with special privileges. Real-time 
programs had to be able to operate I/O 
directly, locked in core, and batch was to be 
provided as a special case of a terminal job. 

Because of the modular expandability of the 
hardware structure, the software system had to 
be equally modular to facilitate varying system 
configurations and growth. The core resident 
timesharing monitor was only fixed at system 
generation (i.e., IBM's SYSGEN) time when 
software modules could be added to meet the 
system requirements. The core space required 
for monitor overhead had to be minimized. 
Thus, job-specific functions were placed in the 
user area instead of in the Monitor. The first 96 
locations of each user job contained pertinent 
information concerning that job. A temporary 
area (stack) for monitor operations was also in­
cluded. In this way, the Monitor was not bur­
dened with information for the inactive jobs. 
This structure permitted the entire job state to 
be moved easily. 

Adequate protection was to be given to each 
user from other nonmalicious users. However, 
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the user was not protected against himself be­
cause various user status information in the job 
area could be changed to affect his own job. Be­
cause common system resources were allocated 
upon demand and deadlocks could occur, the 
term "Gentlemen's Timesharing" was coined 
for the first monitor. 

The UUO or "system call" instruction, pro­
vided both Monitor-user communication and 
upward hardware compatibility. In the latter 
case, the instruction would use the hardware if 
available; otherwise, the instruction would trap 
to the Monitor for execution. For example, 
double-precision hardware was available on 
later CPU models. The number of UUOs im­
plemented in the Monitor for Monitor-user 
communication has been significant. The initial 
use of UUOs included requests for: core, I/O 
assignment, I/O transmission, file control, data 
and time, etc. 

PDP-6 Monitor 

Monitor was the name given to a collection of 
programs that were initially core resident and 
provided overall coordination and control of 
the operating environment. A nonresident part 
was later added with the advent of secondary 
program swapping and file memories (i.e., 
drum and disk). The Monitor did not include 
utilities, languages, and their run-time support. 

The PDP-6 Monitor was constrained to run 
in a 16 Kword (minimum) machme with con­
sole printer, paper tape reader (for mainte­
nance) and two DECtape units. DECtape was a 
128-word/block, block-addressable medium of 
450 Kcharacters for which a file system was de­
veloped. Memory minimizing led to very spar­
ing use of shared tables. The key global variable 
data was restricted to: core allocation table, 
clock queue, job table, linked buffers for Tele­
type and other buffered I/0 devices (e.g., DEC­
tape directory), and a directory of system 
programs and Monitor facilities. 
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The original PDP-6 Monitor was less than 6 
K words. The Monitor has increased at about 25 
percent per year with the KA 10 at 30 K words, 
KIlO at 50 Kwords, and KLIO at 90 Kwords 
(Figure 7). This increase provided increased 
functionality (e.g., better files, batch, automatic 
spooling), larger system configuration size, 
more I/O options, increased number of jobs, 
easier system generation, and increased reliabil­
ity (e.g., checking, retries, file backup). 
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Figure 7. Monitor and main utilities program 
size versus time. 

Note that with a 16 Kword memory, a 9 
Kword FORTRAN compiler with 5 Kword 
run-time package, and 1 K word utility pro­
grams, two users could simultaneously reside in 
PDP-6 memory and use the machine for pro­
gram creation and checkout. By keeping the 
Monitor program size small, subsequent func­
tionality increases kept the Monitor module 
sizes in bounds such that program swapping 
was reduced. This provided high performance 
for a given configuration with little Monitor 
overhead. 

Monitor Structure 

Table 6 summarizes the development of the 
Monitor with the various systems. The facilities 

are arranged beginning with basics. The follow­
ing sections deal with the various facilities, in 
turn. 

Memory Protection Swapping. The basic 
environment was discussed in the ISP section 
on Multiprogramming/Monitor Facilities. 

Facilities Allocator. The Facilities Alloca­
tor was a module called from a console or pro­
gram for an I/O device or memory space 
request. This module would attach (or assign) a 
given peripheral or contiguous physical mem­
ory area to a given job. Although this module 
was relatively trivial initially, it evolved to a 
more complex module because improper re­
sources allocation caused deadlocks. 

The KA 10 generation software introduced 
queued operation. A line printer (output), pa­
per tape (input/ output), and a card reader (in­
put) spooler were implemented. These spoolers 
ran as timeshared jobs, accepted requests from 
other user jobs, and managed the input/output 
operation. 

Program Scheduler. The scheduler was in­
voked by line frequency (50 or 60 Hz) interrupts 
to examine run queues and to determine the 
next action. The first Monitor employed a 
round-robin scheduling algorithm. At the end 
of a given time quantum of 500 milliseconds, 
the next job was run. A job was runnable if it 
was not stopped by the console and was not 
waiting for I/O. 

Because terminal response time is the user's 
measure of system effectiveness, subsequent 
scheduler improvements have favored inter­
active jobs. With the KA 10, separate priority 
queues were added so that jobs with substantial 
computation were placed in the lowest priority 
and then run the longest without interruption. 
This, in effect, approximated batched oper­
ation; for example, jobs from a card reader 
would operate as a batch stream. Later, batch 
operation was added for interactive users. 

The introduction of disk/drum swapping 
caused additional complexities since runnable 
jobs might be located in secondary memory. 
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Tabie 6, Monitor Functions Evolution 

Facility PDP-6 (1964) KA10 (1967) KI10 (1972) KL10(1975) 

Protection One segment Two segments with Four modes for shared Virtual machine with 
per user shared program seg- segments shared segments 

rneni (required for re-
entrant programs) 

Program swap- Core shuffling Core shuffling; with Paging used for core Demand paging (job 
ping swapping (via drum management need not be wholly resi-

disk) dent to run) 

Facilities alloca- Devices as- Spooling of line printer Spooling of all devices 
tor signed to users and card reader 

upon request 
(deadlocks pos-
sible ::;:>gentle-
men's time-
sharing) 

Scheduler Round-robin Scheduler to favor in- Fairness and swapping Parameters for sched-
scheduler teractive jobs using efficiency con sid- uling set by system man-

multiple queues erations ager; priority job classes 
and "pie-slice" schedule 

User files User files on Significant enhance- Improved file structure Disk head movement op-
DECtape, cards, ment of file function; reliability, error recov- timization 
and magnetic on-line, random-access ery, protection and 
tape disk-based files sharing; mountable 

structures 

Command con- Simple (to im- Evolution to more pow- Common Command Extensions to CCl 
trol program plement) requir- erfuL easier to use language (CCL) 

ing little state command language 

Batch No real batch Remote and local Multiprogramming Improved multi-
single-stream batch batch programming batch 

Terminal han- Asynchronous Synchronous commu- Synchronous commu- DECnet commu-
dling and com- task-to-task nications for remote nications in complex nications* 
munications communications job and concentrator topologies; new pro-

(for interactive stations; "birth" of tocol; IBM BISYNC for 
terminals) as networks with simple 2780 emula-
monitor module topologies; ARPA tion/termination 

network 

Multiprocessing Dual processor support High availability Symmetric multi-
(master/slave) through bus switching processing 

hardware 

*DECnet is DEC's computer network protm:ols and functions. 
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The concept of "look-ahead" scheduling was 
required, and a more complex queuing mecha­
nism was implemented. As the Monitor selected 
the next job to be run, it would "look ahead" to 
determine future queues and invoke the swap­
ping module if required to move a runnable job 
into core. Because of the higher swapping over­
head, it was essential to run large jobs longer 
and less often. A "fairness" consideration also 
assured that each job, whatever its size, received 
enough run time to maintain responsiveness. 

Recent enhancements permitted a Systems 
Manager to set scheduling parameters including 
established priorities of job classes. A "pie­
slice" scheduler is used where classes of users 
are guaranteed fixed parts of the machine time 
and resources. 

User Files and I/O Device Independence. 
In the initial PDP-6 design, resources such as 
magnetic tapes, unit record devices (e.g., card 
readers, line printer, paper tape reader/punch) 
and DECtapes (which were file structured) were 
requested by each user as they were required. 
The Monitor allocated the device to a request­
ing given job until released. 

I/O calls were evoked by the UUO call in­
structions. A particular device program call 
could specify the number of I/O buffers to be 
provided so that arbitrary amounts of over­
lapped I/O and computing could be realized. 

In order to realize the goal of modularity, 
each I/O device handler was implemented as a 
separate module. These modules used a com­
mon set of subroutines. The device tables were 
made as identical as possible to help achieve the 
device independent goal. Thus, a user specified 
an i/O channei, not a specific i/O device. The 
channel-to-name assignment could take place at 
various times from log-on to program run time. 

In the original Monitor, a user was allowed 
to assign file devices to his job and read and 
write named files with the devices. Permanent, 
on-line user files with automatic backup were 

not implemented until the KA to-generation 
Monitors. The concept of project/programmer 
number was adopted (after MIT's CTSS) in or­
der to provide increased file security and shar­
ing. A user was required to enter a 
project/programmer number with his associ­
ated password. This not only established a job, 
but identified the user to the Monitor. In addi­
tion to having resource privileges associated 
with better ID numbers, the user received a log­
ical disk area for files. File access can be al­
lowed (by the creator of the file) to any of the 
following levels with decreasing protection (in­
creasing privileges): no access, execute only, 
plus read, plus append, plus update, plus write, 
plus rename, and plus alter protection. 

Significant evolution occurred in the user file 
facility. Improved file structure reliability and 
error recovery (such as writing pointer blocks 
twice) were achieved. With moving head disk 
availability, disk head movement optimization 
for file transfers on single or multiple drives was 
added. The concept of "mountable" structures 
was implemented to allow disk packs to be 
mounted and dismounted during a timesharing 
operation as well as allowing a user to have a 
"private" pack mounted. As the number of 
users supported on the system and the diversity 
of their applications grew to include "business 
data processing," both hardware and software 
allowed expansion of the number and capacity 
of on-line disks. 

Command Control Program. This pro­
gram processes all commands addressed to the 
system from user terminals. Thus, terminals 
served to communicate Monitor commands to 
the system and to the user programs, and served 
as an I/O device for user programs. Terminai 
handling routines were an integral part of the 
PDP-6 Monitor. The original commands were 
designed to minimize the amount of state in the 
Monitor. As a result, users had to type several 
commands to control programs. A much more 
powerful command language evolved. 



Batch Processing 

Batch processing has evolved from the origi­
nal, fully interactive PDP-6, where a user was 
expected to interactively provide commands for 
each step in the generation/execution of a pro­
gram. The first batch on the KAIO was based 
on a user-built command file that mimicked his 
terminal actions. The user invoked this com­
mand file to execute his programs. Later, a mul­
tiprogrammed batch system was added, and the 
job control syntax evolved to provide more 
functions per command. However, batch/ 
interactive command commonality has been 
preserved through the current Monitor ver­
sions. Still, batch control ran as a timeshared 
job using queued batch control files. Thus, the 
ability to log in a job, run to completion, and 
log off is accomplished from a card reader or 
any other storage or file device. Symbiant 
(queued) operation allowed control of card 
readers, line printers, etc., by the batch control 
program so that the machine could be sched­
uled more effectively. During this batch evolu­
tion, little Monitor enhancement was necessary 
to specifically address the batch environment. 
Modules to improve efficiency (by multiple 
strands and better scheduling) and increase 
functionality were implemented as "user" jobs 
and interprocess queuing allowed commu­
nication between the "user" modules. 

A line printer spooler, for example, was run 
as one of many jobs by the operator - a notion 
that evolved beginning with the KAIO. If a spe­
cial form was required for a print job, the oper­
ator would be notified and act accordingly. The 
user was relieved of this responsibility. Oper­
ator allocation, control, and media loading of 
the card reader, magnetic tape, private disk 
pack, DECtape, and plotter were provided in 
the KIlO. 

Terminal Handling and Communications. 
We believe the users' perception of system effec­
tiveness related directly to his feeling that he 
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was interacting and was in control. The iequire­
ment to communicate effectively with the user 
via the terminal was one of the most difficult 
design constraints. The very first version of the 
Monitor used half-duplex communication for 
simpiicity. But finaily we decided to pay the ad­
ditional price to gain the benefit of full-duplex 
communication, i.e., being able to continuously 
input and output independently of system load. 
These philosophies have guided subsequent 
Monitor generations. 

A hardware module was constructed to facil­
itate terminal communication. This hardware 
was called the scanner because it looked at all 
the interface lines connected to Teletypes and 
interrupted the software when a character was 
received or needed to be transmitted. These line 
units, which we built on a single card, formed 
the basis of the Universal Asynchronous Re­
ceiver/Transmitter (UART) LSI chip. A soft­
ware monitor, called Scanner Service 
(SCNSER) handled interrupts from the hard­
ware. SCNSER provided the important func­
tion of logically coupling a physical terminal 
with a job running under timesharing. The user 
was never burdened with attempting to relate 
his terminal with his job. This software module, 
by far the most logical complex part of the 
Monitor, has been rewritten twice to increase 
terminal functionality. 

Later, the KAIO terminal interface was im­
plemented via a "front-end" concentrator PDP-
8 computer for large numbers of terminals -
particularly where variable line speeds were in­
volved (up to 300 baud). This implementation 
allowed some off-loading of the processor. 
Characters were assembled (serial parallel con­
version) in the front-end PDP-8 and commu­
nicated with the KA 10 via the I/O Bus on an 
interrupt basis. 

In 1971, a front-end PDP-II provided direct­
memory access over the I/O Bus. This con­
nection provided high speed, full-duplex, syn­
chronous communications and was the 
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prototype for the current KLIO/PDP-II front­
end computer. Software modules were added to 
the Monitor to allow these synchronous lines to 
terminate remote PDP-8 and communication 
concentrator stations in simple point-to-point 
topologies. A remote station (e.g., line printer) 
is viewed by the user in the same manner as is a 
local printer. 

With the KIlO, a second front-end was pro­
duced which allowed BISYNC protocol of the 
IBM 2780 terminal to be used. However, most 
of our users were laboratory-oriented and 
wanted greater performance and functionality. 
Thus, concentrator/remote station capability 
including route-through (i.e., communication 
via mUltiple concentrators), and multiple hosts 
were added. These formed the basis of some of 
our understanding for subsequent DECnet pro­
tocol standards and functions. The use of DEC­
system-lOin the Advanced Research Projects 
Agency (ARPA) funded projects formed an­
other key base for our DECnet protocols and 
functions [Roberts, 1970]. 

DECnet-IO now provides the capability of 
having processes in different computers (includ­
ing PDP-8s and PDP-lis) communicate with 
each other. These jobs appear to each other as 
I/O devices in the simplest applications. 

Throughout all of this communication func­
tionality evolution, the goal has been to free the 
user from concern with the link, commu­
nication mode, hardware location, and pro­
tocol. 

Multiprocessing 

Although we predicated the original PDP-6 
hardware on muitiprocessing, the Monitor was 
not designed explicitly for it. Lawrence Liver­
more Laboratory did build a two-processor sys­
tem with their own operating system and special 
segmentation hardware. To meet the needs of 
the predominately scientific/computation mar­
ketplace in achieving higher processor through­
put, a duai-processor KA 10 was implemented 

using a master/slave scheme with wholly shared 
memory and one Monitor. The slave CPU 
scanned the queue of runnable jobs, selected 
one, and ran it. If a Monitor call was encoun­
tered, the job was placed in the appropriate 
queue and the Monitor located another run­
nable job. The "master" handled all I/O and 
privileged operations. In a CPU-bound envi­
ronment, the dual processor provided approx­
imately a 70 percent increase in system 
throughput. 

An offshoot (and evolved design goal) of the 
dual-processor implementation was high avail­
ability. Monitor reconfigurability and bus­
switching hardware allowed redundant com­
ponents to be fully utilized during normal oper­
ation and, in the case of a hardware 
malfunction, to be separated into an operating 
configuration (with all available I/O) and a 
maintenance configuration (consisting of CPU, 
memory, and the faulty component). 

At Carnegie-Mellon University (CMU), we 
proposed to build a 16 to 32 PDP-1O structure 
[Bell et al., 1971]. It would have 16 M words of 
primary memory available via 16 ports at a 
bandwidth of 2.1 to 8.6 gigabits/second. With 
the use of processors larger than those of the 
KL 10, performance would have been over 50 
million instructions per second (MIPS). The 16 
processor, C.mmp [Wulf and Bell, 1972], based 
on PDP-lIs at CMU, is a prototype of such a 
system. 

Languages and Utilities 

Monitor commands called the utilities and 
languages. The utilities, called CUSP (for Com­
mon User System Program), and languages in­
ciuded: EDiT, an editor for creating and editing 
a file from a user console; PIP, the peripheral 
interchange program to convert information 
among the I/O media and files; LOADER to 
load object modules; DESK, an interactive cal­
culator; MACRO, an assembler; and FOR­
TRAN II. Figure 1 shows these programs at 
various times, together with their origins. 



Utilities and languages have taken advantage 
of the interactive, terminal-oriented environ­
ment. Thus, highly interactive editing/ 
debugging facilities have evolved in terms of the 
program's own symbols. The file/data transfer 
utility, PIP (for Peripheral Interchange Pro­
gram) is still in existence today, although in a 
much enhanced form. It has since been ex­
panded to support the peripheral devices and 
the data formats encountered in the DECsys­
tem-IO memory and I/O devices. Such a utility 
eliminated the need for a "library" of utilities 
and conversion programs to transfer data be­
tween devices. Such tasks as a card-to-disk, 
card-to-tape, tape-to-disk, etc., conversion are 
controlled by a terminal using common PIP 
commands. PIP evolved in a somewhat ad hoc 
fashion from a 1 K word or 2 K word size in 
1965 to 10K words with substantial generality. 

A powerful and sophisticated text editor, 
TECO (Text Editor and Corrector) was initially 
implemented at MIT using a graphics display. 
TECO is character-string oriented and requires 
a minimal number of keystrokes to execute 
commands. It included the ability to define pro­
grams to do general string substitution. As the 
sophistication of users was later perceived to 
decline, the powerful editor created training 
and use problems. Thus, a family of line- and 
character-oriented editors evolved which was 
easier to learn and remember. These were based 
on other line-oriented editors, but especially 
Stanford's SOS, which replaced the initial 
DECline editor in 1970. 

Many of the higher level languages were in­
itially produced by non-DEC groups and made 
available through the DEC User Society 
(DECUS). For example, APL, BASIC, DBMS, 
and IQL (an interactive query language) were 
purchased from outside sources and are now 
standard, supported products. 

BLISS (Basic Language for Implementing 
System Software), developed at Carnegie-Mel­
lon University, became DEC's systems pro­
gramming language [Wulf et al., 1971b]. A 
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cross-compiler was subsequently developed for 
the PD P-ll. Its use as a systems programming 
language has been due to the close coupling it 
provides to the machine, its general syntactic 
and block structures, and its high-quality code 
generator. BLISS has been used for various di­
agnostic programs, the BLISS Compilers, the 
PDP-IO APL Interpreter, recent FORTRAN­
IV compilers for both PDP-I0 and PDP-II, and 
the BASIC PLUS TWO system. BLISS has also 
been used extensively within DEC for com­
puter-aided design programs. 

Tenex and the TOPS-20 Operating System 

Bolt, Beranek, and Newman started a project 
in 1969 to build an advanced operating system 
called Tenex which was based on a modified 
KA 10 (including rather elaborate paging hard­
ware). This work was influenced by both the 
Berkeley SDS 940 and the MIT Multics sys­
tems. Subsequently, Tenex influenced and im­
proved the KIlO design which became the base 
of TOPS-20. The system was described by 
Bobrow et al. [1972], and the three major goals 
stated in the reference were: 

I. State-of-the-Art Virtual Machine 

a. Paged virtual address space 
equal to or greater than the ad­
dressing capability of the proces­
sor with full provision for 
protection and sharing. 

b. Multiple process capability in 
virtual machine with appropri­
ate communication facilities. 

c. File system integrated into vir­
tual address space, built on mul­
tilevel symbolic directory 
structure with protection, and 
providing consistent access to all 
external I/O devices and data 
streams. 

d. Extended instruction repertoire 
making available many common 
operations as single instructions. 
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II. Good Human Engineering 
Throughout Systems 

a. An executive command lan­
guage interpreter which provides 
direct access to a large variety of 
small, commonly used system 
functions, and access to and con­
trol over all other subsystems 
and user programs. Command 
language forms should be ex­
tremely versatile, adapting to the 
skill and experience of the user. 

b. Terminal interface design should 
facilitate intimate interaction be­
tween program and user, pro­
vide extensive interrupt 
capability, and full ASCII char­
acter set. 

c. Virtual machine functions 
should provide all necessary op­
tions, with reasonable default 
values simplifying common 
cases, and require no system-cre­
ated objects to be placed in the 
user address space. 

d. The system should encourage 
and facilitate cooperation 
among users as well as provide 
protection against undesired in­
teraction. 

III. The System must be 
Implementable, Maintainable, 
and Modifiable 

a. Software must be modular with 
well defined interfaces and with 
provision for adding or changing 
modules clearly considered. 

b. Software must be debuggable 
and reliable, allowing use of 
available debugging aids and in­
cluding internal redundancy 
checks. 

c. System should run efficiently, al­
low dynamic manual adjustment 
of service if desired, and allow 
extensive reconfiguration with­
out reassembly. 

d. System should contain instru­
mentation to clearly indicate 
performance. 

Dan Murphy (one of Tenex's designers/ 
implementers) came to DEC and led the archi­
tecture and development effort that produced 
TOPS-20. The effort at DEC has been to in­
crease the performance of TOPS-20 to be com­
petitive with the highly tuned Monitor while 
not losing its generality. The TOPS-20 structure 
does provide increased reliability and modi­
fiability. 

HARDWARE IMPLEMENTATION 

While logic and memory technology are often 
considered the prime determinant of the per­
formance and cost of a computer system, fabri­
cation and packaging technology are equally 
important. This section surveys logic, manufac­
turing, and packaging technology as it affected 
the various DECsystem-lO models. Table 7 
summarizes those various logic and packaging 
technologies. 

Logic 

The PO P-6 used a set of logic modules that 
evolved from the earlier PDP-I, which in turn 
were derived from the Lincoln Laboratory cir­
cuits developed for the TX-O [Mitchell, Olsen, 
1956] and TX-2 [Clark, 1957] (Chapter 4) com­
puters as part of the air defense program. These 
circuits were direct-coupled transistor logic and 
included both series and parallel transistor cir­
cuits to give great flexibility in designs. The 
PDP-I circuits operated at a 5 MHz clock, and 
new transistors enabled the PDP-6 circuits to 
operate at 10 MHz. The computer's clock was 
based on a delay line which carried pulses gen­
erated by a pulse amplifier using pulse trans­
formers (this too came from Lincoln 
Laboratory via the early work at MIT on radar 
and pulse transformers) The pulses were used 
for register transfer operations (i.e., moving 
data among the registers) and some logic gat­
ing. 



Instead of using a smaH number of Hnes in a 
fixed, synchronous clock, many delay lines were 
used. The route through the control path deter­
mined the state of the machine. At each deci­
sion point, the next line or chain (set of lines) 
\\tTas selected. Hardware subroutines were also 
unique with this implementation. A control 
sequence consisting of a set of delay lines was 
defined as a subroutine, and a calling module 
marked the calling site (e.g., add, subtract, and 
complement are at the lowest level). The basic 
multiply subroutine used add or subtract; fi­
nally, floating multiply used the normalize and 
multiply subroutines. In this way, the imple­
mentation was kept structured and turned out 
to be quite straightforward. The flowcharts for 
the PDP-6 were only 11 pages, where each page 
has about 25 unique statements (actions), yield­
ing a total of only 250 micro steps (each step 
causes 1 to 6 operations and corresponds 
roughly to current microprogram statements). 
The asynchronous adder was designed so that 
on completion of all the carries, the sequence 
would restart. Thus, we took advantage of the 
observation made by von Neumann et al. in 
1946, [Bell and Newell, 1971, ch. 4] that the av­
erage number of carries is log2 36 or slightly 
over 5, versus the worst case of 36. An average 
delay time of about 20 nanoseconds per carry 
reduced the average add time to only 100 na­
noseconds versus 720 nanoseconds, yielding a 
very simple and fast circuit. 

The KA lOused essentially the same circuitry 
but with significantly better packaging so that 
automatic wire-wrap backpanels could be used. 
Note that in Table 7, the existence of certain 
semiconductors was the basis of new machines. 
The TTL /H series logic appeared about 1969 
and formed the basis of a machine (the KIlO) 
with roughly the same power dissipation and 
physical size as a KA 10, but with a factor of 2.2 
more performance. In scientific applications re­
quiring double-precision computation, this per­
formance differential is much greater. 
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IromcaHy, the TTL/Schottky (TTL/S) series 
was first available in production quantities at 
about the time of the KIlO. The KIlO design 
was started earlier and design options chosen so 
as to preclude the subsequent advances in 
speed, power, and density that the TTL/S gave. 

The other important logic advances em­
ployed in the KIlO were the MSI register file 
and associative memory packages. The register 
file provided four sets of accumulators and thus 
decreased the context switching time. (This 
probably had a higher psychological than real 
value but was useful where special devices were 
operated on a high speed, real-time basis.) The 
associative memory package permitted the con­
struction of a 32-word associative memory to 
support a paged environment. 

The KLI0 provides almost a factor of 5 per­
formance improvement over the KAI0 for pro­
grams using the basic instruction set. An even 
larger performance improvement is realized for 
COBOL or extended precision scientific pro­
grams. The organization and much of the base 
work for the KL 1 0 was done by Dave Poole, 
Phil Petit, John Holloway, and Jack Wright at 
the Stanford Artificial Intelligence Laboratory. 

The KLI0 is microprogrammed using a 
memory based on the 1 Kbit bipolar RAM. A 
cache memory is also constructed from the 1 
Kbit chips. The KL lOis implemented in the 
emitter coupled logic (ECL) 10K series rather 
than in the TTL/Schottky of the original Stan­
ford design. It was felt that the ECL speed ad­
vantage with 3 nanoseconds gate delay versus 7 
nanoseconds for Schottky was worth the extra 
design effort especially because the ECL re­
quired more power and care to layout the 
board and backplane. 

Fabrication 

The Gardner-Denver automatic Wire-wrap 
machine represented a significant advance in 
the manufacture of machines. Automatic Wire­
wrap economically provided accurately wired 



Table 7. Implemuntations for DECsystem-10 Hardware 

Processor 

Design start 

First ship 

logic 

MIPS (avg.) 

Packaging (slice 
of processor) 

Processor size 

Processor price 

Control design 

Module size 

Registers 

I/O calls 

I/O transmission 

Memory 
management 

P[)P-6 

3/63 

6/64 

Germanium. silicon tran­
sistors 

0.25 

1 bit of AR. MB. MQ. 
A [): 88 transistors. 2 -sided 
PC: etch; 2-18-pin and 2-
22 -pin connectors (11 X 
9 inch boards) 

2 bays 

$120K 

KA10 KI10 

1/66 12/69 

9/67 5/72 

Discrete silicon transistors TTl/H (MSI) registers; as-
and diodes sociative memory 

0.38 

Implemented in R, S, W 
series flip-ch ip (discrete) 
modules (5-1/2 X 5-1/4 
boards) 

2 bays 

$150K 

0.72 

Implemented in R, S, ltV, 
M series flip-chip (discrete 
+ MSI) modules 5-1/2 X 
5-1/4 boards 

2+ bays 

$200K 

Asynchronous and sub- Same as PDP-6 Clocked synchronous 
routine logic 

large modules Small modules wire-wrap 

16 16 

Prog. interrupts UUO traps Same 

I/O and Memory Bus 

1 8-bit phys. addr. pro­
tection and relocation reg­
isters 

Added channels 

2 protection and reloca­
tion registers for shared 
program segments 

Same 

4 X 16 

Vectored interrupts 

22-bit phys. addr; paged 
using 32-word associative 
memory 

KL10 

1172 

6175 

ECl 10K; fast. 'I Kbit memories 

1.8 

6 bits of AR. ARK MQ. BR. BRX. 
AD. ADX:70 MSI ECl per mod­
ule: 216 pin connector: (8 X 16 
inch boards) 

1/2 bay (including internal chan­
nels) 

$250K 

Kl20 is docked synchronous; 
microprogrammed 

large modules (16 Kword core 
memory module) 

8 X 16 

Integrated controller for Mass­
bus; I/O via PDP-11 computers 

22-bit phys. addr. paged, using 
associative memory via cache 
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Table 7. Implementations for DECsystem-10 Hardware (Cont) 

Processor 

ISP 

Parallelism 

Fabrication 

Consequences 

PDP-6 

See Table 3 (integers, 
floating) 

(Too) large modules 

Served as PDP-1 0 produc­
tion prototype 

KA10 

Conversion to assist d.p. 
float 

Simpler (faster) data path 

Gardner- Denver automatic 
Wire-wrap for backpanel 
interconnection 

Buildable in production 

KI10 

Hardware d.p. float 

Instruction look-ahead (4-
word) fetch 

Semiautomatic wire-wrap 
for twisted pair 

More performance (scien­
tific and real-time); 
and paging for 
operating systems 

KL10 

String and conversion for d.p. in­
tegers 

Instruction look-ahead: 2 Kword 
cache memory 

Large (hex) 
modules with 
many pins: 
low-cost minis 
front-end 

More perform­
ance via 
cache; micro­
programming 
for better CO­
BOL ISP: I/O 
computers 

(KL20) in­
tegrating Pc 
and Mp to­
gether -
eliminating 
Memory 
Bus:9high­
density core 
memory 
modules 

Lower cost 
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back panels. As a more important side effect, it 
made the high-volume, low-cost fabrication of 
minicomputers possible! Some backpanel wir­
ing on the KIlO and KLI0 processors using 
twisted pairs cannot be done using the Gardner­
Denver machinery. For this, DEC developed a 
semiautomatic wire-wrap machine which lo­
cates the pins and selects the wire length for an 
operator. 

Computer design aids have evolved to sup­
port computer implementations on an "as­
needed" basis, barely keeping ahead of the im­
plementations. These have included printed cir­
cuit board layout/routing, backplane layout/ 
routing, circuit/logic simulation, wire 
length/logic delay checking, and various manu­
facturing aids. One notable exception to this 
trend has been the Stanford University Draw­
ing System (SUDS) developed by the Standard 
Artificial Intelligence Laboratory. SUDS was 
used for drawing the entire KL 10 design. The 
design time and cost would have been signifi­
cantly greater if SUDS had not been available. 

Packaging 

Semiconductor density is a major determi­
nant of the system size, and size in turn is a ma­
jor determinant of speed (e.g., shorter 
interconnection paths). Seymour Cray stated in 
a lecture given at Lawrence Livermore Labora­
tory (December 1974) that for each generation 
of his large computers, the density has im­
proved by a factor of 5. 

The packaging for the PDP-6 was identical to 
that of the PDP-I, 4, and 5 and used a board 
area of about 40 in2 with a 22-pin connector. A 
logic density improvement of 2 was achieved 
over the previous designs by using 6 special 
function modules. However, this density turned 
out to be too high for the number of pins. A 
natural extension was a board twice as large 
with 44 pins. The most interesting module was 
the bit-slice of the working registers: Accumula­
tors, Multiplier-Quotient, and Memory Buffer. 
This module required more than 44 pins, so the 

extra signals were bused across the back of the 
module. This busing increased module swap 
time, and the mechanical coupling increased the 
probability that fixing one fault would cause 
another. Because of this, the designers of the 
KAIO and KIlO became fearful oflarge boards. 
Only with the KLI0 in 1972 were large boards 
reintroduced into the DECsystem-lO. On the 
other hand, large boards had been used in DEC 
minicomputers since 1969. Multilayered boards 
were required for the KLI0 ECL logic. These 
boards were adapted from the multilayered 
boards developed for the TTL/S PDP-l1/45 
(1972). 

Price/Performance 

Surprisingly, over time, the various models of 
the DECsystem-l0 have been implemented at 
an essentially constant cost. The option to ap­
ply technology at constant performance with re­
duced price was never examined as an 
alternative strategy. In the minicomputer part 
of the company, both alternatives were vigor­
ously pursued in order to provide a growing 
business and stimulate design alternatives. The 
relatively static DECsystem-l0 strategy with 
constant price stems, no doubt, from the highly 
coupled interaction of: builders (wanting to go 
on to provide the next highest level of perform­
ance which was the founding principle of the 
group); the salespeople (many of whom came 
from other companies and are only used to 
working with a particular user class), users 
(who want more performance so as to reduce 
their overall cost/performance ratio), and mar­
keting (which integrates needs and alternatives). 
This is illustrated in Figure 8. Here we give the 
performance in terms of the number of general­
purpose users versus the system price. 

Figure 9 gives a single price of the system for 
each generation, together with the percentages 
going of each for the system components. The 
best cost/performance systems are shown (ex­
cept, in the case of the minimal PDP-6). Figure 
10 gives the price of the various processors ver-
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*The computer called the 2020 was introduced in May 1978. 
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Figure 10. DECsystem-10 processor price versus time. 

sus time for the family; note that the processor 
price has been increasing roughly at the in­
flation rate, suggesting a manpower intensive 
(or service-type) market structure. Note that 
since the performance (Table 7) has improved 
at roughly a factor of lOin 10 years, the in­
crease in performance/cost is nearly 20 percent 
per year. In contrast, a minicomputer line (con­
stant performance) is plotted which shows the 
price decreasing at 21 percent per year, with a 
factor of 10 price decline in ten years. We 
should ask: "Could a PDP-6 level processor be 
built in 1975 to sell for $10K?" 

Clearly it could, and such a system has been 
built as an advanced development project. This 
small 1 0 has a unified bus structure like the 
PDP-II with a connection to use the Unibus 
family I/O devices. A system with 512 Kwords 
and the performance of greater than that of a 
KA 10 occupies a cabinet somewhat smaller 
than a PDP-ll/70 minicomputer.* 

Figure 11 shows how the price of memory has 
decreased with time. Note that even though 
there was growth in the memory size of the 
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Figure 11. DECsystem-10 primary 

memory price per word versus time. 

monitor of 25 percent per year, there was a pos­
itive improvement in the memory price per­
formance. In reality, many functions for which 
the user was explicitly responsible were moved 
to the Monitor as basic operations. A similar 
plot for secondary memory prices is given in 
Figure 12. 

CONCLUSIONS 
We believe the existence of the DECsystem-

10 has been beneficial to the many environ­
ments for which it has provided real-time and 
interactive computation, including the com­
puter science and computer engineering com-
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Figure 12. DECsystem-10 secondary memory price per 
Mwords versus time. 

mumtles. In turn, we have tried to respond to 
the needs of these users. Its existence has also 
been a positive force in encouraging alternative, 
competitive products in what otherwise might 
have been a dull, batch environment. The sys­
tem has also been used by and influenced mini­
computer (and now microcomputer) 
development, including: hardware technology 
(e.g., wire-wrap), support for machine devel­
opment (including simulation), and exemplary 
design leading to timesharing systems (e.g., 
DEC's TSSj8, RSTS) and user environments 
(e.g., RT-II and microcomputer systems). 

We believe the key to the lO's longevity is its 
basically simple, clean structure with ade­
quately large (one Mbyte) address space. In this 
way, it has evolved easily with use and with 
technology. An equally significant factor in its 
success is a single operating system environ­
ment enabling user program sharing among all 
machines. The machine has thus attracted users 
who have built significant languages and appli­
cations in a variety of environments. These 
user-developers are, therefore, the dominant 
system architects-implementors. 

In retrospect, the machine turned out to be 
larger and further from a minicomputer than 
we had expected. As such, it could easily have 
died or destroyed the tiny DEC organization 
that started it. We hope that this paper has pro­
vided insight into the interactions of its devel­
opment. 
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An ISPS Primer for the 
Instruction Set Processor Notation 

MARIO BAR BACCI 

This appendix introduces the reader to the ISPS notation. Although some de­
tails have been excluded, it covers enough of the language to provide a "reading" 
capability. Thus, although the primer by itself might not be sufficient to allow 
writing ISPS descriptions, it should be detailed enough to permit the reading and 
study of complex descriptions. We use the PDP-8 ISPS description as a source of 
examples. 

In the presentation of the PDP-8 registers and data-types the following conven­
tions are used: (1) names in upper case correspond to physical components on the 
PDP-8 (e.g., program counter, interrupt lines, etc.); (2) names in lower case do not 
have correspondent physical components (e.g., instruction mnemonics, instruc­
tion fields, etc.). 

INSTRUCTION SET PROCESSOR DESCRIPTIONS 

To describe the instruction set processor (ISP) of a computer, or any machine, 
the operations, instructions, data-types, and interpretation rules used in the ma­
chine need to be defined. These are introduced gradually as the primary memory 
state, the processor state, and the interpretation cycle are described. Primary 
memory is not, in a strict sense, part of the ISP, but it plays such an important 
role in its operation that it is typically included in the description. In general, 
data-types (integers, floating-point numbers, characters, addresses, etc.) are ab­
stractions of the contents of the machine registers and memories. One data-type 
that requires explicit treatment is the instruction, and the interpretation of in­
structions are explored in great detail. 
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Memory State 

The description of the PDP-8 begins by specifying the primary memory that is 
used to store data and instructions: 

M\Memory[0:4095] <0: 11 >; 

The primary memory is declared as an array of 4,096 words, each 12 bits wide. 
The memory has a name (M) and an alias (Memory). These aliases are a special 
form of a comment and are useful for indicating the meaning or usage of a regis­
ter's name. As in most programming languages, ISPS identifiers consist of letters 
and digits, beginning with a letter. The period character (.) is also allowed, to 
increase the readability. The expression [0:4095] describes the structure of the 
array. It declares the size (4,096 words) and the names of the words (0,1, ... , 
4094,4095). 

The expression <0: 11 > describes the structure of each individual word. It de­
clares the size (12 bits) and the names of the bits (0,1, ... ,10,11).* 

Memory is divided into 128-word pages. Page zero is used for holding global 
variables and can be accessed directly by each instruction. Locations 8 through 15 
of page zero have the special property called auto indexing: when accessed in­
directly, the content of the location is incremented by 1. These regions of mem­
ory can be described as part of M as follows: 

P.O\Page.Zero[O: 127] <0: 11 > 
A.I\Auto.Index[0:7]<0: 11 > 

:= M[0:127]<0:11>, 
: = M [8: 15] < 0: 11 > , 

The word (and bit) naming conventions on the left-hand side of a field declara­
tion are independent from the word (bit) names used on the right-hand side. 
A.I[O] corresponds to M[8], A.I[I] corresponds to M[9], and so on. 

Processor State 

The processor state is defined by a collection of registers used to store data, 
instructions, condition codes, and so on during the instruction interpretation 
cycle. 

The PDP-8 has a I-bit register (L) which contains the overflow or carry gener­
ated by the arithmetic operations, and a 12-bit register (Ae) which contains the 
result of the arithmetic and logic operations. The concatenation of Land AC 

* It should be noted that bit and word "names" are precisely that, i.e., identifiers for the sub­
components of a memory structure. These "names" do not necessarily indicate the relative position 
of the subcomponents. Thus, R<7:3> is a valid definition of a 5-bit register. The fact that the five 
bits are "named" 7,6,5,4, and 3 should not be confused with the 7th, 6th, etc., positions inside the 
register. Thus, bit 7 is the leftmost bit, bit 6 is located in the next position toward its right, etc., while 
bit 3 is the rightmost bit. 
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constitutes an extended accumulator LAC. The structure of the extended accu­
mulator is shown below: 

LAC<0:12>, 
L\Link<> 
AC\Accumulator<O: 11 > 

:= LAC<O>, 
:= LAC<I:12>, 

The expression < > indicates a single, unnamed bit (L is only one bit long and 
there is no need to specify a name for it.) 

The Program Counter (PC) is used to store the address of the current instruc­
tion being executed as the machine steps through a program: 

PC\Program.Counter<O: 11>, 

Twelve bits are needed in the PC to address all 4,096 locations of primary mem­
ory. 

In the PDP-8, I/O devices are allowed to interrupt the central processor. When 
a device requires service from the central processor, it emulates a subroutine call, 
forcing the processor to execute an appropriate I/O subroutine. The presence of 
an interrupt request is indicated by setting the INTERRUPT.REQUEST flag. 
The processor can honor these requests or not, depending on the setting of the 
INTERRUPT. ENABLE bit: 

INTERRUPT.ENABLE< >, 
INTERRUPT.REQUEST< >, 

There are 12 console switches which can be read by the processor. These 
switches are treated as a 12-bit register by the central processor: 

SWITCHES<O: 11 >, 

I nstruction Format 

As is the case with most data-types and registers on the PDP-8, instructions are 
12 bits long: 

i\instruction <0: 11>, 

An instruction is a special kind of data-type. It is really an aggregate of smaller 
information units (operation codes, address modes, operand addresses, etc.). The 
structure of the instructions must be exposed by describing the format. Most 
PDP-8 instructions contain an operation code and an operand address: 

op \operation.code<0:2> 
ib\indirect.bit< > 
pb\page.O.bit< > 
pa \page.address <0:6 > 

:= i<0:2>, 
:= i<3>, 
:= i<4>, 
:= i<5:11>, 
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The abstractions op, ib, pb, and pa allow the treatment of selected fields of the 
PDP-8 instructions as individual entities. 

PARTITIONING THE DESCRIPTION 

In ISPS, a description can be divided into sections of the form: 

** section.name ** 
< declaration> , 
<declaration> , 

** section.name ** 
<declaration> , 
<declaration> , 

Each section begins with a header, an identifier enclosed between ** and **. A 
section consists of a list of declarations separated by commas. Section names are 
not reserved keywords in the language; they are used to convey to the users of the 
description some information about the entities declared inside the section. The 
register and memory declarations presented so far could be grouped into the fol­
lowing sections: 

** Memory.State ** 

M\Memory[0:4095]<0: II >, 
P.O\Page.Zero[O: 127]<0: II > 
A.I\Auto.Index[0:7] <0: I I> 

** Processor .State ** 

LAC<0:12>, 
L\Link<> 
AC\Accumulator<O:ll> 

PC\Program.Counter<O: 11 >, 
RUN< >, 
INTERRUPT.ENABLE< >, 
INTERRUPT.REQUEST< >, 
SWITCHES<O: 11 >, 

:= LAC<O>, 
:= LAC<1:12>, 

:= M[0:127]<0:11>, 
:= M[8:15]<0:ll>, 
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** Instruction.Format ** 

i\instruction <0: 11>, 
op\operation.code<0:2> 
ib \indirect. bit < > 
pb\page.O.bit< > 
pa \page.address<0:6> 
10.SELECT <0:5> 
io.control<0:2> 

10.PULSE.Pl < > 
10.PULSE.P2< > 
10.PULSE.P4< > 

sma< > 
spa< > 
sza< > 
sna< > 
snl< > 
szl< > 
is< > 
group< > 
cla< > 
cll< > 
cma< > 
cml< > 
rar< > 
ral< > 
rt< > 
iac< > 
osr< > 

hlt< > 

:= i<0:2>, 
:= i<3>, 
:= i<4>, 
:= i<5:11>, 
:= i<3:S>, 
:= i<9:11>, 
:= io.control<O>, 
: = io.control < 1 >, 
:= io.control<2>, 

:= i<5>, 
:= i<5>, 
:= i<6>, 
:= i<6>, 
:= i<7>, 
:= i<7>, 
:= i<S>, 
:= i<3>, 
:= i<4>, 
:= i<5>, 
:= i<6>, 
:= i<7>, 
:= i<S>, 
:= i<9>, 
:= i<10>, 
:= i<II>, 
:= i<9>, 

:= i<10>, 

! device select 
! device operation 

! skip on minus AC 
! skip on positive AC 
! skip on zero A C 
! skip on AC not zero 
! skip on L not zero 
! skip on L zero 
! invert skip sense 
! microinstruction group 
! clear AC 
! clear L 
! complement AC 
! complement L 
! rotate right 
! rotate left 
! rotate twice 
! increment AC 
! logical or AC with 
! SWITCHES 
! halt the processor 

A few more field declarations have been added. These are used to interpret the 
I/O and Operate instructions. The PDP-S I/O instruction uses the 9 bits of ad­
dressing information to specify operations for the I/O devices. These 9 bits are 
divided into a device selector field (6 bits, 10.SELECT <0:5» and a device oper­
ation field (3 bits, io.control <0:2». Note that several alternate field declarations 
may be associated with the same portion of a register or data-type, thus adding 
flexibility to the description. Comments can be used to provide additional infor­
mation to the reader. A comment is indicated by an exclamation point (!), and all 
characters following (!) to the end of the line are treated as commentary and not 
as part of the description. The PDP-S Operate instruction's address field is not 
interpreted as an address but as a list of suboperations. (Additional details can be 
found in the DEC PDP-S processor manuals.) 
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EFFECTIVE ADDRESS 

The effective address computation is an algorithm that computes addresses of 
data and instructions: 

** Effective.Address ** 

lasLpc<O: 11 >, 

eadd\effective.address<O: 11> : = Begin 
Decode pb => Begin 

o :=Begin 
eadd ='00000 @ pa, ! Page Zero 
End 

:=Begin 
eadd = lasLpc<O:4> @ pa 
End 

End Next 
If Not ib => Leave eadd Next 
lfeadd<0:8> Eqv #001 =9 Begin 

M[eadd] = M[eadd] + 1 Next 
End 

eadd = M [eadd] 
End, 

! Current Page 

! Auto Index 

Since the memory of the machine is 4096 words long, addresses have to be 12 
bits long. Of the 12 bits in an instruction, 3 bits have been allocated for the oper­
ation code (op), and there are only 9 bits (ib, pb, and pa) in the instruction register 
left for addressing information. These bits, together with some other portions of 
the processor state, are interpreted by the algorithm to yield the necessary 12 bits 
of addressing. 

Address Computation 

Instructions and data tend to be accessed sequentially or within address clus­
ters. This property is called locality. The PDP-8 memory is logically divided into 
32 pages of 128 words each. The concept of locality of memory references is used 
to reduce the addressing information by assuming that data are usually in the 
same page as the instructions that reference them. The pa portion of an instruc­
tion is the address within the current page. The pb portion on an instruction is 
used as an escape mechanism to indicate WRen pa is t-o be used as an address 
within page 0 (M[O: 127]) instead of the current page. The address of the current 
instruction is contained in lasLpc and is used to compute the current page num­
ber. 
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The first step of the aigorithm, 

Decode pb 9 Begin 
o :=Begin 

eadd = '00000 @ pa, * 
End 

:=Begin 
eadd = last.pc<O:4> @ pa 
End 

End Next 

! Page Zero 

! Current Page 

indicates a group of alternative actions, to be selected according to the value of 
the expression following the Decode operator. The alternatives appear enclosed 
between Begin and End and are separated by the comma character (,). The expres­
sions (0 : =) and (1 : =) are used to label the statements with the corresponding 
value of pb. The alternative statements can be left unnumbered, in which case 
they are treated as if they were labelled (0: =), (l: =), (2: = ), ... , etc. 

The effective address (eadd) is built by concatenating a page number with the 
page address (pa). The at sign character (@) of the operator is used to indicate 
concatenation of operands. If pb is equal to 0, page 0 is used in the computation. 
If pb is equal to 1, the current page number is used instead. 

Constants prefixed with the single quote character (') represent binary num­
bers. For example, '00000 represents a 5-bit string which is concatenated with the 
7 bits of pa to yield the 12 bits needed. 

The expression <0:4> is used to select bits 0, .. ,4 of last. pc. These 5 bits contain 
·the current page number, and, together with the 7 bits ofpa, yield the necessary 12 
bits. 

I ndirect Addresses 

A full 12-bit target address can be stored in a memory location used as a 
pointer, and the instruction only needs to specify the address of this pointer loca­
tion. Indirect addresses are specified via a bit in the instruction register (ib) that 
indicates whether the address is direct (ib=O) or indirect (ib= 1). 

The second step of the algorithm, 

If Not ib => Leave eadd Next 

is separated from the previous by the operator Next. The statement(s) preceding 
Next must be completed before the statement following it can be executed. The 

* The transfer operator (=) modifies the memory or register specified on its left-hand side. If the right­
hand side has more bits than the left-hand side, the right-hand side is truncated to the proper size by 
dropping the leftmost extra bits. If the right-hand side is shorter, enough 0 bits are added on its left 
until the length of the left-hand side is matched. Thus, the first conditional statement can be written 
as 0 := eadd = pa. 
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first step computed a preliminary effective address. The second step tests the value 
of ib and if it is equal to 0, then the preliminary effective address is used as the real 
effective address. If ib is equal to 1, the preliminary effective address is used to 
access a memory location which contains the real effective address. In the former 
case, the expression Leave eadd is used to indicate the termination of the pro­
cedure (this is similar to a RETURN statement in many programming lan­
guages). 

Auto Indexing 

Constants prefixed with the number sign (#) represent octal numbers. For ex­
ample, #001 represents the following 9-bit string: '000000001. The procedure 
treats indirect addresses as special cases. If a preliminary effective address in the 
range #0010:#0017 (8:15) is used as an indirect address (ib = 1), the memory 
location is first incremented and the new value used as the indirect address: 

If eadd <0:8 > Eqv #00 1 =$> Begin 
M[eadd] = M[eadd] + 1 Next 
End 

eadd = M[eadd] 

! Auto Index 

By comparing the high order bits of eadd with #001 and ignoring the lower 3 
bits, we are in fact specifying a range of addresses (#0010, #0011, #0012, ... , #0017). 
Memory locations #0010:#0017 constitute the auto indexing registers. 

Regardless of whether auto indexing takes place or not, the last step of the 
algorithm uses the preliminary effective address (which could have been modified 
by auto indexing) as the address of a memory location which contains the real 
effective address: eadd = M[eadd]. 

INSTRUCTION INTERPRETATION 

The instruction interpretation section describes the instruction cycle, i.e., the 
fetching, decoding, and executing of instructions. 

** Instruction.Interpretation ** 

interpret : = Begin 
Repeat Begin 

i = M[PC]; lasLpc = PC Next 
PC = PC + 1 Nexi 
execute( ) Next 
IfINTERRUPT.ENABLE And INTERRUPT. REQUEST =$> Begin 

M[O] = PC Next 
PC = 1 
End 

End 
End, 
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The instruction cycle is described by a loop. The Repeat operator precedes a 
block of statements that are to be continuously executed. The instruction cycle of 
the machine consists of four steps: 

l. A new instruction is fetched (i = M[PC]). 
2. The program counter is incremented (PC = PC + 1). It now points to the 

next instruction. Under normal circumstances (i.e. unless a Jump takes 
place), this will be the instruction to be executed nexL 

3. The instruction is executed (execute( ». 
4. Interrupt requests, if allowed, are honored. The cycle is then repeated. 

The semicolon (;) separator is used to indicate concurrency, i.e., two statements 
separated by (;) are executed concurrently: 

i = M[PC]; lasLpc = PC Next 

Notice how the value of the program counter is saved in lasLpc before it is 
incremented. The effective address procedure relies on the fact that last.pc con­
tains the address of the current instruction. 

The execute procedure describes the individual instructions: 

execute : = Begin 
Decode op ~ Begin 

#O\and := AC = AC And M[eadd( )], 
#1 \tad := LAC = LAC + M[eadd()], 
#2\isz : = Begin 

M[eadd] = M[eadd( )] + 1 Next 
IfM[eadd] Eql 0 ~ PC = PC + 1 
End, 

#3\dca := Begin 
M[eadd( )] = AC Next 
AC=O 
End, 

#4\jms 
M[eadd( )] = PC Next 
PC = EADD + 1 
End, 

#5\jmp 
#6\iot 
#7\opr 
End 

End, 

:= Begin 

:= PC = eadd(), 
: = inpuLoutput( ), 
: = operate( ) 
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Instruction mnemonics can be specified as aliases for the constants used to 
specify the operation codes: 

#3\dca : = Begin 
M[eadd( )] = AC Next 
AC =0 
End, 

Operation Code O\and: Logical And 

If the operation code is equal to 0, the contents of the Accumulator (excluding 
the L bit) are replaced by the logical product of the Accumulator and a memory 
location. To indicate that the effective address computation must be executed in 
order to obtain the memory address, eadd( ) is used. 

Operation Code 1 \tad: Two's Complement Add 

The tad instruction follows the pattern of the previous instruction. Notice, 
however, that the complete Accumulator (including the L bit) is involved in the 
operation. The L bit contains the overflow or carry out of the sign position of AC. 

Operation Code 2\isz: Increment and Skip if Zero 

This instruction is described in two consecutive steps. The first step indicates 
that some memory location, specified by the effective address computation, will 
be incremented by 1. Notice the different uses of eadd in the statement: 

M[eadd] = M[eadd()] + 1 Next 

The effective address is computed once, eadd(), and is used to fetch the mem­
ory location, M[eadd( )]. The result of the addition must be stored back in the 
same memory location. This is indicated by using the effective address register, 
eadd, on the left-hand side, M[eadd]. The eadd already contains the correct ad­
dress, and there is no need to recompute it. In fact, because of the auto indexing 
operations performed during the effective address computation, the effective ad­
dress must be computed precisely once. 

The second step of the instruction, 

IfM[eadd] Eql 0 => PC = PC + 1 

tests the result of the addition. If the result is equal to 0, the program counter is 
incremented by one, thus in effect, skipping over the next instruction in sequence. 
Once again, eadd is used instead of eadd( ) to avoid undesirable side-effects. 
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Operation Code 3\dca: Deposit and Clear Accumulator 

This instruction deposits the Accumulator in a memory location and then 
clears the Accumulator (excluding the L bit). 

Operation Code 4\jms: Jump to Subroutine 

This instruction alters the normal sequence of instructions by modifying the 
Program Counter so that the next instruction will not be the one following the 
current instruction, but the one located at a memory location specified by the 
effective address. The Program Counter is stored into the location preceding the 
subroutine code (the result of eadd( )). The Program Counter is then modified to 
point to the first instruction of the subroutine (eadd + I). 

Operation Code 5\jmp: Jump 

This instruction also modifies the normal sequence of instructions. It can be 
used to jump to disjoint pieces of code. If we use ib = 1 and specify the address of 
the location preceding the subroutine, the result of the effective address com­
putation yields the return address that was stored by the subroutine call. 

Operation Code 6\iot: Input/Output 

The input.output procedure describes two specific cases of I/O instruction, 
namely, those used to control the interrupt mechanism: 

input.output : = Begin 
Decodei<3:11> => Begin 

#001 \ion : = Begin 
INTERRUPT. ENABLE = 1 Next 
Restart interpret 
End, 

#002\iof : = Begin 
INTERRUPT.ENABLE = 0 
End, 

Otherwise 
End 

End, 

:= No.Op() 

! turn Interrupt ON 

! turn Interrupt OFF 

! not implemented 

The Otherwise operation can be specified in a Decode operation to indicate a 
default action to be executed if none of the explicitly named cases (#001 or #002) 
apply. All other I/O operations default to a predefined ISPS procedure 
(No.Op( )). This is done simply to keep the examples within the space limitations 
of this appendix. 
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I/O operation #002 disables interrupts. It typically occurs as the first instruc­
tion of an interrupt handling routine. I/O operation #001 enables interrupts. It 
typically occurs at the end of an interrupt handling subroutine. Its effect is de­
layed for one instruction (the return from the subroutine) to avoid losing the 
return address if an interrupt were to occur immediately. This is achieved by 
skipping over the last portion of the instruction interpretation cycle: 

If INTERRUPT.ENABLE And INTERRUPT.REQUEST ~ .... 

The Restart interpret operation is used to indicate a return from the in­
puLoutput procedure, not to the place from were it was invoked (inside execute), 
but to the beginning of the interpret procedure, thus bypassing the interrupt 
trapping for one instruction. 

Operation Code 7\opr: Operate 

The Operate instruction encodes a large number of primitive micro-operations 
in the address bits of an instruction. Some bits (e.g., cla) represent a micro-oper­
ation by themselves. Others (e.g., rt and ral) jointly represent a micro-operation. 
There are several 'conditional skip micro-operations. These are grouped in a sepa­
rate procedure for readability: 

skip< >, 

skip.group := Begin 
skip = 0 Next 
Decode is => Begin 

o := Begin 
If snl And (L Eqll) ~ skip = 1; 
If sza And (AC Eql 0) ~ skip = 1; 
If sma And (AC Lss 0) ~ skip = 1 
End, 

:= Begin 
IF szl@sna@spa Eql 0 ~ skip = 1; 
If szl And (L Eql 0) =s> skip = i; 
If sna And (AC Neq 0) ~ skip = 1; 
If spa And (AC Geq 0) ~ skip = 1 
End 

End Next 
If skip ~ PC = PC + 1 
End, 

! invert skip condition 

! Skip 
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operate := Begin 
Decode group => Begin 

o := Begin 
Ifcla => AC = 0; 
If ell 9 L = o Next 
If cma ~ AC = Not AC; 
Ifcml => L = Not LNext 
Ifiac => LAC = LAC + 1 Next 
Decode rt 9 Begin 

o := Begin 
Ifral 9 LAC = LAC SIr 1; 
If rar 9 LAC = LAC Srr 1 
End, 

:= Begin 
Ifral 9 LAC = LAC SIr 2; 
Ifrar 9 LAC = LAC Srr 2 
End 

End 
End, 

:= Begin 
Decode i < 11 > 9 Begin 

o := Begin 
skip.group( ) Next 
Ifcla 9 AC = 0 Next 
Ifosr 9 AC = ACOr SWITCHES; 
Ifhlt 9 RUN = 0 
End,· 

:= Begin 
Ifcla 9 AC = 0 Next 
No.Op( ) 
End 

End 
End 

End 
End 

! group 1 

! rotate once or twice 
! once 

! twice 

! groups 2 and 3 

! group 2 

! group 3 

! eae group 

Several micro-operations can appear in the same instruction. Not all com­
binations are legal or useful. Micro-operations are executed at different points in 
time thus allowing sequences of transformations applied to the Accumulator 
and/or link bit. For instance, in the group 1 micro-operations, clearing AC/L is 
done before complementing them; this is done before incrementing the combined 
L@AC (LAC) register; and this in turn precedes the rotation of L@AC. 
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OTHER FEATURES OF ISPS 

Not all the features of the notation have been presented in the example. This 
section attempts to provide a list of the missing operations to aid understanding 
of the larger descriptions in the book. A detailed explanation of the complete 
language is in the reference manual [Barbacci et al., 1977]. 

Constants 

In general, a constant is a sequence of characters drawn from some alphabet 
determined by the base of the constant. The base of a nondecimal constant is 
given by a prefix character. The alphabets for the predefined bases in ISPS are: 

Base Prefix Alphabet 
2 0,1,? 
8 # 0,1,2,3,4,5,6,7,? 

0,1,2,3,4,5,6,7,8,9,? 
0,1,2,3,4,5,6,7 ,8,9,A,B,C,D,E,F,? 

10 
16 

The question mark character (?) can be used to specify a "don't care" digit. Its 
presence stands for any digit in the corresponding alphabet. 

The length of a constant is measured in bits. Decimal constants are one bit 
longer than the smallest number of bits needed to represent its value (beware that 
the use of "don't care" (?) decimal digits results in constants of unspecified 
length). Binary constants have one bit for each digit explicitly written. Octal con­
stants have three bits for each digit explicitly written. Hexadecimal constants have 
four bits for each digit explicitly written: 

Example Length Bit Pattern 

"1000 16 0001000000000000 
15 5 01111 
#17 6 001111 
0 2 00 
'0?101 5 0?101 
#?2 6 ???010 

Arithmetic Representation 

ISPS allows the user to specify arithmetic operations in four different represen­
tations: two's complement, one's complement, sign magnitude, and unsigned 
magnitude (the default is two's complement). To specify a different representa­
tion, the following modifiers can be used: 

{TCI two's complement 
{OCI one's complement 
{SMI sign magnitude 
{USI unsigned magnitude 
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In all the signed representations, the sign bit is the leftmost position of the 
operand (l for negative numbers, 0 for positive numbers). The above modifiers 
can be attached to any arithmetic or relational operator to override a default. 
They can also be attached to a procedure declaration to set a default throughout 
the body. When attached to a section name the default applies to all the declara-
tions in the section: 

test := Begin laC} ! Default for the body 

End, 

** Section.l ** ITC} ! Default for the section 

x = y+ ISM}Z ! Instance 

Always remember that the arithmetic representation is a property of the oper­
ator, not the operand. Thus, the same bit pattern can be treated as a two's com­
plement or an unsigned integer depending on the arithmetic context in which it is 
used. 

Sign Extension 

All ISPS data operators define results whose length is determined by both the 
lengths of the operands and the specific operator. Some operations require that 
their operands be of the same length. This is usually accomplished by sign-extend­
ing the operands. In the context of unsigned magnitude arithmetic, sign-extension 
is interpreted as zero-extension (i.e., padding with O's on the left). In one's and 
two's complement arithmetic, the expansion is done by replication of the sign bit. 
In sign magnitude arithmetic, the expansion is done by inserting Os between the 
sign bit and the most significant bit of the operand. 

Data Operators (in order of precedence) 

Negation and Complement: -, NOT 

Unary - generates the arithmetic complement of the operand (the operation is 
invalid in unsigned arithmetic). The result is one bit longer than the oper­
and. The NOT operator generates the logical complement of the operand. 
The result has the same length as the operand. 

Concatenation: @ 

The @ operator concatenates the two operands. The length of the result is 
the sum of the lengths of the operands. 
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Shift and Rotate: SIO, Sll, SId, SIr, SrO, Sri, Srd, Srr 

These operators shift or rotate the left operand the number of places speci­
fied by the right operand. The result has the same length as the left operand. 

The operators have the format Sxy where x is either l(eft) or r(ight) to in­
dicate the direction of movement. The y is either 0, 1, d(uplicate), or 
r(otate), to indicate the source of bits to be shifted in. Sxl shifts its left 
operand, inserting Is in the vacant positions. SxO is similar to Sxl, but in­
serts Os. Sxd inserts copies of the bit leaving the position to be vacated (not 
the bit being shifted out). Sxr inserts copies of the bit being shifted out (i.e., 
rotates the left operand). 

Multiplication, Division, and Remainder: *, /, MOD 

These operators compute the arithmetic product, quotient, and remainder 
of the two operands, respectively. The lengths of the results are: 

Operation 

* 
/ 
MOD 

Length of Result 

Sum of lengths 
Left Operand (dividend) 
Right Operand (divisor) 

Addition and Subtraction: +, -

The + and - operators compute the arithmetic sum and difference of the 
two operands, respectively. The shortest operand is sign-extended, and the 
result is one bit longer than the largest operand. 

Relational Operations: Eql, Neq, Lss, Leq, Gtr, Geq, Tst 

These operations perform an arithmetic comparison between the two oper­
ands. The shortest operand is sign-extended, and the result is either 1 or 2 
bits long. The first six operators (i.e., all except Tst) produce a I-bit result 
indicating whether the relation is True (1) or False (0). The Tst operator 
produces a 2-bit result indicating whether the relation between the left and 
right operands is Lss (0), Eql (1), or Gtr (2). 

Conjunction and Equivalence: And; Eqv 

These operators produce the logical product and coincidence operations of 
the two operands. The shortest operand is zero-extended, and the result is as 
long as the largest operand. 
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Disjunction and Nonequivalence: Or, Xor 

These operators produce the logical sum and difference operations of the 
two operands. The shortest operand is zero-extended, and the result is as 
long as the largest operand. 

Logical and Arithmetic Assignment: =, ~ 

The logical assignment operator (=) truncates or zero-extends the source 
(right operand) to match the length of the destination (left operand). The 
arithmetic assignment operator (~) truncates or sign-extends the source to 
match the length of the destination. 





The PMS Notation 
J. CRAIG MUDGE 

The PMS notation provides a structural representation of a digital computer 
system as a graph which has the system's components as the nodes and informa­
tion flows along the branches. These aspects of a digital computer system level 
provide a description of the gross structure, including the amounts of information 
held in various componems, the distribution of control that accomplishes these 
flows, and other interesting parameters (e.g., technology, function, cost, reliabil­
ity). Only those aspects of the notation that are used in this book are described; a 
complete description is given in Bell and Newell [1971]. 

PMS PRIMITIVES 

In PMS there are seven basic component types, each distinguished by the kinds 
of operations it performs: 

Memory, M. A component that holds or stores information (i.e., i-units) over 
time. Its operations are reading i-units out of the memory and writing i-units into 
the memory. Each memory that holds more than a single i-unit has associated 
with it an addressing system by means of which particular i-units can be desig­
nated or selected. A memory can also be considered as a switch to a n urn ber of 
submemories. The i-units are not changed in any way by being stored in a mem­
ory. 

Link, L. A component that transfers information (i.e., i-units) from one place 
to another in a computer system. It has fixed ports. The operation is that of 
transmitting an i-unit (or a sequence of them) from the component at one port to 
the component at the other. Again, except for the change in spatial position, there 
is no change of any sort in the i-units. 

537 
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Control, K. A component that evokes the operations of other components in 
the system. All other components are taken to consist of a set of discrete oper­
ations, each of which, when evoked, accomplishes some discrete transformation 
of state. 

With the exception of a processor, P, all other components are essentially pas­
sive and require some other active agent (a K) to set them into sma]] episodes of 
activity. 

Switch, S. A component that constructs a link between other components. 
Each switch has associated with it a set of possible links, and its operations consist 
of setting some of these links and breaking others. 

Transducer, T. A component that changes the i-unit used to encode a given 
meaning (i.e., a given referent). The change may involve the medium used to 
encode the basic bits (e.g., voltage levels to magnetic flux, or voltage levels to 
holes in a paper card), or it may involve the structure of the i-unit (e.g., bit-serial 
to bit-parallel). Note that T's are meaning-preserving (in number of bits), since 
the encodings of the (invariant) meaning need not be equally optimal. 

Data-operation, D. A component that produces i-units with new meanings. It 
is this component that accomplishes all the data-operations, e.g., arithmetic, 
logic, shifting, etc. 

Processor, P. A component that is capable of interpreting a program in order 
IO execute a sequence of operations. It consists of a set of operations of the types 
already mentioned (M, L, K, S, T, and D) with the control necessary to obtain 
instructions from a memory and interpret them as operations to be carried out. 

Each component has a set of attributes and associated values and takes on the 
form: 

There are alternative, shorthand ways of saying the same thing when the attri­
bute names are clear. For example: 

M(function:primary) Complete specification. 

M(primary) Drop the attribute name function, since it can be inferred 
from the value. 

M.primary A value can be concatenated with a component name us­
ing a dot convention. 

M.p Use an explicitly given abbreviation, namely, primary\p 
(only if it is not ambiguous). 
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~.-

WHERE: 

L\ Link (e.g .• Unibus) 
Kio\ I/O Controller 
Mc\M.cache .cache memory 
Mp\M.primary\primary or program memory (e.g .• core) 
Ms\M.secondary'"secondary memory (e.g .• disk) 
Mt\M.tertiary 
Pc\P.central\central processor 
S\Switch (e.g .• multiplexer) 
T\Transducer (e.g .• typewriter) 

Figure 1. An example of a PMS diagram of a computer, C. 

Drop the concatenation if it is not needed to recover the 
component name. 

Components of the seven types can be connected to make stored program com­
puters, abbreviated by C, as shown in Figure 1. 





Performance 
C. GORDON BELL, J. CRAIG MUDGE 

and JOHN E. McNAMARA 

Performance parameters are a combination of architecture (the ISP), hardware 
implementation, and resources (the PMS structure) being acted on by programs 
(the use). Simplistic hardware measures, such as instruction times, can be used to 
characterize machine performance for many cases. However, the ultimate per­
formance parameters have to be based on actual use parameters, otherwise there 
is no way to correlate the primitive hardware measures to real performance. 
Benchmarks of synthetic or real workload provide the only real test by which 
performance can be compared. These might include standardized benchmarks 
such as Whetstones for the algorithmic scientific languages and COBOL bench­
marks for commercial applications. 

When one measures performance, there is a tacit assumption that sufficient 
software exists to exploit a hardware structure, and that the transformation from 
the basic hardware machine (the macromachine) to the user machine (as provided 
by a language such as COBOL or FORTRAN) is relatively constant across vari­
ous architectures. As each level is crossed, a transformation requiring com­
putational work takes place. The form of the work with compiled languages is 
direct execution via the processor and run-time support program. With inter­
preted languages, the processor executes an interpretation program which in­
directly interprets the data (i.e., final program). 

At the lowest level, the internal micromachine provides the architectural fa­
cade, the ISP, operating at roughly 10 times the speed of the macromachine. 
Thus, a macromachine executing 1 million instructions per second may have an 
effective microcycle time of 100 nanoseconds for executing 10 million micro­
instructions per second. At the next level, a macromachine (lSP) executing 1 mil­
lion instructions per second is capable of perhaps 0.1 to 0.25 million higher level 
FORTRAN language statements (instructions) per second depending on the mix 
of built-in functions and external functions called. 

541 
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It is difficult to use the simplistic constant ratio measures across each level-of­
interpretation when comparing machines of differing classes (e.g., micro to super) 
because there is no consistency of data-types (e.g., micros started out with no 
built-in real arithmetic at a time when minis included them). However, for ma­
chines within a class (e.g., mini) where the data-types are implied by the class 
name, simplistic comparison is probably all right, since the two machines most 
likely have about the same data-types. Hence a count of the number of data-types 
reflecting the built-in operations is one of the more significant architectural per­
formance indicators, whether it be for a micromachine, macromachine, or a lan­
guage machine. 

PMS (RESOURCES) PERFORMANCE PARAMETERS 

The PMS structure, with the corresponding attributes determining perform­
ance (memory cycle time, processor execution rate), provides the basis for under­
standing machines and comparing them with each other. Figure 1 gives a PMS 
diagram of a basic computer, with the parameters that, to a first approximation, 
characterize performance. Alternatively, one might use a more descriptive, or 
tabular, form; but the goal is to provide a structural/performance basis for defin­
ing parameters and comparing and specifying the finite resources of the computer 
so that performance can be determined against actual workload. 

It is imperative to consider the resource constraints and the effect of their inter­
action as each layer of a machine is designed. For example, a certain line printer 
requires buffer space (memory size) and central processing time which is then 
unavailable at the next machine level (e.g., FORTRAN). 

Bell and Newell [1971:52] argued that a machine (at any level) can be described 
with any number of parameters, and carried out the exercise for up to five param­
eters (Table 1). 

Information rate between the processor and memory is used as the processor 
speed indicator instead of the more conventional instructions per second. Com­
pound indicators such as the product of processor speed times memory size to 
indicate basic computational performance were not allowed. 

The example in Table 2 shows three different architectures with two implemen­
tations of a stack architecture. One has the stack in the primary memory (Mp), 
and the other assumes the stack is in the processor (Pc), using fast registers. The 
hardware implementations are held roughly constant (the processor to primary 
memory data rate) and the architecture is varied in order to compare the effect on 
performance. Note the difference in the various measures in what should funda­
mentally be about the same performance for a simple benchmark problem. 

The statement execution rate (the actual performance) is the highest for the 3-
address Illachine. In contrast, the conventional instructions per second measure 
shows the 3-address machine to have the lowest performance (by a factor of 4). A 
more subtle measure, operation rate, is correlated with the true benchmark state­
ment execution rate. It should be noted (ignoring the first machine, a stack ma­
chine with stack top in primary memory) that the information rate is a good 
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performance indicator compared to the conventional, but poor, instruction rate 
measure. For more unconventional machines, instructions per second tends to 
become a significantly poorer measure. The various vector/array machines (e.g., 
ILLIAC IV, CDC STAR, eRA Y-l) have single instructions to operate on at least 
64 operands per instruction; hence instructions per second would be a poor mea­
sure. Hand-heid caicuiators have singie instruciions such as Sin, Poiar-to-Carte­
sian coordinate conversion; using anything but a final benchmark problem would 
be unfair. Accesses per second used here are as a processor performance measure. 
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Table 1. Characterizing Computer Systems With 1, 2, 3, 4, or 5 Parameters 

Number of 
Parameters 
Allowed 

2 

3 

4 

5 

2 

Processor 
information 
rate 

Primary 
memory 
size 

THE MULTIPROCESSOR CASE 

3 4 5 

Processor 
operation 
rate 

Secondary 
memory 
size 

Processor 
word length 

Number 
of terminals 

For multiprocessors the number of processors times the memory accesses per 
second gives an approximate total. Processor speed can be computed more pre­
cisely by using the number of primary memory (Mp) modules and their data rate. 
For a system where the memory access time and the memory rewrite time equal 
the time for a processor to operate on a word, the performance is roughly [Stre­
cker, 1970]: 

Processor speed (in accesses per second) = (mit) X (1 - (1 - Ilm)P) 

where m = number of memory modules, p = number of processors, and t = the 
access time of a memory module. 

Note that when p = m = large, the performance reaches an asymptote: 

= mite X (lIe) 

In the case of mUltiprogramming systems (e.g., real-time, transaction, and time­
sharing), the time to switch from job to job is important if there is a high context 
switching rate. 

The memory sizes (in bytes) for both primary and secondary memory give the 
memory capability. The memory transfer rates are needed as secondary measures, 
especially to compute memory interference when multiple processors are used. 
This measure also permits system performance to be computed by subtracting the 



Table 2. Performance Metrics for Various Machines Interpreting the Expression, A +--- B + C 

Stack Stack 1 -Address or 
(top in Mp) (top in Pc) General Registers 

Program PUSH B PUSH B LOAD B 
PUSH C PUSH C ADDC 
ADD ADD STORE A 
POPA POPA 

Number of 4 4 3 
Instructions 

Accesses 40p + 3a + 6d 40p + 3a +3d 30p + 3a + 3d 

Program size 64 64 72 
(bits*) 

Bits accessed * 16 + 48 + 192 = 266 1 6 + 48 + 96 = 1 60 24 + 48 + 96 = 168 

Time to 0.5 + 1.5 + 6 = 8 0.5 + 1.5 + 3 = 5 0.75 + 1.5 + 3 = 5.25 
executet 
(microseconds) 

Statement 1/8=0.125M 1/5 = 0.2M 1/5.25 = 0.19M 
execution 
rate (actual 
performance) 

Operation 2/8 = 0.25M 2/5 = O.4M 2/5.25 = 0.38M 
rate 

Instruction 4/8 = 0.5M 4/5 = 0.8M 3/5.25 = 0.57M 
rate 

Processor 32M = 1 M 32M = 1 M 32M = 1 M 
instruction 
rate/word 
length 

* Assumes address (a) = 16 bits; data (d) = 32 bits; operation code (op) = 4,4,8, and 12 bits. 
t Assumes a memory limited processor which can access 32 bits per microsecond. 

3-Address 

ADD B,C,A 

10p + 3a + 3d 

60 

12 + 48 + 96 == 1 56 

0.37 + 1.5 + 3 = 4.87 

1/4.87 = 0.21 M 

2/4.87 = 0.421'.1 

1/4.87 = 0.211'.1 

32M = 1 M ""0 
m 
:0 
"Tl 
o 
:0 
s: 
):> 
z 
("') 
m 

01 
+::0 
01 
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secondary memory transfers and external interface transfers. For file systems 
which require multiple accesses to secondary memory for single items, the file 
access rate capability is needed in order to compute performance. Similarly, for 
multiprogrammed systems which use secondary memory to hold programs, the 
access rate is needed. 

Communications capability with humans, other computers, and other electron­
ically encoded processes are equally important structure and performance attri­
butes. Each channel (e.g., a typewriter) has a certain data rate and direction (full 
duplex for simultaneous two-way communication). Collectively, the data rates 
and the number of channels connected to each of the three different environments 
(people, computers, electronically encoded processes) signify quite different styles 
of computing capability, structure, and, ultimately, use. 

ISP (ARCHITECTURE) PARAMETERS 

While the hardware structure and operation rates are the principal performance 
determinants, the architecture is also important. Within a given machine class 
(say minis), architecture has little effect on performance if the data-types are em­
bedded. The values for the data-types dimension in order of increasing complexity 
are roughly: 

word 
integer 
bit vector 
instruction 
character 
floating or character string (depending upon scientific or commercial use) 
program (including lists, stacks) 
word vector 
arrays 

However, it is difficult to order the dimensions, except by complexity, because 
performance is determined by whether a given problem requires the embedded 
data-type. 

In the U. S. Defense Department's Computer Family Architecture (CFA) study 
[Barbacci et al., 1977a; Burr et al., 1977; Fuller et al., 1977a; Fuller et al., I977b] 
which leads to the selection of the PDP-II as the standard architecture, bench­
marking was used to compare several architectures. 

The measures were the number of bits statically required to encode the al­
gorithm (S measure) and the number of bits that dynamically flow between the 
processor and primary memory (M measure). A third measure gave the activity of 
the internal register processor (R measure). 

The benchmarks (see Table 3; from Fuller et al. [1977b: 149]), oriented to real­
time use were each programmed with assembly languages. The resultant pro­
grams were run on a simulator (instrumented to provide the S, M, and R mea­
sures) that interpreted the formal iSPS descriptions of the machines. 
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Table 3. Test Programs 

1. I/O kernel. four priority levels. Requires the processor to field interrupts from four devices, 
each of which has its own priority level. While one device is being processed, interrupts from 
higher priority devices are allowed. 

2. I/O kernel. FIFO processing. Also fields interrupts from four devices, but without consid-
eration of priority level. Instead, each inteiiupt causes a iequest for processing to be queued; 
requests are processed in FIFO order. While a request is being processed, interrupts from 
other devices are allowed. 

3. I/O device handler. Processes application programs' requests for I/O block transfers on a 
typical tape drive, and returns the status of the transfer upon completion. 

4. Large FFT. Computes the Fast Fourier Transform of a large vector of 32-bit floating-point 
numbers. This benchmark exercises the machine's floating point instructions, but principally 
tests its ability to manage a large address space. 

5. Character search. Searches a potentially large character string for the first occurrence of a 
potentially large argument string. It exercises the ability to move through character strings 
sequentially. 

6. Bit test. set. or reset. Tests the initial value of a bit within a bit string, then optionally sets or 
resets the bit. It tests one kind of bit manipulation. 

7. Runge-Kutta integration. Numerically integrates a simple differential equation using third­
order Runge-Kutta integration. It tests floating-point arithmetic. 

8. Linked list insertion. Inserts a new entry in a doubly linked list. It tests pointer manipulation. 
9. Quicksort. Sorts a potentially large vector of fixed-length strings using the Quicksort al­

gorithm. Like FFT, it tests the ability to manipulate a large address space. but it also tests the 
ability of the machine to support recursive routines. 

10. ASCII to floating point. Converts to ASCII string to a floating-point number. It exercises 
character-to-numeric conversion. 

i i. Boolean matrix transpose. Transposes a square. tightly packed bit matrix. It tests the ability 
to sequence through bit vectors by arbitrary increments. 

12. Virtual memory space exchange. Changes the virtual memory mapping context of the 
processor. 

The C FA project also developed a single architectural measure based on a 
weighted average of various ISP parameters. The weightings were determined by 
the CFA user community, and each parameter was evaluated in comparison with 
several competitive architectures. The parameters and their weights are given in 
Table 4 from [Fuller et al., 1977a: 140-144]. 

The measures are defined so that computer architectures maximize some and 
minimize others. The measures that an architecture should maximize are VI, V2, 
PI, P2, U, K, BI, B2, and D; the measures that should be kept to a minimum are 
CSt, CS2, CM 1, CM2, i, L, JI, and J2. In the composite measures, a maximal 
measure, the inverses of those measures to be minimized were used. 

Lloyd Dickman, of DEC, calculated the measures for four DEC computers as 
follows: 

VAX-ll 
PDP-8 

1.23 
1.09 

PDP-II 
PDP-IO 

1.03 
0.66 
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Table 4. Criteria for CF A Evaluation 

Absolute Criteria 

1. Virtual memory support. The architecture must support a virtual-to-physical translation 
mechanism. 

2. Protection. The architecture must have the capability to add new. experimental (i.e .. not 
fully debugged) programs that may include I/O without endangering reliable operation of 
existing programs. 

3. Floating-point support. The architecture must explicitly support one or more floating­
point data-types with at least one of the formats yielding more than 10 decimal digits of 
significance in the mantissa. 

4. Interrupts and traps. It must be possible to write a trap handler that is capable of 
executing a procedure to respond to any trap condition and then resume operation of the 
program. The architecture must be defined such that it is capable of resuming execution 
after any interrupt. 

5. Subsetability. At least the following components of an architecture must be able to be 
factored out of the full architecture: 
Virtual-to-physical address translation mechanism 
Floating-point instructions and registers (if separate from general-purpose registers) 
Decimal instructions set (if present in full architecture) 
Protection mechanism 

6. Multiprocessor support. The architecture must allow for multiprocessor configurations. 
Specifically. it must support some form of "test-and-set" instruction to allow the imple­
mentation of synchronization functions such as P and V. 

7. Controllability of I/O. A processor must be able to exercise control over any I/O proces­
sor and/or I/O controller. 

8. Extendability. The architecture must have some method for adding instructions to the 
architecture consistent with existing formats. There must be at least one undefined code 
point in the existing operation code space of the instruction formats. 

9. Read-only code. The architecture must allow programs to be kept in a read-only section 
of primary memory. 

Quantitative Criteria Weight (%) 

1. Virtual address space. 
V1: The size of the virtual address space in bits. 4.3 
V2: Number of addressable units in the virtual address space. 5.3 

2. Physical address space. 
P,: The size of physical address space in bits. 6.1 
P2: The number of addressable units in the physical address space. 5.1 

3. Fraction of instruction space unassigned. 6.0 
4. Size of central processor state. 

CS1: The number of bits in the processor state of the full architecture. 4.9 
CS2: The number of bits in the processor state of the minimum subset 3.7 
of the architecture (i.e .. without Floating-Point. Decimal. Protection. or 
Address Translation Registers) 
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Table 4. Criteria for CFA Evaluation (Cont) 

Quantitative Criteria Weight (%) 

CM1: The number of bits that must be transferred between the pro- 6.0 
cessor and primary memory to first save the processor state of the full 
architecture upon interruption and then restore the processor state 
prior to resumption. 
CM2: The measure analogous to CM1 for the minimum subset of the 4.5 
architecture. 

5. Virtualizability. 
K is unity if the architecture is virtualizable as defined in Popek and 5.6 
Goldberg 11974J; otherwise K is zero. 

6. Usage base. 
81: Number of computers delivered as of the latest date for which 3.1 
data exists prior to 1 June 1976. 
82: Total dollar value of the installed computer base as of the latest 2.5 
date for which data exists prior to 1 June 1976. 

7. I/O initiation. 
I: The minimum number of bits which must be transferred between 12.4 
main memory and any processor (central or liD) in order to output one 
8-bit to a standard peripheral device. 

8. Direct instruction addressability. 
D: The maximum number of bits of primary memory which one in- 10.2 
struction can directly address given a single base register which may 
be used but not modified. 

9. Maximum interrupt latency. 
Let L be the maximum number of bits that may need to be transferred 9.2 
between memory and any processor (CP. 10C. etc.) between the time 
an interrupt is requested and the time that the computer starts pro-
cessing that interrupt (given that interrupts are enabled). 

10. Subroutine linkage. 
J1: The number of bits that must be transferred between the processor 6.3 
and memory to save the user state. transfer to the called routine. re-
store the user state. and return to the calling routine. for the full archi-
tecture. No parameters are passed. 
J2: The analogous measure to CS 1 above for the minimum archi- 4.5 
tecture (e.g .. without Floating-Point registers). 

ACTUAL (COMPOUND PMS/ISP) PERFORMANCE MEASURE 

In order to measure the performance of a specific computer (e.g., a PDP-
11/55), it is necessary to know the ISP, the hardware performance, and the fre­
quency of use for the various instructions. The execution time T is the dot product 
of the fractional utilization of each instruction Ui times the time to execute each 
instruction Ti. 
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There are three ways to estimate the instruction utilization U and, hence, ob­
tain T - each providing increasingly better answers. The first defines either a 
typical or average instruction. The second uses standard benchmarks to charac­
terize a machine's performance precisely. In this way, machines can be compared 
with an absolute measure. Finally, since the actual use has not been characterized 
in terms of the standard benchmark (and may even be difficult to characterize in 
terms of it), a specific unique benchmark may be necessary. Such a character­
ization is quite possibly needed for real-time and transaction processing where 
computer selection and installation is predicated on the job. 

TYPICAL INSTRUCTIONS 
The simplest, single parameter of performance is the instruction time for some 

simple operation (e.g., add). These were used in the first two computer gener­
ations when high level languages were less used. Such a metric is an approx­
imation to the average instruction time and assumes that all machines have about 
the same ISP and thus there is little difference among instructions, or that a spe­
cific data-type is used more heavily than another, or that a typical add time will be 
given (e.g., the operand is in a random location in primary memory call rather 
than being cached or in a fast register). 

Although it is possible to take the average instruction time by executing one of 
every possible instruction, since the instruction use depends so much on the data 
interpreted, this average is relatively meaningless. A better measure is to keep 
statistics about the use of all programs and to give the average instruction time 
based on use on all programs. Again, such a measure, while useful for comparing 
two machines' implementations of models of the same architecture, is relatively 
useless for particular practices. 

Many years ago, there were attempts to make better characterizations by 
weighting instruction use (i.e., forming a typical U) as to what each one did (e.g., 
floating point versus indexing and character handling) to give a better perform­
ance measure. Instruction mixes were developed that began to better evaluate 
performance. These mixes, from Bell and Newell [1971:50], are given in Table 5. 

The Gibson mix, best known, is still used even today. It has a decidedly com­
mercial flavor and quite possibly reflects the proportion of machines executing 
commercial, as opposed to scientific, mixes with character operations, switching, 
and control, where proportionally more integer and floating-point data-types are 
used. Such mixes are still better approximations than a single instruction average, 
because use enters in. Note that if the data-type operation is not present in the 
machine, the programmed subroutine time must be given - typically a factor of 
10-20 times greater than for built-in operations. 

STANDARD BENCHMARKS 

The best estimate of real use comes from carefully designed standard bench­
marks that are understood and that are used by other machines. Several organiza-
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tions, particularly those that purchase or use many machines extensiveiy, have 
one or more programs that they believe characterize their own workload. 
Whether a standard benchmark can be of value in characterizing performance 
depends on the degree that it is typical of the actual use of the computer. A further 
advantage of benchmarks is that they are the language that the computer is to use, 
and, hence, reflect the application and characterize the language machine archi­
tecture. To illustrate the variability in the scientific FORTRAN benchmark met­
rics, the performance of a number of machines (VAX-ll/780 with floating-point 
accelerator option, PDP-ll/70, and DECSYSTEM 2060), executing about a 
dozen such benchmarks, is compared in Figure 2. Two scientific benchmarks of 
the National Physical Laboratory in the United Kingdom [Curnow and Wich-

Table 5. Instruction-Mix Weights for Evaluating Computer Power 

Arbuckle[1966) Gibson* Knight (scientific) Knight 
(commercial) 

Fixed +/- 6 10(25)t 25 (45)t 
Multiply 3 6 1 
Divide 2 
Floating +1- 9.5 10 
Floating mUltiply 5.6 
Floating divide 2.0 
Load/store 28.5 25 (move) 
Indexing 22.5 
Conditional branch 13.2 20 
Compare 24 
Branch on character 10 
Edit 4 
I/O initiate 7 
Other 18.7 72 74 

* Published reference unknown. 
tExtra weight for either indirect addressing or index registers. 

mann, 1976] are often singled out as being the most useful benchmarks because of 
the extensive effort that was put into designing them as typical scientific pro­
grams. Several factors, such as the frequencies of the trigonometric functions, 
frequencies of subroutine calls, and characteristics of the I/O, were considered. 
The performance of computers executing these benchmarks is expressed in 
Whetstones per second. 

There are similar benchmarks for commercial processors that generally use the 
CO BO L language. 
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EXACT USE CHARACTERIZATION 

If a machine has to be fully characterized before installation, there is no alter­
native to running the exact problem which will be run on the final system. This is 
the most expensive alternative to characterize performance and should be avoided 
because of the dynamic nature of use. Showing that an application yields a given 
performance on a particular machine is a weak guarantee of performance if any 
part of the problem changes. 

4.0 r--------------------..., 

3.0 

LEGEND 

i INTEGER ONLY 
f FLOATING INTENSIVE 
d DOUBLE FLOATING INTENSIVE 

S.P. WHETSTONES 
D.P. WHETSTONES 

Figure 2. Relative performance for various FORTRAN 
benchmarks run on VAX-111780 and DECSYSTEM 
2060. 
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