
























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































GPIB_TJUGGER(3A) GPIB_TRIGGER(JA) 

NAME 
gpib_trigger - trigger a GPIB device 

SYNOPSIS 
#include <sys/xi.o/xerr.h> 

int gpib_trigger (channel, ldev, lent) 
int channel. lent; 
char •ldev; 

DESCRIPTION 
gpib_trigger performs a trigger operation on a General Purpose Interface Bus 
(GPIB) device. Ldev points to an array of GPIB primary addresses and lent 
specifies the number of devices to be triggered on the GPIB channel. 

The system controller transmits the following messages to conduct a GPIB 
trigger: 

UNL Unlisten 
LAG Listen Address Group 
GET Group Execute Trigger 

gpib_trigger will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request. 

[GPIB_OUT_OF _RANGE] 

[GPIB_NOT_OPEN] 

[GPIB_NOT_OWNER] 

[GPIB_DEVICE_INV ALID] 

The specified channel is beyond the max­
imum allowed. 

The specified channel is not open. 

Channel is currently open by another 
process. 

The specified primary address is 
incorrect. 

[BAD _DATA_BUFFER_ADDRESS] Ldev points to an invalid memory 
address. 

[BAD _DATA_BUFFER_SIZE] The size of the primary address array 
specified by lent is too big. 

SEE ALSO 
gpib_open(3A), gpib_cmd(3A). 
xgpib(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

12/88 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
gpib_write, gpib_write_nw - write data to a GPIB device 

SYNOPSIS 
#include <syslxio/xio.h> 
#include <sys/xio/xerr.h> 

int gpib_ write (channel, ldev, lent, dbuf, dent, timeout, eoi, rlcnt) 

int channel, lent, dent, timeout, sx:f cnt; 
char •ldev, sd.buf, seoi; 

int gpib_ write_nw (channel, ldev, lent, dbuf, dent, timeout, eoi, 
xlosb, efn) 

int channel, lent, dent, timeout, efn; 
char •ldev, sd.buf, seoi; 
struct xlosb sxi.osb; 

DESCRIPTION 

12188 

gplb_write writes data to the General Purpose Interface Bus (GPIB) device on 

channel. Ldev points to an array of primary addresses corresponding to the 

GPIB devices to receive data. 

Dbu/ is a pointer to the buffer to be transferred. The size of the buffer is 

specified (in bytes) by dent. 

Lent reflects the number of devices to be initialized as listeners before the 

data transfer begins. A value of 0 indicates the GPIB devices have already 

been addressed to listen by a previous gplb_wrlte. In this case, the write 

proceeds without device initialization. 

If an abort timeout is desired, timeout contains the number of 1/60 second 

intervals the driver waits before aborting the request. A value of 0 disables 
the timeout mechanism. 

If the value pointed to by eol is nonzero, the GPIB End Or Identify (EOI) sig­
nal is asserted during the transfer of the last data byte in the buffer. 

Upon completion of the synchronous request, the integer pointed to by xfcnt 

contains the number of bytes transferred from dbu/. 

gplb_wrlte_nw is the asynchronous version of gplb_wrlte, providing the 

same capability without waiting for completion of the request. E/n is the 

event flag number associated with the request. Xlosb is a pointer to the xlosb 

structure updated upon completion of the request (see lntro(3A)). The xfcnt 

member of the xiosb structure indicates the number of bytes transferred 

from dbu/. 

If a primary address is specified, the controller is put in an active state, and 

the following GPIB messages are sent over the specified channel: 

UNL Unlisten 
UNT Untalk 
TAG Talk Address Group 
MLA My Listen Address 

1 
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The system controller is forced to the standby state, and data is written to 
channel until dent bytes are transferred. If primary addresses are not 
specified, the system controller is simply put in a standby state, and the 
write proceeds as described. 
gpib_write and gplb_write_nw will fail if one of the following is true: 
[XIO_FAILURE] The system does not contain the driver 

needed to support this request or efn is 
invalid. 

[GPIB_OUT_OF_RANGE] The specified channel is beyond the max­
imum allowed. 

[GPIB_NOT_OPEN] The specified channel is not open. 
[GPIB_NOT_OWNER] Channel is currently open by another 

process. 
[GPIB_CANCELED] The current request was canceled by 

gpib_cancel(3A). 
[GPIB_DEVICE_INV ALID] A specified device's primary address was 

not correct. 
[GPIB_TIMEOUT] A timeout occurred before the request 

completed. 
[GPIB_HARDWARE_CHECK] A hardware error was detected during 

the request. 
[BAD_DATA_BUFFER_ADDRESS] Either eoi, xfcnt, tdev, or dbu.f points to 

an invalid memory address. 
[BAD_DATA_BUFFER_SIZE] Either the data transfer size dent or the 

device count lent is too large. 
SEE ALSO 

intro(3A), gpib_open(3A), gpib_cmd(3A), gpib_cancel(3A). 
xgpib(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 
If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_F AILURE will be returned. 
Upon completion of an accepted request, the status member of the xlosb 
structure will be set to either 0 if successful, or to one of the above failure 
codes if unsuccessful. 

12/88 
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NAME 
nlf_close - close an NLF channel 

SYNOPSIS 
#include < sys/xio/xerr .h > 
int nlf _close (channel) 
int channel; 

DESCRIPTION 
nlf _cwse unmaps any hardware registers associated with the specified Non­
Linear Filter (NLF) channel and closes the channel. Channel must have been 
opened with nlf _open(3A). 

nlf _cwse will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request. 

[NLF _CHANNEL_INVALID] The specified channel is beyond the max­
imum allowed. 

[NLF_CHANNEL_NOT_OPEN] The specified channel is not open for this 
process. 

SEE ALSO 
nlf_open(3A). 
xnlf(7 A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
nlf_open - open an NLF channel 

SYNOPSIS 
#include <sys/xio/xerr.h> 
int nlf _open (channel, base) 
int channel, •base; 

DESCRIPTION 
nlf _open opens the specified Non-Linear Filter (NLF) channel. Only one 
process is allowed to open an NLF channel at a time. Each NLF board in the 
system is represented by a channel number so that channel 0 references the 
NLF board with the lowest Shared Resource (SR) Bus slot number. If the call 
is successful, base will contain the virtual base address of the specified NLF 
board. All filter parameters are available to the calling process through this 
mapping. 

nlf _open will fail if one of the following is true: 
[XIO_FAILURE] 

The system does not contain the driver needed to support this 
request. 

[NLF _REDUNDANT_REQ] The specified channel is currently opened by 
this process. 

[NLF _CHANNEL_INV ALID] The specified channel is beyond the max­
imum allowed. 

[NLF_CHANNEL_NOT_FOUND] The specified channel is not in the system. 
[NLF _CHANNEL_BUSY] The specified channel is currently opened by 

another process. 
SEE ALSO 

xnlf(7A) in the CLIX System Administrator's Reference Manual. 
DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure is returned. 
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NAME 
pdi_cancel - cancel outstanding asynchronous VO on a PDI port 

SYNOPSIS 
#include < sys/xio/:xerr .h > 
int pdi_cancel Cchannel) 
int channel; 

DESCRIPTION 
pdi_cancel terminates all requests pending on the Processed Data Interface 
(PDI) port of the Image System Interface (ISi) board referenced by channel. 
Channel must have been opened with pdi_open(3A). 

pdi_cancel will fail if one of the following is true: 

[XIO_F AILURE] The system does not contain the driver needed 
to support this request. 

[ISI_CHANNEL_NOT_OPEN] The specified channel is not open for this pro­
cess. 

SEE ALSO 
pdi_open(3A), pdi_read(3A), pdi_ write(3A), pdi_ifb(3A). 
xpdi( 7 A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

12/88 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
pdi_close - close a PDI port 

SYNOPSIS 
#include <sys/xio/xerr .h > 
int pdi_close (channel) 
int channel; 

DESCRIPTION 
pdi_close terminates all requests pending on the Processed Data Interface 
(POI) port of the Image System Interface (ISi) board referenced by channel 
and closes the port. Channel must have been opened with pdi_open(3A). 

pdi_close will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver needed 
to support this request. 

[ISI_ CHANNEL_NOT _OPEN] The specified channel is not open for this pro­
cess. 

SEE ALSO 
pdi_open(3A). 
xpdi(7A) in theCLIX System Administrators Reference Manual. 

DIAGNOSTICS 

12/88 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
pdi_ifb, pdi_ifb_nw - move data from a PDI port to a window 

SYNOPSIS 
#include < sys/rio/xerr .h > 
#include <sys/rio/rio.h> 

int pdi_ifb (channel, wno, xorg, yorg, xext, yext, timeout, xfcnt) 
int channel, wno, xorg, yorg, xext, yext, timeout; 
int *Xfcnt; 

int pdi_ifb_nw (channel, wno, xorg, yorg, xext, yext, timeout, 
xiosb, efn) 

int channel, wno, xorg, yorg, xext, yext, timeout, efn; 
struct xiosb sxiosb; 

DESCltlPTION 

12188 

pdl_lfb provides a mechanism for moving data directly from the Processed 
Data Interface (PDI) port of the Image System Interface (ISi) board refer­
enced by channel to the specified window region on an Intergrated Frame 
Buffer (IFB) graphics board. Channel must have been opened with 
pdi_open(3A). 

Data is transferred to the window specified by wno. Xorg and yorg indicate 
the window relative origin of the region to be filled. Xext and yext indicate 
the extents of the region to be filled. Both values must be a multiple of 32. 

Timeout indicates the time limit in 1/60 second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of 0 disables the timeout function. 

Upon completion of the synchronous request, xfcnt indicates the number of 
bytes transferred. 

pdi_ifb_nw is the asynchronous version of pdi_ifb, providing the same 
capability without waiting for completion of the request. Efn is the event 
flag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated upon completion of the request (see intro(3A)). The xfcnt 
member of the xiosb structure indicates the number of bytes transferred. 

pdi_ifb and pdi_ifb_nw will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver needed 
to support this request or efn is invalid. 

[ISI_ CHANNEL_NOT _OPEN] The specified channel is not open for this pro­
cess. 

[WINDOW _NONEXISTENT] 

[ISI_INV ALID _PARMS] 

The specified window does not exist. 

The origins and extents do not describe a valid 
nonzero region or the extents are not a multi­
ple of 32. 

1 
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[ISi_ CANCELED] 

[ISl_P ARITY _Ei.ROR] 

[181_ CYCLE_Ei.ROR] 

[ISi_ TIMEOUT] 

The request was canceled with pdi_cancel(3A) 
or pdi_close(3A). 

A parity error occurred on the transfer. 

A hardware handshake error occurred on the 
transfer. 

The timeout occurred before the transfer com­
pleted. 

SEE ALSO 
intro(3A), pdi_open(3A), pdi_close(3A), pdi_setup(3A), pdi_cancel(3A). 
xpdi(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 

If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_FAILURE will be returned. 
Upon completion of an accepted request, the status member of the xiosb 
structure will be set to either 0 if successful, or to one of the above failure 
codes if unsuccessful. 

12188 



PDI_OPEN(3A) PDI_OPEN(3A) 

NAME 
pdi_open - open a POI port 

SYNOPSIS 
#include <sys/xio/.xerr.h> 

int pdi_open (channel) 
int channel; 

DESC:R.IPTION 
pdi_open opens the Processed Data Interface (POI) port on the Image System 
Interface (ISi) board referenced by channel. Only one process is allowed to 
open a POI port at a time. Each ISi board in the system is represented by a 
channel number such that channel 0 references the ISi board with the lowest 
Shared Resource Bus slot number. 

pdi_open will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request. 

[ISl_REDUNDANT_REQ] The specified channel is currently open by 
this process. 

[ISl_CHANNEL_BUSY] The specified channel is currently open by 
another process. 

[ISl_CHANNEL_INV ALID] The specified channel is beyond the max­
imum allowed. 

[ISl_CHANNEL_NOT_FOUND] The specified channel is not present in the 
system. 

SEE ALSO 
xpdi(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

12/88 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above f allure codes is returned. 
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NAME 
pdi_read, pdi_read_nw - read data from a POI port into memory 

SYNOPSIS 
#include < sys/xio/xerr .h > 
#include < sys/xio/:xio.h > 
int pdi_read (channel, dbuf, dent, timeout, rlcnt) 
int channel, dent, timeout; 
char adbuf; 
int axfcnt; 

int pdi_read_nw (channel, dbuf, dent, timeout, :xiosb, efn) 
int channel, dent, timeout, ef n; 
char adbuf; 
struct rlosb s:rlosb; 

DESCJllPTION 
pdl_read and pdl_read_nw provide a mechanism for reading directly from 
the Processed Data Interface (POI) port on the Image System Interface (ISi) 
board referenced by channel. Channel must have been opened with 
pdl_open(3A). 

Dbuf points to the data buffer. The buffer must begin on a long_ word boun­
dary. Dent contains the byte count to be transferred and must be a multiple 
of the llnewldth specifted in pdl_setup(3A). 

Tl17tfKXlt indicates the time limit in 1/60 second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of 0 disables the timeout function. 

Upon completion of the synchronous request, xft;nt indicates the number of 
bytes transferred. 

pdl_read_nw is the asynchronous version of pdi_read, providing the same 
capability without waiting for completion of the request. Efn is the event 
flag number associated with the request. Xlosb is a pointer to the xiosb 
structure updated upon completion of the request (see lntro(3A)). The xft;nt 
member of the xlosb structure indicates the number of bytes transferred. 

pdl_read and pdl_read_nw will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request or efn is 
invalid. 

[ISI_CHANNEL_NOT_OPEN] The specifted channel is not open for this 
process. 

[BAD_DATA_BUFFER_ADDRESS] The data buffer is not long-word aligned 
or points to a nonwritable memory 
address. 

12/88 1 



PDI_READ(3A) PDl_R.EAD(3A) 

[BAD_DATA_BUFFER_COUNT] 

[P AGE_LOCK_F AILED] 

[ISi_ CANCELED] 

[ISI_P ARITY _ERROR] 

[ISI_ CYCLE_ERROR] 

[ISi_ TIMEOUT] 

The byte count is not a multiple of 
llnewidth from pdi_setup(3A). 

Not enough physical memory for this 
request is available at this time. 

The request was canceled with 
pdi_cancel(3A) or pdi_close(3A). 

A parity error occurred on the transfer. 

A hard ware handshake error occurred on 
the transfer. 

The timeout expired before the transfer 
completed. 

SEE ALSO 
intro(3A), pdi_open(3A), pdi_close(3A), pdi_setup(3A), pdi_cancel(3A). 
xpdi(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 

If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_FAILURE will be returned. 
Upon completion of an accepted request, the status member of the xlosb 
structure will be set to either 0 if successful, or to one of the above failure 
codes if unsuccessful. 
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NAME 
sif_mem_pipe, sif _mem_pipe_nw - transfer data from memory to pipe 

SYNOPSIS 
#include <sys/xio/xerr.h> 
#include <sys/xio/xio.h> 

int sif _mem_pipe (channel, dbuf, dent, timeout, xfcnt) 
int channel, dent, timeout, *Xfcnt; 
char *<lbuf; 

int sif _mem_pipe_nw (channel, dbuf, dent, timeout, xiosb, efn) 
int channel, dent, timeout, efn; 
char *<lbuf; 
struct xiosb *Xiosb; 

DESCRIPTION 

07/89 

sif _mem_pipe and sif _mem_pipe_nw provide a mechanism for transferring 
data directly from virtual memory to the raster processing pipeline. The 
specified Scanner Interface (SIP) channel will move the data. Channel must 
have been opened with sif _open(3A). 

Dbuf points to the buffer data is being transferred from. The buffer must 
begin on a long word boundary. Dent indicates the byte count to be 
transferred and must be a multiple of the linewidth specified in 
sif _setup(3A). 

Timeout indicates the time limit in 1/60-second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of zero disables the timeout function. 
Upon completion of the synchronous request, xfcnt indicates the number of 
bytes transferred. 

sif _mem_pipe_nw is the asynchronous version of sif _mem_pipe, providing 
the same capability without waiting the request to complete. Efn is the 
event flag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated when the request completes (see intro(3A)). The xfcnt 
member of the xiosb structure indicates the number of bytes transferred. 
sif _mem_pipe and sif _mem_pipe_nw will fail if one of the following is 
true: 

[XIO _FAIL URE] 

[SIF _CHANNEL_INVALID] 

[SIF _CHANNEL_NOT _OPEN] 

The system does not contain the driver 
needed to support this request or efn is 
invalid. 

The specified channel is beyond the max­
imum allowed. 

The specified channel is not open for this 
process. 
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[BAD_DATA_BUFFER_ADDRESS] The data buffer is either not long word 
aligned or points to an invalid memory 
space. 

[BAD_DATA_BUFFER_COUNT] The byte count is not a multiple of 
linewidth from sif _setup(3A). 

[PAGE_LOCK_FAILED] Not enough physical memory for this 
request is available at this time. 

[SIF_CANCELED] The request was canceled with 
sif _cancel(3A) or sif _close(3A). 

[SIP _TIMEOUT] The timeout expired before the transfer 
completed. 

SEE ALSO 
intro(3A), sif _open(3A), sif _close(3A), sif _setup(3A), sif _cancel(3A). 

xsif(7 A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 

returned. Otherwise, one of the above failure codes is returned. 

If the XIO system accepts the asynchronous request, a value of 0 will be 

returned by the request. Otherwise, XIO_FAILURE will be returned. Upon 

completion of an accepted request, the status member of the xiosb structure 

will be set to either 0 if successful, or to one of the above failure codes if 

unsuccessful. 
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NAME 
pdi_setup - establish parameters for a POI port 

SYNOPSIS 
#include < sys/:rlo/xerr .h > 
int pd.l_setup (channel. resolution. linewidth, write_valid) 
int channel. resolution. linewldth, write_ valid; 

DESCRIPTION 
pdl_setup establishes transfer parameters for the Processed Data Interface 
(PDI) port on the Image System Interface (ISi) board referenced by channel. 
Channel must have been opened with pdl_open(3A). 

Resol.utlon and llnewldth are used together to determine what data is rejected 
by hardware on a pdl_read(3A). This should reduce memory and time 
requirements. The accepted data consists of the first llnewidth bytes from 
each consecutive set of resol.utlon bytes. All other data is rejected. If the 
concepts of resol.ution and llnewldth do not apply, both should be set to 1. 
Possible values are 1, 32, 64, 128, 256, 512, and 1024. Linewidth must 
always be less than or equal to resol.utlon. The def a ult value for both 
parameters is 1. 

The wrlte_valld ft.ag asserts a hardware signal to be interpreted by the exter­
nal hardware. 

pdl_setup will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver needed 
to support this request. 

[ISI_CHANNEL_NOT_OPEN] The specified channel is not open for this pro­
cess. 

[ISI_INVALID_PARMS] The values for resolution and llnewidth do not 
meet the stated requirements. 

SEE ALSO 
pdi_open(3A). 
xpdi(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

12188 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above f allure codes is returned. 
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NAME 
pdi_ write, pdi_ write_nw - write data from memory to a PDI port 

SYNOPSIS 
#include <syshdo/xerr.h> 
#include <sysl:rlo/xio.h> 

int pdi_ write (channel, dbuf, dent, timeout, rlcnt) 
int channel, dent, timeout; 
char adbuf; 
int sxfcnt; 

int pdi_ write_nw (channel, dbuf, dent, timeout, xiosb, efn) 
int channel, dent, timeout, efn; 
char adbuf; 
struct xiosb sxiosb; 

DESCJUPTION 
pdi_write provides a mechanism for writing directly to the Processed Data 
Interface (PDI) port on the Image System Interface (ISi) board referenced by 
channel. Channel must have been opened with pdi_open(3A). 

Dbuf points to the data buffer. The buffer must begin on a long-word boun­
dary. Dent contains the number of bytes to be transferred. 

Timeout indicates the time limit in 1/60 second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of 0 disables the timeout function. 

Upon completion of the synchronous request, xfcnt indicates the number of 
bytes transferred. 

pdi_write_nw is the asynchronous version of pdi_write, providing the same 
capability without waiting for completion of the request. Efn is the event 
flag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated upon completion of the request (see intro(3A)). The xfcnt 
member of the xiosb structure indicates the number of bytes transferred. 

pdi_write and pdi_write_nw will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request or efn is 
invalid. 

[ISI_CHANNEL_NOT_OPEN] The specified channel is not open for this 
process. 

[BAD_DATA_BUFFER_ADDRESS] The data buffer is not long-word aligned 
or points to an invalid memory space. 

[PAGE_LOCK_FAILED] Not enough physical memory for this 
request is available at this time. 

[ISI_CANCELED] The request was canceled with 
pdi_cancel(3A) or pdi_close(3A). 
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[ISI_PARITY_ERROR] 

[ISI_CYCLE_ERROR] 

[ISi_ TIMEOUT] 

A parity error occurred on the transfer. 

A hard ware handshake error occurred on 
the transfer. 

The timeout expired before the transfer 
completed. 

SEE ALSO 
intro(3A), pdi_open(3A), pdi_close(3A), pdi_setup(3A), pdi_cancel(3A). 
xpdi(7A) in the CLlX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 

If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_FAILURE will be returned. 
Upon completion of an accepted request, the status member of the xiosb 
structure will be set to either 0 if successful, or to one of the above failure 
codes if unsuccessful. 
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NAME 
plt_ctrl, plt_ctrl_nw - send a control word to the parallel port 

SYNOPSIS 
#include <sys/types.h> 
#include <syslimmu.h> 
#include < sys/pop.h > 
#include < sys/rlo/xerr .h > 
#include < sys/rlo/rio.h > 

int plt_ctrl (interface, status, ctrl, timeout, pulse) 
int interface, status, ctrl, timeout, pulse; 

int plt_ctrl_nw (interface, status, ctrl, timeout, pulse, xiosb, efn) 
int interface status, ctrl, timeout, pulse, efn; 
struct xiosb *Xi.osb; 

DESCltIPTION 

12188 

plt_ctrl provides a mechanism to send a single word through the control 
register on the parallel port. Interface is one of the following values defined 
in <syslpop.h>: CENTRONICS, VERSATEC, or INTERGRAPH_DIFF. These 
values define the signal mapping for the target device. The user provides the 
three-bit mask, status, that determines which incoming signals should be 
considered when testing for the clear-to-send condition. Bits that are set in 
the mask indicate that the corresponding signals received from the device 
should be asserted. The format of the status word is as follows: 

2 1 0 

READY NO ERROR ONLINE 
H H H 

Ctrl is a 16-bit word that will be sent to the device (bits 0-7 are data; bits 
8-15 are control). The control bits are as follows: 

15 14 13 12 11 10 9 8 

NOT RESET RFFED 11.EOTR RLTER CLEAR PICLK PRINT 

USED H H H H H H H 

Pulse indicates whether bit 8 (PRINT H) is toggled as a control bit or inter­

preted as a data bit. 

Timeocct indicates the time limit in 1/60 second intervals to wait for the dev­

ice to become ready before aborting the request. This value is limited to 

32767. 

plt_ctrl_nw is the asynchronous version of plt_ctrl, providing the same 
capability without waiting for completion of the request. Efn is the event 

flag number associated with the request. Xiosb is a pointer to the xiosb 

structure updated upon completion of the request (see intro(3A)). The xfcnt 

member of the xiosb structure is not used. 

1 
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pl.t_ctrl and pl.t_ctrl_nw will fail if one of the following is true: 
[XIO_FAILURE] The system does not contain the driver needed 

to support this request or efn is invalid. 
[XIO_DEVICE_FULL] Another process is currently using the parallel 

port. 

SEE ALSO 
intro(3A), plt_data(3A). 
xplot(7 A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request a value of 0 is 
returned. Otherwise, a nonzero value is returned indicating one of two types 
of errors. If the request failed, one of the above failure codes is returned. If 
the output device did not accept the data, a negative status is returned and 
bits 0-2 reflect the state of the status signals from the device. 
If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_F AILURE will be returned. 
Upon completion of an accepted request, the status member of the xiosb 
structure will be set to either 0 if successful, or to nonzero if unsuccessful 
indicating one of two types of errors. If the request failed, one of the above 
failure codes is returned. If the output device did not accept the data, a 
negative status is returned and bits 0-2 reflect the state of the status signals 
from the device. 
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NAME 
rplt_ctrl, rplt_ctrl_nw - send a control word to the ROP parallel port 

SYNOPSIS 
#include <sysltypes.h> 
#include < sys/i.mmu.h > 
#include <sys/pop.h> 
#include < sys/xio/xerr .h > 
#include < sys/xio/xio.h > 

int rplt_ctrl (interface, status, ctrl, timeout, pulse) 
int interface, status, ctrl, timeout, pulse; 

int rplt_ctrl_nw (interface, status, ctrl, timeout, pulse, xiosb, efn) 
int interface status, ctrl, timeout, pulse, efn; 
struct x.losb *Xiosb; 

DESCJtIPTION 

12/88 

rpl.t_ctrl provides a mechanism to send a single word through the control 
register on the parallel port residing on the Raster Operation Processor (ROP) 
graphics board. Interface is one of the following values defined in 
<sys/pop.h>: CENTRONICS, VERSATEC, or INTERGRAPH_DIFF. These 
values deftne the signal mapping for the target device. The user provides the 
three-bit mask, status, that determines which incoming signals should be 
considered when testing for the clear-to-send condition. Bits that are set in 
the mask indicate that the corresponding signals received from the device 
should be asserted. The format of the status word is as follows: 

2 1 0 

READY NO ERROR ONLINE 
H H H 

Ctrl is a 16-bit word that will be sent to the device (bits 0-7 are data; bits 
8-15 are control). The control bits are as follows: 

15 14 13 12 11 10 9 8 

NOT RESET RF FED REOTR RLTER CLEAR PICLK PRINT 
USED H H H H H H H 

Pulse indicates whether bit 8 (PRINT H) is toggled as a control bit or inter­
preted as a data bit. 

Timeout indicates the time limit in 1/60 second intervals to wait for the dev­
ice to become ready before aborting the request. This value is limited to 
32767. 

rplt_ctrl_nw is the asynchronous version of rplt_ctrl, providing the same 
capability without waiting for completion of the request. E/n is the event 
flag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated upon completion of the request (see intro(3A)). The xfcnt 
member of the xiosb structure is not used. 

1 
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rpl.t_ctrl and rpl.t_ctrl_nw will fail if one of the following is true: 

[XIO_F AILURE] The system does not contain the driver needed 
to support this request or efn is invalid. 

[XIO_DEVICE_FULL] Another process is currently using the parallel 
port. 

SEE ALSO 
intro(3A), plt_data(3A). 
xplot(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, a nonzero value is returned indicating one of two types 
of errors. If the request failed, one of the above failure codes is returned. If 
the output device did not accept the data, a negative status is returned and 
bits 0-2 reflect the state of the status signals from the device. 

If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_FAILURE will be returned. 
Upon completion of an accepted request, the status member of the xiosb 
structure will be set to either 0 if successful, or to nonzero if unsuccessful 
indicating one of two types of errors. If the request failed, one of the above 
failure codes is returned. If the output device did not accept the data, a 
negative status is returned and bits 0-2 reflect the state of the status signals 
from the device. 
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NAME 
plt_data, plt_data_nw - write data to the parallel port 

SYNOPSIS 
#include < sys/types.h > 
#include < sys/imm.u.h > 
#include <sys/pop.h> 
#include <sys/:xio/:xio.h> 
#include < sys/:xio/xerr .h > 

int plt_data(interface, dbuf, dent, count, ctrl, timeout, nctrl, 
pulse, speed) 

int interface, dent, count, ctrl, timeout, nctrl, pulse, speed; 
char *dbuf; 

int plt_data_nw<interface, dbuf, dent, count, ctrl, timeout, nctrl, 
pulse, speed, xiosb, efn) 

int interface, dent, count, ctrl, timeout, nctrl, pulse, speed, efn; 
char *dbuf; 
struct xiosb sxiosb; 

DESCltIPTION 

12/88 

plt_data writes data to a device through the parallel port. Interface is one 
of the following values defined in <syslpop.h>: CENTRONICS, VERSATEC, 
or INTERGRAPH_DIFF. These values define how signals should be mapped 
for the target device. The only signal considered to determine a clear-to­
send condition is the READY H signal. 

Dbu.f points to a the data buffer. Dent number of bytes are transferred from 
dbu.f to the parallel port. 

A mechanism is provided to accommodate devices that require a control sig­
nal at the end of each scan line. Count specifies the number of bytes to send 
from dbu.f before sending ctrl. If the count is 0, no control word is sent. 
Ctrl is a 16-bit word that may be sent to the device (bits 0-7 are data; bits 
8-15 are control). The control bits are as follows: 

15 14 13 12 11 10 9 8 

NOT RESET RFFED REOTR RLTER CLEAR PICLK PRINT 
USED H H H H H H H 

Nctrl is the control word that is sent with each byte in dbu.f. The format of 
nctrl is the same as ctrl shown in the figure above. Pulse indicates whether 
bit 8 (PRINT H) is toggled as a control bit or interpreted as a data bit. 

Timeout indicates the time limit in 1/60 second intervals to wait for the dev­
ice to become ready before aborting the request. This value is limited to 
32767. 

plt_data_nw is the asynchronous version of plt_data, providing the same 
capability without waiting for completion of the request. Efn. is the event 
flag number associated with the request. Xlosb is a pointer to the xlosb 

1 
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1tructure updated upon completion of the request (see lntro(3A)). The x/cnt 
member of the xiosb structure is not used. 
pl.t_data and pl.t_data_nw will fail if one of the following is true: 
[XIO_FAILURE] The system does not contain the driver 

needed to support this request or efn is 
invalid. 

[BAD_DATA_BUFFER_ADDRESS] The data buffer points to a invalid 
memory address. 

[BAD_DATA_BUFFER_SIZE] The size of the data buffer is invalid. 
[PAGE_LOCK_FAILED] 

[XIO_DEVICE_FULL] 

The request is larger than the current 
available physical memory. The request 
should be broken up into smaller sizes. 

The driver cannot accept any more 
requests until one completes. The 
current limit is 5. 

SEE ALSO 
intro(3A), plt_ctr1(3A). 
xplot( 7 A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

BUGS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, a nonzero value is returned indicating one of two types 
of errors. If the request failed, one of the above failure codes is returned. If 
the output device did not accept the data, a negative status is returned and 
bits 0-2 reflect the state of the status signals from the device. 
If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_FAILURE will be returned. 
Upon completion of an accepted request, the status member of the xlosb 
structure will be set to either 0 if successful, or to nonzero if unsuccessful 
indicating one of two types of errors. If the request failed, one of the above 
failure codes is returned. If the output device did not accept the data, a 
negative status is returned and bits 0-2 reflect the state of the status signals 
from the device. 

The speed parameter is not currently implemented. 
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NAME 
rplt_data, rplt_data_nw - write data to the ROP parallel port 

SYNOPSIS 
#include < sys/types.h > 
#include <sys/im.mu.h> 
#include <syslpop.h> 
#include < sys/:rlo/:rlo.h > 
#include < sys/:rlo/xerr .h > 

int rplt_data(interface, dbuf, dent, count, ctrl, timeout, nctrl, 
pulse, speed) 

int interface, dent, count, ctrl, timeout, nctrl, pulse, speed; 
char *dbuf; 

int rplt_data_nw<interface, dbuf, dent, count, ctrl, timeout, nctrl, 
pulse, speed, xiosb, efn) 

int interface, dent, count, ctrl, timeout, nctrl, pulse, speed, efn; 
char *dbuf; 
struct :rlosb sxiosb; 

DESCRIPTION 

12/88 

rplt_data writes data to a device through the parallel port. Interface is one 
of the following values defined in <syslpop.h>: CENTRONICS, VERSATEC, 
or INTERGRAPH_DIFF. These values define how signals should be mapped 
for the target device. The only signal considered to determine a clear-to­
send condition is the READY H signal. 

Dbuf points to a the data buffer. Dent number of bytes are transferred from 
dbuf to the parallel port. 

A mechanism is provided to accommodate devices that require a control sig­
nal at the end of each scan line. Count specifies the number of bytes to send 
from dbuf before sending ctrl. If the count is 0, no control word is sent. 
Ctrl is a 16-bit word that may be sent to the device (bits 0-7 are data; bits 
8-15 are control). The control bits are as follows: 

15 14 13 12 11 10 9 8 
NOT RESET RFFED REOTR RLTER CLEAR PICLK PRINT 

USED H H H H H H H 

Nctrl is the control word that is sent with each byte in dbuf. The format of 
nctrl is the same as ctrl shown in the figure above. Pul.se indicates whether 
bit 8 (PRINT H) is toggled as a control bit or interpreted as a data bit. 

Tim.ea.a indicates the time limit in 1/60 second intervals to wait for the dev­
ice to become ready before aborting the request. This value is limited to 
32767. 

rplt_data_nw is the asynchronous version of rplt_data, providing the same 
capability without waiting for completion of the request. Efn is the event 
flag number associated with the request. Xiosb is a pointer to the xiosb 
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structure updated upon completion of the request (see intro(3A)). The xfcnt 
member of the xiosb structure is not used. 

rplt_data and rplt_data_nw will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request or efn is 
invalid. 

[BAD _DATA_BUFFER_ADDRESS] 

[BAD _DATA_BUFFER_SIZE] 

[PAGE_LOCK_FAILED] 

[XIO_DEVICE_FULL] 

The data buff er points to a invalid 
memory address. 

The size of the data buffer is invalid. 

The request is larger than the current 
available physical memory. The request 
should be broken up into smaller sizes. 

The driver cannot accept any more 
requests until one completes. The 
current limit is 5. 

SEE ALSO 
intro(3A), rplt_ctr1(3A). 
xplot(7A) in theCLJX System Administrator's Reference Manual. 

DIAGNOSTICS 

BUGS 

l 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, a nonzero value is returned indicating one of two types 
of errors. If the request failed, one of the above failure codes is returned. If 
the output device did not accept the data, a negative status is returned and 
bits 0-2 reflect the state of the status signals from the device. 

If the asynchronous request is accepted by the XIO system, a value of 0 will 
be returned by the request. Otherwise, XIO_FAILURE will be returned. 
Upon completion of an accepted request, the status member of the xiosb 
structure will be set to either 0 if successful, or to nonzero if unsuccessful 
indicating one of two types of errors. If the request failed, one of the above 
failure codes is returned. If the output device did not accept the data, a 
negative status is returned and bits 0-2 reflect the state of the status signals 
from the device. 

The speed parameter is not currently implemented. 
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NAME 
rle_cancel - cancel outstanding asynchronous I/O on an RLE channel 

SYNOPSIS 
#include <sys/xio/xerr.h> 
int rle_cancel (channel) 
int channel; 

DESCRIPTION 
rle cancel terminates all requests pending on the specified Run Length 
EnZoding (RLE) channel. Channel must have been opened with 
rle_open(3A). 

rle_cancel will fail if one of the following is true: 
[XIO_FAILURE] The system does not contain the driver 

needed to support this request. 
[RLE_CHANNEL_INVALID] The specified channel is beyond the max­

imum allowed. 
[RLE_CHANNEL_NOT_OPEN] The specified channel is not open for this 

process. 

SEE ALSO 
rle_open(3A), rle_pipe_mem(3A). 
xrle(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
rle_close - close an RLE channel 

SYNOPSIS 
#include <sys/xio/xerr.h> 

int rle_close (channel) 
int channel; 

DESCRIPTION 
rle_close terminates all requests pending on the specified Run Length Encod­
ing (RLE) channel and closes the channel. Channel must have been opened 
with rle_open(3A). ' 

rle_close will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request. 

[RLE_CHANNEL_INVALID] The specified channel is beyond the max­
imum allowed. 

[RLE_CHANNEL_NOT_OPEN] The specified channel is not open for this 
process. 

SEE ALSO 
rle_open(3A). 
xrle(7A) in the CLIX Syst.em Administ.rator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
rle_open - open an RLE channel 

SYNOPSIS 
#include < sys/xio/xerr .h > 
int rle_open (channel) 
int channel; 

DESCUPTION 
rle_open opens the specified Run Length Encoding (RLE) channel. Only one 
process is allowed to open an RLE channel at a time. Each RLE board in the 
system is represented by a channel number so that channel 0 references the 
RLE board with the lowest Shared Resource (SR) Bus slot number. 

rle_open will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request. 

[RLE_REDUNDANT _REQ] 

[RLE_CHANNEL_INV ALID] 

The specified channel is currently opened by 
this process. 

The specified channel is beyond the max­
imum allowed. 

[RLE_CHANNEL_NOT_FOUND] The specified channel is not in the system. 

[RLE_CHANNEL_BUSY] The specified channel is currently opened by 
another process. 

SEE ALSO 
xrle(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
rle_pipe_mem, rle_pipe_mem_nw - RLE from pipe to memory 

SYNOPSIS 
#include < sys/xio/xerr .h > 
#include < sys/xio/xio.h > 
int rle_pipe_mem(channel, dbuf, dent, scanline, offset, timeout, 

xfcnt) 
int channel, dent, scanline, offset, timeout, *Xfcnt; 
char *d.buf; 

int rle_pipe_mem_nw(channel, dbuf, dent, scanline, offset, 
timeout, xiosb, efn} 

int channel, dent, scanline, off set, timeout, efn; 
char *d. buf; 
struct xiosb sxiosb; 

DESCRIPTION 

07/89 

rle_pipe_mem and rle_pipe_mem_nw provide a mechanism to run length 
encode data directly from the raster processing pipeline to virtual memory. 
The specified Run Length Encoding (RLE) channel will move the data. Chan­
nel must have been opened with rle_open(3A). 

Dbuf points to the buffer where encoded data is to be written. The buffer 
must begin on a long word boundary. Dent indicates the buff er size in bytes 
and must be a multiple of four. 

Scanline and offset indicate the initial values for the scanline and off set fields 
in the RLE header packets. 

Timeout indicates the time limit in 1/60-second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of zero disables the timeout function. 

Upon completion of the synchronous request, xfcnt ind.icates the number of 
bytes transferred. 

rle_pipe_mem_nw is the asynchronous version of rle_pipe_mem, providing 
the same capability without waiting the request to complete. Efn is the 
event :O.ag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated when the request completes (see intro(3A)). The xfcnt 
member of the xiosb structure indicates the number of bytes transferred. 

rle_pipe_mem and rle_pipe_mem_nw will fail if one of the following is 
true: 

[XIO_FAILURE] 

[RLE_CHANNEL_INV ALID] 

The system does not contain the driver 
needed to support this request or efn is 
invalid. 

The specified channel is beyond the max­
imum allowed. 

1 
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[RLE_CHANNEL_NOT_OPEN] The specified channel is not open for this 
process. 

[BAD_DATA_BUFFER_ADDRESS] The data buffer either is not long word 
aligned or points to a nonwritable 
memory space. 

[BAD_DATA_BUFFER_COUNT] The byte count is not a multiple of four. 

[PAGE_LOCK_FAILED] Not enough physical memory for this 
request is available at this time. 

[RLE_CANCELED] The request was canceled with 
rle_cancel(3A) or rle_cl.ose(3A). 

[RLE_ COMPO_SYNC_ERROR] 

[RLE_COMPl_SYNC_ERROR] 

[RLE_COMP2_SYNC_ERROR] 

[RLE_OVERRUN_ERROR] 

[RLE_TIMEOUT] 

A synchronization error occurred on 
component 0. 

A synchronization error occurred on 
component 1. 

A synchronization error occurred on 
component 2. 

The output buff er is full and data 
remains to be processed. 

The timeout expired before the transfer 
completed. 

SEE ALSO 
rle_open(3A), rle_close(3A), rle_cancel(3A). 
intro(7A), xrle(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 

If the XIO system accepts the asynchronous request, the request will return a 
0. Otherwise, XIO_FAILURE will be returned. Upon completion of an 
accepted request, the status member of the xiosb structure will be set to 
either 0 if successful or to one of the above failure codes if unsuccessful. 
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NAME 
rle_setup - establish parameters for an RLE channel 

SYNOPSIS 
#include <sys/xio/xerr.h> 
#include <sys/xio/xrle.h> 

int rle_setup Cchan, linewidth, swathsize, top, left, igr, format) 
int chan, linewidth, swathsize, top, left, igr, format; 

DESCRIPTION 

07/89 

rle_setup establishes parameters for the specified Run Length Encoding 
(RLE) chan. Chan must have been opened with rle_open(3A). Possible 
values for linewidth are 32, 64, 128, 256, 512, and 1024. Swathsize 
represents the number of lines per swath. Top represents the size of the top 
margin to be skipped. Left represents the size of the left margin to be 
skipped. 

!gr is the value to be placed in the IGR field of each scanline header; a value 
of -1 indicates that no scanline headers are to be produced. 

Format determines which mode the RLE will operate in. Possible modes are 
defined in <sys/xio/xrle.h> and described below. 

RLE_BW _RLE black and white RLE 

RLE_EKTRON_RLE 

RLE_COLOR_RLE 

RLE_P ASSTHRUl 

RLE_P ASSTHRU3 

RLE_REVERSE_BW _RLE 

RLE_REVERSE_EKTRON_RLE 

RLE_REVERSE_COLOR_RLE 

RLE_REVERSE_P ASSTHRUl 

ektron format RLE 

color RLE 

single component; no compression 

all components; no compression 

reverse black and white RLE 

reverse Ektron format RLE 

reverse color RLE 

reverse single component; no compression 

RLE_REVERSE_PASSTHRU3 reverse all components; no compression 

rle_setup will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request. 

[RLE_CHANNEL_INVALID] 

[RLE_CHANNEL_NOT _OPEN] 

[RLE_INV ALID _PARMS] 

The specified chan is beyond the max­
im um allowed. 

The specified chan is not open for this 
process. 

An invalid value was passed for a 
parameter. 
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SEE ALSO 
rle_open(3A). 

R.LE_SETUP(3A) 

xrle(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
sif_cancel - cancel outstanding asynchronous I/Oona SIP channel 

SYNOPSIS 
#include <sys/xio/xerr.h> 

int sif_cancel (channel) 
int channel; 

DESCRIPTION 
sif _cancel terminates all requests pending on the specified Scanner Interface 
(SIP) channel. Channel must have been opened with sif _open(3A). 

sif _cancel will fail if one of the following is true: 

[XIO_PAILURE] The system does not contain the driver needed 
to support this request. 

[SIP_ CHANNEL_INV ALID] The specified channel is beyond the maxim um 
allowed. 

[SIF_CHANNEL_NOT_OPEN] The specified channel is not open for this pro­
cess. 

SEE ALSO 
sif_open(3A), sif_mem_pipe(3A), sif_scan_mem(3A), 
sif_scan_pipe(3A). 
xsif(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
sif_close - close a SIF channel 

SYNOPSIS 
#include < sys/xio/xerr .h > 
int sif _close (channel) 
int channel; 

DESCRIPTION 
sif _close terminates all requests pending on the specified Scanner Interface 
(SIF) channel and closes it. Channel must have been opened with 
sif _open(3A). 

sif _close will fail if one of the following is true: 

[XIO_FAILURE] The system does not contain the driver needed 
to support this request. 

[SIF_CHANNEL_INVALID] The specified channel is beyond the maximum 
allowed. 

[SIF_CHANNEL_NOT_OPEN] The specified channel is not open for this pro­
cess. 

SEE ALSO 
sif _open(3A). 
xsif(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
sif_open - open a SIF channel 

SYNOPSIS 
#include <sys/xio/xerr.h> 
int sif _open (channel) 
int channel; 

DESCRIPTION 
sif _open opens the specified Scanner Interface (SIF) channel. Only one pro­
cess is allowed to open a SIF channel at a time. Each SIF board in the system 
is represented by a channel number so that channel 0 references the SIF 
board with the lowest Shared Resource (SR) Bus slot number. 
sif _open will fail if one of the following is true: 
[XIO_FAILURE] The system does not contain the driver 

needed to support this request. 
[SIF _REDUNDANT _REQ] 

[SIF _CHANNEL_INV ALID] 

[SIF _CHANNEL_NOT_FOUND] 

[SIF _CHANNEL_BUSY] 

The specified channel is currently open 
by this process. 

The specified channel is beyond the max­
imum allowed. 

The specified channel is not present in the 
system. 

The specified channel is currently open 
by another process. 

SEE ALSO 
xsif(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

07/89 

Upon successful completion, a value of 0 is returned. Otherwise, one of the 
above failure codes is returned. 
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NAME 
sif_scan_mem, sif_scan_mem_nw - transfer data from scanner to memory 

SYNOPSIS 
#include <sys/xio/xerr.h> 
#include < sys/xio/xio.h > 

int sif_scan_mem (channel, dbuf, dent, timeout, xfcnt) 
int channel, dent, timeout, *Xf cnt; 
char *<lbuf; 

int sif _scan_mem_nw (channel, dbuf, dent, timeout, xiosb, efn) 
int channel, dent, timeout, efn; 
char *<lbuf; 
struct xiosb *Xi.osb; 

DESCRIPTION 
sif _scan_mem and sif _scan_mem_nw provide a mechanism for transfer­
ring data directly from the scanner to virtual memory. The specified 
Scanner Interface (SIF) channel will move the data. Channel must have been 
opened with sif _open(3A). 

Dbuf points to the buffer data is being transferred to. The buffer must begin 
on a long word boundary. Dent indicates the byte count to be transferred 
and must be a multiple of the linewidth specified in sif _setup(3A). 
Timeout indicates the time limit in 1/60-second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of zero disables the timeout function. 
Upon completion of the synchronous request, xfcnt indicates the number of 
bytes transferred. 

sif _scan_mem_nw is the asynchronous version of sif _scan_mem, provid­
ing the same capability without waiting the request to complete. Efn is the 
event flag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated when the request completes (see intro(3A)). The xfcnt 
member of the xiosb structure indicates the number of bytes transferred. 
sif _scan_mem and sif _scan_mem_nw will fail if one of the following is 
true: 

[XIO_FAILURE] The system does not contain the driver 
needed to support this request or efn is 
invalid. 

[SIF_CHANNEL_INVALID] The specified channel is beyond the max­
imum allowed. 

[SIF_CHANNEL_NOT_OPEN] The specified channel is not open for this 
process. 

[BAD_DATA_BUFFER_ADDRESS] The data buffer is either not long word 
aligned or points to a nonwritable 
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memory space. 

[BAD_DATA_BUFFER_COUNT] The byte count is not a multiple of 
linewidth from sif _setup(3A). 

[PAGE_LOCK_FAILED] Not enough physical memory for this 
request is available at this time. 

[SIF_CANCELED] The request was canceled with 
sif _cancel(3A) or sif _close(3A). 

[SIF _PIX_PER_LINE_ERROR] The scanner transmitted an incorrect 
number of pixels per scanline. 

[SIF _LINE_PER_SW ATH_ERROR] The scanner transmitted an incorrect 
number of scanlines per swath. 

[SIF_RED_PARITY_ERROR] A parity error occurred on the red com­
ponent input. 

[SIF_GREEN_PARITY_ERROR] A parity error occurred on the green 
component input. 

[SIF_BLUE_PARITY_ERROR] A parity error occurred on the blue com­
ponent input. 

[SIF_CYCLE_ERROR] A hardware handshake error occurred on 
the transfer. 

[SIF_TIMEOUT] The timeout expired before the transfer 
completed. 

SEE ALSO 
intro(3A), sif_open(3A), sif_close(3A), sif_setup(3A), sif_cancel(3A). 
xsif(7A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 

If the XIO system accepts the asynchronous request, the request will return 
a value of 0. Otherwise, XIO_FAILURE will be returned. Upon completion 
of an accepted rt;quest, the status member of the xiosb structure will be set 
to 0 if successful, or one of the above failure codes if unsuccessful. 
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NAME 
sif _scan_pipe, sif_scan_pipe __ nw - transfer data from scanner to pipe 

SYNOPSIS 
#include < sys/xio/xerr .h > 
#include < sys/xio/xio.h > 
int si.f _scan_pipe (channel, dent, timeout, xfcnt) 
int channel, dent, timeout, *Xfcnt; 
int sif_scan_pipe_nw (channel, dent, timeout, xiosb, efn) 
int channel, dent, timeout, efn; 
struct xiosb sxi.osb; 

DESCIUPTION 

07/89 

sif _scan_pipe and sif _scan_pipe_nw provide a mechanism for transferring 
data directly from the scanner to the scanner processing pipeline. The 
specified Scanner Interface (SIF) channel will move the data. Channel must 
have been opened with sif _open(3A). 

Dent indicates the byte count to be transferred and must be a multiple of 
the linewidth specified in sif _setup(3A). 

Timeout indicates the time limit in 1/60-second intervals for the data 
transfer. Any transfer that takes longer is aborted and an appropriate status 
is returned. A timeout value of zero disables the timeout function. 
Upon completion of the synchronous request, xfcnt indicates the number of 
bytes transferred. 

sif _scan_pipe_nw is the asynchronous version of sif _scan_pipe, providing 
the same capability without waiting the request to complete. Efn is the 
event flag number associated with the request. Xiosb is a pointer to the xiosb 
structure updated when the request completes (see intro(3A)). The xfcnt 
member of the xiosb structure indicates the number of bytes transferred. 
sif _scan_pipe and sif _scan_pipe_nw will fail if one of the following is 
true: 

[XIO_FAILURE] 

[SIF _CHANNEL_INV ALID] 

[SIF _CHANNEL_NOT_OPEN] 

[BAD_DATA_BUFFER_COUNT] 

[SIP _CANCELED] 

The system does not contain the driver 
needed to support this request or efn is 
invalid. 

The specified channel is beyond the max­
imum allowed. 

The specified channel is not open for this 
process. 

The byte count is not a multiple of 
linewidth from sif _setup(3A). 

The request was canceled with 
sif _cancel(3A) or sif _close(3A). 
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[SIP _PIX_PER_LINE_ERROR] The scanner transmitted an incorrect 
number of pixels per scanline. 

[SIF_LINE_PER_SWATH_ERROR] The scanner transmitted an incorrect 
number of scanlines per swath. 

[SIF_RED_PARITY_ERROR] A parity error occurred on the red com­
ponent input. 

[SIF_GREEN_PARITY_ERROR] A parity error occurred on the green 
component input. 

[SIF_BLUE_PARITY_ERROR] A parity error occurred on the blue com­
ponent input. 

[SIF_CYCLE_ERROR] A hardware handshake error occurred on 
the transfer. 

[SIP _TIMEOUT] The timeout expired before the transfer 
completed. 

SEE ALSO 
intro(3A), sif_open(3A), sif_close(3A), sif_setup(3A), sif_cancel(3A). 
xsif(7 A) in the CLIX System Administrator's Reference Manual. 

DIAGNOSTICS 

2 

Upon successful completion of the synchronous request, a value of 0 is 
returned. Otherwise, one of the above failure codes is returned. 

If the XIO system accepts the asynchronous request, the request will return a ~ 

value of 0. Otherwise, XIO_FAILURE will be returned. Upon completion of 
an accepted request, the status member of the xiosb structure will be set to 0 
if successful, or one of the above failure codes if unsuccessful. 
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NAME 
sif_setup - establish parameters for a SIF channel 

SYNOPSIS 
#include < sys/xio/xerr .h > 
#include <sys/xio/xsif .h> 
int sif _setup (channel, resolution, linewidth, swathsize, mode) 
int channel, resolution, linewidth, swathsize, mode; 

DESCRIPTION 
sif _setup establishes Direct Memory Access (DMA) parameters for the 
specified Scanner Interface (SIF) channel. Channel must have been opened 
with sif _open(3A). 

Resolution and linewidth are used together to determine the data hardware 
rejects automatically. This should reduce memory and time requirements 
for the system. The accepted data consists of the first linewidth bytes from 
each consecutive set of resolution bytes. All other data is rejected. If the 
concepts of resolution and linewidth do not apply, they should be set the 
same. Possible values for linewidth are 32, 64, 128, 256, 512, and 1024. 
Possible values for resolution are 256, 512, and 1024. Linewidth must 
always be less than or equal to resolution. 
Swathsize represents the number of lines per swath. 
Mode determines which color mode the SIF will operate in. Possible modes 
are defined in <sys/xio/xsif.h> and described below. 
SIF_MONO_RED Scan in monocolor mode using the red component. 
SIF _MONO_GREEN Scan in monocolor mode using the green component. 
SIF_MONO_BLUE Scan in monocolor mode using the blue component. 
SIF _COLOR Scan in color mode using all three components. 
sif _setup will fail if one of the following is true: 
[XIO_FAILURE] The system does not contain the driver 

needed to support this request. 
[SIF _CHANNEL_INV ALID] 

[SIF _CHANNEL_ NOT_ OPEN] 

[SIF _INVALID _PARMS] 

The specified channel is beyond the max­
imum allowed. 

The specified channel is not open for this 
process. 

The values for resolution and linewidth 
do not meet the stated requirements. 

SEE ALSO 
sif _open(3A). 
xsif(7A) in the CLIX System Administrator's Reference Manual. 
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DIAGNOSTICS 
Upon successful completion, a value of 0 is returned. Otherwise, one of the 

above failure codes is returned. 
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NAME 
xio_allocef, xio_deallocef - allocate/deallocate an event flag number 

SYNOPSIS 
unsigned long rio_allocef (efn) 
int sefn; 

void rio_deallocef (mask) 
unsigned long mask; 

DESCRIPTION 
xio_allocef allocates an event flag number used for asynchronous requests. 
Efn points to the integer location updated with an event flag number. The 
event flag number is an argument passed to an asynchronous routine to track 
the completion of the request. xio_allocef returns a mask that corresponds 
to the event flag number. 

xio_deallocef deallocates event flag numbers obtained with xio_allocef. The 
bits set in mask correspond to the event flag numbers to be deallocated. 

SEE ALSO 
intro(3A), xio_readef(3A), xio_ waitfr(3A), xio_notify(3A). 

DIAGNOSTICS 
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Upon successful completion, of xio_allocef, a nonzero mask is returned. 
Otherwise, all event flag numbers have been allocated and a value of 0 is 
returned. 
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NAME 
xio_notify - notify a process of an asynchronous request completion 

SYNOPSIS 
#include < sys/xio/xerr .h > 
int xio_notify (mask, signal. var, valO, valt) 
unsigned long mask; 
int signal, var[2], valO, vall; 

DESCRIPTION 
xlo_notlfy provides a mechanism to detect completion of an asynchronous 
request via signal or memory location update. Either or both of these 
methods of notification is available. 

Mask corresponds to the event flag numbers of the asynchronous requests 
for which the process requires notification. 

Signal is sent to the process upon completion of any of the specified asyn­
chronous requests. The signal must be chosen in accordance with defined 
system signals, and the signal-catching handler must be established with 
standard signal management system calls (see slgset(2) or slgnal(2)). 

Var is an array of two integers; xlo_notlfy updates these locations with the 
values contained in valO and vall. Var must be aligned on a long-word 
boundary. If var is 0, this feature is disabled. 

xlo_notlfy will fail if either mask is 0, signal is not a valid signal number, 
or var is invalid. 

SEE ALSO 
intro(3A), xio_readef(3A), xio_ waitf r(3A), xio_allocef(3A), signal(2), sig­
set(2). 

DIAGNOSTICS 

NOTES 

Upon successful completion, a value of 0 is returned. Otherwise, 
XIO_FAILURE is returned. 

Only one xlo_notlfy request (specifying either a signal notification, a 
memory location update, or both) may be active. If a subsequent xlo_notify 
call is made, the previous call is no longer in effect. 

WAR.MINGS 
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After notification, the process must call either xio_reade/(3A), 
xlo_waltfr(3A), xlo_wftor(3A), or xlo_wftand(3A) before the xiosb struc­
tures for the completed asynchronous requests are valid. 
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NAME 
xio_readef, xio_clref, xio_setef - event flag mask functions 

SYNOPSIS 
unsigned long xi.o _readef () 

unsigned long xi.o_clref (mask> 
unsigned long mask; 

unsigned long xi.o _setef (mask> 
unsigned long mask; 

DESCltlPTION 
xio_readef returns the event flag mask. Cleared bits in the mask possibly 
represent asynchronous requests that have not completed. The process is 
responsible for "knowing" which bits in the event flag mask are currently 
used by asynchronous requests. 

xlo_clref provides a mechanism to clear event flag numbers in the event flag 
mask. All bits set in mask will be cleared. 

xlo_setef provides a mechanism to set event flag numbers in the event flag 
mask. All bits set in mask will be set. 

SEE ALSO 
intro(3A), xio_allocef(3A), xio_ waitfr(3A), xio_notify(3A). 

DIAGNOSTICS 

12/88 

Upon successful completion, the event flag mask is returned. No errors are 
possible. 

1 





XIO_ W AITPJl(.3A) XIO_ W AITFR.(3A) 

NAME 
xio_waitfr, xio_wfland, xio_wflor - asynchronous event control 

SYNOPSIS 
unsigned long xio_ waitfr (efn) 
int efn; 

unsigned long xio _ wfland (mask) 
unsigned long mask; 

unsigned long xio _ wflor (mask) 
unsigned long mask; 

DESCRIPTION 
xlo_waitfr provides a mechanism for a process to wait for the bit in the 
event flag mask corresponding to efn to be set. A bit set in the event flag 
mask usually corresponds to the completion of an asynchronous request. If 
no error occurred, the event flag mask is returned. 

xio_wftand will return control to the caller when all bits in the event flag 
mask that correspond to all set bits in mask are set. This provides a mechan­
ism for a process to wait for the completion of many outstanding asynchro­
nous requests. The event flag mask is returned. 

xio_wftor will return control to the caller when any of the bits in the event 
flag mask that correspond to set bits in mask are set. The call, in effect, 
waits for one of the outstanding asynchronous requests to complete. The 
event flag mask is returned. 

SEE ALSO 
intro(3A), xio_allocef(3A), xio_readef(3A), xio_notify(3A). 

DIAGNOSTICS 

12188 

Upon successful completion of xio_waitfr, the event flag mask is returned. 
Otherwise, a value of 0 is returned to indicate that efn is not valid. No 
errors are possible for xlo_wftand and xio_wftor. 
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NAME 
f77initio, f77uninitio - initialize or terminate FORTRAN I/O from C 

SYNOPSIS 
void f77initio 0 
void f77uninitio () 

DESCRIPTION 
f77initio initializes FORTRAN 1/0 by calling the appropriate routines in the 
FORTRAN library. f77initio must be called in programs that define their 
main routine in C and also use FORTRAN I/O. f77uninitio terminates FOR­
TRAN I/O by calling the appropriate routines in the FORTRAN library. 
f77uninitio flushes data and closes any open FORTRAN logical unit numbers. 
These two routines are designed to be called from C source only. 

SEE ALSO 
fnum(3F), flush(3F), f dtounit(3F). 
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NAME 
fdtounit - return FORTRAN logical unit associated with a file descriptor 

SYNOPSIS 
integer lun, f d 

lun """ f dtounit (fd) 

DESCRIPTION 
fdtounit returns the FORTRAN logical unit number associated with a particu­
lar file descriptor. fdtounit assumes the file descriptor has been returned by 
some past open(2) or creat(2) system call. 

DIAGNOSTICS 
Upon successful completion, the FORTRAN logical unit number is returned. 
Otherwise, a value of -1 is returned. 

SEE ALSO 
fnum(3F), f77initio(3F). 
cexternal keyword in the FORTRAN User's Guide. 
open(2), creat(2) in the UNIX System V Programmer's Reference Manual. 
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NAME 
flush - flush the output for the specified FORTRAN logical unit 

SYNOPSIS 
integer i, lun 

i - :0.ush Oun) 
DESCRIPTION 

flush flushes the output for the specified FORTRAN logical unit. The FORTRAN 
library utilizes the buffered 1/0 routines /open(3S), fread(3S), fwrite(3S), 
etc., for logical unit 1/0. Thus, after a FORTRAN write statement is executed, 
some or all data may reside in a buffer and will not necessarily have been 
written to the device or file associated with the logical unit. Data will 
always be flushed when the program exits or a logical unit is closed. How­
ever, when a user requires data to be flushed to a device or file immediately, 
flush is provided. 

DIAGNOSTICS 
Upon successful completion, the FORTRAN logical unit number is returned. 
Otherwise, a value of -1 is returned. 

SEE ALSO 
fnum(3F), f77initio(3F). 
fopen(3S), fclose(3S) in the UNIX System V Programmer's Reference Manual. 
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NAME 
fnum - return the file descriptor associated with a FORTRAN logical unit 

SYNOPSIS 
integer i, lun 

i - fnum Oun) 

DESCRIPTION 
fnum accepts a logical unit number as input and returns the associated file 
descriptor. The file descriptor is suitable for use in subsequent file-related 
system calls such as read(2), write(2), and Zseek(2). 

DIAGNOSTICS 
Upon successful completion, the FORTRAN logical unit number is returned. 
Otherwise, a value of -1 is returned. 

SEE ALSO 
ftush(3F), f77initio(3F). 
cexternal keyword in the FORTRAN User's Guide. 
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NAME 
intro - introduction to file formats 

DESCK.IPTION 

12/88 

This section outlines the formats of various files. The C structure declara­
tions for the file formats are given where applicable. Usually, the header 
files containing these structure declarations can be found in the directory 
Lusr/include or the directory /usr/include/sys. For inclusion in C 
language programs, however, the syntax #include <file-name.h> or 
#include <sys/jil.e-name.h> should be used. 
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NAME 
a.out - common assembler and link editor output 

SYNOPSIS 
#include <a.out.h> 

DESCRIPTION 

12/88 

The file name a.out is the default output file name from the link editor Zd(l). 
The link editor makes a.out executable if no errors occur during linking. The 
output file of the assembler as(l) follows the common object file format of 
the a.out file although the default file name is different. 

A common object file consists of a file header, a CLIX system header (if the 
file is link editor output), a table of section headers, relocation information, 
(optional) line numbers, a symbol table, and a string table. The order is 
given below. 

file header 
CLIX system header 
section 1 header 

section n header 
section 1 data 

section n data 
section 1 relocation 

section n relocation 
section 1 line num hers 

section n line numbers 
symbol table 
string table 

The last three parts of an object file (line numbers, symbol table and string 
table) may be missing if the program was linked with the -s option of Zd(l) 
or if they were removed by strip(l). Also, the relocation information will 
be absent after linking unless the -r option of Zd(l) was used. The string 
table exists only if the symbol table contains symbols with names longer 
than eight characters. 

The sizes of each section (contained in the header and discussed below) are in 
bytes. 

When an a.out file is loaded in memory for execution, three logical segments 
are set up: the text segment, the data segment (initialized data followed by 
uninitialized, the latter actually being initialized to all O's), and a stack. On 
the CLIPPER, the text segment starts at location OxO. 

The a.out file produced by Zd(l) has the magic number 0413 in the first field 
of the CLIX system header. The headers (file header, CLIX system header, 
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and section headers) are loaded at the beginning of the text segment. The 
text immediately follows the headers in the user address space. The first 
text address will equal OxO plus the size of the headers, and will vary 
depending on the number of section headers in the a.out file. In an a.out file 
with three sections (.text, .data, and .bss), the first text address is at Oxd8 on 
the CLIPPER. The text segment is not writable by the program; if other 
processes are executing the same a.out file, the processes will share a text seg­
ment. 

The data segment starts at the next 4M boundary past the last text address. 
The first data address is determined by the following. If an a.out file is split 
into 4K byte pages, one of the pages would contain both the end of text and 
the beginning of data. When the core(4) image is created, that page will 
appear twice: once at the end of text and once at the beginning of data (with 
some unused space in between). The duplicated page of text that appears at 
the beginning of data is never executed; it is duplicated so that the operating 
system may bring in pieces of the file in multiples of the page size without 
having to realign the beginning of the data section to a page boundary. 
Therefore, the first data address is the sum of the next segment boundary 
past the end of text plus the remainder of the last text address divided by 
4K. If the last text address is a multiple of 4K, no duplication is necessary. 
On the CLIPPER, the stack begins at location OxCOOOOOOO and grows toward 
lower addresses. The stack is automatically extended as required. The data 
segment is extended only as requested by the brk(2) system call. 
For relocatable, files the value of a word in the text or data portions that is 
not a reference to an undefined external symbol is the value that will appear 
in memory when the file is executed. If a word in the text involves a refer­
ence to an undefined external symbol, there will be a relocation entry for the 
word, the storage class of the symbol-table entry for the symbol will be 
marked as an "external symbol", and the value and section number of the 
symbol-table entry will be undefined. When the file is processed by the link 
editor and the external symbol becomes defined, the value of the symbol 
will be added to the word in the file. 

File Header 
The format of the filehdr header is as fallows: 

struct filehdr { 
unsigned short 
unsigned short 
long 
long 
long 
unsigned short 

}; 
unsigned short 

CLIX System. Header 

f_magic; 
f_nscns; 
f_timdat; 
f_symptr; 
f_nsyms; 
f_opthdr; 
f_1lags; 

I• magic number•/ 
I• number of sections•/ 
I• time and date stamp •/ 
I• file ptr to symtab •/ 
I• # symtab entries •/ 
I• sizeof( opt hdr) •/ 
I• 1lags •I 

The format of the CLIX system header is as follows: 
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typedef struct aouthdr 
{ 

short 
short 
long 
long 
long 
long 
long 
long 
unsigned long 
unsigned char 
unsigned char 
unsigned char 

} AOUTHDR; 

magic; 
vstamp; 
tsize; 
dsize; 
bsize; 
entry; 
text_start; 
data_start; 
cliflags; 
tcache; 
dcache; 
scache; 

I• magic number •/ 
I• version stamp •/ 
I• text size in bytes, padded•/ 
I• initialized data (.data) •I 
I• uninitialized data (.bss) •/ 
I• entry point •/ 
I• base of text used for this file */ 
I• base of data used for this file •/ 
I• CLIPPER flags */ 
/* text region caching policy •I 
/* data region caching policy •/ 
/* stack region caching policy •/ 

Section Header 
The format of the section header is as follows: 

struct scnhdr { 
char 
long 
long 
long 
long 
long 
long 

}; 

unsigned short 
unsigned short 
long 

s_name [ SYMNMLEN]; /• section name •/ 
s_paddr; /*physical address•/ 
s_ vaddr; /* virtual address •I 
s_size; /*section size•/ 
s_scnptr; I• file ptr to raw data •/ 
s_relptr; /*file ptr to relocation•/ 
s_lnnoptr; /* file ptr to line numbers •/ 
s_nreloc; /* # reloc entries •/ 
s_nlnno; /* # line number entries •/ 
s_flags; I• flags •/ 

Relocation 
Object files have one relocation entry for each relocatable reference in the 
text or data. If relocation information is present, it will have the following 
format: 

struct reloc { 
long 
long 
ushort 

}; 

r_ vaddr; /* (virtual) address of reference •/ 
r_symndx; /*index into symbol table•/ 
r_type; /*relocation type •I 

The start of the relocation information is s_relptr from the section header. 
If there is no relocation information, s_relptr is 0. 

Symbol Table 
The format of each symbol in the symbol table is as follows: 

#define SYMNMLEN 8 
#define FILNMLEN 14 
#define DIMNUM 4 
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struct syment { 
union { 

}; 

char 
struct { 

long 
long 

} _n_n; 
char 

} _n; 
long 
short 
unsigned short 
char 
char 

#define n_name 
#define n_zeroes 
#define n_off set 
#define n_nptr 

A.OUT(4) 

I• all ways to get a symbol name•/ 
_n_name[SYMNMLEN]; I• name of symbol •/ 

_n_zeroes; 
_n_offset; 

* _n_nptr[2]; 

n_value; 
n_scnum; 
n_type; 
n_sclass; 
n_numaux; 

I• = OL if in string table •/ 
I• location in string table•/ 

I• allows overlaying •/ 

I• value of symbol•/ 
I• section number•/ 
I• type and derived type•/ 
I• storage class •/ 
I• number of aux entries •/ 

_n._n_name 
_n._n_n._n_zeroes 

n. n n. n offset 
_n.=n=nptr[tl 

Some symbols require more information than a single entry; they are fol­
lowed by "auxiliary entries" that are the same size as a symbol entry. The 
format is as follows: 

union auxent { 
struct { 

long x_tagndx; 
union { 

struct { 
unsigned short x_lnno; 
unsigned short x_size; 

} x_lnsz; 
long x_fsize; 

} x_misc; 
union { 

struct { 
long x_lnnoptr; 
long x_endndx; 

} x_fcn; 
struct { 

unsigned short x_dimen[DIMNUM]; 
} x_ary; 

} x_fcnary; 
unsigned short x_tvndx; 

} x_sym; 

struct { 
char x_f name[FILNMLEN]; 
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}; 

} x_file; 

struct { 
long x_scnlen; 
unsigned short x_nreloc; 
unsigned short x_nlinno; 

} x_scn; 

struct { 
long 
unsigned short 
unsigned short 

} x_tv; 

x_tvfill; 
x_tvlen; 
x_tvran[2]; 

Indexes of symbol table entries begin at 0. The start of the symbol table is 
f _symptr (from the file header) bytes from the beginning of the file. If the 
symbol table is stripped, f _symptr is 0. The string table (if one exists) 
begins at f _symptr + (/ _nsyms * SYMESZ) bytes from the beginning of the 
file. 

SEE ALSO 

12/88 

as(l), cc(l), ld(l), core(4), reloc(4). 
brk(2), filehdr(4), ldfcn(4), linenum(4), scnhdr(4), syms(4) in the UNIX 
System V Programmer's Reference Manual. 
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NAME 
aliases - aliases file for sendmail(lM) 

SYNOPSIS 
/usr /lib/ aliases 

DESCRIPTION 

01/90 

The aliases file defines aliases used by sendmail(lM). Alias definitions in 
this file have one of the following formats: 

name: namel [, name2, ••• ] 
name: :include: filename 
name: • 1 program• 

The first format above simply lists the addresses that should be aliased to 
the alias name. The second format specifies a file that contains addresses 
listed one per line. For example, the following alias would cause 
sendmail(lM) to read the "/usr/local/poets.list" file for a list of recipients: 

poets: :incl ude:/usr /local/ poets.list 

The third format specifies a program to which mail messages should be 
piped. The double quotation marks are necessary to prevent sendmail(lM) 
from suppressing the blanks between arguments. For example, the following 
alias would cause sendmail(lM) to pipe mail messages to stdin of the pro­
gram called "/usr/frank/mymailer": 

mymailer: "1/usr/frank/mymailer -a" 

Complete path names must be furnished in the second and third formats. 

Only local names may be aliased. In other words, an alias name cannot con­
tain a ! or @ character. For example, the following would not have the 
desired effect: 

eric@mit-xx: eric@berkeley .EDU 

Aliases may be continued by starting any continuation lines with a space or 
tab. Blank lines and lines beginning with a pound sign (#) are treated as 
comments. 

When sendmail(lM) is first installed on a host and when the aliases file is 
modified, newaliases(l) should be invoked to rebuild the database and create 
the ndbm(3B) files /usr/lib/aliases.dir and /usr/lib/aliases.pag. 
sendmail(lM) reads these files to resolve aliases. Reading these files instead 
of the aliases file itself improves performance. 

If the contents of the file in the second format or the program in the third 
format have been modified, newaliases(l) does not need to be invoked. 

After aliasing is performed, local and valid recipients who have a .forward 
file in their home directory have messages forwarded to the list of users 
defined in that file. 
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SEE ALSO 
newaliases(l), ndbm(3B). 
sendmail(lM) in the CLIX System Administrator's Reference Manual. 

CAVEATS 

2 

Because of restrictions in ndbm(3B), a single alias cannot contain more than 
1000 bytes of information. Longer aliases may by implemented by chaining. 
Chaining involves making the last name in the alias a dummy name that is a 
continuation alias. 
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NAME 
ansitape - ANSI standard magtape labels 

DESCRIPTION 

12/88 

An ANSI-labeled tape starts with a volume header. This header specifies the 
volume name and protection, the owner of the volume, and the ANSI label 
standard level that the tape conforms to. 

Every file on the tape has a header, data blocks, and a trailer. A tape mark 
follows each element. At the end of the tape, two tape marks follow the 
trailer to indicate logical end-of-tape. 

If a file is too large to be copied on one tape, it may be continued on another 
tape by modifying the trailer section. 

Field 

VOLl 

Label 

Access 

IGNl 
IGN2 

Owner 

IGN3 
Level 

Owner 

VOLUME HEADER 
Width Exam....12_le Use 

4 VOLl Indicates this is a volume header. 

6 VAXl The name of the volume. 

1 <SPACE> Volume protection. <SPACE> 
means unprotected. 

20 < < !g_nored > > 
6 < < !g_nored > > 
14 Joe User The name of the user. 

28 < < !g_nored > > 
1 3 ANSI standard level. 

The owner field is 14 characters in ANSI labels. IBM labels cut the 
owner field to 10 characters. The IGN2 field is 10 characters on 
IBM-format tapes. 
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Field 

HDRl 

Name 

Set Name 

Vol Num 

File Num 

Generation 

Gen Version 

Created 

Expires 

Access 

Blockcount 

System 

IGN 

Name 

Set Name 

Generation 

Created 

Blocks 

2 

ANSITAPE(4) 

FILE HEADER 1 

Width Exam....Q_le Use 

4 HDRl Identifies first file header. 

17 FILE.DAT Leftmost 17 characters of file 
name. 

6 VAXl Name of volume set this file is 
part of. 

4 0001 Number of this volume 
within volume set. 

4 0001 Number of file on this tape. 

4 0001 Resembles a major release 
number. 

2 00 Version of a file within a 
release. 

6 b86001 The date of file creation. 

6 b86365 Date file expires. 

1 <SPACE> File protection. <SP ACE> 
means unprotected. 

6 000000 Number of blocks in the file. 

13 OS360 The name of the software sys-
tern that created the tape. 

7 < < ignored > > 

The file name may have up to 17 characters in IBM labels, 
and ANSI labels before standard level 3. On ANSI level 3 
and after, the HDR4 record provides overflow storage for up 
to 63 more characters of the file name. 

On multireel tape sets, a name identifying the set as a whole. 
Normally, this is just the volume name of the first reel in 
the set. 

Resembles a major release number. The version field is a 
version within a generation. On VAX/VMS systems, these 
two fields are mathematically related to the (single) version 
number of disk files. 

The date the file was created. This is a six-character field; 
the first character is always a <SPACE>. The next two are 
the year. The final three are the day within the year, 
counting January 1st as day 1. 

The number of blocks in the file. In HDRl records, this is 
always 0. The corresponding EOFl or EOVl contains the 
number of tape blocks written in the file on the current reel. 
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FILE HEADER 2 
Field Width Exam_Q_le Use 

HDR2 4 HDR2 Second file header. 

Rec Format 1 D Record format. 
Blk Length 5 02048 Tape block size. 
Rec Len_g_th 5 00080 Record size. 
Densi~ 1 3 Recordin_g_ density code. 

Vol Switch 1 0 1 if this is a continuation 
of a file from a previous 
reel. 

Job 17 user/program See following notes. 
Recordin_g_ 2 <SPACE> Unused in 9-track t~s. 

Car Control 1 <SPACE> See following notes. 
Blocking 1 B See following notes. 

IGN 11 < < ignored > > 
Offset 2 00 Bytes to skip at front of 

each block. 

Rec Format A single character indicating what type of records are provided. 
The codes are as follows: 

Code Meaning 
F Fixed-length 
D Variable up to rec length 
v IBM code for variable 
u Unknown 

Job The name of the job (user name in CLIX) right-padded to eight 
characters, a slash(/), and the job step (program name in CLIX) 
right-padded to eight characters. This identifies where the JCL 
was located when this file was created. 

Carriage Control 

Blocking 

Normally a <SPACE>, indicating that the records do not con­
tain carriage control information. When printed, each record is 
placed on a separate line. If an "A" is used, the first character 
of each record is presumed to be a FORTRAN carriage-control 
character. VAX/VMS also uses "M" to indicate that carriage­
control is embedded as part of the data. This is usually used in 
the case of binary files. 

The B indicates that the number of records that will fit are 
placed in a physical tape block. Records do not cross block 
boundaries. A <SPACE> indicates only one record per physical 
tape block. 
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4 

The HDR3 and HDR4 labels are not written on IBM tapes. ANSI allows but 
does not require these labels. 

FILE HEADER 3 
Field Width Exam_Q_le Use 

HDR3 4 HDR3 Third file header. 
OS 76 O~ratin_g_-~stem d~ndent. 

OS This field is reserved for the operating system that created the file to 
use. Other operating systems should disregard HDR3 records. On 
VAX/VMS, this record contains the RMS file description. 

FILE HEADER 4 
Field Width Exam_Q_le Use 

HDR4 4 HDR4 Fourth file header. 
Name 2 63 Name continuation from HDRl. 

Unknown 2 ()() Unknown, fill with 00. 
IGN 11 < < !.g_nored > > 

Name2 
On ANSI tapes, if the file name is longer than 17 characters, the first 
1 7 are placed in the HDRl record. The next 63 are put in HDR4. File 
names longer than 80 characters are truncated. A HDR3 record is not 
required in order to have a HDR4. 

File Trailing Labels 
These labels are written after a tape file. Every label written at the head of 
the file will have a corresponding label at the tail. Except for the bl.ock count 
field in HDRl, the only difference is in the name of the label. If we have 
reached the logical end of the file, the characters HOR in the headers are 
replaced by the characters EOF in the trailing labels. If we are not at the 
logical end of the file, but are merely pausing at the physical end of tape 
before continuing on another reel, the HOR characters are replaced by EOV 
(end-of-volume). 

The bl.ockcount field of HDRl was initially recorded as 000000. When the 
trailers are written, the block count is changed to indicate the number of 
tape data blocks written. A file continued over several volumes maintains 
separate counts for each reel. 

Record Formats 
The two basic record formats are fixed and variable. 

Fixed format uses records that all have a constant length. This is true with 
VAX/VMS executable images (record length = 512). It is also used by IBM 
systems for text files, with a record length of 80 (card images). The record 
size field of HDR2 tells the length of each record. 

With fixed-length records, the bl.ock-size is usually selected to be some mul­
tiple of the record-size. The number of records that will fit is placed in each 
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block. Since records do not (normally) span physical tape blocks, extra 
space at the end of a block is wasted. 

Variable-length records are used by VAX/VMS for text files. The CLIX pro­
gram ansitape(l) also turns CLIX text files into variable-length tape files. 
With this format, the record length specified in HDR2 is an upper limit. 

Each record is proceeded by a four digit (zero-filled) byte count. The count 
included the digits themselves, so the minimum valid number is 0004. 
These four digits specify the length of the record. The data follows the 
digits, and is, in turn, followed by the digits for the next record. 

When writing, ansitape(l) checks to ensure enough room is in the tape block 
for the next record. If the record (including its length digits) will not fit, 
the current block is sent to the tape and a new block is started. Unused 
space at the end of the tape block is filled with circumflex ( ... ) characters. 

SEE ALSO 
ansitape(l). 
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NAME 
backup, dumpdates - incremental dump format 

SYNOPSIS 
#include < sys/types.h > 
#include < sys/inode.h > 
#include <protocols/dumprestore.h> 

DESCltIPTION 
Tapes used by backup(!) and restore(!) contain the following: 

A header record 
Two groups of bit map records 
A group of records describing directories 
A group of records describing files 

BACKUP(4) 

The format of the header record and the first record of each description as 
given in the include file <protocols/dumprestore.h> is as follows: 

12188 

#define TP _BSIZE 1024 
#define NTREC 10 
#define TP _NINDIR (TP _BSIZE/2) 

1 
2 
3 
4 
5 
6 

#define TS_TAPE 
#define TS_INODE 
#define TS_BITS 
#define TS_ADDR 
#define TS_END 
#define TS_CLRI 
#define OFS_MAGIC 
#define NFS_MAGIC 
#define CHECKSUM 

{int) 60011 
(int) 60012 
(int) 84446 

struct u_spcl { 
char dummy [ TP _BSIZE]; 
struct s_spcl { 

int 
time_t 
time_t 
int 
daddr_t 
ino_t 
int 
int 

#ifdef FPS 

#else 

#endif 

struct 

struct 

int 
char 

c_type; 
c_date; 
c_ddate; 
c_volume; 
c_tapea; 
c_inumber; 
c_magic; 
c_checksum; 

ff sdinode c_dinode; 

di node c_dinode; 

c_count; 
c_addr ( TP _NINDIR]; 
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} s_spcl; 
} u_spcl; 

#define spcl u_spcl.s_spcl 

#defineDUMPOUTPMT "%-20s %c %s" /*for printf •/ 
/*name, incno, ctime(date) •/ 

#defineDUMPINPMT "%20s %c %[\n]\n" /•inverse for scanf •/ 
NTREC is the number of 1024-byte records in a physical tape block. 
TP _BSIZE is the size of file blocks on the dump tapes. NTREC is the number 
of TP _BSIZE blocks written in each tape record. TP _NINDIR is the number of 
indirect pointers in a TS_ADDR record. It must be a power of two. 
The TS_ entries are used in the c_type field to indicate the type of header 
this is. The types and their meanings are as follows: 

TS_TAPE Tape volume label. 

TS_INODE 

TS_BITS 

TS_ADDR 

TS_END 

TS_CLRI 

MAGIC 

CHECKSUM 

A file or directory follows. The c_dinode field is a copy of 
the disk i-node and contains bits telling the type of file this 
is. 

A bit map follows. This bit map has a 1 bit for each i-node 
that was backed up. 

A subrecord of a file description. See c_addr below. 
End of tape record. 

A bit map follows. This bit map contains a zero bit for all 
i-nodes that were empty on the file system when backed up. 
All header records have this number in c_magic. 
OFS_MAGIC is the old file system magic number. 
NFS_MAGIC is the new file system magic number. 
Header records checksum to this value. 

The fields of the header structure are as fallows: 

c_type The type of the header. 

c_date The date the backup was taken. 

c_ddate The date the file system was backed up from. 

c_ volume The current volume number of the backup. 

c_tapea The current number of this (1024-byte) record. 
c_inumber The number of the i-node being backed up if this has type 

TS_INODE. 

c_magic The value NFS_MAGIC above, truncated as needed. 
c_checbum The value needed to make the record sum to CHECKSUM. 
c_dinode A copy of the i-node as it appears on the file system. 
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FILES 

c_count 

c_addr 

The count of characters in c_addr. 

An array of characters describing the blocks of the backed 
up fl.le. A character is zero if the block associated with that 
character was not present on the file system. Otherwise, the 
character is nonzero. If the block was not on the file system, 
no block was backed up; the block will be restored as a hole 
in the file. If space in this record is not sufficient to describe 
all blocks in a file, TS_ADDR records will be scattered 
through the file, each picking up where the last left off. 

Each volume except the last ends with a tape mark (read as an end of file). 
The last volume ends with a TS_END record and then the tape mark. 

The structure idates describes an entry in the file /etc/dumpdates where 
backup history is kept. 

struct ida tes { 
char 
char 
time_t 

}; 

id_name[ 16]; 
id_incno; 
id_ddate; 

The fields of the structure are as follows: 

id_name The dumped file system is /dev/dsk/s?u?p?.?. 

id_incno The level number of the dump tape; see backup(!). 

id_ddate The date of the incremental backup. 

I etc/ dumpda tes 

SEE ALSO 
backup(l), restore(!). 
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NAME 
bootheader - boot file header format 

DESCltIPTION 

12188 

System processors have individual boot files containing a bootheader, execut­
able code, and initialized data. The bootheader starts at the beginning of the 
first block of the file, and the processor specific code and data start at the 
beginning of the second block of the file. 

The format of the bootheader is as follows: 

struct bootheader { 

}; 

long 
u_short 
short 
long 
u_long 
long 
u_long 
long 
long 

b_magic; 
b_checksum; 
b _processor; 
b_loadaddr; 
b_loadsize; 
b_uinitaddr; 
b_uinitsize; 
b_entry; 
b_time; 

I• magic number= Ox5441534b •/ 
I• file checksum •/ 
I• processor type •/ 
I• load address •/ 
I• code and initialized data size•/ 
I• uninitialized data start address•/ 
I• uninitialized data size •/ 
I• start address •/ 
I• time of file creation •I 

The members of this structure are as follows: 

b_magic A 32-bit signed integer value that identifies the boot file 
type. 

b_checltsum The two's complement of the 16-bit unsigned sum of the 
boot file including the boot header block. 

b_processor The type of processor to be loaded using the information in 
the bootheader. The valid types are listed below: 

#define PROC_IOP 
#define PROC_UE 
#define PROC_ROP 
#define PROC_DATA 
#define PROC_DIAG 
#define PROC_IFB 
#define PROC_FPE 
#define PROC_DIG 

0 
1 
2 
3 
4 
5 
6 
7 

I• IOP •/ 
I• CLIPPER engine •/ 
I• ROP •/ 
/* raw data •/ 
I* diagnostics •/ 
/* IFB */ 
I• FPE */ 
/*digitizer•/ 

b_loadaddr The address where processor code and initialized data are 
loaded. 

b_loadsize A 32-bit unsigned integer that specifies the number of bytes 
to be loaded. 

b_uinitaddr The address where uninitialized data is loaded. 

b_uinitsize A 32-bit unsigned integer that specifies the number of bytes 
to be filled. 
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b_entry 

b_time 

SEE ALSO 

BOOTHEADE:R.(4) 

The location where the booted processor begins execution. 

Encoded in seconds since 00:00:00 GMT, January 1, 1970. 

bootinfo(lM) in the CLIX System Administrator's Reference Manual. 

CAVEATS 

2 

Some processors can only begin execution at a fixed address. Therefore, the 
b_entry field on these processors will be ignored. 
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NAME 
certnote.com - Intergraph software certification documentation file 

DESCRIPTION 

12/88 

certnote.com is a documentation file delivered with every Intergraph 
software product. certnote.com documents Trouble Reports (TRs) and 
Change Requests (CRs) filed on a product at the time of its release. Also 
noted are potential pitfalls, troubleshooting hints, and suggested ways to 
avoid problems with the product. 

A certnote.com file consists of a header section followed by the certification 
comments. The following is an example header section: 

Product: 
Product version: 
Product No.: 
Operating System: 
Menus: 

System V 3.1 Boot Images 
5.3.1 
SS043 Fixes date: 23-AUG-1988 
System V 
N/A 

Hard ware Dependencies: 
InterPro• 120/InterView• 120 
InterPro 32C/InterAct• 32C/InterView 32C 
InterServe™ 200 
InterPro 220/InterAct 220/InterView 220 
InterPro 240/InterPro 245 
InterServe 300/InterServe 305/InterServe 400 
InterPro 340/InterAct 340/InterView 340 
InterPro 360/InterAct 360/InterView 360 

Software Dependencies: 
None. 

Document Name: 
None. 

11111UU+11111111111111111111111111111111111111111111111111111 Utttttt++ 

The first section of the header identifies the product. Where applicable, the 
"Menus" field identifies the Intergraph paper menu associated with the pro­
duct. 

"Hardware Dependencies" lists the systems on which the product runs. 

"Software Dependencies" lists other software products necessary for proper 
use of this product. 

"Document Name" lists the documents and manuals available for purchase 
or included with purchase of the product. 
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The following is an example comment section: 

Comments: 

o First 4000 (or 8000 depending on disk type) blocks of the 
hard disk are allocated for boot images. At download, at 
least 4000 blocks must be available for temporary 
(download only) space. 

Conditions: 

o This product must be loaded by the "newprod" utility 
located in the DELTOOLS product. 

The following trouble reports are currently open against this 
product: 

o None. 

The following change requests are currently open against this 
product: 

CR# 88IOOOO 
Would like to be able to change the peripheral config­
uration, especially floating menu present, without having 
to reboot. 

The comment section is designed to communicate documented problems with 
the product to the user. 

SEE ALSO 
fi.xes.com(4). 

NOTES 

2 

newprod(lM) in the CLIX System Administrator's Reference Manual. 

certnote.com fi.les generally reside on Intergraph delivery systems. They are 
downloaded to Intergraph CLIX-based systems during product installation 
for local examination. 
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NAME 
clh - Intergraph network clearinghouse database 

DBSCR.IPTION 

12/88 

The Intergraph clearinghouse is a network-wide distributed database. Its 
main use is to bind names to network addresses so that users do not need to 
use addresses. It can also be used to access any information that needs to be 
available to the network. 

The clearinghouse nodes directory has three subdirectories: local, owned, 
and heard. These subdirectories store information about the nodes and 
individuals on the network. The files in these subdirectories are called 
objects. Each clearinghouse object is a text file stored in at least one of the 
subdirectories. An object name can have up to 14 characters and contain 
only lowercase alphanumeric characters and underscores. In each object's 
file is a list of one or more properties and property values with the form: 

property: value 

Although an entry can contain any property name, the following "well­
know" properties are used by programs that access the clearinghouse: 

address A network address stored as a hexadecimal character 
string. (The maximum size is 26 characters.) 

node-name An object representing a node that the clearinghouse can 
use to look up a network address (maximum size is 14 
characters). 

alias Same as node-name. 

scope A list of Local Area Networks (LANs) to which this object 
should be propagated. (The object is always propagated to 
the local LAN.) 

namex nam.ex(l) uses this property to indicate that it created or 
modified the object. 

tcp_address A TCP/IP Internet address stored as a decimal, hexade­
cimal, or octal character string. (The maximum size is 19 
characters.) 

netmap_inf o A formatted line containing information about the system 
and its components. This line is added or updated 
automatically at system startup. 

owner The hexadecimal network address of the node from which 
the object was broadcast. This property is added automat­
ically when the object is received from the network and 
therefore should only appear in objects in the heard sub­
directory. 

The following entries are provided for network maintenance purposes: 

primary _user The name of the primary user of the local node. 
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phone 

location 

The phone number of the primary_user. 

The location of the local node. 

EXAMPLES 

FILES 

address: 000b2345 .08-00-36-76-09-00 
tcp_address: 122.9.100.6 
scope: 000b2343,b2344 
scope: b2343 
NETMAP_info : UNIX System V rel 3.1, 
Primary_user : John Smith 
Location: Bismarck, North Dakota 
Phone :701-555-1212 
Favorite color : green 

/usr /lib/ nodes/local 
/usr/lib/ nodes/heard 
/usr/lib/ nodes/ owned 

SEE ALSO 
clh(l). 
"Network Programming Guide" in the CLIX System Guide. 

2 
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NAME 
core - format of core image file 

DESCR.IPTION 
The CLIX system writes out a core image of a terminated process when cer­
tain errors occur. See signal(2) for the list of reasons; the most common are 
memory violations, illegal instructions, bus errors, and user-generated quit 
signals. The core image is called core and is written in the process's work­
ing directory (if allowed, normal access controls apply). A process with an 
effective user ID different from the real user ID will not produce a core image. 

The first section of the core image is a copy of the system's per-user data for 
the process, including the registers as they were at the time of the fault. The 
size of this section depends on the parameter usize, which is defined in 
<sys/param.h>. The remainder represents the actual contents (excluding 
the text area) of the user's core area when the core image was written. For a 
paged image file, which is standard, the dump of the data segment begins 
after any portion overlapped with the text section. Each segment in the core 
file begins on a page boundary. 

The format of the information in the first section is described by the user 
structure of the system, defined in <sys/user.h>. Not included in this file 
are the locations of the registers. These are outlined in <sys/reg.h>. 

SEE ALSO 
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adb(l), sdb(l), signal(2). 
nocore(lM) in the CLIX System Administrator's Reference Manual. 
setuid(2) in the UNIX System V Programmer's Reference Manual. 
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NAME 
diskpar - disk partition header format 

DESCRIPTION 
All Intergraph disks are divided into sections called partitions. Each· disk 
partition is preceded by a single-block diskpar header which provides infor­
mation about the partition. The partition number, the modifier number, the 
partition size in blocks, and the disk partition magic number are contained in 
the diskpar header. The organization of the diskpar header is listed below. 

Byte Offset Description 
0 partition number 
1 modifier number 

2 - 5 size in blocks 
6-9 magic number 

The partition size and the magic number are 32-bit unsigned integer values 
with the least significant byte of each value corresponding to the least 
significant byte of its header location. 

The disk partition magic number is Ox454e4153. 

SEE ALSO 
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mkpar(lM), parck(lM), dc(7S) in the CLIX System Administrator's Refer­
ence Manual. 
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NAME 
disktab - disk description file 

DESCR.IPTION 

PILES 

disktab is a simple database which describes disk geometries and disk parti­
tion characteristics. Entries in disktab consist of a number of ":" separated 
fields. The first entry for each disk gives the names which are known for the 
disk, separated by "I" characters. The last name given should be a long 
name which uniquely identifies the disk. 

The following list indicates the normal values stored for each disk entry: 

Name Type Description 
ns num number of sectors per track 
nt num number of tracks per cylinder 
nc num total number of cylinders on the disk 
se num sector size in bytes 
sf bool supports bad144-style bad sector forwarding 
so bool partition offsets in sectors 
ty str Type of disk (e.g., removable or winchester) 

The following are for 4.3 Berkeley Software Distribution (BSD) compatibility: 

Name Type Description 
ba num block size for partition (bytes) 
fa num fragment size for partition (bytes) 
pa num size of partition in sectors 

I etc/ disk tab 

SEE ALSO 
newfs(lM) in the CLIX System Administrator's Reference Manual. 
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NAME 
errord.rc - error log configuration file 

SYNOPSIS 
/usr/ adm/ errord.rc 

DESCR.IPTION 

01/90 

errord.rc contains configuration information for the error daemon, 

errord(lM). The set of keywords understood by errord(lM) are as follows: 

function-

node-

name-

max-

include-

exclude-

# 

Send error messages to a remote system if s is specified, 
receive error messages from remote systems if r is specified, 
and do not send or receive error messages from remote sys­
tems if n is specified. n is the default. 

Specify the node name of the system to send errors to. 

Specify the name of the file to be used as the error log file. 
The default is /usr/adm/errlog. 

Specify the maximum size (in blocks) of the error log file. 
When the error log file reaches this size, it is renamed 
/usr/adm/olderrorlog and a new error log file is created. 
The default maximum size is 500 blocks. 

Specify a list of error types to log in the error log file. If an 
include- line exists and an error type is not listed on the 
include- line, that error type is not logged. If multiple 
include- lines appear in the file, only the error types 
specified on the first include- line will be logged. The 
def a ult action of errord(lM) is to log all error types. 

Valid error types for include- arE" as follows: device, 
user, panic, memory, slave, disk, tape, :ftoppy, asycn, 
scan, parallel, digitizer, timeout, security, stray, 
optic, soft, retry and hard. 

Specify a list of error types not to log in the error log file. If 
an error type is not listed on an exclude- line, that error 
type is logged. If multiple exclude- lines appear in the file, 
only the error types specified on the first exclude- line will 
not be logged. The default action of the daemon is to log all 
error types. Valid error types for exclude- are the same as 
the error types for include-. 

Comment. All text fallowing the # character will be 
ignored by errord(lM). 
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EXAMPLES 
#Send errors to node bike. Do not log retries, soft errors, or tape errors. 
function=s 

FILES 

node= bike 
#Notice there is no space around the=. 
#Log local errors to /usr/tmp/err. 
name=/usr/tmp/err 
ex cl ude=retry ,soft, tape 

/usr/adm/errlog 
/usr I adm/ olderrlog 
/usr/adm/errord.rc 

default system error log file 
old system error log file 
error daemon configuration file 

SEE ALSO 
errord(lM) in the CLIX System Administrator's Reference Manual. 
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NAME 
exports - NFS file systems being exported 

DESCRIPTION 
The file /etc/exports describes the file systems which are being exported to 
Network File System (NFS) clients. It is created by the system administrator 
using a text editor and processed by the mount request daemon mountd(lM) 
each time a mount request is received. 

The file consists of a list of file systems and the net groups( 4) or machine 
names that can remotely mount each file system. The file system names are 
left justified and followed by a list of names separated by white space. The 
names are searched for first in /etc/netgroups and then in /etc/hosts. A 
file system name with no name list means "export to world". A "#" any­
where in the file indicates a comment extending to the end of the line it 
appears on. Lines beginning with white space are continuation lines. 

EXAMPLES 

FILES 

/usr 
/usr/local 
/usr2 

clients 

ip ingr opus 

#export to my clients 
# export to the world 
# export to only these machines 

I etc/ exports 

SEE ALSO 

BUGS 

12188 

mountd(lM) in the CLIX System Administrator's Reference Manual. 

The identification of the remote system is dependent on the local network 
transport mechanism employed. 
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NAME 
ft'sfs - format of file system volume 

SYNOPSIS 
#include <sys/types.h> 
#include <sys/fs/irsfs.h> 
#include < sys/f s/irsinod.e.h > 

DESCRIPTION 

12188 

Every file system storage volume (disk or nine-track tape, for instance) has a 
common format for certain vital information. Every such volume is divided 
into a certain number of blocks. The block size is a parameter of the file sys­
tem. 

The actual file system begins at sector SBLOCK with the super-block that is of 
size SBSIZE. The layout of the super-block as defined by the include file 
<sys/fs/irsfs.h> is as follows: 

#define FS_MAGIC Ox011954 

struct fs { 
struct fs *fs_link; /•linked list of file systems•/ 
struct f s *f s_rlink; I• used for incore super blocks •/ 
daddr_t fs_sblkno; /* addr of super-block in filesys •/ 
daddr_t f s_cblkno; I• off set of cyl-block in filesys •/ 
daddr_t fs_iblkno; /*offset of inode-blocks in filesys •/ 
daddr_t fs_dblkno; /*offset of first data after cg•/ 
long fs_cgoffset; /•cylinder group offset in cylinder•/ 
long f s_cgmask; /* used to calc mod f s_ntrak */ 
time_t fs_time; I• last time written•/ 
long fs_size; I• number of blocks in fs •I 
long f s_dsize; I• number of data blocks in f s •I 
long f s_ncg; /* number of cylinder groups •/ 
long fs_bsize; /*size of basic blocks in fs •I 
long fs_fsize; /*size of frag blocks in fs •I 
long fs_frag; /*number of frags in a block in fs •I 

/*these are configuration parameters*/ 
long fs_minfree; /*minimum percentage of free blocks*/ 
long fs_rotdelay; /* num of ms for optimal next block•/ 
long f s_rps; /* disk revolutions per second */ 

/*these fields can be computed from the others•/ 
long fs_bmask; /* "blkoff" calc of blk offsets•/ 
long fs_fmask; /* "fragoff" calc of frag offsets•/ 
long fs_bshift; /* "lblkno" calc of logical blkno •/ 
long fs_fshift; /* "numfrags" calc number of frags •/ 

/* these are configuration parameters •/ 
long fs_maxcontig; /*max number of contiguous blks •/ 
long fs_maxbpg; /*max number of blks per cyl group•/ 

I• these fields can be computed from the others•/ 
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long fs_fragshift; I• block to frag shift •I 
long f s_f sbtodb; I• f sbtodb and dbtof sb shift constant •/ 
long f s_sbsize; I• actual size of super block •/ 
long f s_csmask; I• csum block off set •/ 
long f s_csshift; /* csum block number •/ 
long f s_nindir; /• value of NINDIR •/ 
long fs_inopb; /*value of INOPB •/ 
long f s_nspf; I• value of NSPF */ 
long fs_optim; /*optimization preference, see below•/ 
long f s_sparecon[5]; /* reserved for future constants •/ 

I• sizes determined by number of cylinder groups and their sizes•/ 
daddr_t fs_csaddr; I• blk addr of cyl grp summary area•/ 
long f s_cssize; I• size of cyl grp summary area •/ 
long f s_cgsize; /* cylinder group size •/ 

I• these fields should be derived from the hardware•/ 
long fs_ntrak; /*tracks per cylinder•/ 
long fs_nsect; I• sectors per track•/ 
long fs_spc; /*sectors per cylinder•/ 

I• this comes from the disk driver partitioning•/ 
long f s_ncyl; I• cylinders in file system •/ 

I• these fields can be computed from the others•/ 
long f s_cpg; I• cylinders per group •/ 
long f s_ipg; I• inodes per group •/ 
long fs_fpg; I• blocks per group* fs_frag •/ 

I• this data must be re-computed after crashes•/ 
struct csum fs_cstotal; I• cylinder summary information•/ 

I• these fields are cleared at mount time •/ 
long fs_clean; /•file system is clean ft.ag •/ 
char fs_fmod; I• super block modified ft.ag •/ 
char fs_clean; /*unused byte•/ 
char f s_ronly; /* mounted read-only ft.ag •/ 
char f s_ft.ags; I• currently unused ft.ag •/ 
char f s_f smnt[MAXMNTLEN]; /* name mounted on •/ 

I• these fields retain the current block allocation info•/ 
long fs_cgrotor; /•last cg searched•/ 
struct csum *fs_csp[MAXCSBUFS]; I• list of fs_cs info buffers•/ 
long f s_cpc; I• cyl per cycle in post bl •/ 
short fs_postbl[MAXCPG][NRPOS]; /*head of blocks for each rotation•/ 
long fs_magic; /*magic number•/ 
char fs_fname[6]; I• used by labelit •/ 
char fs_fpack[6]; /*used by labelit •/ 
u_char fs_rotbl[l]; /•list of blocks for each rotation•/ 

/*actually longer•/ 
}; 

Each disk drive contains some number of file systems. A file system consists 
of a number of cylinder groups. Each cylinder group has i-nodes and data. 
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A file system is described by its super-block, which in turn describes the 
cylinder groups. The super-block is critical data and is replicated in each 
cylinder group to protect against catastrophic loss. This is done at file sys­
tem creation time and the critical super-block data does not change, so the 
copies need not be referenced further unless disaster strikes. 

Addresses stored in i-nodes are capable of addressing fragments of "blocks". 
File system blocks of at most size MAXBSIZE can be optionally broken into 2, 
4, or 8 pieces, each of which is addressable; these pieces may be DEV _BSIZE, 
or some multiple of a DEV _BSIZE unit. 

Large files consist of exclusively large data blocks. To avoid undue wasted 
disk space, the last data block of a small file is allocated only as many frag­
ments of a large block as are necessary. The file system format retains only 
a single pointer to such a fragment, which is a piece of a single large block 
that has been divided. The size of such a fragment is determinable from 
information in the i-node, using the blksize(/s, ip, tbn) macro. 

The file system records space availability at the fragment level; to determine 
block availability, aligned fragments are examined. 

The root i-node is the root of the file system. I-node 0 can't be used for nor­
mal purposes and historically bad blocks were linked to i-node 1, thus the 
root i-node is 2 (i-node 1 is no longer used for this purpose, however 
numerous dump tapes make this assumption, so we are stuck with it). The 
lost+found directory is given the next available i-node when it is initially 
created by jfsmkfs(lM). 

fs_minfree gives the minimum acceptable percentage of file system blocks 
that may be free. If the freelist drops below this level only the super-user 
may continue to allocate blocks. This may be set to 0 if no reserve of free 
blocks is deemed necessary, however severe performance degradations will 
be observed if the file system is run at greater than 90% full; thus the 
def a ult value of fs_minfree is 10%. 

Empirically the best trade-off between block fragmentation and overall disk 
utilization at a loading of 90% comes with a fragmentation of 4, thus the 
default fragment size is a fourth of the block size. 

fs_optim specifies whether the file system should try to minimize the time 
spent allocating blocks, or if it should attempt to minimize the space frag­
mentation on the disk. If the value of fs_minfree (see above) is less than 
10%, then the file system defaults to optimizing for space to avoid running 
out of full sized blocks. If the value of minf ree is greater than or equal to 
10%, fragmentation is unlikely to be problematical, and the file system 
defaults to optimizing for time. 

Cylinder group related limits: Each cylinder keeps track of the availability 
of blocks at different rotational positions, so that sequential blocks can be 
laid out with minimum rotational latency. NRPOS is the number of rota­
tional positions which are distinguished. With NRPOS 8 the resolution of the 
summary information is two milliseconds for a typical 3600 rpm drive. 
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fs_rotdelay gives the minimum number of milliseconds to initiate another 
disk transfer on the same cylinder. It is used in determining the rotationally 
optimal layout for disk blocks within a file; the def a ult value for 
fs_rotdelay is two milliseconds. 

Each file system has a statically allocated number of i-nodes. An i-node is 
allocated for each NBPI bytes of disk space. The i-node allocation strategy is 
extremely conservative. 

MAXIPG bounds the number of i-nodes per cylinder group, and is needed 
only to keep the structure simpler by having the only a single variable size 
element (the free bit map). MAXIPG must be a multiple of INOPB(fs). 

MINBSIZE is the smallest allowable block size. With a MINBSIZE of 4096 it is 
possible to create files of size 2"32 with only two levels of indirection. 
MINBSIZE must be big enough to hold a cylinder group block, thus changes to 
the cg structure must keep its size within MINBSIZE. MAXCPG is limited 
only to dimension an array in the cg structure; it can be made larger as long 
as that structure's size remains within the bounds dictated by MINBSIZE. 
Note that super-blocks are never more than size SBSIZE. 

The path name on which the file system is mounted is maintained in 
fs_Jsmnt. MAXMNTLEN defines the amount of space allocated in the super­
block for this name. The limit on the amount of summary information per 
file system is defined by MAXCSBUFS. It is currently parameterized for a 
maximum of two million cylinders. 

Per cylinder group information is summarized in blocks allocated from the 
first cylinder group's data blocks. These blocks are read in from fs_csaddr 
(size fs_cssiz.e) in addition to the super-block. 

The size of the csum structure must be a power of two in order for the fs_cs 
macro to work. 

Super-bl.eek for a fi"le system: MAXBPC bounds the size of the rotational lay­
out tables and is limited by the fact that the super-block is of size SBSIZE. 
The size of these tables is inversely proportional to the block size of the file 
system. The size of the tables is increased when sector sizes are not powers of 
two, as this increases the number of cylinders included before the rotational 
pattern repeats (fs_cpc). The size of the rotational layout tables is derived 
from the number of bytes remaining in the fs structure. 

MAXBPG bounds the number of blocks of data per cylinder group, and is 
limited by the fact that cylinder groups are at most one block. The size of 
the free block table is derived from the size of blocks and the number of 
remaining bytes in the cylinder group structure the cg structure. 

I-node: The i-node is the focus of all file activity in the CLIX file system. 
There is a unique i-node allocated for each active file, each current directory, 
each mounted-on file, text file, and the root. An i-node is "named" by its 
device/i-number pair. For further information, see the include file 
< sys/f s/Jf sinode.h >. 
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NAME 
ffsinode - structure of an FFS disk i-node 

SYNOPSIS 
#include < sys/types.h > 
#include <sys/fs/ffsinode.h> 

DBSC:l.IPTION 

PPSINODE(4) 

An i-node for a plain file or directory has the following structure defined in 
<syslfs/ffsinode.h>. 

struct icommon { 
u_short 
short 
uid_t 
gid_t 
quad 
time_t 
long 
time_t 
long 
time_t 
long 
daddr_t 
daddr_t 
long 
long 
long 

}; 
long 

struct :ffsdinode { 
union { 

ic_mode; 
ic_nlink; 
ic_uid; 
ic_gid; 
ic_size; 
ic_atime; 
ic_atspare; 
ic_mtime; 
ic_mtspare; 
ic_ctime; 
ic_ctspare; 
ic_db [ NDADDR]; 
ic_ib [ NIADDR]; 
ic_ft.ags; 
ic_blocks; 
ic_gen; 
ic_spare [ 4]; 

I• 0: mode and type of file •/ 
I• 2: number of links to file•/ 
I• 4: owner's user ID•/ 
I• 6: owner's group ID •/ 
I• 8: number of bytes in file•/ 
I• 16: time last accessed •I 

I• 24: time last modified•/ 

I• 32: last time inode changed •/ 

/* 40: disk block addresses •/ 
/* 88: indirect blocks•/ 
I• 100: status, currently unused•/ 
I• 104: blocks actually held•/ 
/* 108: generation count for NFS•/ 
I• 112: reserved, currently unused */ 

struct 
char 

icommon di_icom; 
di_size [ 128 ] ; 

} di_un; 
}; 

SEE ALSO 
ffsfs(4). 
stat(2) in the UNIX System V Programmer's Reference Manual. 
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NAME 
fixes.com - Intergraph software delivery documentation file 

DESCRIPTION 

12188 

fixes.com is a documentation file delivered with every Intergraph software 
product. A fixes.com file consists of a header section followed by one or 
more delivery, or "fix", sections. 

The following is an example header section: 

PRODUCT NUMBER : SS043 
PRODUCT NAME : System V 3.1 Boot Images 
PRODUCT DIRECTORY : UNIXBOOT 
PRODUCT VERSION : 5.3.1 

In the header illustrated above, the colon is a delimiter and the names to the 
left of the colon are keywords. The important fields are the product number 
and the product version number. The five character product number is a 
unique Intergraph-assigned identifier used by some Intergraph software ins­
tallation utilities. The product version number is also used by Intergraph 
software installation utilities to distinguish among major software releases. 
The product name and product directory are informational fields. 

The following is an example "fix" section: 

DATE : 23-AUG-1988 
UNIXl.PROD : 23-AUG-1988 
INSTALL.SH : 23-AUG-1988 
I 

UNIXl.PROD 
- Added support for new workstation 

INSTALL.SH 
- Modified installation script to check for correct exit 

status from cpio. 

The "fix" section is divided into two areas with the ! delimiter separating 
them. The part before the ! must begin with a "fix" date with form illus­
trated. The only allowed deviation from the format shown is in the amount 
of white space found between the DATE keyword and the colon and between 
the colon and the date. The date must have the form DD-MMM-YYYY. One 
or more product file description lines come after the date line. These must 
adhere to the same format as the date line. Each file description line can 
have a different date. The ! delimiter ends the required portion of the "fix" 
section. The section following is a free-form comment area for describing 
the features of the new software release. 

"Fix,, entries are always inserted in the fixes.com file immediately following 
the header section. Thus the most recent software deliveries for a given pro­
duct are documented near the top of the file. 
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SEE ALSO 

NOTES 

2 

newprod(lM) in the CLIX System Administrator's Reference Manual. 

fixes.com files generally reside on Intergraph delivery systems and are down- ~ 
loaded to Intergraph CLIX systems during product installation for local 
examination. 
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NAME 
:6.oppypar - partitioned :6.oppy header format 

DESCRIPTION 
The mkpar(lM) command is used to divide a :6.oppy into one or more logical 
sections called partitions. Information about each partition is contained in 
the :6.oppy partition header (ftoppypar) that resides on the first block of a 
partitioned :6.oppy. 

The organization of the :6.oppy header is as follows: 

Byte Offset Description 
0-3 magic number 
4 -5 number of logical partitions 

6 partition number of logical partition 1 
7 modifier number of logical partition 1 

8-9 block number of the first block of logical partition 1 
10-11 block number of the last block of logical partition 1 

12 partition number of logical partition 2 
13 modifier number of logical partition 2 

14-15 block number of the first block of logical partition 2 
16 -1 7 block number of the last block of logical partition 2 

18 partition number of logical partition 3 
19 modifier number of logical partition 3 

20-21 block number of the first block of logical partition 3 
22-23 block number of the last block of logical partition 3 

(6*n) 
(6*n+l) 

(6*n+2)-(6*n+3) 
(6*n+4)-(6*n+5) 

partition number of logical partition n 
modifier number of logical partition n 
block number of the first block of logical partition n 
block number of the last block of logical partition n 

where n < 86. 

The magic number is Ox454e4153. 

The number of logical partitions is a 16-bit unsigned integer value. 

The partition number and the modifier number of each logical partition are 
8-bit unsigned integer values. 

The first block and last block values for each logical partition are 16-bit 
unsigned integer values. 

SEE ALSO 

12/88 

mkpar(lM), parck(lM), :6.(7S) in the CLIX System Administrator's Reference 
Manual. 
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NAME 
fstab - file system table 

DESCRIPTION 

FILES 

The fJ.le /etc/fstab contains 
mount(lM) and mountaU(lM). 
ing order: 

information about file systems for use by 
Each entry should be specified in the follow-

Order Entry 
1st block special flle name of file system or advertised 

remote resource 
2nd mount-point directory 
3rd -r if to be mounted read-only; -d [ r] if remote 

4th (optional) fJ.le system type string 

5th (optional) file system type dependent local file system: 
backup frequency used by backup(l) 

Network File System (NFS): 
string of NFS mount options separated by 
commas 

Remote File System: 
ignored 

White space separates columns. Lines beginning with "#,, are comments. 
Empty lines are ignored. 

The following is an example of the file system table: 

/dev/dsk/s0u0p7.3 /usr S51K 3 
/dev/dsk/s0u0p7.4 /usr/src -r 
/dev/dsk/slu0p7.3 /usr2 5 
adv_resource /mnt -d 

/etc/fstab 

SEE ALSO 

12/88 

mount(lM) in the CLIX System Administrator's Reference Manual. 
mountall(lM), rmountall(lM) in the UNIX System V System Administrator's 

Reference Manual. 
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NAME 
group - group file 

DESCRIPTION 
The file I etc/ group contains the following information for each group: 

group name 
encrypted password 
numerical group ID 
a comma separated list of all users allowed in the group 

This is an ASCII file. The fields are separated by colons; each group is on a 
separate line. If the password field is null, no password is demanded. 

Because of the encrypted passwords, the file can and does have general read 
permission and can be used, for example, to map numerical group IDs to 
names. 

A group file can have a line beginning with a plus ( +) which means to incor­
porate entries from the Yellow Pages (YP). There are two styles of "+" 
entries. "+:" means to insert the entire contents of the YP group file at that 
point. "+name" means to insert the entry (if any) for name from the YP at 
that point. If a "+" entry has a non-null password or group member field, 
the contents of that field will override what is contained in the YP. The 
numerical group ID field cannot be overridden. 

EXAMPLES 

PILES 

+myproject:::bill, steve 
+: 

If these entries appear at the end of a group file, the group "myproject" will 
have members "bill" and "steve", and the password and group ID of the YP 
entry for the group "myproject". All the groups listed in the YP will be 
pulled in and placed after the entry for "myproject". 

/etc/group 
/etc/yp/group 

SEE ALSO 
passwd(4). 

12/88 

newgrp(l), passwd(l) in the UNIX System V User's Reference Manual. 
crypt(3C) in the UNIX System V Programmer's Reference Manual. 
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NAME 
hosts - host name data base 

DESCRIPTION 

FILES 

The hosts file contains information regarding the known hosts on the net­
work.. For each host a single line should he present with the following 
information: 

official host name 
Internet address 
aliases 

Items are separated by any number of blanks and/or tab characters. A "#,, 
indicates the beginning of a comment; characters up to the end of the line are 
not interpreted by routines which search the file. 

This file is updated periodically by namex(lM), or may be hand edited. 

Network. addresses are specified in the conventional "." notation using the 
lnet_addr :routine from the Internet address manipulation library, inet(3B). 
Host rmme£ may contain any p:dntable cha.racteT other than a field delimiter, 
newline~ 01: ::1n:nmen.t character, 

/etc/host~ 

SEE Al.SO 
gethostbyname(3B), ~--,~···-.~--~,, 

thfCLIX 
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NAME 
hosts.equiv - host equivalency name database 

DESCRIPTION 

FILES 

The hosts.equiv file contains a list of hosts. If a user on a remote host has an 
entry in the local /etc/passwd file and the remote host name is in the 
hosts.equiv file, the remote user gains access to the local host. The format of 
the hosts.equiv file is one host name per line. 

The hosts.equiv file is used by commands such as rlogin(l), rcmd(l), and 
rcp(l). 

The hosts.equiv file is not consulted if a user is trying to gain access as root. 

/etc/hosts.equiv 

SEE ALSO 
rlogin(l). 
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NAME 
JBCFG - optical disk jukebox configuration file 

DESCRIPTION 

01/90 

The JBCFG configuration file describes the configuration of the Jukebox Inter­
face Management System (JIMS). The file specifies the location of JIMS pro­
grams, the program startup options, the terminal device names for the robot­
ics, the generic Small Computer System Interface (SCSI) character device 

names for the optical drives controlled by the jukeboxes, and logical names 
for the jukeboxes and the optical drives. 

When JIMS is initialized, the configuration file is read to obtain information 
necessary for the JIMS subtasks to operate successfully. If JIMS cannot 

understand the configuration file's contents, it will never be successfully ini­
tialized. A sample JIMS configuration is included with the optical disk pro­
duct. 

JBCFG can be edited and changed any time, even when JIMS is running. Any 

changes, however, will not take effect until JIMS is shut down and restarted. 

The general format for JBCFG is as follows, where keyword-vakre may be a 

literal or an aggregate consisting of {, one or more keyword - vakre, and an 
ending}. 

Keywords are separated by commas. The major sections of the configuration 
are as follows: 

JIMS == { 
ke-yword-value ... 

}, 

ROUTER= { 
keyword-value ... 

}, 

DATABASE== { 
keyword-value ... 

}, 

JUKEBOX= { 
keyword-value ... 

}, 

OPERATOR= { 
keyword-value ... 

}, 

ERRORLOG == { 
keyword-value ... 

One JUKEBOX entry is required for each jukebox that JIMS manages. Other 
keywords are nested within this generalized framework, with secondary and 

tertiary nesting of additional keywords as necessary. Keywords may be in 
either upper or lowercase, whereas the information following the keyword is 
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case sensitive. A description of the current valid keywords and their legiti­
mate values follows: 

JIMS 

ROUTER 

The valid keyword for the JIMS entry is in the JIMS 
configuration file as follows: 

JIMS- { 
checkpoint - ON 

}, 

This specifies whether checkpointing is to be turned on or off. 
Checkpointing consists of writing the time of the request 
block's current state and the volume database at each change. It 
is needed with the WARM start capability of JIMS. 

The valid keyword for the ROUTER entry is in the JIMS 
configuration file as follows: 

ROUTER- { 
filename - RTR.chkpt 

}, 

Filename is the path name of the file that contains the request 
checkpoint file. If no directory is specified, it will default to 
/usr/ip32/od. 

DATABASE The three valid keywords for the DATABASE entry are in the 
JIMS configuration file as follows: 

DATABASE- { 
path - . ./bin, 
module - VRSmain, 
filename - vdb 

}, 

Path describes the directory where the module is located. 
Module is the name of the executable file that maintains the 
volume resolution subsystem database. Filename is the path 
name of the file that contains the VRS database. If filename is 
only a base name, the database is located in the user's current 
working directory. Path and module are required for JIMS to 
operate. Filename defaults to vdb if filename is not supplied. 

JUKEBOX Four valid keywords for the JUKEBOX entry are in the JIMS 
configuration file as follows: 

JUICEBOX- { 
path - . ./bin, 
module - JBCmain, 
name - JBOl, 
JBC - { """' 

JBD- { .....I 
path - . ./bin, 
module - JBDmain 
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}, 
JBI - { 

path - . ./bin, 
module - JBimain, 
device - I dev /tty02 

}, 
filename - JBCOl.ckpt, 
series - 1800, 
exchange - NOEXCHANOE, 
mount - VERIFY, 
unmount - VERIFY, 
export - VERIFY, 
drive - { 

device - /dev/gs/s3u0, 
name - 00001, 
status - ONLINE 

}, 
drive - { 

device - /dev/gs/s3ul, 
name - 00002, 
status - ONLINE 

} 
} 

}, 

Path and module are the same as the path and module 
described for database, except that in this context they refer to 
the Jukebox Control (JBC) module. Name is the ASCII name of 
the jukebox that JIMS uses internally. Currently, JIMS can sup­
port 10 jukeboxes. 

The JBD entry has two valid keywords: path and module. The 
JBI entry has three valid keywords: path, module, and dev­
ice. The device is the name of the tty port that the jukebox 
robotics is connected to. 

The DRIVE entry has three valid keywords: device, name, and 
status. Device is the name of the generic SCSI character device 
for the optical drives that the jukebox controls. Name is the 
ASCII name of the drive that JIMS uses internally. Status is the 
default status of the drive when JIMS is started. Valid values 
are ONLINE and OFFLINE. 

Other valid keywords in the JUKEBOX JBC entry are as fallows: 

filename 

series 

exchange 

The name of the checkpoint file used in warm 
starts. 

1800. 

NOEXCHANGE is the only valid value keyword 
at this time. 
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FILES 

mount VERIFY or NOVERIFY is for the optical disk 
labels when platter mounting is requested. 

unmount VERIFY or NOVERIFY is for the optical disk 
labels when platter unmounting is requested. 

export VERIFY or NOVERIFY is for the optical disk 
labels when platter export is requested. 

OPERATOR Three valid keywords for the OPERATOR entry are in the JIMS 
configuration file as follows: 

ERRORLOG 

OPERATOR- { 

}, 

path - . ./bin, 
module - OPMmain, 
filename - OPMlogfile 

Path and module were described previously. Filename is the 
name of the output file containing operator messages. 

Two valid keywords for the ERRORLOG entry are in the JIMS 
configuration file as follows: 

ERRORLOO- { 
filename - jimserrorlog, 

} 
debug - RTR;JBC 

Filename is the name of the output file containing error mes­
sages. Debug defines the modules that will print debug output. 
The value of debug can be all if all modules are to print debug 
messages or the first three letters of a module name as follows: 

RTR RTRmain 
VRS VRSmain 
OPM OPMmain 
JBC JBCmain 
JBI JBimain 
JBD JBDmain 

If debug messages are needed from more than one module, list 
the module prefixes separated by semicolons. If debug has no 
value, no debug messages will be written to the error log. 

/dev/gs/• 
/usr/ip32/od/JBCFO 

generic SCSI device files 
juke box configuration file 

SEE ALSO 
STANDCFG( 4 ). 
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NAME 
kbmap - keyboard map file 

DESCRIPTION 
The layout of the keyboard can be changed to match the standard keyboard 

of a particular region by using kbmap(l). The file read by kbmap(l) con­

tains the information needed to define the eight possible values for each key 

that can be redefined. The keys that can be redefined are the letter, number, 

and punctuation keys on the main section of the keyboard. The keypad and 

function keys cannot be redefined. 

The file is arranged in eight groups of 48 hexadecimal numbers, one group 

for every valid key and qualifier combination. The numbers represent the 

ASCII codes generated for each key. A -1 is used if a code will not be gen­

erated. White space and any line starting with #are ignored. 

Each group of hexadecimal numbers must be in the same sequence as the 

keys on the keyboard. This sequence begins at the top left and contiunes to 

the lower right by rows. On a North American keyboard, for example, the 

numbers begin with~, continue right to=, move down to Q on the next row, 

and eventually end with/. At the end of this sequence, 48 keys have been 

specified. 

The code specifications must be grouped in the following order: 

unshifted keys 
unshif ted control keys 
unshifted alternate keys 
unshifted caps lock keys 
shifted keys 
shifted control keys 
shifted alternate keys 
shifted caps lock keys 

The groups do not need to be separated by delimiters. 

EXAMPLES 

01/90 

# Denmark keymap 

# Unshifted 
Ox7e Ox31 Ox32 Ox33 Ox34 Ox35 Ox36 Ox37 Ox38 Ox39 Ox30 Ox2b Ox27 

Ox71 Ox77 Ox65 Ox72 Ox? 4 Ox79 Ox75 Ox69 Ox6f Ox70 Oxe5 Ox22 

Ox61 Ox73 Ox64 Ox66 Ox67 Ox68 Ox6a Ox6b Ox6c Oxe6 Oxf8 Ox27 

Ox3c Ox7a Ox78 Ox63 Ox76 Ox62 Ox6e Ox6d Ox2c Ox2e Ox2d 

# Unshifted, Ctrl 
Ox7e Ox31 OxOO Ox33 Ox34 Ox35 Oxle Ox37 Ox38 Ox39 Ox30 Ox2b Ox27 

Oxll Oxl 7 Ox05 Ox12 Ox14 Ox19 Oxl5 Ox09 OxOf OxlO Oxld Ox22 

OxOl Ox13 Ox04 Ox06 Ox07 Ox08 OxOa OxOb OxOc OxOO Ox23 Ox27 

Ox3c Oxla Ox18 Ox03 Ox16 Ox02 OxOe OxOd Ox2c Ox2e Oxlf 
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PILES 

# U nshifted, Alt Mode 
Oxel Oxe2 Oxe4 Oxe6 Oxe8 Oxea Oxec Oxee OxfO Oxf2 Oxf4 Oxlc OxcO 
Oxc7 Oxc9 Oxcb Oxcc Oxce OxdO Oxd2 Oxd4 Oxd6 Oxd8 Ox5d Oxcl 
Ox9d Ox9f Oxal Oxa3 Oxa5 Oxa7 Oxa8 Oxba Oxbb OxOO Ox23 OxcO 
Ox89 Ox8b Ox8c Ox8e Ox90 Ox92 Ox93 Ox95 Ox97 Ox99 Oxfb 
# U nshifted, Caps Lock 
Ox7e Ox31 Ox32 Ox33 Ox34 Ox35 Ox36 Ox37 Ox38 Ox39 Ox30 Ox2b Ox27 
Ox51 Ox57 Ox45 Ox52 Ox54 Ox59 Ox55 Ox49 Ox4f Ox50 Oxc5 Ox22 
Ox41 Ox53 Ox44 Ox46 Ox47 Ox48 Ox4a Ox4b Ox4c Oxc6 Oxd8 Ox27 
Ox3c Ox5a Ox58 Ox43 Ox56 Ox42 Ox4e Ox4d Ox2c Ox2e Ox2d 
#Shifted 
OxbO Ox21 Ox22 Oxa7 Ox24 Ox25 Ox26 Ox2f Ox28 Ox29 Ox3d Ox3f Ox60 
Ox51 Ox57 Ox45 Ox52 Ox54 Ox59 Ox55 Ox49 Ox4f Ox50 Oxc5 Ox5e 
Ox41 Ox53 Ox44 Ox46 Ox47 Ox48 Ox4a Ox4b Ox4c Oxc6 Oxd8 Ox2a 
Ox3e Ox5a Ox58 Ox43 Ox56 Ox42 Ox4e Ox4d Ox3b Ox3a Ox5f 
# Shifted, Ctrl 
OxOO Ox21 Ox22 OxOO Ox24 Ox25 Ox26 Ox2f Ox28 Ox29 Ox3d Ox3f Ox60 
Oxll Oxl 7 Ox05 Ox12 Ox14 Ox19 Ox15 Ox09 OxOf OxlO Oxlb Oxle 
OxOl Ox13 Ox04 Ox06 Ox07 Ox08 OxOa OxOb OxOc OxOO Oxlc Ox2a 
Ox3e Oxla Oxa8 Ox03 Ox16 Ox02 OxOe OxOd Ox3b Ox3a Oxlf 
# Shifted, Alt Mode 
OxOO Oxe3 Oxcl Ox40 Oxe9 Oxeb Oxef Ox9b Oxf3 Oxfa Ox06 Ox9c OxeO 
Oxc8 Oxca Oxcb Oxcd Oxcf Oxdl Oxd3 Oxd5 Oxd7 Oxd8 Ox5b Oxed 
Ox9e OxaO Oxa2 Oxa4 Oxa6 Oxa7 Oxa9 Oxba Oxbc OxOO Ox5c Oxfl 
Ox8a Ox8b Ox8c Ox8f Ox91 Ox92 Ox94 Ox96 Oxbe Oxbf Ox02 
# Shifted, Caps Lock 
OxbO Ox21 Ox22 Ox40 Ox24 Ox25 Ox26 Ox2f Ox28 Ox29 Ox3d Ox3f Ox60 
Ox51 Ox57 Ox45 Ox52 Ox54 Ox59 Ox55 Ox49 Ox4f Ox50 Oxc5 Ox5e 
Ox41 Ox53 Ox44 Ox46 Ox47 Ox48 Ox4a Ox4b Ox4c Oxc6 Ox5c Ox2a 
Ox3e Ox5a Ox58 Ox43 Ox56 Ox42 Ox4e Ox4d Ox3b Ox3a Ox5f 

/usr/lib/k bmap/* 

SEE ALSO 

fi.les for each keyboard type 

kbmap(l). 

2 01/90 



LIMITS(4) LIMITS(4) 

NAME 
limits - file header for implementation-specific constants 

SYNOPSIS 
#include <limits.h> 

DESCRIPTION 

12188 

The header file <limits.h> is a list of magnitude limitations imposed by a 
specific implementation of the operating system. All values are specified in 
decimal. 

#define ARG_MAX 5120 I• max length or arguments to exec •/ 

#define CHAR_BIT 8 I• # or bits in a "char"•/ 

#define CHAR_MAX 255 I• max integer value of a "char" •/ 

#define CHAR_MIN 0 I• min integer value or a "char"•/ 

#define CHILD _MAX 25 I• max # or processes per user ID •/ 

#define CLK_TCK 100 I• # or clock ticks per second •/ 

#define DBL_DIG 15 I• digits or precision or a "double" •/ 

#define DBL_MAX 1. 797693134862314 70e+308 I• max decimal value of a "double"•/ 

#define DBL_MIN 4. 94065645841246544e-324 I• min decimal value or a "double"•/ 

#define FCHR._MAX 1048576 I• max size or a file in bytes •/ 

#define FLT_DIG 7 I• digits or precision or a "float" •/ 

#define FLT_MAX 3.40282346638528860e+38 I• max decimal value of a "float" •/ 

#define FLT_MIN 1.40129846432481707e-45 I• min decimal value or a "float" •/ 

#define HUGE_ VAL 3.40282346638528860e+38 I• error value returned by Math lib •/ 

#define INT_MAX 2147483647 I• max decimal value or an "int"•/ 

#define INT_MIN -2147483648 I• min decimal value of an "int"•/ 

#define LINK_MAX 1000 I• max # or links to a single file •/ 

#define LONG_MAX 2147483647 I• max decimal value of a "long" •/ 

#define LONG_MIN -2147483648 I• min decimal value or a "long" •/ 

#define NAME_MAX 14 I• max # or characters in a file name •/ 

#define OPEN_MAX 20 I• max # or files a process can have open •/ 

#define PASS_MAX 8 I• max # of characters in a password •/ 

#define PATH_MAX 256 I• max # of characters in a path name •/ 

#define PIO _MAX 30000 I• max value for a process ID•/ 

#define PIPE_BUF 5120 I• max # bytes atomic in write to a pipe •/ 

#define PIPE_MAX 5120 I• max# bytes written to pipe in a write•/ 

#define SHR.T_MAX 32767 I• max decimal value or a "short" •/ 

#define SHRT_MIN -32768 I• min decimal value or a "short" •/ 

#define STD_BLK 1024 I• # bytes in a physical 1/0 block •/ 

#define SYS_NMLN 9 I• # or chars in uname-returned strings •/ 

#define UID _MAX 60000 I• max value for a user or group ID•/ 

#define USI_MAX 4294967295 I• max decimal value or an "unsigned"•/ 

#define WORD _BIT 32 I•# or bits in a "word" or "int"•/ 
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NAME 
master - master configuration database 

DESCRIPTION 
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The master configuration database is a collection of files that contain 
configuration information for devices and modules included in the system. 
This collection of files is contained in several directories. The default direc­
tories are /usr/src/uts/clipper/master.d/machine, where machine is the 
name of the machine for which the files apply. A file is named with the 
module name to which it applies. 

The files are used by two programs. Consequently, there are two sets of 
directives contained in the files. One program is mkconfig(lM), which uses 
the files to generate a configuration file. The other is sysconfig(lM), which 
obtains configuration data used to allow the configuration and values in the 
files to be changed. 

The set of directives understood by mkconfig(lM) are as follows: 

$[[-]namel [&& [-]name2]]: 
$[[-]name] [II [-]name2]]: 

Name a section of a file. The named section begins on the line after 
the directive and ends either at the end of the current file or before 
another named section or macro begins. The null section name $: 
may also be used to end a named section. Named sections may not 
be nested. A named section with its name prepended with the minus 
sign ( - ) is output only if file name is not in the argument list. A 
named section with a logical OR ( 11) or AND (&&) of another named 
section is output only if the logical condition results in a TRUE value. 
A section with the special name _end is output only after the last of 
any generated configuration tables. 

$name ( [ argl, arg2, ... argn]): 
Define a simple macro with optional arguments. A macro definition 
is ended as a named section is. A macro is much like a named section 
except that it is output only if it is invoked by a MACRO directive or 
appears in the model specifier of the VECTOR. directive. Any 
occurrence of the argument strings in the body of the macro are 
replaced by the argument strings of the invoking instance of the 
macro. Macro bodies may not contain macro references or new 
macro definitions. 

$MACRO macroname(argl, arg2, ... argn) 
Invoke a defined macro. The argument count must match the argu­
ment count of the defined macro. The body of the macro is output 
with invoking arguments substituted for defined arguments. 

$name section 
Write section to the output file if the file name is present in the argu­
ment list and it contains a section segment. 
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$*section 
If any files in the argument list contain a named section, these files 
are copied to the output file. 

$DEVICE [ b I c] major=n I n-m prefix==string 
$DEVICE [ b I c] major-n I n-m identifier-name ••• 

Add an entry to a device table. Cmajor specifies the cdevsw table 
and bmajor specifies the bdevsw table. The major number can be a 
single number or a span of major numbers, such as 0-7. Prefix takes 
a string as an argument and is used to form the standard names for 
the switch table entries. For nonstandard names, the device directive 
can explicitly specify each entry in the cdevsw or bdevsw table. 
After the major number is specified, the remainder of the line may 
have identifiers followed by - and the nonstandard name. The valid 
cmajor identifiers are open, close, read, write, ioctl, tty, and 
stream. The valid bmajor identifiers are open, close, strategy, 
and print. More than one DEVICE line may exist for the same 
major slot as long as specific table entries are not redefined. 

$TTY _DEVICE cmajor-n I n-m prefix-string 
$TTY _DEVICE cmajor-n I n-m identifier-name ... 

Identical to the DEVICE directive, but allows automatic generation of 
the tty field for terminal devices. 

$XIO _DEVICE xmajor-n I n-m prefix-string 
$XIO_DEVICE xmajor-nln-m identifier-name ••• 

Identical to the DEVICE directive, but adds the entry to the xdevsw 
table, and the valid xmajor identifiers are init, start, finish, exit, 
exec, and fork. 

$STREAM_DEVICE cmajor-n I n-m prefix-string 
Identical to the DEVICE directive, but allows automatic generation of 
the stream field for stream devices. 

$STREAM_MODULE name-strlngl module-strlng2 
Identical to the $DEVICE directive, but adds entries to the fmodsw [] 
array. 

$FILESYSTEM prefix=-sl flags-s2 pipe-s3 name=s4 notify==s5 
Add an entry to the file system switch table fstypsw [] and a 
corresponding entry to the fsinfo [] table. The arguments are taken 
as strings and are inserted in the tables as is. The prefix directive is 
used to form the prefixes to the standard entry points in the 
fstypsw [] table. 

$VECTOR model-macroCargJ, ... , argn) service-name vector-g,Z ssw-vaZ 
Specify the interrupt service linkages for a given vector. model 
names a macro and its optional arguments to be used in generating 
the assembly language stub that calls the kernel interrupt service 
routine. Service specifies the name of the address that will be writ­
ten into the actual interrupt vector. The service routine name is typ­
ically generated by the macro specified by the model directive. 
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Vector may be specified as group,level or as a single address specify­

ing the physical address of the interrupt vector. Vector addresses are 

understood to be hexadecimal when preceeded with a leading 'Ox'. 

Ssw is the value that specifies the new value of the System Status 

Word (SSW) for the specified vector. Val must be a decimal or hexa­

decimal constant or the name of a constant defined earlier as by the 

C preprocessor. 

$FAMILY code-family-code bname-board-name probe-routine 

Specify the startup routine for a given Shared Resource (SR) Bus 

board. Code provides the family code number of the board and 

must be given in hexadecimal format. Bname specifies the name of 

the board. The name may be more than one word and is delimited 

by the probe keyword. Probe is the routine that will be called to 

initialize the board. 

$LOAD name-sJ [init-s2] objects-s3[(s4[,s5])] ... 
Identify the code that will be loaded in memory upon demand. 

Name takes a string as an argument and is used to name the section 

of memory that will be reserved. Init takes as an argument the 

name of the initialization routine that will be executed immediately 

after the code is loaded into memory. Objects specifies the object 

files that will be loaded. An entire library may be specified by the 

name of the library. If only certain objects in a library are needed, 

they are specified by a comma-separated list enclosed in parentheses 

following the library name. The list may not contain white space. 

There must be a separate objects identifier for each library refer­

enced. Objects identifiers may be separated by either spaces or tabs. 

The set of directives understood by sysconfig(lM) are as follows: 

s$CONFI6 [category $IN I $OUT I $NOLIST] [$ADVANCED] 

s$CONFI6 [ $NOLIST] [$ADVANCED] 
Identifies the file as a configuration file. It must be the first line in 

the file. If it is not found, the file is ignored. 

If category is specified, all parameters in the file are grouped together 

and given a name that is the same as the file name. This group is 

then placed in the menu category category. If no category is 

specified, the categories in the •PAR directives are used. If category 

contains any spaces, it must be enclosed within single or double quo­

tation marks. 

$IN specifies that the default is to include the file when a system is 

made. 

$OUT specifies that the default is not to include the file when a sys­

tem is made. 

$NOLIST specifies that the file is never to be included when a system 

is made. 

3 



MASTER(4) MASTER(4) 

If the line -$CONFIG or the Jine -tCONFIG $ADVANCED is used, the 
file will always be included. 

$ADVANCED specifies that the file and any parameters in it have an 
advanced nature. 

Up to three lines of descriptive help, each 80 characters long, may be 
included. The help lines must immediately follow the *CONFIG 
directive and have an asterisk (a) as the first character. To mark the 
end of the *$CONFIG help lines, the line 

-$$ 
must immediately follow them. 

*SP AR [category] default [$ADVANCED] 

EXAMPLES 

The •PAR directive identifies a "#define" parameter as being tunable. 
It must be immediately followed by up to three descriptive help 
lines, and then by the "#define" statement. 

Category specifies the catego1y that the parameter should be placed 
under. This category will be the default for all following •PAR 
directives until another category is specified. If a category was 
specified in the -CONFIG directive, the •PAR category option is 
ignored. If neither the -CONFIG directive nor any •PAR directives 
specify a category, category defaults to the name of the file. If 
category contains any spaces, it must be enclosed within single or 
double quotation marks. 

Default is the default value of the parameter. If it contains any 
spaces, it must be enclosed within single or double quotatation 
marks. 

$ADVANCED specifies that the parameter has an advanced nature. If 
the ADVANCED option is included in the -CONFIG directive, all 
parameters in the file automatically default to advanced. 

This is a sample file showing the use cf some of the directives for both 
mkconfig(lM) and sysconfig(lM). 

*SCONFIG "Inter-process Communication" $IN $ADVANCED 
*The XYZ terminal driver. The /dev entries associated 
*With this driver are /dev/ttxyz??. 
*$$ 

$includes: 
#include "sys/xio/xyz.h" 

$defines: 
*SPAR 20 
*The total number of xyz terminals available on the system. 
#define NXYZ 20 

$code: 
int nxyz = NXYZ; 
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FILES 

struct tty xyz_tty [NXYZ]; 
struct xyzproc xyzproc [NXYZ]; 

$TTY_DEVICE cmajor=25 prefix=xyz 

$XIO_DEVICE xmajor=2 start=xyz_start finish=xyz_finish 

$FAMILY code=Ox2a bname=XYZ Communication Board probe=xyz_probe 

$LOAD name=xyz init=xyz_init objects= . .llib.io(xyz.o) 

/usr/src/uts/clipper/master.d/machlne/* configurable kernel files 

SEE ALSO 
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mkconfig(lM), sysconfig(lM) in the CLIX System Administrator's Reference 
Manual. 
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NAME 
mnttab - mounted file system table 

SYNOPSIS 
#include <mnttab.h> 

DESC:RIPTION 
The fl.le /etc/mnttab contains an entry for each device mounted by 
mount(lM). Each entry is a structure in <mnttab.h> defined as follows: 

struct mntta b { 
char mt_dev[32]; 

mt_filsys[32]; 
mt_ro_ftg; 
mt_time; 

}; 

char 
short 
time_t 
char 
char 

mt_f styp[16]; 
mt_mntopts[64 ]; 

Each entry is 150 bytes in length. The members of the structure are as fol­
lows: 

mt_dev 

mt_filsys 

mt_ro_flg 

mt_time 

mt_fstyp 

The null-padded name of the place where the special file is 
mounted. 

The null-padded root name of the mounted special file. 

The mounted special file's read/write permissions. 

The date on which the special file was mounted. 

The null-padded name of file system type. 

mt_mntopts The null-padded string of mount options. The mount 
options are only used in the case of a Network File System. 

SEE ALSO 
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mount(lM) in the CLIX System Administrator's Reference Manual. 
setmnt(lM) in the UNIX System V System Administrator's Reference Manual. 
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NAME 
networks - network name database 

DESCK.IPTION 

FILES 

The file /etc/networks contains information regarding the known networks 
which comprise the Defense Advanced Research Project Agency (DARPA) 
Internet. For each network a single line should be present with the follow­
ing information: 

official network name 
network number 
aliases 

Items are separated by any number of blanks and/or tab characters. A "#" 
indicates the beginning of a comment; characters up to the end of the line are 
not interpreted by routines which search the file. It will be necessary to 
make local changes to this file to bring it up to date regarding unofficial 
aliases and/or unknown networks for a specific site. 

Network number may be specified in the conventional"," notation using the 
lnet_network routine from the Internet address manipulation library, 
inet(3B). Network names may contain any printable character other than a 
field delimiter, newline, or comment character. 

/etc/networks 

SEE ALSO 
getnetent(3B), inet(3B). 
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NAME 
passwd - password file 

DESCR.IPTION 
The file /etc/passwd contains for each user the following information: 

name 

password 

numerical user ID 

numerical group ID 

user's real name 

initial working directory 

shell 

User's login name-contains no uppercase 
characters and must not be greater than eight 
characters long. 

Encrypted password. 

This is the user's ID in the system and it must 
be unique. 

This is the number of the group that the user 
belongs to. 

In some versions of UNIX, this field also con­
tains the user's office, extension, home phone, 
and so on. For historical reasons this field is 
called the GCOS field. 

The directory that the user is positioned in 
when they log in-this is known as the home 
directory. 

Program to use as shell when the user logs in. 

The user's real name field may contain "&", meaning insert the login name. 
The password file is an ASCII file. Each field within each user's entry is 
separated from the next by a colon. Each entry is on a separate line. If the 
password field is null, no password is demanded; if the shell field is null, 
/bin/sh is used. 

The passwd file can also have line beginning with a plus(+), which means to 
incorporate entries from the Yellow Pages (YP). There are three styles of 
"+" entries. "+" means to insert the entire contents of the YP password file 
at that point; "+name" means to insert the entry (if any) for name from the 
YP at that point; "+@name" means to insert the entries for all members of 
the network group name at that point. If a "+" entry has a non-null pass­
word, directory, GCOS, or shell field, it overrides what is contained in the YP. 
The numerical user ID and group ID fields cannot be overridden. 

EXAMPLES 
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Here is a sample /etc/passwd file: 

root:q.mJzTnu8icF.:0:10:Administrator:/:/bin/ksh 
tut:6k/7KCFRPNVXg:508:10:Bill Tuthill:/usr2/tut:/bin/ksh 
+john: 
+@documentation:no-login: 
+:::Guest 
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FILES 

In this example, there are specific entries for users "root" and "tut", in case 
the YP are out of order. The user "john" will have his password entry in the 
YP incorporated without change; anyone in the netgroup documentation will 
have their password field disabled, and anyone else will be able to log in 
with their usual password, shell, and home directory, but with a GCOS field 
of "Guest", 

Because of the encrypted passwords, the file has general read permission and 
can be used, for example, to map numerical user IDs to names. 

Appropriate precautions must be taken to lock the /etc/passwd file against 
simultaneous changes if it is to be edited with a text editor. 

I etc/ passwd 

SEE ALSO 

2 

getpwent(3C), group(4). 
login(l), passwd(l) in the UNIX System V User's Reference Manual. 
crypt(3C) in the UNIX System V Programmer's Reference Manual. 

12/88 



PIUNTCAP(4) PJUNTCAP(4) 

NAME 
printcap - BSD printer capability database 

DESC:R.IPTION 
prlntcap is a printer capability database used to describe line printers. The 
spooling system accesses the prlntcap file every time it is used, allowing 
dynamic addition and deletion of printers. Each entry in the database 
describes one printer. 

The environment variable PRINTER may be used to specify a printer. Each 
spooling utility supports an option, -P printer, to allow explicit naming of a 
destination printer. 

Refer to the "BSD LP Spooler Tutorial" in the CLIX System Guide for a com­
plete discussion on how to set up the database for a given printer. 

Capa bllities 
Name Type Def a ult Description 
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af str 
br num 
cf str 
df str 
ff str 
fo bool 
gf str 
bl bool 
ic 
if 
lf 
lo 
lp 
mx 
nd 
nf 
of 
pc 
pl 
pw 
px 
PY 
rf 
rg 
rm 
rp 
rs 
rw 
sb 
SC 

sd 
sf 

bool 
str 
str 
str 
str 
num 
str 
str 
str 
num 
num 
num 
num 
num 
str 
str 
str 
str 
bool 
bool 
bool 
bool 
str 
bool 

NULL name of accounting file 
none if lp is a tty, set the baud rate (ioctl(2) call) 
NULL cif P.lot data filter 
NULL Tex™ data filter (DVI format) 
\f string to send for a form feed 
false print a form feed when device is opened 
NULL graph data filter (plot(3X) format) 
false print the burst header page last 
false supports (nonstandard) ioctl(2) to indent printout 
NULL name of text filter which does accounting 
/dev/console error logging file name 
lock name of lock file 
/dev/lp device name to open for output 
1000 max file size (in BUFSIZ blocks), zero=unlimited 
NULL next directory for list of queues (unimplemented) 
NULL ditrofl data filter (device-independent troff) 
NULL name of output filtering program 
200 price per foot or page in hundredths of cents 
66 page length (in lines) 
132 page width (in characters) 
0 page width in pixels (horizontal) 
0 page length in pixels (vertical) 
NULL filter for printing FORTRAN-style text files 
NULL restricted group, only members allowed access 
NULL machine name for remote printer 
lp remote printer name argument 
false restrict remote users to those with local accounts 
false open the printer device for reading and writing 
false short banner (one line only) 
false suppress multiple copies 
/usr/spool/lpd spool directory 
false suppress form feeds 
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sh bool false suppress printing of burst page header 
st str status status file name 
tf str NULL troff data filter (cat phototypesetter) 
tr str NULL trailer string to print when queue empties 
vf str NULL raster image filter 
Cc num 0 clear control modes (termio(1S)) 
Cs num 0 set control modes (termlo(1S)) 
le num 0 clear input modes (termio(1S)) 
Is num 0 set input modes (term.io(7S)) 
Le num 0 clear local modes (termio(1S)) 
Ls num 0 set local modes (term.lo( 7S)) 
Oc num 0 clear output modes (termio(1S)) 
Os num 0 set output modes (termio(1S)) 
If the local line printer driver supports indentation, the daemon must under­
stand how to invoke it. 

The following is a sample entry from a prlntcap file. 
lp I local line printer: 

:lp=/ dev /lp:sd-/usr/ spool/lpd:lf-/usr/adm/lpd-errs: 
Entries may continue on to multiple lines by giving a"\" as the last charac­
ter of a line, and empty fields may be included for readability (here between 
the last field on a line and the first field on the next). Comments may be 
included on lines beginning with"#". 

Filters 
The lpd(lM) daemon creates a pipeline of filters to process files for various 
printer types. The filters selected depend on the flags passed to Zpr(l). The 
pipeline setup is as follows: 

-p pr I if regular text+ pr(l) 
none if regular text 
-c cf cif plot 
-d df DVI (TeX) 
-g gf plot(3) 
-n nf ditro/J 
-f rf FORTRAN 
-t tf troff 
-v vf raster image 

The if filter is invoked with the following arguments: 
if [ -c] -wwidth -!length -iindent -n login -h host acct-file 

-c is passed only if the -1 flag (pass control characters literally) is specified 
to lpr. Width and length specify the page width and length (from pw and 
pl respectively) in characters. The -n and -h parameters specify the login 
name and host name of the owner of the job, respectively. Acct-file is passed 
from the af printcap entry. 
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If no if is specified, of is used instead. However, of is opened only once, 
while if is opened for every job. Thus, if is better suited for performing 
accounting. The of is only given the width and length :ft.ags. 

All other filters are called as follows: 

fi1:ter -I.width -ylength -n login -h host acct-file 

Width and length are represented in pixels, specified by the px and py 
entries, respectively. 

All filters take std.in as the file, stdout as the printer, will log to stderr, 
and must not ignore SIGINT. 

SEE ALSO 
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lpr(l), lpq(l), lprm(l). 
lpc(lM), lpd(lM), pac(lM) in the CLIX System Administrator's Reference 
Manual. 
"BSD LP Spooler Tutorial" in the CLIX System Guide. 
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NAME 
protocols - protocol name database 

DESCR.IPTION 

FILES 

The file I etc/ protocols contains information regarding the known protocols 
used in the Defense Advanced Research Project Agency (DARPA) Internet. 
For each protocol, a single line should be present with the following infor­
mation: 

official protocol name 
protocol number 
aliases 

Items are separated by any number of blanks and/or tab characters. A"#" 
indicates the beginning of a comment; characters up to the end of the line are 
not interpreted by routines that search the file. 

Protocol names may contain any printable character other than a field del­
imiter, newline, or comment character. 

/etc/protocols 

SEE ALSO 
getprotoent(3B). 
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MAME 
rcsfile - format of RCS file 

DESC.RIPTIOH 

12188 

A Revision Control System (RCS) file is an ASCII file. Its contents are 
described by the grammar below. The text is free format. (Spaces, tabs, and 
newlines have no significance except in strings.) Strings are enclosed by 
"@". Ha string contains a"@", it must be doubled. 

The meta syntax uses the following conventions: "I" (bar) separates alterna­
tives; " { " and " } " enclose optional phrases; " { " and " } *" enclose phrases 
that may be repeated zero or more times;" {"and"}+" enclose phrases that 
must appear at least once and may be repeated; and "<" and ">" enclose 
nonterminals. 

<rcstext> 

<admin> 

<delta> 

<desc> 

<delta text> 

<num> 

<digit> 

<id> 

<letter> 

<idchar> 

<special> 

:::m 

::-

::== 

::-

::=-

::=-

::-

::-= 

::-

::=-

::-

<admin> {<delta>}• <desc> { <deltatext> }• 

head { <num>}; 
branch { <num> }; 
access {<id>}•; 
symbols {<id> : <num> }•; 
locks {<id> : <num> }•; 
comment {<string>} ; 

<num> 
date 
author 
state 
branches 
nert 

desc 

<num> 
log 
tert 

{<digit>{.}}+ 

0111 ... 19 

<num>; 
<id>; 
{<id>}; 
{<num>}•; 
{<num> }; 

<string> 

<string> 
<string> 

<letter> { < idchar > } * 
AIBl ... IZlalbl ... lz 

Any printing ASCII character except space, 
tab, carriage return, new line, and <special>. 

;1:1,1@ 

<string> ::- @{any ASCII character, with"@" doubled}•@ 

Identifiers are case-sensitive. Keywords are in lowercase only. The sets of 
keywords and identifiers may overlap. 

The <delta> nodes form a tree. All nodes whose numbers consist of a sin­
gle pair (such as 2.3, 2.1, 1.3, etc.) are on the trunk and are linked through 
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the nert field in the order of decreasing numbers. The head field in the 
<admin> node points to the head of that sequence (contains the highest 
pair). The branch node in the admin node indicates the default branch (or 
revision) for most RCS operations. If empty, the default branch is the 
highest branch on the trunk. 

All <delta> nodes whose numbers consist of 2n fields (n~2) (such as 
3.1.1.1, 2.1.2.2, etc.) are linked as follows. All nodes whose first (2n)-1 
number fields are identical are linked through the nert field in the order of 
increasing numbers. For each such sequence, the <delta> node whose 
number is identical to the first 2(n-1) number fields of the deltas on that 
sequence is called the branchpoint. The branches field of a node contains a 
list of the numbers of the first nodes of all sequences for which it is a bran­
chpoint. This list is ordered in increasing numbers. 
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Example: 

I \ 
I \ 

I \ 
/1.2.1.3\ 

I 
I 

I \ 
I \ 

I \ 
/1.2.1.1\ 

I \ 

Head 
I 

v 

I \ 2.1 
I \ 

/1.3.1.1\ 

v 

I \ 1.3 I 

---------\ I 
\ I 
\ I 

v 

I \ 
I \ 

I \ 
/1.2.2.2\ 

I 

I \ 

I \ 
I \ 

I \ 
/1.2.2.1.1.1\ 

I \ I 

I \-----------
/1. 2. 2 .1 \ 

I \ 1.2 I I 

----------------------\ /---------
\ I 
\ I 

v 

\ 1.1 I 
\ I 
\ I 
\ I 

Fig. 1: A revision tree 

SEE ALSO 

12188 

ci(l), co(l), ident(l), rcs(l), rcsclean(l), rcsdi1f(l), rcsmerge(l), rlog(l). 
Walter F. Tichy, "Design, Implementation, and Evaluation of a Revision 
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Control System," in Proceedings of the 6th International Conference on 
Software Engineering, IEEE, Tokyo, Sept. 1982. 

IDENTIFICATION 

4 

Author: Walter F. Tichy, 
Purdue University, West Lafayette, IN 47907. 
Copyright o 1982 by Walter F. Tichy. 
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NAME 
reloc - relocation information for a common object file 

SYNOPSIS 
#include < reloc.h > 

DESCIIPTION 

12/88 

Object files have one relocation entry for each relocatable reference in the 
text or data. If relocation information is present, it will have the following 
format. 

struct reloc { 

}; 

#define 
#define 
#define 
#define 
#define 
#define 
#define 

long r_ vaddr ; I• (virtual) address of reference •/ 
long r_symndx; I• index into symbol table•/ 
ushort r_type; I• relocation type•/ 

R._ABS 0 
R._R.ELBYTE 017 
R._R.EL WORD 020 
R._R.ELLONO 021 
R._PCR.BYTE 022 
R._PCR.WOR.D 023 
R._PCR.LONO 024 

As the link editor reads each input section and performs relocation, the relo­
cation entries are read. They direct the treatment of references found within 
the input section. 

R._ABS The reference is absolute and no relocation is necessary. The 
entry will be ignored. 

R._R.ELBYTE 

R._R.EL WORD 

R._RELLONG 

R._PCRBYTE 

R._PCR.WORD 

R._PCR.LONO 

A direct 8-bit reference to the symbol's virtual address. 

A direct 16-bit reference to the symbol's virtual address. 

A direct 32-bit reference to the symbol's virtual address. 

A "PC-relative" 8-bit reference to the symbol's virtual 
address. The actual address is calculated by adding a con-
stant to the PC value. 

A "PC-relative" 16-bit reference to the symbol's virtual 
address. The actual address is calculated by adding a con­
stant to the PC value. 

A "PC-relative" 32-bit reference to the symbol's virtual 
address. The actual address is calculated by adding a con-
stant to the PC value. 

A relocation entry with a symbol index of -1 indicates that the relative 
difference between the current segment's start address and the program's 
load address is added to the relocation address. 
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More relocation types exist for other processors. Equivalent relocation types 
on different processors have equal values and meanings. New relocation 
types will be defined (with new values) as they are needed. 

Relocation entries are generated automatically by the assembler and used 
automatically by the link editor. Link editor options exist for both preserv­
ing and removing the relocation entries from object files. 

SEE ALSO 
as(l), ld(l), a.out(4). 
syms(4) in the UNIX Syst.em V Programmer's Reference Manual. 
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NAME 
.rhosts - remote user access list 

DESCRIPTION 

FILES 

A .rhosts file in a user's home directory allows users on remote hosts to gain 
access as the local user. The format for the file is as follows: 

host-name [user-name ] 

Items are separated by any number of blanks and/or tab characters. If a 
user name is not specified, all users on the specified host may gain access. If 
a user name is specified then only that user on the given host may gain 
access. 

Either the super-user or the local user must own the .rhosts file. 

-1.rhosts 

SEE ALSO 
rlogin(l). 
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NAME 
rmtab - remotely mounted NFS file system table 

DESCRIPTION 

PILES 

The file letc/rmtab contains a record of all clients who have performed 
remote mounts of Network File Systems (NFS) from the server machine. 
Whenever a remote mount(lM) is done, an entry is made in the rmtab file of 
the machine serving that file system. The table is a series of lines with the 
following form: 

host-name:dlrectory 

This table is used only to preserve information between crashes, and is read 
only by mountd(lM) when it starts up. mountd(lM) keeps an in-core table, 
which it uses to handle requests from programs like showmount(l) and 
shutdown(lM). 

/etc/rmtab 

SEE ALSO 

BUGS 

12188 

showmount(lM), mountd(lM), mount(lM) in the CLIX System Admin­
istrator's Reference Manual. 
shutdown(lM) in the UNIX System V System Administrator's Reference 
Manual. 

Although the rmtab table is close to the truth, it is not always 100% accu­
rate. It is removed each time the server is rebooted to clean up lingering 
mount entries. 

When a remotely mounted file system is unmounted using umount(lM), the 
entry is removed. 
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NAME 
rpc - RPC program number database 

DESCRIPTION 

FILES 

The Remote Procedure Call (RPC) file contains user readable names that can 
be used in place of RPC program numbers. Each line has the following infor­
mation: 

name of server for the RPC program 
RPC program number 
aliases 

Items are separated by any number of blanks and/or tab characters. A "#,, 
indicates the beginning of a comment; characters up to the end of the line are 
not interpreted by routines which search the file. 

/etc/rpc 

SEE ALSO 
getrpcent(3R). 
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NAME 
server.dat - XNS server information file 

DESCRIPTION 
server.dat contains information about Xerox Network System (XNS) servers 

on the local machine. server.dat allows client and server programs to be 

linked together. The sernum and server arguments to sni_connect(3N) are 

used to access the proper server entry in server.dat. 

Every server started by the xns_listener(lM) has one entry in server.dat. 

Each entry in server.dat has four fields delimited by!, with the first and the 

last character of the entry also containing a !. Each entry contains the fol­

lowing information: 

server number 
flags 
server path and arguments 
default login name 

The server number is a value from 0-32767, inclusive, which corresponds to 

sernum. The flags allow the xns_listener(lM) to control access to a server. 

The following flags are supported: 

U require user name 
P require password 
D use def a ult user name 
N disallow null passwords 

If a user name or a password is required, the xns_listener(lM) will not start 

the server unless sni_connect(3N) gives a proper user name and/or pass­

word. If the flags specify a default user name, the default login name is 

used. If sni_connect(3N) specifies a sernum of 0, the server argument is 

used as the path to the server. Otherwise, the server path in the server.dat 

file is used. 

EXAMPLES 

FILES 

An example server.dat file is as follows: 

IOIUP!ll 
161UPl/usr/ip32/inc/f mus!! 
!7!D!/usr/ip32/inc/rtape_slrootl 
1100010!/usr/joe/sni/server!joe! 

/usr/ip32/inc/server.dat server list 

SEE ALSO 

~ NOTES 

01/90 

sni_connect(3N), sni_accept(3N). 
xns_listener(lM) in the CLIX System Administrator's Reference Manual. 

"XNS Network Programming Tutorial" in the CLIX System Guide. 

Server number 0 can be useful for debugging. 
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The xns_listener(lM) reads server.dat every time a server is started. It does 
not need to be restarted to know about new server entries. 

WARNINGS 
Intergraph reserves server numbers 0-999. 
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NAME 
services - service name database 

DESCltIPTION 

PILES 

The file /etc/services contains information regarding the known services 
available in the Defense Advanced Research Project Agency (DARPA) Inter­
net. For each service, a single line should have the following information: 

official service name 
port number 
protocol name 
aliases 

Items are separated by any number of blanks and/or tab characters. The 
port number and. protocol name are considered a single item; a"/" is used to 
separate the port and protocol (such as 512/tcp). A "#" indicates the 
beginning of a comment; characters up to the end of the line are not inter­
preted by routines that search the file. 

Service names may contain any printable character other than a field delim­
iter, newline, or comment character. 

I etc/ services 

SEE ALSO 
getservent(3B). 
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NAME 
STANDCFG - optical disk standalone configuration file 

DESCRIPTION 
STANDCFG describes the configuration of the optical disk file system. The 
file specifies the generic Small Computer System Interface (SCSI) character 
device names for the optical drives not controlled by an optical disk 
jukebox. Each entry must appear on a separate line. 

EXAMPLES 
/dev/gs/s3u0 
/dev/gs/s4u0 

FILES 
/dev/gs/* 

SEE ALSO 
JBCFG(4). 
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NAME 
statmon: record, recover, state - status daemon directory and file formats 

SYNOPSIS 
/etc/sm/record 

/etc/sm/recover 

/etc/sm/state 

DESCR.IPTION 
record and recover are text files generated by statd(lM). Each host name in 
record represents the name of a machine to be monitored by statd(lM). 
Each host name in recover represents the name of a machine to be notified by 
statd(lM) upon its recovery from interruption of locking services. 

state is a text file generated by statd(lM) to record the status daemon's 
current version number. This version number is incremented each time a 
crash or recovery occurs. 

SEE ALSO 

01/90 

statd(lM), lockd(lM) in the CLIX System Administrator's Reference 
Manual. 
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NAME 
ypfiles - the YP database and directory structure 

DESCRIPTION 

12/88 

The Yellow Pages (YP) network lookup service uses a database of ndbm files 
in the directory hierarchy at /etc/yp. An ndbm database consists of two 
files, created by calls to the dbm(3B) library package. One has the file name 
extension ".pag" and the other has the file name extension ".dir". For 
instance, the database named hosts.byname, is implemented by the pair of 
files hosts.byname.pag and hosts.byname.dir. An ndbm database served 
by the YP is called a YP map. A YP domain is a named set of YP maps. Each 
YP domain is implemented as a subdirectory of /etc/yp containing the map. 
Any number of YP domains can exist. Each may contain any number of 
maps. 

No maps are required by the YP lookup service itself, although they may be 
required for the normal operation of other parts of the system. There is not 
a list of maps which YP serves-if the map exists in a given domain, and a 
client asks about it, the YP will serve it. For a map to be accessible con­
sistently, it must exist on all YP servers that serve the domain. To provide 
data consistency between the replicated maps, an entry to run ypxfr(lM) 
periodically should be made in cron(lM) on each server. More information 
on this topic is in ypxfr(lM). 

YP maps should contain two distinguished key-value pairs. The first is the 
key YP_LAST_MODIFIED, having as a value a ten-character ASCII order 
number. The order number should be the CLIX time (in seconds) when the 
map was built. The second key is YP_MASTER_NAME, with the name of the 
YP master server as a value. makedbm(lM) generates both key-value pairs 
automatically. A map that does not contain both key-value pairs can be 
served by the YP, but the ypserv(lM) process will not be able to return 
values for "Get order number" or "Get master name" requests. In addition, 
values of these two keys are used by ypxfr(lM) when it transfers a map 
from a master YP server to a slave. If ypxfr(lM) cannot figure out where to 
get the map, or if it is unable to determine whether the local copy is more 
recent than the copy at the master, extra command line switches must be set 
when it is run. 

YP maps must be generated and modified only at the master server. They are 
copied to the slaves using ypxfr(lM) to avoid potential byte-ordering prob­
lems among YP servers running on machines with different architectures, and 
to minimize the amount of disk space required for the ndbm files. The YP 
database can be initially set up for both masters and slaves by using 
ypinit(lM). 

After the server databases are set up, it is probable that the contents of some 
maps will change. In general, some ASCII source version of the database 
exists on the master, and it is changed with a standard text editor. The 
update is incorporated into the YP map and is propagated from the master to 
the slaves by running /etc/yp/Makefile. All supplied maps have entries in 
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/etc/yp/Makefile. If a YP map is added, this file should be edited to sup­
port the new map. The makefile uses m.akedbm.(lM) to generate the YP map 
on the master, and yppush(lM) to propagate the changed map to the slaves. 
yppush(lM) is a client of the map ypservers(lM), which lists all the YP 
servers (see yppush(lM)). 

SEE ALSO 

2 

makedbm(lM), ypinit(lM), ypmake(lM), ypxf r(lM), yppush(lM), 
yppoll(lM), ypserv(lM), rpcinfo(lM) in the CLIX System Administrator's 
Reference Manual. 
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NAME 
ypmapxlate - translation table to handle long map names 

DESCRIPTION 

PILES 

A map name X under domain Y exists as the two files named X.pag and 

X.dir, both under the directory /etc/yp/Y. Thus, the length of the name X 

can be no more than ten characters, since ten added to the length of the 

extension ".pag" or ".dir" is equal to 14, which is the maximum file name 

length. A critical map name such as passwd.byname will clearly be a 

problem to represent. 

The file /etc/yp/YP _MAP _X_LATE contains entries of the following 

form: 

long_map_name short_map_name 

When the Yellow Pages (YP) server receives a packet containing a logical 

(long) map name, this file is looked up to determine the physical (short) map 

name. Conversely, when the server transmits a packet that will contain a 

map name, the physical map name is looked up in the translate file to find 

the logical name for transmission. 

/etc/yp/YP _MAP _X_LATE 

SEE ALSO 
ypfiles( 4). 

BUGS 
Comments ( #) cannot be put in the map file. 
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NAME 
intro - introduction to miscellaneous facilities 

DESCRIPTION 

12188 

This section describes miscellaneous facilities such as macro packages, char­
acter set tables, and include file definitions. 
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HAME 
fcntl - file control options 

SYNOPSIS 
#include <fcntl.h> 
#include <sys/file.h> 

DESCJUPTIOH 

12/88 

The fcntl(2) function provides for control over open files. These include 
files describe cmds and args to fcntl(2) and open(2). 

I• Flag values accessible to open(2) and fcntl(2) •I 
I• (The first three can only be set by open)•/ 
#define O_RDONLY 0 
#define O_WRONLY 1 
#define O_RDWR 2 
#define O_NDELAY 04 I• Nonblocking VO •I 
#define O_APPEND 010 I• append (writes guaranteed at the end) •/ 
#define O_SYNC 020 I• synchronous write option•/ 

I• Flag values accessible only to open(2) •I 
#define O_CREAT 00400 I• open w/file create (uses third open arg) •/ 
#define O_TRUNC 01000 /•open with truncation•/ 
#define O_EXCL 02000 I• exclusive open •/ 

I• Flag values accessible only to fcntl(2) •I 
#define FASYNC Ox8000 I• Enable the SIGIO signal•/ 

I• fcntl(2) requests•/ 
#define F _DUPFD 0 
#define F_GETFD 1 
#define F_SETFD 2 
#define F_GETFL 3 
#define F_SETFL 4 
#define F_GETLK 5 
#define F _SETLK 6 
#define F_SETLKW 7 
#define F_CHKFL 8 
#define F_SETOWN 126 
#define F_GETOWN 127 

I• Duplicate fildes •/ 
I• Get fildes flags •/ 
I• Set fildes flags •/ 
I• Get file flags •/ 
I• Set file flags •/ 
I• Get file lock •/ 
I• Set file lock •/ 
I• Set file lock and wait•/ 
I• Check legality of file flag changes•/ 
I• Set to receive signals •/ 
I• Get ID of signal receiver•/ 

I• file segment locking control structure •/ 
struct flock { 

short l_ type; 
short l_ whence; 
long l_start; 
long l_len; 
short l_sysid; 

I• if 0 then until EOF •/ 
I• returned with F_GETLK •/ 
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short l_pid; I• returned with F_GETLK •/ 
}; 

I• file segment locking types •/ 
#define F_RDLCK 01 /•Read lock•/ 
#define F _ WRLCK 02 I• Write lock •/ 
#define F_UNLCK 03 I• Remove locks•/ 

SEE ALSO 
fcnt1(2). 
open(2) in the UNIX System V Programmer's Reference Manual 

2 

PCNTL(5) 
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NAME 
stat - data returned by stat system call 

SYNOPSIS 
#include <sys/types.h> 
#include <sys/stat.h> 

DESC:R.IPTION 

12188 

stat(2) and /stat(2) return data whose structure is defined by the 
<sys/stat.h> include file. The encoding of the field st_mode is defined in 
this file also. 

Structure of the result of stat(2) is as follows: 

struct stat { 
dev_t 
ushort 
ushort 
short 
ushort 
ushort 
dev_t 
off_t 
time_t 
time_t 
time_t 

}; 

st_dev; 
st_ino; 
st_mode; 
st_nlink; 
st_uid; 
st_gid; 
st_rdev; 
st_size; 
st_atime; 
st_mtime; 
st_ctime; 

#define S_IFMT 0170000 I• type of file•/ 
#define S_IFDIR. 0040000 I• directory•/ 
#define S_IFCHR 0020000 I• character special •/ 
#define S_IFBLK 0060000 I• block special•/ 
#define S_IFREG 0100000 I• regular •/ 
#define S_IFIFO 0010000 /• fifo •/ 
#define S_IFSOCK 0070000 I• socket•/ 
#define S_ISUID 04000 I• set user ID on execution•/ 
#define S_ISGID 02000 I• set group ID on execution•/ 
#define S_ISVTX 01000 I• save swapped text even after use•/ 
#define S_IREAD 00400 /•read permission, owner•/ 
#define S_IWRITE 00200 /• write permission, owner •/ 
#define S_IEXEC 00100 /•execute/search permission, owner•/ 
#define S_ENFMT S_ISGID I• record locking enforcement flag •/ 
#define S_IRWXU 00700 /• read,write, execute: owner •/ 
#define S_IRUSR 00400 /•read permission: owner•/ 
#define S_IWUSR 00200 /• write permission: owner •/ 
#define S_IXUSR 00100 /•execute permission: owner•/ 
#define S_IRWXG 00070 I• read, write, execute: group •/ 
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#define S_IRGRP 
#define S_IWGRP 
#define S_IXGRP 
#define S_IRWXO 
#define S_IROTH 
#define S_IWOTH 
#define S_IXOTH 

SEE ALSO 
types(5). 

00040 
00020 
00010 
00007 
00004 
00002 
00001 

I• read permission: group •/ 
I• write permission: group•/ 
I• execute permission: group•/ 
I• read, write, execute: other •I 
I• read permission: other •I 
I• write permission: other•/ 
I• execute permission: other•/ 

stat(2) in the UNIX System V Programmer's Reference Manual. 

2 

STAT(S) 
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NAME 
types - primitive system data types 

SYNOPSIS 
#include < S)Ts/types.h > 

DESCJUPTION 

12/88 

The data types defined in the include file are used in CLIX system code; some 
data of these types are accessible to user code: 

typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 
typedef 

struct { int r [ 1 ] ; } * physadr; 
long daddr_t; 
char * caddr_ t; 
unsigned char unchar; 
unsigned short ushort; 
unsigned int uint; 
unsigned long ulong; 

I• <disk address> type •/ 
I• <core address> type •/ 

ushort ino_t; I• <inode> type•/ 
short cnt_t; /* <count> type•/ 
long time_t; /* <time> type•/ 
int label_t [ 44]; 
short dev_t; 
long off_t; 
long paddr_t; 
int key_t; 
unsigned char use_t; 
short sysid_t; 
short index_ t; 
short lock_ t; 
unsigned int size_t; 
unsigned char u_char; 
unsigned short u_short; 
unsigned int u_int; 
unsigned long u_long; 
u_short uid_ t; 

I• <old device number> type•/ 
I• <offset> type•/ 
I• <physical address> type•/ 
/* IPC key type •/ 
I• use count for swap. •/ 

/*lock work for busy wait*/ 
/* len param for string funcs •/ 

u_short gid_t; 
struct _quad { long val [ 2]; } quad; 
long swblk_ t; 

#define NBBY 8 I• number of bits per byte•/ 
#define FD SETSIZE 256 
#define NFDBITS (sizeof(long) * NBBY) /• bits per mask */ 
#ifndef howmany 
#define howmany(x, y) (((x)+((y)-1))/(y)) 
#endif 

typedef struct fd_set { 
long f ds_bits [ howmany (FD_SETSIZE, NFDBITS)]; 

} fd_set; 
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#deftne FD _sBT(n, p) 
#deftne FD_ CLR(n, p) 
#deftne FD_IssET(n, p) 
#deftne FD _ZERo(p) 

((p)->fds_bits[(n)/NFDBITS] I- (1 < < ((n) % NFDBITS))) 
((p)->fds_bits[(n)/NFDBITS] &- -(1 < < ((n) % NFDBITS))) 
((p)->fds_bits[(n)/NFDBITS] & (1 < < ((n) % NFDBITS))) 
bzero((char •Xp), sizeof(-(p))) 

The form daddr _t is used for disk addresses except in an i-node on disk, see 
fs(4). Times are encoded in seconds since 00:00:00 GMT, January 1, 1970. 
The major and minor parts of a device code specify kind and unit number of 
a device and are installation-dependent. Offsets are measured in bytes from 
the beginning of a file. The 1.obel_t variables save the processor state while 
another process is running. 
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NAME 
vaiues - machine-dependent values 

SYNOPSIS 
include < values.h > 

DESC:R.IPTION 
This file contains a set of manifest constants, conditionally defined for par­
ticular processor architectures. 

The model assumed for integers is binary representation (one's or two's com­
plement), where the sign is the value of the high-order bit. 

BITS(type) The number of bits in a specified type (e.g., int). 

HIBITS 

HIBITL 

HIBITI 

MAXSHORT 

MAXLONG 

MAXINT 

MAXFLOAT 

The value of a short integer with only the high-order bit set 
(in most implementations, Ox8000). 

The value of a long integer with only the high-order bit set 
(in most implementations, Ox80000000). 

The value of a regular integer with only the high-order bit 
set (usually the same as HIBITS or HIBITL). 

The maximum value of a signed short integer (in most 
implementations, Ox7FFF = 32767). 

The maximum value of a signed long integer (in most imple­
mentations, Ox7FFFFFFF = 2147483647). 

The maximum value of a signed regular integer (usually the 
same as MAXSHORT or MAXLONG). 

The maximum value of a single-precision floating-point 
number. 

MAXOOUBLE, LN_MAXOOUBLE 

MINFLOAT 

The maximum value of a double-precision floating-point 
number and its natural logarithm. 

The minimum positive value of a single-precision floating­
point number. 

MINOOUBLE, LN_MINDOUBLE 

FSIGNIF 

DSIGNIF 

The minimum positive value of a double-precision floating­
point number and its natural logarithm. 

The number of significant bits in the mantissa of a single­
precision floating-point number. 

The number of significant bits in the mantissa of a double­
precision floating-point number. 

SEE ALSO 
intro(3). 
math(S) in the UNIX System V Programmer's Reference Manual. 

12/88 1 




