





















































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































Submitting and Manipulating NQS Requests

o The following command sends mail to user joe when the request
finishes executing:

gqsub -mu joe script__file
o The following command sends mail to user sue when the request
begins executing:

gsub -mb -mu sue script__file

Submitting a Nonrestartable Request Using -nr

The -nr option allows you to submit a request that will not restart if the
system fails or NQS shuts down. If you do not use the -nr option, NQS
will attempt to restart the request after recovering from a system failure.
Use the -nr option as follows:

gsub -nr script__file

Setting Scheduling Priorities Using -p

The -p option defines an intraqueue priority value (the relative order of
requests within a queue). The priority value is a number from O to 63.
Requests with higher scheduling priority values will be positioned first in
the queue. If the -p option is not used, the default priority value for the
queue is used.

The scheduling priority does not determine the request’s execution prior-
NOTE ity; it determines only the relative ordering of requests in a queue.

The following command submits a request with an intraqueue priority of
20:

gsub -p 20 script_ file
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Specifying a Queue Using -q

The -q parameter specifies the queue that the request will be submitted to.
Using the -q parameter to specify a pipe queue, you can submit requests to
another node. (You may set up a default queue. See the “Manipulating

Devices from the Command Line" section in the System Administrator’s
“NQS Tutorial.”")

For example, the following command line submits a request to the local
pipe queue, syspipe. Syspipe then routes the request to its destination
queue on a remote node.

gsub -q syspipe script_ file

Specifying a Request Name Using -r

The -r parameter specifies the name to be assigned to a request file. For
example, the following command specifies that the request will be named
barb:

gsub -r barb script__file
The name of the request file (barb in this example) is the name
that will appear in all status displays and compose part of the
output and error log file names. (Names beginning with a number

will be prefixed with the letter “r.”" For example, the name 210
would become r210.)

Defining an Execution Shell Using -s

The -s option defines the execution shell that will service the request. If
the -s option is not used, the system default shell is used.

The execution shell options are the following:
s Bourne shell (sh)
s Korn shell (ksh)
s C shell (csh)
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You must be at the machine that the request file currently resides on. You
must key in the full path name of the shell that will execute the request.
For example, the following command executes the request file using the
Korn shell:

gsub -s /bin/ksh script__file

Exporting Environment Variables Using -x

The -x option allows you to export environment variables with your
request so long as the variable names do not conflict with the automati-
cally exported variables, HOME, SHELL, PATH, LOGNAME, MAIL, and
TZ.

The automatically exported variables are saved as QSUB__ HOME,
QSUB_SHELL, QSUB_PATH, QSUB_LOGNAME, QSUB__USER,
QSUB_MAIL, and QSUB__TZ when the batch request is spawned. If you
do not use the -x option, no other environment variables will be exported
for the batch request from the originating host.

For example, the following command will export all environment vari-
ables from the originating user’s machine to be used for executing the
request file:

gsub -x script_ file

Embedding Commands in the Request File

All gsub(1) options can be embedded in the batch request file to be exe-
cuted with other commands in the file. The following example illustrates a
request file named echo.bat with embedded commands. This request will
be placed in the queue sysbatch, will execute after 11:30 PM Central Day-
light Time, and will send mail messages to the originating user when the
request begins and finishes executing.
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cot echo.bat

# Comment
# 0%-q sysbatch
# 0%-a "11:32PM COT"

# 0%-mb -me

# 0%

echo This is my batch job
date

As shown in the previous example, the echo.bat file is broken out as fol-
lows:

m Optional parameters are specified in comment lines. The first line in
the file is a standard comment.

m The @§ sequence tells NQS that one or more optional parameters will
follow. The following three lines are optional parameters that NQS

will recognize and execute. (The - symbol must immediately follow
the @$ symbols.)

m The @$ sequence by itself indicates the end of a series of optional
parameters.

The request file shown above could be submitted to a batch queue named
sysbatch as follows:

gsub -q sysbatch batch

Checking Resource Limits and Shell Strategy

You can display the default per-process file size limit (set with the -1f
option), the default per-process nice value limit (set with the -In option),
and the default shell strategy (set with the -s option) on the local machine
by keying in the following:

qlimit
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Information similar to the following will appear:

Per-process permanent file size limit (-1f)
Nice value (-In)

Shel!| strategy=FREE

Sample Batch Requests

The following is an example of the simplest type of batch request. The
request is explained in the following sample session.

echo This ismy first batch job. The time is
date

<Ctri-D>

Request 29.1ga submitted to queue: sysbatch.
$is

STDIN. e29

STDIN.o29

$ cat STDIN.o29

This is my first batch job. The time is
Thu Sep 22 14:20:24 COT 1888

$ cat STDIN.e29

stty: Not a typewriter

ksh [31]: ulimit: bad nunber

7-38 CLIXSYSTEM GUIDE

O

()




()

s,

()
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When you enter qsub without a script file name, the batch command list is
taken from standard input (the keyboard). The request in the example
above displays an introduction and then the time and date.

In the example above, NQS assigns a request identification number of 29 to
the request and places the request in the queue sysbatch. (Request
identification numbers are sequential numbers assigned to all NQS
requests.) After the request is submitted, NQS schedules and executes it.

A few seconds after the request is submitted, the output and error logs
appear in the current directory. (If you do not have write permission in
the current directory, the output and error logs are placed in your home
directory.)

The Output Log File

The output log file contains the results of commands in the request. In the
previous example, the request prints an introduction (This is my first
batch job. The time is) and then the time and date (Thu Sep 22 14:20:24
CDT 1988).

Since the original request input came from the keyboard (STanDard
INput), NQS names the output log file STDIN.029 by default. If the input
had come from a request file named time, the output file would have been
named time.029.

The Error Log File

The error log file contains the errors resulting from the request. In the
example above, stty and ulimit problems occurred during request execu-
tion. The stty error resulted when the default setup /etc/profile
attempted to set up a terminal device, an invalid procedure in a batch
environment. The ulimit error resulted when the default profile attempted
to set a permanent file size limit higher than the NQS default limit of 2048
blocks (1 MB).

The stty and ulimit errors are common and do not affect the results of the
NOTE request.

Since the original request input came from the keyboard (STanDard
INput), NQS names the error log file STDIN.e29 by default. If the input
had come from a request file named time, the error log file would have
been named time.e29.
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Manipulating Requests

There are a number of ways that you can manipulate requests once after
they have been submitted to a queue. The following sections describe how
to manipulate requests.

In most cases, you must have NQS operator privileges to manipulate
NOTE requests. Exceptions are noted in the command description.

Deleting a Request

After a request has been submitted, you can delete it using the qdel(1)
command. To delete a request, at least one of the following conditions
must exist:

s You must own the request.
s You must have NQS operator privileges.

® You must be logged in as the super-user.

To delete a request, key in the qdel(1) command as follows:
qdel [k ] [ signal ] [-u username] request_id [ @host]. ..
s The -k option sends a kill signal to a process that is already running

a request in a queue. You do not need to use the -k option if the
request is waiting in the queue.

s The signal option sends a numeric kill signal (such as the CLIX -9)
to a process that is already running a request in a queue.

a The -u option allows you to specify the user name of the request
owner (if you have NQS operator privileges). You must use the -u
option if you do not own the request you are deleting.

s The request__id is the request identification number obtained using
the gstat(1) command or the qmgr(1M) show queue command.
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s Use the @host option if the job resides on a remote host. (However,
you must have access to these nodes.)

- For example, to delete a request from the queue named i12217 on node
- bob, follow these steps. (You must be at node bob to delete the request.)
1. Show the queue as follows to obtain the request identification
number.
gstat i12217@bob

i122170bob; type=DEVICE; [ENABLED, ACTIVE]; pri=16
1 run; @ queued; 1 wait; @ hold; @ arrive;

Request Name Request ID Usr Pri State Size

1:  JoB1 154.bob  bob 31 RUNNING 766
2: JB2 155.bob  bob 31 WAITING 531

N
2. Delete JOB2 by keying in the following:
gdel 155
3. Execute the gstat(1) command again as follows to confirm that
JOB 1 has been deleted.
gstat 12217
N’
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i122170bob;  type=DEVICE; [ENABLED, ACTIVE]; pri=16
1 run; @ queued; @ wait; @ hold; @ arrive;

Request Name Request ID Usr Pri State Size

JoBt1 154.bob  bob 3 RUNNING 766

Modifying a Request

You can modify several request parameters after a job has reached its des-
tination queue, so long as the job has not begun executing. (However, a
changed priority will not take effect unless the job returns to a WAIT

state.) You must have operator privileges to modify a request. Currently,
the only request parameter that may be changed is the scheduling priority.

To modify a request, obtain the request ID using the gstat(1) or show
queue command. Then, key in the command as follows:

Mgr: modify request request_id [ priority=priority_value]

Holding a Request

The hold command is used to place a request in an operator hold state.
You must have operator privileges to put a request on operator hold.

To place a request on operator hold, obtain the request ID using the
gstat(1) or show queue command. Then, key in the hold command as
follows:

Mgr: hold request__id

Unholding a Request

The unhold command is used to remove a request from the operator hold
state. The request will return to the queued or waiting state.
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To remove a request from the operator hold state, obtain the request ID
using the gstat(1) or show queue command. Then, key in the unhold
command as follows:

Mgr: unhold request__id

Releasing a Request

The release command releases a request from any held or waiting state.
To release a request, obtain the request ID using the gstat(1) or show
queue command. Then, key in the release command as follows:

Mgr: release request__id

Purging Requests from a Queue

The purge queue command deletes all requests that are not running from
the specified queue. Purged requests cannot be recovered.

Key in the purge queue command as follows:

Mgr: purge queue gueuwe_name

Aborting Requests in a Queue

The abort queue command sends a kill signal (SIGTERM) to each process
for each request running in the specified queue when the abort queue com-
mand was received.

Key in the abort queue command as follows. (If you do not specify a
grace period, the grace period defaults to 20 seconds. Aborted requests
cannot be recovered.

Mgr: abort queue queue_name [ grace_period ]
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If you have problems operating NQS, you may be able to fix the problem
yourself. Please refer to this section or the “Troubleshooting™ section in
the Network Queuing System (NQS) User’s Guide to see if you can diagnose
and solve the problem. If the problem persists, call Intergraph support.

NQS returns mail saying ‘““Unknown input type.”

Cause: NQS did not recognize the input type specified in the qpr(1)
command line.

Solution: Ensure that you have installed the appropriate metafile
interpreter and that you have correctly keyed in the input
type.

The error, *“*Print file limits exceeded’ or ‘'Print file exceeds maximum quote
limits’’ displays.
Cause: Your request exceeded the maximum print file size.

Solution: Use the NQS gmgr(1M) utility to increase your maximum
print file size. (See the ““Setting Defaults’ section in the
System Administrator’s “NQS Tutorial.”)

You did not recelve mail from your job.

Cause: You may have been logged in as the root user when you
submitted your job.

Solution: Log in the console window as root to read your mail.

Cause: You did not specify -me or -mb when submitting your job.

Solution: If you want to receive mail when a job begins or finishes

executing, you must specify -me or -mb on your submit
command line. Otherwise, you will only receive mail when
an error occurs.
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When trying to configure a plotter, you receive the error ** NQS manager
(FATAL): Unable to open the network file descriptor file.”

Cause: You may have loaded NQS for the first time and not
rebooted your machine.

Solution: Reboot your machine.

You cannot execute the gstat(1) command to a remote machine; however, no
error displays and no prompt is returned within 45 seconds.

Jobs move between the ROUTING and WAITING states in the queue, but
are not serviced.

Cause: The remote node is down.

Solution: Attempt to use the visit(1) command to log in to the
remote node. If you cannot log in, the remote node is
down. Try again later.

Cause: NQS is not loaded on the remote node.

Solution: Ask your system administrator to load NQS on the remote
node or use a different node.

Cause: One of the NQS daemons has died on the remote node.

Solution: Ask the administrator of the remote node to stop and res-

tart NQS on the node.

Cause: There is an address conflict in the /etc/hosts file. This
means that the node you are attempting to contact has the
same Internet address as another node.

Solution: Update the clearinghouse, run namex(1M), and execute
/etc/dodini.

You receive the error “NQS (FATAL): Multiple host names defined for
nnn.nnn.nnn.nnn in /etc/hosts.”

Cause: Another node has an Internet address identical to yours or
your node name aliases are improperly scoped.

Solution: Read the “BSD Network Configuration Tutorial” for infor-
mation on Internet addresses and ask your system adminis-
trator to assign a new Internet address to your node.
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You receive the error “NQS (FATAL): No Internet Address,’ but your node
has an Internet address.

You receive the error “Local network database error at transaction peer.”

Cause: The clearinghouse needs to be updated.

Solution: Update the clearinghouse, run namex(1M), and execute
/etc/dodini.

You receive the error ‘‘No local daemon at host."”

Cause: The local daemon, /usr/lib/ngs/ngsdaemon, has died.

Solution: Start NQS by keying in /etc/init.d/nqgs start at the

super-user (#) prompt.

You receive the error “Insufficient privilege at local host.”

Cause: You do not have privileges to perform the operation you
attempted.
Solution: Ask your system administrator to assign you NQS manager

or operator privileges.

You submitted a job to the queue and received a message that the job was
successfully submitted, but it did not execute.

Cause: The pipe or device queue may be stopped. (If you are plot-
ting, see your InterPlot User's Guide.)

Solution: Use the gstat(1) command to see if the queue is stopped. If
it is, restart it with the start queue command.

Cause: The device may be disabled.

Solution: Use the gstat(1) command to see if the device is disabled.
If it is, enable it with the enable device command.

Cause: Another device is running on the same mux as the device
you have submitted your job to.

Solution: Check the devices connected to your mux. If a device is
running on the mux, your job will run when the job has
completed.
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Cause:

Solution:

Troubleshooting

The queue complex limit has been reached.

Check the current queue complex limits with the gstat <
command. Ensure that no other queues are running and
causing the queue complex run limit to be reached.
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Introduction

The Revision Control System (RCS) manages software libraries. It greatly
increases programmer productivity by centralizing and cataloging changes
to a software project. This document describes the benefits of using a
source code control system. It then gives a tutorial introduction to the use
of RCS.
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Functions of RCS

The Revision Control System (RCS) manages multiple revisions of text
files. RCS automates the storing, retrieval, logging, identification, and
merging of revisions. RCS is useful for text that is revised frequently,
such as programs, documentation, graphics, papers, form letters, etc. It
greatly increases programmer productivity by providing the following
functions.

s RCS stores and retrieves multiple revisions of a program and other
text. Thus, you can maintain one or more releases while developing
the next release, with a minimum of space overhead. Changes no
longer destroy the original; previous revisions remain accessible.

o RCS Maintains each module as a tree of revisions.

o Project libraries can be organized centrally, decentralized, or any
other way.

o RCS works for any type of text: programs, documentation,
memos, papers, graphics, VLSI layouts, form letters, etc.

® RCS maintains a complete history of changes. Thus, you can find out
what happened to a module easily and quickly, without having to
compare source listings or having to consult colleagues.

o RCS performs automatic record keeping.
o RCS logs all changes automatically.
o RCS guarantees project continuity.

® RCS manages multiple lines of development.

8 RCS can merge multiple lines of development. Thus, when several
parallel lines of development must be consolidated into one line,
changes are merged automatically.

m RCS flags coding conflicts. If two or more lines of development
modify the same section of code, RCS can alert programmers about
overlapping changes.

® RCS resolves access conflicts. When two or more programmers wish
to modify the same revision, RCS alerts the programmers and makes
sure that one change will not wipe out the other.
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RCS provides high-level retrieval functions. Revisions can be
retrieved according to ranges of revision numbers, symbolic names,
dates, authors, and states.

RCS provides release and configuration control. Revisions can be
marked as released, stable, experimental, etc. Configurations of
modules can be described simply and directly.

RCS automatically identifies modules with name, revision number,
creation time, author, etc. Thus, it is always possible to determine
which revisions of which modules compose a given configuration.

RCS Provides high-level management visibility. Thus, it is easy to
track the status of a software project.

o RCS provides a complete change history.

o RCS records who did what when to which revision of which
module.

RCS is fully compatible with existing software development tools.
RCS is unobtrusive; its interface to the file system allows all your
existing software tools to be used as before.

RCS's basic user interface is extremely simple. The novice only needs
to learn two commands. Its more sophisticated features have been
tuned toward advanced software development environments and the
experienced software professional.

RCS simplifies software distribution if customers also maintain
sources with RCS. This technique assures proper identification of
versions and configurations and tracking of customer changes. Cus-
tomer changes can be merged into distributed versions locally or by
the development group.

RCS needs little extra space for the revisions (only the differences).
If intermediate revisions are deleted, the corresponding differences
are compressed into the shortest possible form.
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Suppose you have a file f.c that you wish RCS to control. Invoke the chec-
kin command as follows:

ci fc

This command creates f.c,v, stores f.c in it as revision 1.1, and deletes f.c.
It also asks you for a description. The description should be a synopsis of
the contents of the file. All later checkin commands will ask you for a log
entry, which should summarize the changes that you made.

Files ending in “,v"" are called RCS files ("'v"* stands for “versions™); the
others are called working files. To get back the working file f.c in the pre-
vious example, use the checkout command:

co fc

This command extracts the latest revision from f .c,v and writes it in f.c.
You can now edit f.c and check it back in by invoking:

ci fc

ci(1) increments the revision number properly. If ci(1) complains with the
following message

ci error: no lock set by <your login>

your system administrator has decided to create all RCS files with the
locking attribute set to “‘strict.” With strict locking, you must lock the
revision during the previous checkout. Thus, your last checkout should
have been as follows:

co -1 fc

Locking assures that only you can check in the next update, and avoids
nasty problems if several people are working on the same file. Of course, it
is too late now to checkout with locking, because you probably modified
f.c already, and a second checkout would overwrite your changes. Instead.
invoke the following:

rcs -1 fc

This command will lock the latest revision for you unless somebody else
locked it. If someone else has the lock you will need to negotiate your
changes with them.
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If your RCS file is private, (if you are the only person who is going to
revise it), strict locking is not needed and you can turn it off. If strict
locking is turned off, the owner of the RCS file need not have a lock for
checkin; all others still do. Strict locking is turned off and on with the fol-
lowing commands:

rcs -U fc and rcs -L fc
You can set the locking to strict or nonstrict on every RCS file.

If you do not want to clutter your working directory with RCS files,
create a subdirectory called RCS in your working directory and move all
your RCS files there. RCS commands will look first in that directory to
find needed files. All commands discussed above will still work without
any change.

Pairs of RCS and working files can really be specified in three ways: both
are given, only the working file is given, or only the RCS file is given. Both
files may have arbitrary path prefixes; RCS commands pair them intelli-
gently.

To avoid deleting the working file during checkin (if you want to continue
editing), invoke the following:

ci -1 fc

This command checks in f.c as usual, but performs an additional checkout
with locking. Thus, it saves you one checkout operation. An option -u for
ci(1) also performs a checkin followed by a checkout without locking.
This is useful if you want to compile the file after the checkin. Both
options also update the identification markers in your file (see below).

You can give ci(1) the number you want assigned to a checked in revision.
Assume all your revisions were numbered 1.1, 1.2, 1.3, etc., and you
would like to start release 2. The following command

ci r2 fc or ci r2.1 fc

assigns the number 2.1 to the new revision. From then on, ci(1) will
number the subsequent revisions with 2.2, 2.3, etc. The corresponding
co(1) commands

co r2 fc and co r2.1 fc

retrieve the latest revision numbered 2.x and the revision 2.1, respectively.
co(1) without a revision number selects the latest revision on the “trunk”
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(the highest revision with a number consisting of two fields). Numbers
with more than two fields are needed for branches. For example, to start a
branch at revision 1.3, invoke the following:

ci -r1.3.1 fc

This command starts a branch numbered 1 at revision 1.3 and assigns the
number 1.3.1.1 to the new revision. For more information about branches,
see rcsfile(4) in the CLIX Programmer's & User's Reference Manual.
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Automatic ldentification

RCS can put special strings for identification in your source and object
code. To obtain such identification, place the following marker

$Header$

in your text (for instance in a comment). RCS will replace this marker
with a string with the following form:

$Header: filename revisionnumber date time author state
$

You never need to touch this string, because RCS updates it automatically.
To propagate the marker to your object code, simply put it in a literal
character string. In C, this is accomplished as follows:

static char rcsid[] ="$Header$";

The command ident(1) extracts such markers from any file, even object
code. Thus, ident(1) helps you to find out which revisions of which
modules were used in a given program.

You may also find it useful to put the following marker

$Log$

in your text, inside a comment. This marker accumulates the log messages
requested during checkin. Thus, you can maintain the complete history of
your file directly inside it. Several additional identification markers exist;
see co(1) for details.
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How to Combine MAKE and RCS

If your RCS files are in the same directory as your working files, you can
put a default rule in your makefile. Do not use a rule with the form
“.c.v.c” because such a rule keeps a copy of every working file checked out,
even those you are not working on. Instead, use the following:

SFFIXES: .c,v \

co -q $+.c
cc $(CFLAGS) -c $+.c
m -f $e.¢

prog: fl.0 f2.0.....

\ cc fl.o f2.0 ..... -0 prog j

This rule has the following effect. If a file f.c does not exist and f.o0 is older
than f.c,v, make(1) checks out f.c, compiles f.c into f.0, and then deletes
f.. From then on, make(1) will use f.0 until you change f.c,v.

If f.c exists (presumably because you are working on it), the default rule
“.c.0” takes precedence and f.c is compiled into f.0, but not deleted.

If you keep your RCS file in the directory ./RCS, this will not work and
you need to write explicit checkout rules for every file, as the following:

flc: RCS/flc,vico-qflc

Unfortunately, these rules do not have the property of removing unneeded
.c files.
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Additional Information on RCS

If you want to know more about RCS (for example how to work with a
tree of revisions and how to use symbolic revision numbers), read the fol-
lowing paper:

Walter F. Tichy, “‘Design, Implementation, and Evaluation of a Revision
Control System,” in Proceedings of the 6th International Conference on
Software Engineering, IEEE, Tokyo, Sept. 1982.

Looking at the manual page rcsfile(4) should also help you understand the
revision tree permitted by RCS.
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Introduction

This document is intended for programmers who wish to write network
applications using remote procedure calls (explained below), thus avoiding
low-level system primitives based on sockets. The reader must be familiar
with the C programming language and should have a working knowledge
of network theory.

Programs which communicate over a network need a paradigm for com-
munication. A low-level mechanism might send a signal on the arrival of
incoming packets, causing a network signal handler to execute. A high-
level mechanism would be the Ada rendezvous. The method used by the
NFS is the Remote Procedure Call (RPC) paradigm, in which a client com-
municates with a server. In this process, the client first calls a procedure
to send a data packet to the server. When the packet arrives, the server
calls a dispatch routine, performs the service requested, sends back the
reply. and the procedure call returns to the client.

The RPC interface is divided into three layers. The highest layer is totally
transparent to the programmer. To illustrate, at this level a program can
contain a call to rnusers( ), which returns the number of users on a remote
machine. The user need not be aware that RPC is being used, since the call
is simply made in a program, just as malloc(3R) would be called.

At the middle layer, the routine registerrpc() and callrpc() are used to
make RPC calls: registerrpc() obtains a unique system-wide number,
while callrpe() executes a remote procedure call. The rnusers() call is
implemented using these two routines. The middle-layer routines are
designed for most common applications and shield the user from needing to
know about sockets.

The lowest layer is used for more sophisticated applications, which may
want to alter the defaults of the routines. At this layer, sockets used for
transmitting RPC messages can be explicitly manipulated. This level
should be avoided if possible.

Although this document only discusses the interface to C. remote pro-
cedure calls can be made from any language. The libraries needed are
libbsd.a and librpcsvc.a. Related #include files are located in
/usr/include/RPC and /usr/include/RPCSVC.n. Even though this docu-
ment discusses RPC when it is used to communicate between processes on
different machines, it works just as well for communication between
different processes on the same machine.
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Introduction

The following is a diagram of the RPC paradigm.
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Introductory Examples

Highest Layer

Consider a program that needs to know how many users are logged in to a
remote machine. This can be done by calling the library routine rnusers()

as illustrated below:

#include <stdio.h>

main(arge, argv)
int arge;
char ssargv;

unsigned num;

if (orge < 2) {
fprintf(stderr, "usoge: rmusers hostname\n”);
exit(1);

}

if ((num = rnusers(argv[1])) < @)
fprintf(stderr, "error: rmusers\n");
exit(-1);

}
printf("%d users on Xs\n", num, argv[1]);
exit(Q);

~

/
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Intermediate Layer

The simplest interface, which explicitly makes RPC calls, uses the func-
tions callrpe() and registerrpc(). Using this method, another way to get
the number of remote users is:

@ <stdio.l> \

#include <rpcsvc/rusers.h>

main(arge, argv)
int arge;
char ssargv;

unsigned long nusers;

it (arge < 2) {
fprintf(stderr, "usoge: nusers hostname\n"); o,
oxit(-1);

it (callrpc(argv[1], RUSERSPROG, RUSERSVERS, RUSERSPROC_NWM,
xdr_void, @, xdr_u long, &nusers) = @) {
fprintf(stderr, "error: calirpc\n”);
exit(1);

printf("number of users on Xs is Xd\n", argv[1], nusers);
oxit(0);

}\ /
A program number, version number, and procedure number defines each
RPC procedure. The program number defines a group of related remote
procedures, each of which has a different procedure number. Each program
also has a version number, so when a minor change is made to a remote

service (adding a new procedure, for example) a new program number does
not have to be assigned.

i
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When a procedure is to be called to find the number of remote users, the
appropriate program, version, and procedure numbers are looked up in a
manual in a similar manner to looking up the name of memory allocator
when memory is to be allocated.

The simplest routine in the RPC library used to make remote procedure
calls is callrpc( ). It has eight parameters. The first is the name of the
remote machine. The next three parameters are the program, version, and
procedure numbers. The following two parameters define the argument of
the RPC call, and the final two parameters are for the returned value of
the call. If it completes successfully, callrpc() returns zero, but nonzero
otherwise. The exact meaning of the return codes is found in
<rpc/clnth>, and is, in fact, an enum clnt_ stat cast into an integer.

Since data types may be represented differently on different machines,
callrpc() needs both the type of the RPC argument, as well as a pointer to
the argument itself (and similarly for the result). For
RUSERSPROC_NUM, the returned value is an unsigned long, so
callrpc() has xdr_u_ long as its first returned parameter, which says that
the result is of type unsigned long, and has &nusers as its second returned
parameter, which is a pointer to where the long result will be placed.

Since RUSERSPROC__NUM takes no argument, the argument parameter of
callrpc() is xdr__void.

After trying several times to deliver a message, if callrpc() gets no
answer, it returns with an error code. The delivery mechanism is UDP,
which stands for User Datagram Protocol. Methods for adjusting the
number of retries or for using a different protocol require the use of the
lower layer of the RPC library, discussed later in this document. The
remote server procedure corresponding to the above might look like this:
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- N

nuser(indata)
( char sindata;

static int nusers;

/*

¢ code here to compute the number of users
s and place result in variable nusers

4
\ return ((char *)anusers);
It takes one argument, a pointer to the input of the remote procedure call
(ignored in the above example), and returns a pointer to the result. In the

current version of C, character pointers are the generic pointers, so both
the input argument and the returned value are cast to char s.

Normally, a server registers all of the RPC calls it plans to handle and then
goes into an infinite loop waiting to service requests. In this example, there
is only a single procedure to register, so the main body of the server would
look like this:

6.’. <stdio.l> \

#include <rpcsvc/rusers.i>

char snueer();
main()
{

registerrpc(RUSERSPROG, RUSERSVERS, RUSERSPROC NUM, nuser,
xdr_void, xdr_u long);

sve_run(); /* never returns s/
fprintf(stderr, "Error: svc_run returned!\n");
exit(1);

}

o /
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The registerrpc() routine establishes what C procedure corresponds to
each RPC procedure number. The first three parameters, RUSERPROG.
RUSERSVERS, and RUSERSPROC__NUM are the program, version, and
procedure numbers of the remote procedure to be registered; nuser is the
name of the C procedure implementing it; and xdr__void and xdr_u_long
are the types of the input to and output from the procedure.

Only the UDP transport mechanism can use registerrpc(); thus, it is
always safe with calls generated by callrpc() .

The UDP transport mechanism can only deal with arguments and results
less than 8K bytes in length.

Assigning Program Numbers

Program numbers are assigned in groups of 0x20000000 (536.870.912)
according to the following chart: ‘

0 1FFFFFFF defined by Sun Microsystems
20000000 3FFFFFFF defined by user
40000000 SFFFFFFF transient
60000000 7FFFFFFF  reserved
80000000 9FFFFFFF reserved
A0000000 BFFFFFFF reserved
C0000000 - DFFFFFFF reserved
E0000000 - FFFFFFFF reserved

Sun Microsystems administers the first group of numbers, and the intent is
that they will be be identical across all systems and applications. If a cus-
tomer develops an application that might be of general interest, that appli-
cation should be given a number assigned by Sun from the first range. The
second group of numbers is reserved for specific customer applications.
This range is intended primarily for debugging new programs. The third
group is reserved for applications that generate program numbers dynami-
cally. The final groups are reserved for future use, and should not be used.
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Passing Arbitrary Data Types .
In the previous example, the RPC call passes a single unsigned long. RPC
can handle arbitrary data structures, regardless of different machines’ byte
orders or structure layout conventions, by always converting them to a
network standard called eXternal Data Representation (XDR) before send-
ing them over the wire. The process of converting from a particular
machine representation to XDR format is called serializing, and the reverse
process is called deserializing. The type field parameters of callrpc() and
registerrpc() can be a built-in procedure like xdr_u_long() in the previ-
ous example or a user-supplied one. XDR has these built-in type routines:
xdr_int() xdr_u_int() xdr__enum()
xdr_long() xdr_u_long() xdr_bool()
xdr_short() xdr_u_short() xdr_string()
As an example of a user-defined type routine, if it was wished to send the
structure o
struct simple {
int o;
short b;
} simple;
callrpe( ) should be called as
cal Irpc(hostname, PROGNUM, VERSNLM, PROCNUM, xdr_simple, &simple ...);
where xdr_ simple() is written as:
#include <rpc/rpc.h>
xdr_simple(xdrsp, simplep)
YR *xdrsp;
struct simple ssimplep;
{
it (Ixdr_int(xdrsp, &simplep->a))
return (0); oy,
it (Ixdr_short(xdrep, &simplep->b)) -
return (0);
return (1);
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An XDR routine returns nonzero (true in the sense of C) if it completes
successfully, and zero otherwise. A complete description of XDR is in the
SDR Protocol Specification, so this section only gives a few examples of
XDR implementation. For details on obtaining a complete copy., call Inter-
graph Support.

In addition to the built-in primitives, there are also the prefabricated
building blocks:

xdr_array() xdr__bytes()
xdr_reference() xdr_union()

To send a variable array of integers, they might be packaged as a structure
like this

struct varintarr {
int *data;
int arrinth;
} arr;

and make an RPC call such as
cal | rpc(hostname, PROGNLM, VERSNLM, PROCNLM, xdr_varintarr, &arr...);
with xdr__varintarr() defined as:

xdr_varintarr(xdrsp, varintarr)
YOR sxdrsp;
struct varintorr =arrp;

xdr_array(xdrsp, &arrp->data, &arrp->orrinth, MAXLEN,
sizeof(int), xdr_int);
}

This routine takes as parameters the XDR handle, a pointer to the array, a
pointer to the size of the array, the maximum allowable array size, the size
of each array element, and an XDR routine for handling each array ele-
ment.

If the size of the array is known in advance, the following could also be
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used to send out an array of length SIZE:
int intarr[SIZE];

xdr_intarr(xdrep, intarr)
XOR sxdrsp;
int interr{];

{
int i;
for (i =@; | <SIZE; i+)
if (Ixdr_int(xdrsp, &intarr[i]))
return (0);
}
return (1);
}

XDR always converts quantities to four-byte multiples when deserializing.
Thus, if either of the examples above involved characters instead of
integers, each character would occupy 32 bits. That is the reason for the
XDR routine xdr__bytes( ), which is like xdr_array() except that it packs
characters. It has four parameters which are the same as the first four
parameters of xdr_array(). For null-terminated strings, there is also the
xdr_string() routine, which is the same as xdr__bytes() without the
length parameter. On serializing, it gets the string length from strlen()
and on deserializing, it creates a null-terminated string.

Here is a final example that calls the previously written xdr_simple() as
well as the built-in functions xdr_ string() and xdr_ reference( ), which
chases pointers:
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@fimlmﬂple { \

char »string;
struct simple *simplep;
} finalexample;

xdr_finalexample(xdrsp, finalp)
YOR sxdrsp;

struct finalexanple *finalp;
int i;

if (Ixdr_string(xdrsp, &finalp->string, MAXSTRLEN))
return (0);
if (Ixdr_reference(xdrsp, &finalp->simplep,
sizeof (struct simple), xdr_simple);
return (0);
return (1);
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In the examples given so far, RPC takes care of many details automati-
cally. This section shows how to change the defaults by using lower
layers of the RPC library. It is assumed that the reader is familiar with

sockets and the system calls for dealing with them.

More on the Server Side

A number of assumptions are built into registerrpc(). One is that the
UDP datagram protocol is being used. Another is that the user does not
want to do anything unusual while deserializing, since the deserialization
process happens automatically before the user's server routine is called.
The server for the nuser() program shown below is written using a lower

layer of the RPC package, which does not make these assumptions.

6& <stdio.l>

#include <rpc/rpc.i>
#include <rpcsvc/rusers.h>

int nuser();
v{nin()
SVOFRT stranep;

tronsp = svcudp create(RPC_ANYSOCK);
If (tronsp == NULL){

exit(1);
pmap_unset (RUSERSPROG, RUSERSVERS);
IPPROTO_LOP)) {
exit(1);
svc_run(); /» never returns +/

}

\_

fprintf(stderr, "couldn’t create an RFC server\n");

if (1svc_register(transp, RUSERSPROG, RUSERSVERS, nuser,

fprintf(stderr, "couldn't register RUSER service\n");

fprintf(stderr, "should never reach this point\n");

~

j
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a@tp. tranp)

struct svc_req srqstp;
SVOFRT =tronsp;

unsigned long nusers;

switch (rqstp->rq proc) {
case NULLPROC:
if (lavc_sendreply(transp, xdr_void, @)) {
fprintf(stderr, "couldn't reply to RFC cal \n");
} exit(1);

return;
case RUSERSPROC_NUM:
/s
s code here to compute the number of users
t/md put in variable nusers
)
if (1svc_sendreply(transp, xdr_u long, &nusers) {
fprintf(stderr, "couldn’t reply to RPC cal \n");
exit(1);
}

return;
default:

sveerr_noproc(transp);
return;

}
\_ W,
First, the server gets a transport handle, which is used for sending out RPC
messages. registerrpc() uses svcudp_ create() to get a UDP handle. If a
reliable protocol is required, svctep_create() should be called instead. If
the argument to svcudp_ create() is RPC_ANYSOCK, the RPC library
creates a socket on which to send out RPC calls. Otherwise,

svcudp_ create() expects its argument to be a valid socket number. If the
user specifies his own socket, it can be bound or unbound. If it is bound to

a port by the user, the port numbers of svcudp_ create() and
cintudp_ create() (the low-level client routine) must match.
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When the user specifies RPC__ANYSOCK for a socket or gives an unbound
socket, the system determines port numbers in the following way: when a
server starts, it advertises to a port mapper daemon on its local machine,
which picks a port number for the RPC procedure if the socket specified to
svcudp__create() is not already bound. When the clntudp_ create() call
is made with an unbound socket, the system queries the port mapper on
the machine to which the call is being made and gets the appropriate port
number. If the port mapper is not running or has no port corresponding to
the RPC call, the RPC call fails. Users can make RPC calls to the port
mapper themselves. The appropriate procedure numbers are in the include
file <rpc/pmap_proth>.

After creating an SVCXPRT, the next step is to call pmap_unset() so that
if the nusers server crashed earlier, any previous trace of it is erased before
restarting. More precisely, pmap_unset() erases the entry for RUSERS
from the port mapper’s tables.

Finally, the program number for nusers is associated with the procedure
nuser() . The final argument to svc_register() is normally the protocol
being used which, in this case, is JPPROTO_UDP. Notice that unlike
registerrpc(), there are no XDR routines involved in the registration pro-
cess. Also, registration is done on the program rather than procedure level.

The user routine nuser() must call and dispatch the appropriate XDR rou-
tines based on the procedure number. Note that two things are handled by
nuser() which are handled automatically by registerrpc(). The first is
that procedure NULLPROC (currently zero) returns with no arguments.
This can be used as a simple test for detecting if a remote program is run-
ning. Second, there is a check for invalid procedure numbers. If one is
detected, svcerr__noproc() is called to handle the error.

The user service routine serializes the results and returns them to the RPC
caller via svc_sendreply(). Its first parameter is the SVCXPRT handle,

the second is the XDR routine, and the third is a pointer to the data to be

returned. Not previously illustrated is how a server handles an RPC pro-
gram that passes data. As an example, a procedure RUSERSPROC_BOOL,
which has an argument nusers and returns TRUE or FALSE depending on
Whether there are nusers logged on, can be added. It would look like this:
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(e )

int bool;
unsigned nuserquery;

if (lsvc_getargs(tronsp, xdr_u_int, &nuserquery) {
svoerr_decode(tranep);
return;

}
/s
t/eodo to set nusers = number of users
*
if (nuserquery m= nusers)
bool = TRUE;
else
bool = FALSE;
if (1svc_sendreply(transp, »dr_bool, &ool){
tprintf(stderr, "couldn’t reply to RPC cali\n");
exit(1);

return;
\_ /
The relevant routine is svc_getargs(), which takes as arguments an

SVCXPRT handle, the XDR routine, and a pointer to where the input is to
be placed.

Memory Allocation with XDR

XDR routines not only do input and output; they also allocate memory.
This is why the second parameter of xdr_array() is a pointer to an array,
rather than the array itself. If it is NULL, xdr_array() allocates space
for the array and returns a pointer to it, putting the size of the array in the
third argument. As an example, consider the following XDR routine
xdr_chararr1(), which deals with a fixed array of bytes with length
SIZE:
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xdr_chararri(xdrsp, chararr)
YR sxdrsp;
char chararr[};

{

char *p;

int len;

p = chararr;

len = SIZE;

return (xdr_bytes(xdrsp, &p, &len, SIZE));
}

It might be called from a server like this,

char chararr[SIZE) ;

svc_getargs(tronsp, xdr_chararrt, chararr);
where chararr has already allocated space. If XDR was wanted to do the
allocation, this routine would have to be rewritten in the following way:

xdr_chararr2(xdrep, chararrp)
YOR sxdrsp;
char sschararrp;

int len;

len = SIZE;
return (xdr_bytes(xdrsp, charrarrp, &len, SIZE));
}
The RPC call might then look like this:

char sarrptr;

arrptr = NULL;
svc_getargs(transp, xdr_charorr2, &arrptr);
/s
s use the result here
s/
svc_freeargs(xdrep, xdr_chararr2, &arrptr);
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After using the character array, it can be freed with svc_freeargs(). In
the routine xdr__finalexample( ) given earlier, if finalp->string was
NULL in the call

svc_getargs(transp, xdr_finalexample, &finalp);
then

svc_freeargs(xdrsp, xdr_finalexanple, &finalp);

frees the array allocated to hold finalp->string; otherwise, it frees nothing.
The same is true for finalp->simplep.

To summarize, each XDR routine is responsible for serializing, deserializ-
ing, and allocating memory. When an XDR routine is called from
callrpc(), the serializing part is used. When called from svc_getargs().
the deserializer is used. When called from svc_freeargs(), the memory
deallocator is used. When building simple examples like those in this sec-
tion, a user does not have to worry about the three modes.

The Calling Side

When callrpc() is used, there is no control over the RPC delivery mechan-
ism or the socket used to transport the data. To illustrate the layer of RPC
that allows adjustment of these parameters, consider the following code to

call the nusers service:

6@ <stdio.h> \

#include <rpc/rpc. >
#include <rpcsvc/rusers.h>
#include <sys/socket.h>
#include <sys/time.i>
#include <netdd.h>

main(arge, argv)
int arge;
char =sargv;

struct hostent shp;

struct timeval pertry_timeout, total_timeout;
struct sockoddr_in server_oddr;

int oddrien, sock = RPC_ANYSOCK;
register CLIENT »client;
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/ contima\ bt
onum cint_stat cint_stat;

unsigned long nusers;

if (arge < 2) {
fprintf(stderr, "usage: nusers hostname\n");
exit(-1);

)

it ((hp = gethostbyname(argv[1])) == NULL) {
fprlt(\t:gstdorr, "cannot get addr for 'Xs’\n", argv[1]);
exit(-1);

pertry_timeout.tv_sec = 3;

pertry_timeout.tv_usec = @;

oddrien = sizeof(struct sockaddr_in);

beopy(hp->h_oddr, (coddr_t )&server_oddr.sin addr, hp->h length);

server_addr.sin fanily = AF_INET;

server_addr.sin port = @;

it ((client = cintudp create(&server_oddr, RUSERSPROG,

RUSERSVERS, pertry_timeout, &sock)) == NULL) { -

perror("cintudp create”); .
exit(-1);

total_timeout.tv_sec = 29;
total_timeout.tv_usec = @;
cint_stat = cint_cali(client, RUSERSPFROC NM, xdr_void, @,
xdr_u_long, &nusers, total_timeout);
if (cint_stat i= RPC SUOCESS) {
cint_perror(client, "rpc”);
exit(-1);

\ cint_destroy(client);

The low-level version of callrpc() is cInt_call(). It takes a CLIENT
pointer rather than a host name. The parameters to clnt_call() are a o,
CLIENT pointer, the procedure number, the XDR routine for serializing

the argument, a pointer to the argument, the XDR routine for deserializing

the return value, a pointer to where the return value will be placed. and
the time in seconds to wait for a reply.

9-18 CLIX SYSTEM GUIDE




Lower Layers of RPC

The CLIENT pointer is encoded with the transport mechanism. callrpc()
uses UDP. Thus, it calls clntudp_ create() to get a CLIENT pointer. To

get TCP (Transmission Control Protocol), cinttcp_ create() would be
used.

The parameters to clntudp_ create() are the server address, the length of
the server address, the program number, the version number, a timeout
value (between tries), and a pointer to a socket. The final argument to
clnt_ call() is the total time to wait for a response. Thus, the number of
tries is the clnt_call() timeout divided by the clntudp_create() timeout.

One thing should be noted when using the cInt_destroy() call: it deallo-
cates any space associated with the CLIENT handle, but it does not close
the socket associated with it, which was passed as an argument to
cintudp_ create() . The reason is that, if there are multiple client handles
using the same socket, it is possible to close one handle without destroying
the socket that other handles are using.

To make a stream connection, the call to clntudp_ create() is replaced
with a call to clnttcp_ create().

cinttcp_create(&server_oddr, prognum, versnum, &socket, inputsize, output—
size);

There is no timeout argument; instead, the receive and send buffer sizes
must be specified. When the clnttcp_create() call is made, a TCP connec-
tion is established. All RPC calls using that CLIENT handle would use
this connection. The server side of an RPC call using TCP has

svcudp_ create() replaced by svctcp_create() .
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Select on the Server Side

Suppose a process is processing RPC requests while performing some other
activity. If the other activity involves periodically updating a data struc-
ture, the process can set an alarm signal before calling svc_run(). How-
ever, if the other activity involves waiting for a file descriptor, the
svce_run() call will not work. The code for sve_run() is as follows:

(e, N

sve_run()

{

int readfds;

for (5:) {
readfds = svc_fds;
switch (select(32, &reodfds, NULL, NULL, NULL)) {

case -1:

if (errno == EINTR)
continue;

perror("rstat: select”);
return;

case O:
breok;

defoult:
svc_getreq(readfds);

_ W,
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svc_run() can be bypassed, and svc_getreq() called directly. To do this,
the file descriptors of the socket(s) associated with the programs which are
being waited for must be known. Thus, users can write their own
select(2B)s which wait on both the RPC socket and their own descriptors.

Broadcast RPC

The portmap and RPC protocols implement broadcast RPC. Here are the
main differences between broadcast RPC and normal RPC calls:

1.

Normal RPC expects one answer, whereas broadcast RPC expects
many answers (one or more answer from each responding
machine).

Broadcast RPC can only be supported by packet-oriented (connec-
tionless) transport protocols like UDP/IP.

The implementation of broadcast RPC treats all unsuccessful
responses as garbage by filtering them out. Thus, if there is a ver-
sion mismatch between the broadcaster and a remote service, the
user of broadcast RPC never knows.

All broadcast messages are sent to the portmap port. Thus, only
services that register themselves with their portmapper are accessi-
ble via the broadcast RPC mechanism.

Broadcast RPC Synopsis

#include <rpc/pmop _cint.h>

enum cint stat cint_stat;

cint_stot =

cint_broodcast(prog, vers, proc, xargs, argep, xresults, resultsp, eachresult)
u_long prog; /+ program number */

u_long vers; /* version number +/

u_long proc; /* procedure rumber s/
xdrproc_t xargs; /* xdr routine for args s/
coddr_t argsp; /+ pointer to args */

xdrproc t xresul ts; /* xdr routine for results s/
coddr_t resul tsp; /+ pointer to results 3/

bool_t (seachresult)(); /+ call with each result obtained s/
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The procedure eachresult() is called each time a valid result is obtained.
It returns a boolean that indicates whether the client wants more

bool_t done;
done =

eachresul t(resul tsp, raddr)
ocaddr_t resul tsp;

struct sockaddr_in *roddr; /+ address of machine that sent responses/

If done is TRUE, broadcasting stops and clnt_broadcast() returns suc-
cessfully. Otherwise, the routine waits for another response. The request
is rebroadcast after a few seconds of waiting. If no responses come back,
the routine returns with RPC__ TIMEDOUT. To interpret clnt_ stat errors,
feed the error code to clnt_perrno() .

Batching

The RPC architecture is designed so that clients send a call message and sy,
wait for servers to reply that the call succeeded. This implies that clients

do not compute while servers are processing a call. This is inefficient if the

client does not want or need an acknowledgement for every message sent.

It is possible for clients to continue computing while waiting for a

response, using RPC batch facilities.

RPC messages can be placed in a “pipeline” of calls to a desired server; this
is called batching. Batching assumes the following:

1. Each RPC call in the pipeline requires no response from the server,
and the server does not send a response message.

2. The pipeline of calls is transported on a reliable byte stream tran-
sport such as TCP/IP.

Since the server does not respond to every call, the client can generate new

calls in parallel with the server executing previous calls. Furthermore, the

TCP/IP implementation can buffer many call messages and send them to e
the server in one write(2) system call. This overlapped execution greatly

decreases the interprocess communication overhead of the client and server
processes and the total elapsed time of a series of calls.
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Since the batched calls are buffered, the client should eventually perform a
legitimate call in order to flush the pipeline.

A contrived example of batching follows. Assume a string rendering ser-
vice (like a window system) has two similar calls: one renders a string and
returns void results, while the other renders a string and remains silent.
The service (using the TCP/IP transport) may look like the following:

6& <stdio.h> \

#include <rpc/rpc.h>
#include <rpcsve/windows.h>

void windowdispatch();
-{nln()
SVOFRT stronsp;

tronsp = svctep create(RPC ANYSOK, @, ©);

it (tronsp == NULL){
tprintf(stderr, "couldn’t create an RFC server\n");
oxit(1);

}
pmap_unset (WINDOWPROG, WINDOWERS);
if (1svc_register(transp, WINDOWPROG, WINDOWERS, windowdispatch,
IPPROTO_TCP)) {
fprintf(stderr, "couldn’t register WINDOW service\n");
oxit(1);

svc_run(); /+ never returns s/
fprintf(stderr, "should never reach this point\n");

/
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void

windowdispatch(rqstp, transp)
struct svc_req *rqstp;
SVOFPRT stransp;

chor *g = NULL;

switch (rqstp->rq proc)

case NULLPROC:

if (lsvc_sendreply(transp, xdr_void, @)) {
fprintf(stderr, "couldn’t reply to RFC call\n");
exit(1);

return;
case RENDERSTRING:
if (1svc_getargs(tranep, xdr wrapstring, &s)) {
fprintf(stderr, "couldn’t decode arguments\n”);
sveerr_decode(transp); /+ tell caller he screwed up +/

break;
}
/*
* call here to to render the string s
s/

if (1svc_sendreply(transp, xdr_void, NALL)) {
fprintf(stderr, "couldn’t reply to RRC call\n");
exit(1);

}

break;

cose RENDERSTRING BATCHED:

If (lsvc_getargs(tranep, xdr wropetring, &s)) {
fprintf(stderr, "couldn’t decode arguments\n");

/s
* we are silent in the foce of protocol errors
s/
break;
}
/s

* call here to to render the string s,
* but sends no reply!
4
break;
default:

svoerr_noproc(transp);

return;
\_
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continue:

/s
+ now free string ol located while decoding arguments
s/
svc_freeargs(tronsp, xdr_wropstring, &s);
}

Of course, the service could have one procedure that takes the string and a
boolean to indicate whether the procedure should respond.

In order for a client to take advantage of batching, the client must perform
RPC calls on a TCP-based transport and the actual calls must have the f ol-
lowing attributes:

1. The result’s XDR routine must be zero (NULL).
2. The RPC call’s timeout must be zero.

Here is an example of a client that uses batching to render a bunch of
strings; the batching is flushed when the client gets a null string:

6&’0 <stdio.l>

#include <rpc/rpe.t>
#include <rpcsvc/windows. >
#include <sys/socket.>
#include <sys/time.h>
#include <netdb.h>

main{argc, argv)
int arge;
char ssargv;

struct hostent shp;

struct timeval pertry timeout, total timeout;
struct sockaddr_in server_oddr;

int oddrien, sock = RPC_ANYSOCK;

register CLIENT sclient; ‘/
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}

erum cint_stat cint_stot;
chor buf[1000] ;
char »*s = buf;

/*
* [nitial os in example 3.3
s/
it ((client = cinttep_create(fserver_oddr, WINDONPROG,
WINDOWERS, &sock, @, 0)) == NULL) {
perror("cinttep_create”);
oxit(-1);

total_timeout.ty_sec = 0;
totai_timeout.tv_usec = @;
while (sconf("%s", s) I= BOF) {
cint_stat = cint_coli(client, RENDERSTRING BATCHED,
xdr_wrapstring, &s, NULL, NULL, total_timeout);
it (cint_stat l= RRC SUOCESS) {
cint_perror(client, "batched rpc”);

oxit(-1);
}
/*
* now flush the pipeline
s/

total_timeout.tv_sec = 20;
cint_stat = cint_call(client, NJLLPROC,
xdr_void, NILL, xdr_void, NULL, total_timeout);
if (cint_stat l= RRC SUOCESS) {
cint_perror(client, "rpc");
exit(-1);

cint_destroy(ciient);

o

Since the server sends no message, the clients cannot be notified of any of
the failures that may occur. Therefore, clients are on their own when it
comes to handling errors.

contl;

J
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The above example was completed to render all of the (2000) lines in the
file /etc/termcap. The rendering service did nothing but throw the lines
away. The example was run in the following four configurations:

1. Machine to itself, regular RPC
2. Machine to itself, batched RPC
3. Machine to another, regular RPC
4. Machine to another, batched RPC

The results are as follows:

1. 50 seconds
2. 16 seconds
3. 52 seconds
4. 10 seconds

Running fscanf(3S) on /etc/termcap only requires six seconds. These
timings show the advantage of protocols that allow for overlapped execu-
tion, though these protocols are often hard to design.

Authentication

In the examples presented so far, the caller never identified itself to the
server, and the server never required an ID from the caller. Clearly, some
network services, such as a network file system, require stronger security
measures than those which have been presented so far.

In reality, every RPC call is authenticated by the RPC package on the
server, and similarly, the RPC client package generates and sends authenti-
cation parameters. Just as different transports (TCP/IP or UDP/IP) can be
used when creating RPC clients and servers, different forms of authentica-
tion can be associated with RPC clients; the default authentication type
used as a default is type none.

The authentication subsystem of the RPC package is open ended. That is,

numerous types of authentication are easy to support. However, this sec-
tion deals only with UNIX-type authentication, which besides none, is the
only supported type.
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The Client Side

When a caller creates a new RPC client handle as in the following:
cint = cintudp create(oddress, prognum, versnum, wait, sockp)

the appropriate transport instance defaults the associate authentication
handle to be the following:

cint->ci_outh = outhnone_create( );

The RPC client can choose to use UNIX-style authentication by setting
cInt->c¢l_auth after creating the RPC client handle:

cint->c|_outh = authunix_create defoult();

This causes each RPC call associated with clnz to carry with it the follow-
ing authentication credentials structure:

/*
* UNIX style credentials.
s/
struct outhunix parms {
u_long oup time;/* credentials creation time s/
char *oup_machname;/+ host name of client machine +/
int oup_uid;/* client’s UNIX effective UID +/
int aup_gid;/s client’s current UNIX group ID +/
u_int aup_len;/s the element length of oup gids array ¢/
int *aup_gids;/+ array of groups to which user belongs */
}s

These fields are set by authunix_ create_default() by invoking the
appropriate system calls.

Since the RPC user created this new style of authentication, he is responsi-
ble for destroying it with:

auth_destroy(cint->cl_auth);

The Server Side

e,

™

It is more difficult for service implementors dealing with authentication
issues since the RPC package passes the service dispatch routine a request
that has an arbitrary authentication style associated with it. Consider the
fields of a request handle passed to a service dispatch routine:
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/*
= An RPC Service request
s/
struct svc_req {
u_long rq_prog; /* service program number +/
u_long rq_vers; /+ service protocol version numbers/
u_long rq_proc; /+ the desired procedure numbers/
struct opoque auth rq cred; /¢ raw credentials from the “wire" s/
caddr_t rq cintcred; /+ read only, cooked credentials s/

I8

The r¢_ cred is mostly opaque except for one field of interest: the style of
authentication credentials:

/*
* Authentication info. Mostly opaque to the programmer.
o/
struct opaque outh
enm t oa_flavor; /* style of credentials s/
coddr_t oq_base; /* oddress of more auth stuff s/

u_int oa_length; /* rot to exceed MAX_AUTH BYTES s/
)

The RPC package guarantees the following to the service dispatch routine:

1. That the request’s rg_cred is well formed. Thus. the service imple-
mentor may inspect the request’s rq_cred.oa_ flavor to determine
which style of authentication the caller used. The service imple-
mentor may also wish to inspect the other fields of rq_cred if the
style is not one of the styles supported by the RPC package.

2. That the request’s rg_clntcred field is either NULL or points toa
well formed structure that corresponds to a supported style of
authentication credentials. As only UNIX style is currently sup-
ported, rq__clntcred could be cast to a pointer to an
authunix_ parms structure. If rg_clntcred is NULL. the service
implementor may wish to inspect the other (opaque) fields of
rq_cred in case the service knows about a new type of authentica-
tion that the RPC package does not know about.
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The remote user’s service example can be extended so that it computes
results for all users except UID 16:

nuser(rqetp, tranp)
struct svc _req srastp;
SVOFRT stronep;

struct outhunix parms sunix cred;
int uid;

unsigned long nusers;

/¢
* we don’t care about authentication for the null procedure
*/
it (rqstp->rq proc == NULLPROC) {
it (1svc_sendreply(transp, xdr_void, 0)) {
fprintf(stderr, "couldn’t reply to RRC call\n");
exit(1);

return;

/*
* now get the uid
s/
switch (rqstp->rq cred.ca flavor) {
ocose AUTH LNIX:
unix cred = (struct authunix parms *) rqstp->rq cintcred;
uid = unix_cred->aup uid;
break;

caose AUTH NULL:

default:
svecerr_weakauth(transp);
return;

}
switch (rqstp->rq proc) {
case RUSERSPROC NUM:
/*
‘/m sure the caller is allow to call this procedure.
)
it (uid == 18) {

svoerr_systemerr(transp);
return;

}
/[t
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contl

+ code here to compute the number of ueers

+ and put in variable nusers

s/

if (1svc_sendreply(tranep, xdr_u long, &nusers) {
fprintf(stderr, "couldn't reply to RFC call\n");
exit(1);

}

return;

default:
svoerr_noproc(transp);
return;

/

A few things should be noted here. First, it is customary not to check the
authentication parameters associated with the NULLPROC (procedure
number zero). Second, if the authentication parameter’s type is not suit-
able for a particular user’s service, sveerr_weakauth() should be called.
Finally, the service protocol should return status for access denied; in the
case of the above example, the protocol does not have such a status, so the
service primitive sveerr_systemerr() is called instead.

The last point underscores the relation between the RPC authentication
package and the services; RPC deals only with authentication and not with
individual services’ access control. The services must implement their own
access control policies and reflect these policies as return statuses in their
protocols.

Using inetd
Some systems have a utility daemon named inetd(1M) that simplifies the

administration of RPC servers by controlling them based on an input con-
trol file.
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If a server is to be started by inetd(1M), the only difference from the
usual code is that svcudp_ create() should be called as

tronsp = svcudp create(9);

since inetd(1M) passes a socket as file descriptor 0. Also, svc_register()
should be called as

svc_register(PROGNUM, VERSNUM, service, transp, 0);

with the final flag as O, since the program would already be registered by
inetd(1M). Remember that if he wishes to exit from the server process
and return control to inetd(1M), the user must explicitly exit, since
svc_run() never returns.

The format of entries in /etc/servers for RPC services is as follows:
rpc udp server program version

Server is the C code implementing the server and program and version are
the program and version numbers of the service. The key word udp can be
replaced by tcp for TCP-based RPC services.

If the same program handles multiple versions, the version number can be
a range, as in this example:

rpc udp /usr/etc/rstatd 100001 1-2
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Versions

By convention, the first version number of program FOO is
FOOVERS_ORIG and the most recent version is FOOVERS. Suppose there
is a new version of the user program that returns an unsigned short rather
than a long. If we name this version RUSERSVERS__SHORT, a server that
wants to support both versions would do a double register.

if (1svc_register(transp, RUSERSPROG, RUSERSVERS CRIG, nuser,
IPPROTO_TCP)) {
fprintf(stderr, "couldn’t register RUSER service\n");
oxit(1);
}
if (1svc_register(tronsp, RUSERSPROG, RUSERSVERS SHORT, nuser,
IPPROTO_TCP)) {
fprintf(stderr, "couldn’t register RUSER service\n");
exit(1);
}

Both versions can be handled by the same C procedure:

@tp, tranp)

struct svc_req srqgstp;
SVOFRT stronsp;

unsigned long nusers;
unsigned short nusers2

switch (rqstp->rq proc) {
cose NULLPROC:
if (1svc_sendreply(transp, xdr_void, @)) {
tprintf(stderr, "couldn’t reply to RPC cal\n");
oxit(1);

retumn;
cose RUSERSPROC NUM:

Vid
\ s code here to compute the number of users /
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/

conttr@\ .

t/md put in variable nusers
L)
nueers2 = nusers;
it (rqstp->rq vers == RUSERSVERS (RIG)
it (lsvc_sendreply(transp, xdr_u long, &musers) {
fprintf(stderr, "couldn’t reply to RFC call\n");
exit(1);

slse
it (1svc_sendreply(tronsp, xdr u short, &nusers?) {
fprintf(stderr, "couidn’t reply to RFC call\n");
exit(1);
return;
default:

sveerr_noproc(tranep);
return;

TCP

Here is an example that is essentially rcp(1). The initiator of the RPC
client call takes its standard input and sends it to the server, which prints
it on standard output. The RPC call uses TCP. This also illustrates an
XDR procedure that behaves differently on serialization than on deseriali-
zation.

ey
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- N

¢ The xdr routine:
*
* on decode, read from wire, write onto fp
* on encode, read from fp, write onto wire
s/

#include <stdio.l>

#include <rpc/rpc.h>

xdr_rcp(xdrs, fp)

YR sxdrs;
( FILE *fp;
unsigned long size;
char buf [MVCH K], *p;
if (xdrs->x op == YOR FREE)/* nothing to free s/
returm 1;
while (1) {
if (xdrs->x op == YDR_ENOODE) (
if ((size = freod (buf, sizeof(char), MOCH 3NK, p))
== 0 & forror(fp)) {
fprintf(stderr, "couldn’t freod\n®);
exit(1);
}
}
p = buf;
if (Ixdr_bytes(xdrs, &, &size, MOCH 3N))
return 9;
if (size == @)
return 1;
if (xdrs—>x_op == YOR DEDCODE) {
if (fwrite(buf, sizeof(char), size, fp) I= size) {
fprintf(stderr, "couldn’t fwrite\n");
exit(1);
}
}
}
}

_/
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/*
* The sender routines
s/
#include <stdio.l>
#include <netdb.h>
#include <rpc/rpc.h>
#include <sys/socket.l>
#include <sys/time.>

main(arge, argv)
int arge;
chor ssargv;

int err;

if (orge < 2) {
fprintf(stderr, "usage: Xs server-name\n", argvfe]);
exit(-1);

)
if ((err = callrpctep(argv[1], RCPPROG, RCPPROC FP, RCPVERS,
xdr_rcp, stdin, xdr_void, @) I= @)) {
cint_perrno(err);
fprintf(stderr, " couldn’t make RPC calI\n");
exit(1);

}

cal Irpctcp(host, prognum, procrum, versnum, inproc, in, outproc, out)
char shost, *in, sout;
xdrproc_t inproc, outproc;

struct sockoddr_in server_addr;
int socket = RPC_ANYSOCK;

orum cint_stat cint_stat;
struct hostent shp;

register CLIENT sciient;

struct timeval total_timeout;

if ((hp = gethostbyname(host)) == NULL) {
fprlr(ttfgntdorr. "cannot get addr for *Xs’\n", host);
oxit(-1);

}
boopy(hp->h_addr, (coddr_t )&eerver_oddr.sin_addr, hp->h_length);
server_addr.sin family = AF_INET;
server, oddr.oln_port - 9;
it ((client = cinttcp create(&eerver_oddr, prognum,
versnum, &esocket, BUFSIZ, B.FSIZ)) == NULL) {
perror("rpctcp create™);
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continue

exit(-1);

total_timeout.tv_sec = 20;

total_timeout.tv_usec = @;

cint_stat = cint_call(client, procrum, inproc, in,
outproc, out, total_timeout);

cint_destroy(client)

return (int)cint_stat;

/
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ﬁlﬁ receiving routines s/ \

9-38

#include <stdio.l>
#include <rpc/rpe.i>

main()
{

g Y,

register SVOXFRT =tranep;

it ((tronep = svctop_create(RPC ANYSOCK, 1024, 1024)) == NULL) {
fprintf(“svctep create: error\n”);
oxit(1);

pmap_uneet (RCPPROG, RCPVERS);

if (lsvc_register(transp, ROPPROG, RCPVERS, rcp service, IPPROTO TCP)) {
fprintf(stderr, "svc register: error\n”);
exit(1);

sve_ run(); /¢ never returns +/
fprintf(stderr, "svc_run should never returm\n");

rep_service(rqstp, tronep)
register struct svc_req srqstp:
register SVOFRT stranep;

switch (rgstp->rq proc) {
case NULLPROC:
it (svc_sendreply(tronsp, xdr_void, @) == @) {
fprintf(stderr, "err: rcp service™);
exit(1);

return;
case RCPPROC_FP:
if (lsvc_getarge(tranep, xdr_rcp, stdout)) {
svoerr_decode(transp);
return;

}

it (lsvc_sendreply(transp, xdr_void, 9)) {
fprintf(stderr, "can’t reply\n");
return;

}
exit(0);

default:
sveerr_noproc(transp);
return;
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Callback Procedures

Occasionally, it is useful to have a server become a client and make an RPC
call back to the process which is its client. An example is remote debug-
ging, where the client is a window system program, and the server isa
debugger running on the remote machine. Most of the time, the user clicks
a mouse button at the debugging window, which converts this to a
debugger command, and then makes an RPC call to the server (where the
debugger is actually running), telling it to execute that command. How-
ever, when the debugger hits a break point, the roles are reversed and the
debugger wants to make an RPC call to the window program, so that it can
inform the user that a break point has been reached.

In order to perform an RPC callback, a program number to make the RPC
call on is needed. Since this will be a dynamically generated program
number, it should be in the transient range, 0x40000000 - OxSFFFFFFF.
The routine gettransient() returns a valid program number in the tran-
sient range and registers it with the portmapper. It only talks to the port-
mapper running on the same machine as the gettransient() routine itself.
The call to pmap_set() is a test and set operation in that it indivisibly
tests whether a program number has already been registered and if it has
not, reserves it. On return, the sockp argument will contain a socket that
can be used as the argument to an svcudp_ create() or svctcp_create()
call.

6& <stdio.h>

#include <rpc/rpe. >
#include <sys/socket.r>

gettransient(proto, vers, sockp)
int ssockp;
{

static int prognum = @x48000000;
int s, len, socktype;

struct sockoddr_in oddr;
switch(proto) {

breok;
case IPPROTO_TCP:

RPC/XDR TUTORIAL 9-39




More Examples

socktype = SOCK STREAM;

break;

default:
fprintf(stderr, "unknown protocol type\n");
return @;

}
It (ss0ckp == RPC_ANYSOK) {
it ((s = socket(AF_INET, socktype, 8)) < 0) {

perror("socket");
return (0);
} ssockp = g;
olse
8 = *sockp;

oddr.sin oddr.s_oddr = @;

oddr.sin_family = AF_INET;

addr.sin_port = @;

len = gizeof(addr);

* may be already bound, s0 don’t check for err s/

bind(s, &oddr, len);

if (getsockname(s, &oddr, &ien)< ) {
perror("getsockname”) ;
return (0);

while (pmap_set(progrumt+, vers, proto, addr.sin port) == @)
continue;

return (progrum-1);

}\
The following pair of programs illustrates how to use the gettransient()
routine. The client makes an RPC call to the server, passing it a transient
program number. Then, the client waits to receive a callback from the

server at that program number. The server registers the program EXAM-
PLEPROG so that it can receive the RPC call informing it of the callback
program number. Then, at some random time (on receiving a SIGALRM

signal in this example), it sends a callback RPC call, using the program
number it received earlier.
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/*

s client

s/
#include <stdio.l>
#inciude <rpc/rpc.r>

int callback();
char hostname[256] ;

main(arge, argv)

char #3argv;
{
int x, ans, s;
SVOXFRT =xprt;
gethostname(hostnane, sizeof (hostname));
s = RPC_ANYSOCK;
X ™ gttrmient(lm_tm. 1, &s);
fprintf(stderr, "client gets progrum x\n", x);
if ((xprt = svcudp create(s)) == NULL) {
fprintf(stderr, "rpc_server: svcudp_create\n");
exit(1);
(void)svc_register(xprt, x, 1, callback, 0);
ans = cal | rpc(hostname, EXAMPLEPROG, EXAMPLEPROC_CALLBACK,
EXAVPLEVERS, xdr_int, &x, xdr_void, ©);
if (ons 1= @) {
fprintf(stderr, "call: ");
cint_perrno(ons);
fprintf(stderr, "\n");
svc_run();
fprintf(stderr, "Error: svc_run shouldn’t have returned\n”);
}

cal Iback(rqstp, transp)
register struct svc_req srgstp;
register SVOFRT stransp;

switch (rgstp->rq proc) {
case O:
if (svc_sendreply(transp, xdr_void, @) === FALSE) {
tprintf(stderr, "err: ruserad\n”);
exit(1);

}
oxit(Q); /
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contivw?\

it (lavc_getargs(tronsp, xdr_void, @)) {
svoerr_decode(tronsp);
exit(1);

fprintf(stderr, "client got callbock\n");

if (svc_sendreply(transp, xdr void, @) == FALSE) {
fprintf(stderr, “err: rusersd”);
oxit(1);

\_ /
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4 )

* server

s/
#include <stdio.h>
#include <rpc/rpc.i>
#include <sys/signal .i>

char »getnewprog();

char hostname[256] ;

int docal iback();

int prum; /sprogram munber for cal lback routine s/

main(arge, argv)
char =sargv;
{

gethostname(hostname, sizeof (hostname)) ;

registerrpc(EXAMPLEPROG, EXAVPLEPROC_CALLBACK, EXAMPLEVERS,
getnewprog, xdr_int, xdr_void);

fprintf(stderr, "server going into svc_run\n");

alam(10);
signal (SIGALRM, docal Iback);
sve_run();
fprintf(stderr, "Error: svc_run shouldn’t have returned\n");
}
char *
getnewprog(prump)
{ char spnump;
prum = s(int +)prump;
return NULL;
}
docal tback( )
{
int ans;
ane = cal I rpc(hostname, pum, 1, 1, xdr_void, ®, xdr_void, 0);
it (ans 1= @) {
tprintf(stderr, "server: ");
cint_perrno(ans);
fprintf(stderr, "\n");
}
}
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auth__destroy( ) -

void
auth_dest roy(auth)
AUTH south;

A macro that destroys the authentication information associated with awth.
Destruction usually involves deallocation of private data structures. The
use of auth is undefined after calling auth_ destroy().

authnone_create( )

AJTH =
authnone_create()

Creates and returns an RPC authentication handle that passes no usable
authentication information with each remote procedure call.

authunix__create()

AJTH =

outhunix_create(host, uid, gid, len, aup gids)
char shost;
int uid, gid, len, saup gids;

Creates and returns an RPC authentication handle that contains UNIX
authentication information. The parameter host is the name of the
machine on which the information was created; uid is the user's user ID:
gid is the user’s current group ID; len and aup_ gids refer to a counted
array of groups to which the user belongs.

authunix_create_ default()

AJTH =
authunix_create_defauit()
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Calls authunix_ create() with the appropriate parameters.
callrpc()

cal Irpc(host, prognum, versnum, procrum, inproc, in, outproc, out)
char shost;
u_long prognum, versnum, procrum;
char =in, sout;
xdrproc_t inproc, outproc;

Calls the remote procedure associated with prognum, versnum, and proc-
num on the machine, host. The parameter in is the address of the
procedure’s argument(s), and out is the address of where to place the
result(s); inproc is used to encode the procedure’s parameters, and oufproc
is used to decode the procedure’s results. This routine returns zero if it
succeeds or the value of enum clnt_stat cast to an integer if it fails. The
routine cInt_perrno( ) is handy for translating failure statuses into mes-
sages.

Calling remote procedures with this routine uses UDP/IP as a transport;
see cintudp_ create() for restrictions.

cint_broadcast()

ermum clint_stat
clnt_broadcast (prognum, versnum, procrum, inproc, in, outproc, out, eachresult)
u_long prognum, versnum, procrum;
char *in, *out;
xdrproc_t inproc, outproc;
resul tproc t eachresult;

Like callrpc( ), except the call message is broadcast to all locally connected
broadcast networks. Each time it receives a response, this routine calls
eachresult(), the format of which is

eachresul t(out, addr)
char *out;
struct sockaddr_in saddr;

where out is the same as out passed to clnt_broadcast(), except that the
remote procedure’s output is decoded there; addr points to the address of
the machine that sent the results. If eachresult() returns zero,
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clnt_broadcast() waits for more replies; otherwise, it returns with the
appropriate status.

cint__call()

onum cint_stat
cint_ocall(cint, procrum, inproc, in, outproc, out, tout)
CLIENT »cint; long procrum;
wdrproc_t inproc, outproc;
char *in, sout;
struct timeval tout;

A macro that calls the remote procedure procnum associated with the client
handle, cinz, which is obtained with an RPC client creation routine such as
clntudp_create. The parameter in is the address of the procedure’s
argument(s). and owt is the address where the result(s) should be placed.
Inproc is used to encode the procedure’s parameters, and owtproc is used to
decode the procedure’s results; fowt is the time allowed for results to come
back.

cint__destroy()

cint_destroy(cint)
CLIENT scint;

A macro that destroys the client’s RPC handle. Destruction usually
involves deallocation of private data structures, including clnt itself. Use
of clnt is undefined after calling clnt_ destroy().

Client destruction routines do not close sockets associated with clnt; this
is the responsibility of the user.
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cint_freeres()

cint_freeres(cint, outproc, out)
CLIENT scint;
xdrproc_t outproc;
char sout;
A macro that frees any data allocated by the RPC/XDR system when it
decoded the results of an RPC call. The parameter ot is the address of the
results and outproc is the XDR routine describing the results in simple

primitives. This routine returns one if the results were successfully freed
and zero otherwise.

cint_geterr()

void

clint_geterr(cint, errp)
CLIENT =cint;
struct rpc_err ®errp;

A macro that copies the error structure out of the client handle to the
structure at address errp.

cint__pcreateerror( )

void
cint_pcreateerror(s)
char *s;

Prints a message to standard error indicating why a client RPC handle
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could not be created. The message is prepended with string s and a colon.

cint_perrno()

void

cint_permo(stat)
onum cint_stat;

Prints a message to standard error corresponding to the condition indicated
by stat.

cint_perror()

cint_perror(cint, s)
CLIENT =cint;
char ss;

Prints a message to standard error indicating why an RPC call failed: clns
is the handle used to do the call. The message is prepended with string s
and a colon.

cintraw__create( )

CLIENT »
cintraw_create(prognum, versnum)
u_long prognum, versnum;

This routine creates a toy RPC client for the remote program prognum, ver-
sion versnum. The transport used to pass messages to the service is actu-
ally a buffer within the process’s address space, so the corresponding RPC
server should live in the same address space; see svcraw_create(). This
allows simulation of RPC and acquisition of RPC overheads, such as round
trip times, without any kernel interference. This routine returns NULL if
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it fails.

cinttcp_create()

CLIENT =
clinttcp create(addr, prognum, versum, sockp, sendsz, recvsz)
struct sockaddr_in saddr;
u_long prognum, versnum;
int *sockp;
u_int sendsz, recvsz;

This routine creates an RPC client for the remote program prognum, ver-
sion versnum; the client uses TCP/IP as a transport. The remote program is
located at Internet address saddr. If addr->sin_port is zero, it is set to
the actual port that the remote program is listening on. (The remote port-
map service is consulted for this information.) The parameter $sockp is a
socket: if it is RPC__ANYSOCK, this routine opens a new one and sets
ssockp. Since TCP-based RPC uses buffered 1/0. the user may specify the
size of the send and receive buffers with the parameters sendsz and recvsz;
values of zero choose suitable defaults. This routine returns NULL if it
fails.

cintudp_create()

CLIENT =
cintudp_create(oddr, prognum, versmum, wait, sockp)
struct sockaddr_in saddr;
u_long progrum, versnum;
struct timeval wait;
int ssockp;

This routine creates an RPC client for the remote program prognum, ver-
sion versnum; the client uses UDP/IP as a transport. The remote program
is located at Internet address saddr. If addr->sin_port is zero, it is set to
actual port that the remote program is listening on. (The remote portmap
service is consulted for this information.) The parameter $sockp is a
socket; if it is RPC_ANYSOCK, this routine opens a new one and sets
ssockp. The UDP transport resends the call message in intervals of wait
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time until a response is received or until the call times out.

Since UDP-based RPC messages can only hold up to eight Kbytes of
encoded data, this transport cannot be used for procedures that take large

arguments or return large results.

get_myaddress( )

void

9et_myaddress(addr)
struct sockoddr_in saddr;

Places the machine’s IP address in saddr without consulting the library

routines that deal with /etc/hosts. The port number is always set to
htons(PMAPPORT).

pmap_getmaps( )

struct pmaplist ¢

pmap_getmape(addr)
struct sockaddr_in soddr;

A user interface to the portmap service, which returns a list of the current
RPC program-to-port mappings on the host located at IP address saddr.
This routine can return NULL. The command rpcinfo -p uses this rou-
tine.

pmap__getport()

y_short

pmap_getport(addr, progmum, versmm, protocol)
struct sockaddr_in soddr;
u_long prognum, versmm, protocol;

A user interface to the portmap service, which returns the port number on
which a service that supports program number prognum, version versnum
waits, and speaks the transport protocol associated with protocol. A return
value of zero means that the mapping does not exist or that the RPC Sys-
tem failed to contact the remote portmap service. In the latter case, the
global variable rpc_createerr contains the RPC status.
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pmap_rmtcall()

omum cint_stat
pmap_rmtcal | (addr, prognum, versnum, procnum,
inproc, in, outproc, out, tout, portp)
struct sockaddr_in saddr;
u_long prognum, Versmum, procmum;
char sin, sout;
xdrproc_t inproc, outproc;
struct timeval tout;
u_fong sportp;

A user interface to the portmap service, which instructs portmap on the
host at IP address saddr to make an RPC call on the user’s behalf to a pro-
cedure on that host. The parameter sportp will be modified to the
program’s port number if the procedure succeeds. The definitions of other
parameters are discussed in callrpe() and clnt_call(); see also

cint_ broadcast().

pmap__set()

pmap_set(progmum, versrum, protocol, port)
u_long prognum, versmm, protocol;
u_short port;

A user interface to the portmap service, which establishes a mapping
between the triple [ prognum, versnum, protocol ] and port on the machine’s
portmap service. The value of protocol is most likely IPPROTO_UDP or
IPPROTO_TCP. This routine returns one if it succeeds, and zero other-
wise.

pmap_unset()

pmop_unset (prognum, versnum)
u_long progmum, versnum;

A user interface to the portmap service, which destroys all mappings

between the triple [ prognum,ver.mum.‘] and ports on the machine’s port-
map service. This routine returns one if it succeeds, and zero otherwise.
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registerrpc()

registerrpc(prognum, versnum, procrum, procname, inproc, outproc) -
u_long prognum, versnum, procnum;
char *(sprocname)();

xdrproc_t inproc, outproc;

Registers procedure procname with the RPC service package. If a request
arrives for program prognum, version versnum, and procedure procnum,
procname is called with a pointer to its parameter(s). Progname should
return a pointer to its static result(s); inproc is used to decode the parame-
ters while ouzproc is used to encode the results. This routine returns zero
if the registration succeeded, and -1 otherwise.

Remote procedures registered in this form are accessed using the UDP/IP
transport; see svcudp_ create() for restrictions.

rpc__createerr s,
struct rpc_createerr rpc_createerr;

A global variable whose value is set by any RPC client creation routine
that does not succeed. Use the routine clnt_ pcreateerror() to print the
reason.

svc_destroy( )

svc_destroy(xprt)
SVOFRT =xprt;

A macro that destroys the RPC service transport handle, xprt. Destruction
usually involves deallocation of private data structures, including xprt.
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Use of xprt is undefined after calling this routine.

svc_fds
int svc_fds;

A global variable reflecting the RPC service side’s read file descriptor bit
mask; it is suitable as a parameter to the select(2) system call. This is
only of interest if a service implementor does not call svc_run(), but
rather does his own asynchronous event processing. This variable is read-
only yet it may change after calls to svc _getreq() or any creation rou-
tines.

svc_freeargs()

svc_freeargs(xprt, inproc, in)
SVOFRT sxprt;
xdrproc_t inproc;
char ¢in;

A macro that frees any data allocated by the RPC/XDR system when it
decoded the arguments to a service procedure using svc, _getargs(). This
routine returns one if the results were successfully freed and zero other-
wise.

svc_getargs()

svc_getargs(xprt, inproc, in)
SVOFRT »xprt;
xdrproc_t inproc;
char *in;

A macro that decodes the arguments of an RPC request associated with the
RPC service transport handle, xprt. The parameter in is the address where
the arguments will be placed; inproc is the XDR routine used to decode the
arguments. This routine returns one if decoding succeeds and zero other-
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wise.
svc_getcaller()

struct sockaddr_in

svc_getcal ler(xprt)
SVOFRT sxprt;

The approved way of associating the network address of the caller of a
procedure with the RPC service transport handle, xprt.

svc_getreq( )

svc_getreq(rdfds)
int rdfds;

This routine is only of interest if a service implementor does not call
svc_run(), but instead implements custom asynchronous event process-
ing. It is called when the select(2) system call has determined that an RPC
request has arrived on some RPC socket(s); rdfds is the resultant read file
descriptor bit mask. The routine returns when all sockets associated with
the value of rdfds have been serviced.

svc__register()

svc_register(xprt, progum, versmm, dispatch, protocol)
SVOFRT »xprt;
y_long prognum, versnum;
void (sdispatch)();
u_long protocol ;

Associates prognum and versnum with the service dispatch procedure,
dispatch. If protocol is nonzero, a mapping of the triple

[ prognum, versnum, protocol ] to xprt->xp_ port is also established with the
local portmap service. (Generally, protocol is zero, IPPROTO_UDP or
IPPROTO_TCP.) The procedure dispatch() has the following form:

dispatch(request, xprt)
struct svc_req srequest;
SVOFRT axprt;
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The svc_register routine returns one if it succeeds and zero otherwise.

svc__run()
sve_run()

This routine never returns. It waits for RPC requests to arrive and calls
the appropriate service procedure (using svc _fen'eq) when one arrives.
This procedure is usually waiting for a select 2) system call to return.

svc__sendreply()

svc_sendreply(>prt, outproc, out)
SVOFRT »prt;
xdrproc_t outproc;
char sout;

Called by an RPC service's dispatch routine to send the results of a remote
procedure call. The parameter xprt is the caller’s associated transport han-
dle; outproc is the XDR routine which is used to encode the results; and owt
is the address of the results. This routine returns one if it succeeds and
zero otherwise.

svc_unregister()

void
svc_unregister(prognum, versmum)
u_long prognum, versnum;
Removes all mapping of the double [ progman.versnwn] to dispatch rou-
tines and of the triple [ prognum.versnums] to port number.

svcerr_auth()

void

svoerr_outh(xprt, why)
SVOFRT sxprt:
enum outh _stat why;

Called by a service dispatch routine that refuses to perform a remote pro-
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cedure call due to an authentication error.

svcerr__decode( ) o

void
svoerr_decode(xprt)
SVOFRT *xprt;

Called by a service dispatch routine that cannot successf ully decode its
parameters. (See svc_getargs().)

svcerr_noproc( )

void
svoerr_noproc(xprt)
SVOFRT sxprt;

Called by a service dispatch routine that does not implement the desired
procedure number the caller requested.
svcerr__noprog( )

void

svoerr_noprog(xprt)
SVOFRT »xprt;

Called when the desired program is not registered with the RPC package.
Service implementors usually do not need this routine.

svcerr__progvers( )

void

svoerr_progvers(xprt)
SVOFRT sxprt;

Called when the desired version of a program is not registered with the
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RPC package. Service implementors usually do not need this routine.

svcerr_systemerr()

void
sveerr_systemerr(xprt)
SVOXPRT sxprt;

Called by a service dispatch routine when it detects a system error not
covered by any particular protocol. For example, if a service can no longer
allocate storage, it may call this routine.

svcerr__weakauth()

void
svoerr_weakauth(xprt)
SVOFRT #xprt;

Called by a service dispatch routine that refuses to perform a remote pro-
cedure call due to insufficient (but correct) authentication parameters. The
routine calls sveerr__auth(xprt, AUTH_TOOWEAK).

svcraw__create( )

SVOFRT *
svcrow _create()

This routine creates a toy RPC service transport, to which it returns a
pointer. The transport is really a buffer within the process’s address space,
so the corresponding RPC client should live in the same address space; see
cintraw__create(). This routine allows simulation of RPC and acquisition
of RPC overheads (such as round trip times) without any kernel interfer-
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ence. This routine returns NULL if it fails.

svctcp_create( )

SVOFRT +

svetop_create(sock, send buf_size, recv_buf_size)
int sock;
\L_int send buf_size, recy buf size;

This routine creates a TCP/IP-based RPC service transport, to which it
returns a pointer. The transport is associated with the socket sock, which
may be RPC_ANYSOCK. In this case, a new socket is created. If the
socket is not bound to a local TCP port, this routine binds it to an arbi-
trary port. Upon completion, xprt->xp_ sock is the transport’s socket
number and xprt->xp_ port is the transport’s port number. This routine
returns NULL if it fails. Since TCP-based RPC uses buffered 1/0, users
may specify the size of the send and receive buffers; values of zero choose
suitable defaults.

svcudp_ create( )

SVOFRT »
svcudp_create(sock)
int sock;

This routine creates a UDP/IP-based RPC service transport, to which it
returns a pointer. The transport is associated with the socket sock, which
may be RPC__ANYSOCK. In this case, a new socket is created. If the
socket is not bound to a local UDP port, this routine binds it to an arbi-
trary port. Upon completion, xprt->xp_ sock is the transport’s socket
number, and xprt->xp_ port is the transport’s port number. This routine
returns NULL if it fails.

Since UDP-based RPC messages can only hold up to eight Kbytes of
encoded data, this transport cannot be used for procedures that take large
arguments or return large results,
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xdr_accepted_reply()

»dr_accepted reply(xdrs, ar)
YOR sxdrs;
struct accepted reply sar;

Used for describing RPC messages externally. This routine is useful for
users who wish to generate RPC-style messages without using the RPC
package.

xdr_array()

xdr_array(xdrs, arrp, sizep, maxsize, elsize, elproc)
YR sxdrs;
char ssarrp;
u_int ssizep, maxsize, elsize;
xdrproc_t elproc;

A filter primitive that translates between arrays and their corresponding
external representations. The parameter arrp is the address of the pointer
to the array, while sizep is the address of the element count of the array:;
this element count cannot exceed maxsize. The parameter elsize is the
sizeof () each of the array’s elements, and elproc is an XDR filter that
translates between the array elements’ C form and their external represen-
tations. This routine returns one if it succeeds and zero otherwise.

xdr__authunix_parms()

»dr_outhunix_parms(xdrs, aupp)
YR *xdrs;
struct outhunix parms *aupp;

Used for describing UNIX credentials externally. This routine is useful
for users who wish to generate these credentials without using the RPC
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authentication package.

xdr_bool()

xdr_bool (xdrs, bp)
YOR sxdrs;
bool_t *bp;

A filter primitive that translates between booleans (C integers) and their
external representations. When encoding data, this filter produces values
of either one or zero. This routine returns one if it succeeds and zero oth-
erwise.

xdr__bytes()

»dr_bytes(xdrs, sp, sizep, maxsize)
XR sxdrs;
char s#sp;
u_int *sizep, maxsize;

A filter primitive that translates between counted byte strings and their

external representations. The parameter sp is the address of the string s,
pointer. The length of the string is located at address sizep; strings cannot

be longer than maxsize. This routine returns one if it succeeds and zero

otherwise.

xdr__callhdr()

void
wdr_cal Ihdr(xdrs, chdr)
MR sxdrs;
struct rpc_meg schdr;

Used for describing RPC messages externally. This routine is useful for
users who wish to generate RPC-style messages without using the RPC
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package.
xdr_callmsg()

xdr_cal Imsg(xdrs, cmsg)
XIR *xdrs;

struct rpc_msg scmeg;
Used for describing RPC messages externally. This routine is useful for

users who wish to generate RPC-style messages without using the RPC
package.

xdr__double()

xdr_double(xdrs, dp)
YR sxdrs;
double *dp;

A filter primitive that translates between C double precision numbers and
their external representations. This routine returns one if it succeeds and
zero otherwise.

xdr_enum()

xdr_erum(xdrs, ep)
YXOR sxdrs;

onum_t sep;

A filter primitive that translates between C enums (actually integers) and
their external representations. This routine returns one if it succeeds and
zero otherwise.

xdr_float()

»dr_float(xdrs, fp)
YOR sxdrs;
float *fp;

A filter primitive that translates between C floats and their external
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representations. This routine returns one if it succeeds and zero otherwise.

xdr__inline()
long =
wdr_inl ine(xdrs, len)
OR sxdrs;
int len;
A macro that invokes the in-line routine associated with the XDR stream,
xdrs. The routine returns a pointer to a contiguous piece of the stream'’s
buffer; len is the byte length of the desired buffer. Note that pointer is cast
to long ».
xdr_inline() may return O (NULL) if it cannot allocate a contiguous
piece of a buffer. Therefore, the behavior may Vary among stream
instances; it exists for efficiency.
xdr_int() -
xdr_int(xdrs, ip)
YR sxdrs;
int «ip;
A filter primitive that translates between C integers and their external
representations. This routine returns one if it succeeds and zero otherwise.
xdr_long()
wdr_|ong(xdrs, 1p)
MR »drs;
long *ip;
A filter primitive that translates between C long integers and their external
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representations. This routine returns one if it succeeds and zero otherwise.
xdr_opaque()

xdr_opaque(xdrs, cp, cnt)
YOR sxdrs;
char »cp;
u_int ont;

A filter primitive that translates between fixed-size opaque data and its
external representation. The parameter cp is the address of the opaque
object, and cnt is its size in bytes. This routine returns one if it succeeds
and zero otherwise.

xdr_opaque_auth()

xdr_opoque_auth(xdrs, ap)
YOR sxdrs;

struct opoque auth sap;

Used for describing RPC messages externally. This routine is usef ul for
users who wish to generate RPC-style messages without using the RPC
package.

xdr_pmap()

xdr_pmap(xdrs, regs)
YOR sxdrs;
struct pmap *regs;
Used for describing parameters to various portmap procedures externally.
This routine is useful for users who wish to generate these parameters
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without using the portmap interface.
xdr_pmaplist()

»dr_pmap| ist(xdrs, rp)
YR sxdrs;
struct pmaplist serp;

Used for describing a list of port mappings externally. This routine is use-
ful for users who wish to generate these parameters without using the
portmap interface.

xdr__reference()

»dr_reference(xdrs, pp, size, proc)

MR sxdrs;

char *spp;

y_int size;

wdrproc_t proc;
A primitive that provides pointer chasing within structures. The parame-
ter pp is the address of the pointer; size is the sizeof() the structure that e
3pp points to; and proc is an XDR procedure that filters the structure ~

between its C form and its external representation. This routine returns
one if it succeeds and zero otherwise.

xdr_rejected_reply( )

wdr_rejected_reply(xdrs, rr)
XOR *xdrs;
struct rejected reply srr;

Used for describing RPC messages externally. This routine is useful for
users who wish to generate RPC-style messages without using the RPC
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package.
xdr_replymsg()

xdr_replymag(xdrs, rmag)
MR *xdrs;

struct rpc_meg smeg;

Used for describing RPC messages externally. This routine is useful for
users who wish to generate RPC-style messages without using the RPC
package.

xdr_short()

xdr_short(xdrs, sp)
YR sxdrs;
short *sp;

A filter primitive that translates between C short integers and their exter-
nal representations. This routine returns one if it succeeds and zero other-
wise.

xdr__string( )

»dr_string(xdrs, sp, maxsize)
YOR *xdrs;
char s*8p;
u_int moxsize;

A filter primitive that translates between C strings and their corresponding
external representations. Strings cannot be longer than maxsize. Note that
sp is the address of the string's pointer. This routine returns one if it
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succeeds and zero otherwise.

xdr_u__int()

xdr_u_int(xdrs, up)
XOR sxdrs;
unsigned sup;
A filter primitive that translates between C unsigned integers and their

external representations. This routine returns one if it succeeds and zero
otherwise.

xdr_u_long()

xdr_u_long(xdrs, ulp)
XOR sxdrs;
unsigned long sulp;

A filter primitive that translates between C unsigned long integers and
their external representations. This routine returns one if it succeeds and
zero otherwise.

xdr_u__short()

»dr_u short(xdrs, usp)
YR *xdrs;
unsigned short susp;
A filter primitive that translates between C unsigned short integers and

their external representations. This routine returns one if it succeeds and
zero otherwise.

xdr__union()

xdr_union(xdrs, decmp, unp, choices, dfault)
YR »xdrs;
int sdecnp;
chor sunp;
struct xdr_discrim schoices;
xdrproc_t dfault; -~

A filter primitive that translates between a discriminated C union and its
corresponding external representation. The parameter dscmp is the address
of the union’s discriminant, while unp is the address of the union. This
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routine returns one if it succeeds and zero otherwise.

xdr_void()
xdr_void()

This routine always returns one.

xdr__wrapstring()

xdr_wrapetring(xdrs, sp)
YR sxdrs;
char ss8p;

A primitive that calls xdr_ string(xdrs.sp, MAXUNSIGNED) where MAX-
UNSIGNED is the maximum value of an unsigned integer. This is useful
because the RPC package passes only two parameters to XDR routines,
whereas xdr_ string(), one of the most frequently used primitives,
requires three parameters. This routine returns one if it succeeds and zero
otherwise.

xprt_register()

void
xprt_register(xprt)
SVOFRT sxprt;
After RPC service transport handles are created, they should register with

the RPC service package. This routine modifies the global variable
sve_fds. Service implementors usually do not need this routine.

xprt__unregister()

void
xprt_unregister(xprt)
SVOFRT *xprt;
Before an RPC service transport handle is destroyed, it should deregister
with the RPC service package. This routine modifies the global variable
svc_fds. Service implementors usually do not need this routine.
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