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( exit (1); )
}
printf ("socket -->%s\n", NAME);
/* Read from the socket. */
if (read(sock, buf, 1024) < 0)
perror ("receiving datagram packet");
printf ("-->%s\n", buf);
close (sock) ;
unlink (NAME) ;
exit (0);

Note that, in the call to bind () above, the &name parameter is cast to a
(struct sockaddr *). In writing networking code, one invariably has to
cast such address arguments to network-related system calls, since the system-
call routines must be able to handle a variety of address formats, yet each indivi-
dual call will use a specialization of the general format. It is poor programming
style to omit these casts, a fact which 1int will be only to glad to remind you

of.

Figure 8-6  Sending a UNIX Domain Datagrams
(

#include <sys/types.h>
#include <sys/socket.h>
#include <sys/un.h>
#include <stdio.h>

#define DATA "The sea is calm, the tide is full

/*

* Here I send a datagram to a receiver whose name I get from the command
* line arguments. The form of the command line is udgramsend pathname.
*/

main(argc, argv)
int argc;
char *argv([];

int sock;
struct sockaddr_un name;

/* Create socket on which to send. */
sock = socket (AF_UNIX, SOCK DGRAM, 0);
if (sock < 0) {
perror ("opening datagram socket") ;
exit (1),
}
/* Construct name of socket to send to. */
name.sun_family = AF UNIX;
strcpy (name.sun path, argv([1]);
/* Send message. */

\ J
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( if (sendto (sock, DATA, sizeof (DATA), O, )
(struct sockaddr *)é&name,
sizeof (struct sockaddr un)) < 0) {
perror ("sending datagram message");
}
close(sock);
exit (0);
}
\_ J

Names in the UNIX domain are path names. Like file path names they may be
either absolute (e.g. “/dev/imaginary”) or relative (e.g. “socket”). Because these
names are used to allow processes to rendezvous, relative path names can pose
difficulties and should be used with care. When a name is bound into the name
space, a file (vnode) is allocated in the file system. If the vnode is not deallo-
cated, the name will continue to exist even after the bound socket is closed. This
can cause subsequent runs of a program to find that a name is unavailable, and
can cause directories to fill up with these objects. The names are removed by
calling unlink () orusing the rm (1) command. Names in the UNIX domain
are only used for rendezvous. They are not used for message delivery once a
connection is established. Therefore, in contrast with the Internet domain,
unbound sockets need not be (and are not) automatically given addresses when
they are connected.

There is no established means of communicating names to interested parties. In
the example, the program in Figure 8-6 gets the name of the socket to which it
will send its message through its command line arguments. Once a line of com-
munication has been created, one can send the names of additional, perhaps new,
sockets over the link.
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8.7. Datagrams in the
Internet Domain

Figure 8-7

@

Reading Internet Domain Datagrams

r

\.

#include <sys/types.h>
#include <sys/socket.h>
#include <netinet/in.h>
#include <stdio.h>

I*
* The include file <net inet/in.h> defines sockaddr_in as follows:
* struct sockaddr_in {
* short sin_family;

u_short sin_port;

struct in_addr sin_addr;

char sin_zero[8];
i

* *¥ ¥ ¥ %

* This program creates a datagram socket, binds a name to it, then reads
* from the socket.
*/
main ()
{
int sock, length;
struct sockaddr_in name;
char buf[1024];

/* Create socket from which toread. */
sock = socket (AF_INET, SOCK DGRAM, 0);
if (sock < 0) {
perror (“opening datagram socket™);
exit (1);
}
/* Create name with wildcards. */
name.sin family = AF_INET;
name.sin_addr.s_addr = INADDR_ANY;
name.sin port = 0;
if (bind(sock, (struct sockaddr *)é&name,
sizeof name ) < 0) {
perror ("binding datagram socket");
exit (1);
}
/* Find assigned port value and print it out. */
length = sizeof (name) ;
if (getsockname (sock, (struct sockaddr *)&name,
&length) < 0) {
perror ("getting socket name");
exit (1) ;
}
printf ("Socket port #%d\n", ntohs(name.sin _port));
/* Read from the socket. */

J/
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Figure 8-8

®

if (read(sock, buf, 1024) < 0)
perror (“receiving datagram packet");
printf ("-->%s\n", buf);
close (sock) ;
exit (0);

The examples in Figure 8-7 and 8-8 are very close to the previous examples
except that the socket is in the Internet domain. The structure of Internet domain
addresses is defined in the file <netinet/in.h>. Internet addresses specify a
host address (a 32-bit number) and a delivery slot, or port, on that machine.
These ports are managed by the system routines that implement a particular pro-
tocol. Unlike UNIX domain names, Internet socket names are not entered into
the file system and, therefore, they do not have to be unlinked after the socket has
been closed. When a message must be sent between machines it is sent to the
protocol routine on the destination machine, which interprets the address to
determine to which socket the message should be delivered. Several different
protocols may be active on the same machine, but, in general, they will not com-
municate with one another. As a result, different protocols are allowed to use the
same port numbers. Thus, implicitly, an Intemet address is a triple including a
protocol as well as the port and machine address. An association is a temporary
or permanent specification of a pair of communicating sockets. An association is
thus identified by the tuple <protocol, local machine address, local port, remote
machine address, remote port>. An association may be transient when using
datagram sockets; the association actually exists during a send () operation.

Sending an Internet Domain Datagram
4 2
#include <sys/types.h>
#include <sys/socket.h>
#include <netinet/in.h>
#include <netdb.h>

#include <stdio.h>

#define DATA "The sea is calm, the tide is full . . ."

/*

* Here I send a datagram to a receiver whose name I get from the command
* line arguments. The form of the command line is:

* dgramsend hostname portnumber

*/

main(argc, argv)
int argc:;
char *argvl(];

int sock;
struct sockaddr_in name;
struct hostent *hp, *gethostbyname () :;
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( /* Create socket on which to send. */
sock = socket (AF_INET, SOCK_DGRAM, 0);
if (sock < 0) {
perror ("opening datagram socket");
exit (1),
}
/*
* Construct name, with no wildcards, of the socket to send to.
* gethostbyname returns a structure including the network address
* of the specified host. The port number is taken from the command
* line.
*/
hp = gethostbyname (argvil]}):;
if (hp == 0) {
fprintf (stderr, "%$s: unknown host0, argv([1l]);
exit (2);
}
bcopy( (char *)hp->h_addr, (char *)&name.sin_addr,
hp->h_length);
name.sin family = AF INET;
name.sin port = htons(atoi(argv[2]));
/* Send message. */
if (sendto(sock, DATA, sizeof DATA , O,
(struct sockaddr *)é&name, sizeof name) < 0)
perror ("sending datagram message");
close(sock);
exit (0);

The protocol for a socket is chosen when the socket is created. The local
machine address for a socket can be any valid network address of the machine, if
it has more than one, or it can be the wildcard value INADDR ANY. The wild-
card value is used in the program in Figure 8-7. If a machine has several network
addresses, it is likely that messages sent to any of the addresses should be
deliverable to a socket. This will be the case if the wildcard value has been
chosen. Note that even if the wildcard value is chosen, a program sending mes-
sages to the named socket must specify a valid network address. One can be wil-
ling to receive from “anywhere,” but one cannot send a message “anywhere.”
The program in Figure 8-8 is given the destination host name as a command line
argument. To determine a network address to which it can send the message, it
looks up the host address by the call to gethostbyname(). The returned struc-
ture includes the host’s network address, which is copied into the structure speci-
fying the destination of the message.

The port number can be thought of as the number of a mailbox, into which the
protocol places one’s messages. Certain daemons, offering certain advertised
services, have reserved or “well-known” port numbers. These fall in the range
from 1 to 1023. Higher numbers are available to general users. Only servers
need to ask for a particular number. The system will assign an unused port
number when an address is bound to a socket. This may happen when an explicit
bind () call is made with a port number of O, or when a connect () or
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8.8. Connections

Figure 8-9

4

send () is performed on an unbound socket. Note that port numbers are not
automatically reported back to the user. After calling bind(), asking for port 0,
one may call get sockname () to discover what port was actually assigned.
The routine get sockname () will not work for names in the UNIX domain.

The format of the socket address is specified in part by standards within the Inter-
net domain. The specification includes the order of the bytes in the address.
Because machines differ in the internal representation they ordinarily use to
represent integers, printing out the port number as returned by getsockname may
result in a misinterpretation. To print out the number, it is necessary to use the
routine ntohs () (for network to host: short) to convert the number from the
network representation to the host’s representation. On some machines, such as
68000-based machines, this is a null operation. On others, such as VAXes, this
results in a swapping of bytes. Another routine exists to convert a short integer
from the host format to the network format, called ht ons(); similar routines
exist for long integers. For further information, see byteorder (3).

To send data between stream sockets (having communication style
SOCK_STREAM), the sockets must be connected. Figures 8-9 and 8-10 show
two programs that create such a connection. The program in 8-9 is relatively
simple. To initiate a connection, this program simply creates a stream socket,
then calls connect(), specifying the address of the socket to which it wishes its
socket connected. Provided that the target socket exists and is prepared to handle
a connection, connection will be complete, and the program can begin to send
messages. Messages will be delivered in order without message boundaries, as
with pipes. The connection is destroyed when either socket is closed (or soon
thereafter). If a process persists in sending messages after the connection is
closed, a SIGPIPE signal is sent to the process by the operating system. Unless
explicit action is taken to handle the signal (see the signal (3) or

sigvec (3) man pages) the process will terminate.

Initiating an Internet Domain Stream Connection

{ N\
#include <sys/types.h>

#include <sys/socket.h>

#include <netinet/in.h>

#include <netdb.h>

#include <stdio.h>

#define DATA "Half a league, half a league . . ."

/*

* This program creates a socket and initiates a connection with the socket

* given in the command line. One message is sent over the connection and

* then the socket is closed, ending the connection. The form of the command
* lineis: streamwrite hostname portnumber

*/

main (argc, argv)
int argec:;
char *argv(];

vy
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int sock;

struct sockaddr_ in server;

struct hostent *hp, *gethostbyname() ;
char buf[1024];

/* Create socket. */
sock = socket (AF_INET, SOCK_STREAM, 0);
if (sock < 0) {
perror ("opening stream socket"™);
exit (1) ;
}
/* Connect socket using name specified by command line. */
server.sin family = AF_INET;
hp = gethostbyname (argv(1l]);
if (hp == 0) {
fprintf (stderr, "%$s: unknown host0, argv([1]);
exit (2);
}
bcopy ( (char *)hp->h_addr, (char *)&server.sin_addr,
hp->h_length);
server.sin port = htons(atoi(argv([2]));

if (connect (sock,
(struct sockaddr *)&server, sizeof server ) < 0) {
perror ("connecting stream socket") ;
exit (1) ;
1
if (write(sock, DATA, sizeof DATA ) < 0)
perror ("writing on stream socket");
close(sock) ;
exit (0);

Forming a connection is asymmetrical; one process, such as the program in Fig-
ure 8-9 requests a connection with a particular socket, the other process accepts
connection requests. Before a connection can be accepted a socket must be
created and an address bound to it. This situation is illustrated in the top half of
Figure 8-12. Process 2 has created a socket and bound a port number to it. Pro-
cess 1 has created an unnamed socket. The address bound to process 2’s socket
is then made known to process 1 and, perhaps to several other potential commun-
icants as well. If there are several possible communicants, this one socket might
receive several requests for connections. As a result, a new socket is created for
each connection. This new socket is the endpoint for communication within this
process for this connection. A connection may be destroyed by closing the
corresponding socket.

The program in Figure 8-10 is a rather trivial example of a server. It creates a
socket to which it binds a name, which it then advertises. (In this case it prints
out the socket number.) The program then calls 1isten () for this socket.
Since several clients may attempt to connect more or less simultaneously, a
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Figure 8-10

@

queue of pending connections is maintained in the system address space.
listen () marks the socket as willing to accept connections and initializes the
queue. When a connection is requested, it is listed in the queue. If the queue is
full, an error status may be returned to the requester. The maximum length of
this queue is specified by the second argument of 1i st en(); the maximum
length is limited by the system. Once the listen call has been completed, the pro-
gram enters an infinite loop. On each pass through the loop, a new connection is
accepted and removed from the queue, and, hence, a new socket for the connec-
tion is created. The bottom half of Figure 8-12 shows the result of Process 1 con-
necting with the named socket of Process 2, and Process 2 accepting the connec-
tion. After the connection is created, the service, in this case printing out the
messages, is performed and the connection socket closed. The accept () call
will take a pending connection request from the queue if one is available, or
block waiting for a request. Messages are read from the connection socket.
Reads from an active connection will normally block until data is available. The
number of bytes read is returmed. When a connection is destroyed, the read call
returns immediately. The number of bytes retumed will be zero.

The program in Figure 8-11 is a slight variation on the server in Figure 8-10. It
avoids blocking when there are no pending connection requests by calling
select () to check for pending requests before calling accept(). This stra-
tegy is useful when connections may be received on more than one socket, or
when data may arrive on other connected sockets before another connection
request.

The programs in Figures 8-13 and 8-14 show a program using stream socket
communication in the UNIX domain. Streams in the UNIX domain can be used
for this sort of program in exactly the same way as Internet domain streams,
except for the form of the names and the restriction of the connections to a
machine. There are some differences, however, in the functionality of streams in
the two domains, notably in the handling of out-of-band data (discussed briefly
below). These differences are beyond the scope of this chapter.

Accepting an Internet Domain Stream Connection
4 N\
#include <sys/types.h>
#include <sys/socket.h>
#include <netinet/in.h>
#include <netdb.h>
#include <stdio.h>
#define TRUE 1

/*
* This program creates a socket and then begins an infinite loop. Each time
* through the loop it accepts a connection and prints out messages from it.
* When the connection breaks, or a termination message comes through, the
* program accepts a new connection.
*/

main ()

{

r

J
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int sock, length;

struct sockaddr_in server;
int msgsock;

char buf[1024];

int rval;

int i;

/* Create socket. */
sock = socket (AF_INET, SOCK STREAM, O0);
if (sock < 0) {
perror ("opening stream socket");
exit (1)
}
/* Name socket using wildcards. */
server.sin_family = AF_ INET;
server.sin_addr.s_addr = INADDR ANY;
server.sin_port = 0;
if (bind(sock, (struct sockaddr *)é&server,
sizeof server ) < 0) {
perror ("binding stream socket"™);
exit (1) ;
}
/* Find out assigned port number and print it out. */
length = sizeof server;
if (getsockname (sock, (struct sockaddr *)é&server,
&length) < 0)
perror ("getting socket name");
exit (1);
}
printf ("Socket port #3%d\n", ntohs(server.sin port));

/* Start accepting connections. */
listen(sock, 5);
do {
msgsock = accept (sock,
(struct sockaddr *)0, (int *)0);

if (msgsock == -1)
perror ("accept"™) ;
else do {

bzero (buf, sizeof buf );
if ((rval = read(msgsock, buf, 1024)) < 0)
perror ("reading stream message");

i=0;
if (rval == 0)
printf ("Ending connection\n") ;
else
printf ("-->%s\n", buf);
} while (rval != 0);

close (msgsock) ;
} while (TRUE);
/*
* Since this program has an infinite loop, the socket "sock" is
* never explicitly closed. However, all sockets will be closed

\.

@?? sSsun Revision A, of 9 May 1988

microsystems




210

Socket-Based Network Programming

Figure 8-11

@

* automatically when a process is killed or terminates normally.
*/
exit(0);

Using select () to Check for Pending Connections
r#include <sys/types.h>

#include <sys/socket.h>

#include <sys/time.h>

#include <netinet/in.h>

#include <netdb.h>

#include <stdio.h>

#define TRUE 1

/*

* This program uses select to check that someone is trying to connect
* before calling accept.

*/

main ()
{
int sock, length;
struct sockaddr_in server;
int msgsock;
char buf[1024];
int rval;
fd_set ready:
struct timeval to;

/* Create socket. */
sock = socket (AF_INET, SOCK_STREAM, O0);
if (sock < 0) {
perror ("opening stream socket");
exit (1);
}
/* Name socket using wildcards. */
server.sin_family = AF_INET;
server.sin_addr.s_addr = INADDR_ ANY;
server.sin_port = 0;
if (bind(sock, (struct sockaddr *)&server,
sizeof server) < 0) {
perror ("binding stream socket");
exit (1);
}
/* Find out assigned port number and print it out. */
length = sizeof server;
if (getsockname(sock, (struct sockaddr *)&server,
&length) < 0) {
perror ("getting socket name");
exit (1) ;

\. v,
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4

( } A
printf ("Socket port #%d\n", ntohs(server.sin port));

/* Start accepting connections. */
listen(sock, 5);
do {
FD_ZERO (&ready) ;
FD_SET (sock, &ready):;
to.tv_sec = 5;
if (select(sock + 1, &ready, (fd_set *)0,
(fd_set *)0, &to) < 0) {
perror ("select");
continue;
}
if (FD_ISSET(sock, &ready)) {
msgsock = accept (sock, (struct sockaddr *)O0,

(int *)0);
if (msgsock == -1)
perror ("accept");
else do {

bzero(buf, sizeof buf);
if ((rval = read(msgsock, buf, 1024)) < 0)
perror ("reading stream message");
else if (rval == 0)
printf ("Ending connection\n");
else
printf ("-->%s\n", buf);
} while (rval > 0);
close (msgsock) ;
} else
printf ("Do something else\n");
} while (TRUE):;
exit (0);
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Figure 8-12  Establishing a Stream Connection
Process 1 Process 2

— NAME
O « @)

Process 1 Process 2

Figure 8-13  [Initiating a UNIX Domain Stream Connection

e ™
#include <sys/types.h>

#include <sys/socket.h>

#include <sys/un.h>

#include <stdio.h>

#define DATA "Half a league, half a league . . ."

/*

* This program connects to the socket named in the command line and sends a
* one line message to that socket. The form of the command line is:

* ustreamwrite pathname

*/

main(argc, argv)

J
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int argc;
char *argvl[];

int sock;
struct sockaddr un server;
char buf[1024];

/* Create socket. */
sock = socket (AF_UNIX, SOCK_STREAM, 0);
if (sock < 0) {
perror ("opening stream socket"):;
exit (1) ;
}
/* Connect socket using name specified by command line. */
server.sun_ family = AF UNIX;
strcpy(server.sun_path, argv([1l]):;

if (connect(sock, (struct sockaddr *)&server,
sizeof (struct sockaddr_un)) < 0) {
close (sock) ;
perror ("connecting stream socket™);
exit (1);
}
if (write(sock, DATA, sizeof (DATA)) < 0)
perror ("writing on stream socket"):;
exit (0);

Figure 8-14  Accepting a UNIX Domain Stream Connection

{ ™\
#include <sys/types.h>

#include <sys/socket.h>

#include <sys/un.h>

#include <stdio.h>

#define NAME "socket"™

/*
* This program creates a socket in the UNIX domain and binds a name to it.
* After printing the socket’ s name it begins a loop. Each time through the
* loop it accepts a connection and prints out messages from it. When the
* connection breaks, or a termination message comes through, the program
* accepts a new connection.
*/
main ()
{
int sock, msgsock, rval;
struct sockaddr un server;
char buf[1024];

/* Create socket. */
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( sock = socket (AF_UNIX, SOCK_STREAM, 0);
if (sock < 0) {
perror ("opening stream socket");
exit(1);
}
/ * Name socket using file system name . */
server.sun_family = AF_UNIX;
strcpy(server.sun_path, NAME);
if (bind(sock, (struct sockaddr *)é&server,
sizeof (struct sockaddr_un)) < 0) {
perror ("binding stream socket"™);
exit (1) ;
}
printf ("Socket has name %s\n", server.sun path);
/ * Start accepting connections. */
listen(sock, 5);
for (;;) {
msgsock = accept (sock, (struct sockaddr *)0,
(int *)0);

if (msgsock == -1)
perror (Taccept") ;
else do {

bzero (buf, sizeof buf);
if ((rval = read(msgsock, buf, 1024)) < 0)
perror ("reading stream message");
else if (rval == 0)
printf ("Ending connection\n");
else
printf ("-->%s\n", buf);
} while (rval > 0);
close (msgsock) ;
}
/*
* The following statements are not executed, because they follow an
* infinite loop. However, most ordinary programs will not run
* forever. In the UNIX domain it is necessary to tell the file
* system that one is through using NAME. In most programs one uses
* the call unlink as below. Since the user will have to kill this
* program, it will be necessary to remove the name by a command from
* the shell.
*/
close (sock);
unlink (NAME) ;

exit (0);
}
\_ J
8.9. Reads, Writes, Recyvs, SunOS has several system calls for reading and writing information. The sim-
etc. plest calls are read () and write(). write () takes as arguments the index

of a descriptor, a pointer to a buffer containing the data, and the size of the data.
The descriptor may indicate either a file or a connected socket. “Connected” can
mean either a connected stream socket (as described in the Connections section
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below, or a datagram socket for which a connect(3) call has provided a default
destination. read () also takes a descriptor that indicates either a file or a
socket. write () requires a connected socket since no destination is specified
in the parameters of the system call. read () can be used for either a connected
or an unconnected socket. These calls are, therefore, quite flexible and may be
used to write applications that make no assumptions about the source of their
input or the destination of their output. There are variations on read () and
write () that allow the source and destination of the input and output to use
several separate buffers, while retaining the flexibility to handle both files and
sockets. These are readv () and writev(), forread and write vector.

It is sometimes necessary to send high priority data over a connection that may
have unread low priority data at the other end. For example, a user interface pro-
cess may be interpreting commands and sending them on to another process
through a stream socket connection. The user interface may have filled the
stream with as yet unprocessed requests when the user types a command to can-
cel all outstanding requests. Rather than have the high priority data wait to be
processed afier the low priority data, it is possible to send it as out-of-band
(OOB) data. The notification of pending OOB data results in the generation of a
SIGURG signal, if this signal has been enabled (see the signal (3) and
sigvec (3) man pages). See An Advanced Socket-Based Interprocess Com-
munications Tutorial for a more complete description of the OOB mechanism.

There are a pair of calls similar to read () and write () that allow options,
including sending and receiving OOB information; these are send () and
recv(). These calls are used only with sockets; specifying a descriptor for a file
will result in the return of an error status. These calls also allow peeking at data
in a stream. That is, they allow a process to read data without removing the data
from the stream. One use of this facility is to read ahead in a stream to determine
the size of the next item to be read. When not using these options, these calls
have the same functions as read () and write().

To send datagrams, one must be allowed to specify the destination. The call
sendto () takes a destination address as an argument and is therefore used for
sending datagrams. The call recvfrom() is often used to read datagrams,
since this call returns the address of the sender, if it is available, along with the
data. If the identity of the sender does not matter, one may use read () or
recv().

Finally, there are a pair of calls that allow the sending and receiving of messages
from multiple buffers, when the address of the recipient must be specified. These
are sendmsg () and recvmsg (). These calls are actually quite general and
have other uses, including, in the UNIX domain, the transmission of a file
descriptor from one process to another.

The various options for reading and writing, together with their parameters, are
shown in Figure 8-15 below. The parameters for each system call reflect the
differences in function of the different calls. In the examples given in this
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chapter, the calls read () and write () have been used whenever possible.

Figure 8-15  Varieties of Read and Write Commands
e B
/*
* The variable descriptor may be the descriptor of either a file
* or of a socket.
*/
cc = read(descriptor, buf, nbytes)
int cc, descriptor; char *buf; int nbytes;

/¥
* Aniovec can include several source buffers.

*/

cc = readv(descriptor, iov, iovcnt)

int cc, descriptor; struct iovec *iov; int iovent;

cc = write(descriptor, buf, nbytes)
int cc, descriptor; char *buf; int nbytes;

cc = writev(descriptor, iovec, ioveclen)
int cc, descriptor; struct iovec *iovec; int ioveclen;

/*

* The variable “sock” must be the descriptor of a socket.

* Flags may include MSG_OOB and MSG_PEEK.

*/

cc = send(sock, msg, len, flags)

int cc, sock; char *msg; int len, flags;

cc = sendto(sock, msg, len, flags, to, tolen)
int cc, sock; char *msg; int len, flags;
struct sockaddr *to; int tolen;

cc = sendmsg(sock, msg, flags)
int cc, sock; struct msghdr msg[]; int flags;

cc = recv(sock, buf, len, flags)
int cc, sock; char *buf; int len, flags;

cc = recvfrom(sock, buf, len, flags, from, fromlen)
int cc, sock; char *buf; int len, flags;
struct sockaddr *from; int *fromlen;

cc = recvmsg(sock, msg, flags)
int cc, socket; struct msghdr msg(]; int flags:; J

Note that the meaning assigned to the msg_accrights and
msg_accrightslen fields of the msghdr structure used in the recvmsg ()
and sendmsqg () system calls is protocol-dependent. See the Scatter/Gather
and Exchanging Access Rights section of the System Services Overview for
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8.10. Choices

8.11. What to do Next

details about the msghdr structure.

This chapter has presented examples of some of the forms of communication
supported by SunOS. These have been presented in an order chosen for ease of
presentation. It is useful to review these options emphasizing the factors that
make each attractive.

Pipes have the advantage of portability, in that they are supported in all UNIX
systems. They also are relatively simple to use. Socketpairs share this simplicity
and have the additional advantage of allowing bidirectional communication. The
major shortcoming of these mechanisms is that they require communicating
processes to be descendants of a common process. They do not allow inter-
machine communication.

The two communication domains, the UNIX domain and the Internet domain,
allow processes with no common ancestor to communicate. Of the two, only the
Internet domain allows communication between machines. This makes the Inter-
net domain a necessary choice for processes running on separate machines.

The choice between datagrams and socket stream communication is best made
by carefully considering the semantic and performance requirements of the appli-
cation. Streams can be both advantageous and disadvantageous. One disadvan-
tage is that, since a process is only allowed a limited number of open file descrip-
tors (normally 64) there is a limit on the number of streams that a process can
have open at any given time. This can cause problems if a single server must
talk with a large number of clients. Another is that for delivering a short mes-
sage the stream setup and teardown time can be unnecessarily long. Weighed
against this are the reliability built into the streams. This will often be the decid-
ing factor in favor of streams.

Many of the examples presented here can serve as models for multiprocess pro-
grams and for programs distributed across several machines. In developing a
new multiprocess program, it is often easiest to first write the code to create the
processes and communication paths. After this code is debugged, the code
specific to the application can be added.

Further documentation of the socket-based IPC mechanisms can be found in An
Advanced Socket-Based Interprocess Communications Tutorial. More detailed
information about particular calls and protocols is provided in the SunOS Refer-
ence Manual.
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An Advanced Socket-Based
Interprocess Communications Tutorial

SunOS provides all of the socket-based interprocess communications mechan-
isms available in the Berkeley UNIX system. This chapter is intended to help
programmers understand the fine points by supplementing the more introductory
information given in A Socket-Based Interprocess Communications Tutorial. 1t
does not discuss SunOS’s remote procedure call (RPC) mechanism, which is the
preferred foundation for Sun network applications. For information about RPC,
see the Remote Procedure Call Programming Guide section of this manual,

This chapter continues the discussion of socket-based IPC primitives that the
Berkeley developers added to the system. The majority of the chapter considers
the use of these primitives in developing network applications. The reader is
expected to be familiar with the C programming language.

Socket-based interprocess communication was first introduced in 4.2BSD and
subsequently incorporated into SunOS. The design of these facilities was the
result of more than two years of discussion and research, and they incorporated
many ideas from then-current research, while maintaining the UNIX philosophy
of simplicity and conciseness. The current release of SunOS includes the exten-
sions of the socket-based IPC facilities that were introduced in 4.3BSD.

Prior to the 4.2BSD IPC facilities, the only standard mechanism that allowed two
processes to communicate were pipes (the mpx files that were in Version 7 were
experimental). Unfortunately, pipes are very restrictive in that the two communi-
cating processes must be related through a common ancestor. Further, the
semantics of pipes makes them almost impossible to maintain in a distributed
environment.

Earlier attempts at extending the IPC facilities of the UNIX system have met
with mixed reaction. The majority of the problems have been related to the fact
that these facilities have been tied to the UNIX file system, either through nam-
ing or implementation. Consequently, the 4.3BSD IPC facilities were designed
as a totally independent subsystem. They allow processes to rendezvous in many
ways. Processes may rendezvous through a UNIX file system-like name space (a
space where all names are path names) as well as through a network name space.
In fact, new name spaces may be added at a future time with only minor changes
visible to users. Further, the communication facilities have been extended to
include more than the simple byte stream provided by a pipe.
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9.1. Basics

Socket Types

This chapter provides a high-level description of the socket-based IPC facilities
and their use. It is designed to complement the manual pages for the IPC primi-
tives with examples of their use. After this initial description, come four more
sections. The Basics section introduces the IPC-related system calls and the
basic model of communication. The Library Routines section describes some of
the supporting library routines that users may find useful in constructing distri-
buted applications. The Client/Server Model section is concerned with the
client/server model used in developing applications and includes examples of the
two major types of servers. The Advanced Topics section delves into advanced
topics that sophisticated users are likely to encounter when using the these IPC
facilities.

The basic building block for communication is the socket(). A socket is an
endpoint of communication to which a name may be bound. Each socket in use
has a type and one or more associated processes. Sockets exist within communi-
cations domains. Domains are abstractions which imply both an addressing
structure (address family) and a set of protocols which implement various socket
types within the domain (protocol family). Communications domains are intro-
duced to bundle common properties of processes communicating through sock-
ets. One such property is the scheme used to name sockets. For example, in the
UNIX domain sockets are named with UNIX path names; e.g. a socket may be
named /dev/foo. Sockets normally exchange data only with sockets in the
same domain (it may be possible to cross between communications domains, but
only if some translation process is performed). The 4.3BSD, and thus the
socket-based SunOS IPC facilities support several separate communications
domains: notably the UNIX domain, for on-system communication, and the
Internet domain, which is used by processes that communicate using the the
DARPA standard communication protocols. The underlying communication
facilities provided by these domains have a significant influence on the internal
system implementation as well as the interface to socket facilities available to a
user. An example of the latter is that a socket operating in the UNIX domain
sees a subset of the error conditions that are possible when operating in the Inter-
net, DECNET, X.25, or OSI domains.

Sockets are typed according to the communication properties visible to a user.
Processes are presumed to communicate only between sockets of the same type,
although there is nothing that prevents communication between sockets of dif-
ferent types should the underlying communication protocols support this.

There are several types of sockets currently available:

o A stream socket provides for the bidirectional, reliable, sequenced, and
unduplicated flow of data without record boundaries. Aside from the
bidirectionality of data flow, a pair of connected stream sockets provides an
interface nearly identical to that of pipes!!.

11 Tn the UNIX domain, in fact, the semantics are identical and, as one might expect, pipes have been
implemented intemally as simply a pair of connected stream sockets.
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Socket Creation

o A datagram socket supports bidirectional flow of data that is not promised to
be sequenced, reliable, or unduplicated. That is, a process receiving mes-
sages on a datagram socket may find messages duplicated, and, possibly, in
an order different from the order in which they were sent. An important
characteristic of a datagram socket is that record boundaries in data are
preserved. Datagram sockets closely model the facilities found in many
contemporary packet switched networks such as the Ethemnet.

o A raw socket provides users access to the underlying communication proto-
cols which support socket abstractions. These sockets are normally
datagram oriented, though their exact characteristics are dependent on the
interface provided by the protocol. Raw sockets are not intended for the
general user; they have been provided mainly for those interested in
developing new communication protocols, or for gaining access to some of
the more esoteric facilities of an existing protocol. The use of raw sockets is
considered in the Advanced Topics section below.

Another potential socket type with interesting properties is the sequenced packet
socket. Such a socket would have properties similar to those of a stream socket,
except that it would preserve record boundaries. There is currently no support
for this type of socket.

Another potential socket type which has interesting properties is the reliably
delivered message socket. The reliably delivered message socket has similar
properties to a datagram socket, but with reliable delivery. There is currently no
support for this type of socket.

To create a socket, the socket () system call is used:
s = socket (domain, type, protocol);

This call requests that the system create a socket in the specified domain and of
the specified type. A particular protocol may also be requested. If the protocol is
left unspecified (a value of 0), the system will select an appropriate protocol from
those that comprise the domain and that may be used to support the requested
socket type. The user is returned a descriptor (a small integer number) that may
be used in later system calls that operate on sockets. The domain is specified as
one of the manifest constants defined in the file <sys/socket .h>. Forthe
UNIX domain the constant is

AF_UNIX; for the Internet domain, it is AF_INET!2, The socket types are also
defined in this file and one of SOCK_STREAM, SOCK_DGRAM, or
SOCK_RAW must be specified. To create a stream socket in the Internet domain
the following call might be used:

s = socket (AF_INET, SOCK_STREAM, O0);

This call would result in a stream socket being created with the TCP protocol

12 The manifest constants are named AF_whatever as they indicate the “address format” to use in
interpreting names.
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Binding Local Names

providing the underlying communication support. To create a datagram socket
for on-machine use the call might be:

s = socket (AF_UNIX, SOCK_DGRAM, 0);

The default protocol (used when the protocol argument to the socket () call is
0) should be correct for most every situation. However, it is possible to specify a
protocol other than the default; this will be covered in the Advanced Topics sec-
tion below.

There are several reasons a socket call may fail. Aside from the rare occurrence
of lack of memory (ENOBUF' S), a socket request may fail due to a request for an
unknown protocol (EPROTONOSUPPORT), or a request for a type of socket for
which there is no supporting protocol (EPROTOTYPE).

A socket is created without a name. Until a name is bound to a socket, processes
have no way to reference it and, consequently, no messages may be received on
it. Communicating processes are bound by an association. In the Internet
domain, an association is composed of local and foreign addresses, and local and
foreign ports, while in the UNIX domain, an association is composed of local and
foreign path names (the phrase “foreign pathname” means a pathname created by
a foreign process, not a pathname on a foreign system). In most domains, associ-
ations must be unique. In the Internet domain there may never be duplicate

<protocol, local address, local port, foreign address, foreign port>

tuples. UNIX domain sockets need not always be bound to a name, but when
bound there may never be duplicate

<protocol, local pathname, foreign pathname>

tuples. Currently, the pathnames may not refer to files already existing on the
system, though this may change in future releases.

The bind () system call allows a process to specify half of an association,
<local address, local port> (or <local pathname>)

while the connect () and accept () primitives are used to complete a
socket’s association.

In the Internet domain, binding names to sockets can be fairly complex. For-
tunately, it is usually not necessary to specifically bind an address and port
number to a socket, because the connect () and send () calls will automati-
cally bind an appropriate address if they are used with an unbound socket.

The bind () system call is used as follows:
bind (s, name, namelen);

The bound name is a variable length byte string that is interpreted by the support-
ing protocol(s). Its interpretation may vary between communication domains
(this is one of the properties that comprise a domain). As mentioned, Internet
domain names contain an Internet address and port number. In the UNIX
domain, names contain a path name and a family, which is always AFUNIX. If
one wanted to bind the name /tmp/foo to a UNIX domain socket, the
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Connection Establishment

following code would be used:13
4 N\
#include <sys/un.h>

struct sockaddr un addr;

strcpy(addr.sun_path, "/tmp/foo");

addr.sun_family = AF_UNIX;

bind(s, (struct sockaddr *) &addr, strlen(addr.sun_path) +
sizeof (addr.sun_family)):

. J

Note that in determining the size of a UNIX domain address null bytes are not
counted, which is why strlen () is used. In the current implementation of
UNIX domain IPC, the file name referred to in addr . sun_path is created as a
socket in the system file space. The caller must, therefore, have write permission
in the directory where addr . sun_path is to reside, and this file should be
deleted by the caller when it is no longer needed. Future versions may not create
this file.

In binding an Internet address things become more complicated. The actual call
is similar,

'4 N\
#include <sys/types.h>

#include <netinet/in.h>

struct sockaddr_in sin;

.o o

bind (s, (struct sockaddr *) &sin, sizeof sin):; J

\

but the selection of what to place in the address sin requires some discussion.
We will come back to the problem of formulating Internet addresses in the
Library Routines section when the library routines used in name resolution are
discussed.

Connection establishment is usually asymmetric, with one process a client and
the other a server. The server, when willing to offer its advertised services, binds
a socket to a well-known address associated with the service and then passively
listens on its socket. It is then possible for an unrelated process to rendezvous
with the server. The client requests services from the server by initiating a con-
nection to the server’s socket. On the client side the connect () call is used to
initiate a connection. Using the UNIX domain, this might appear as,

13 Beware of the tendency to call the “addr” structure “sun”, which collides with a symbol predefined by the
C preprocessor.
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struct sockaddr un server;
connect (s, (struct sockaddr *)&server,
strlen(server.sun _path) + sizeof (server.sun_family)):
V.

while in the Internet domain,

struct sockaddr_in server;

connect (s, (struct sockaddr *)é&server, sizeof server);

J

where server in the example above would contain either the UNIX pathname, or
the Internet address and port number of the server to which the client process
wishes to speak. If the client process’s socket is unbound at the time of the con-
nect call, the system will automatically select and bind a name to the socket if
necessary. See the Signals and Process Groups section below. This is the usual
way that local addresses are bound to a socket.

An error is returned if the connection was unsuccessful (however, any name
automatically bound by the system remains). Otherwise, the socket is associated
with the server and data transfer may begin. Some of the more common errors
returned when a connection attempt fails are:

ETIMEDOUT
After failing to establish a connection for a period of time, the system
decided there was no point in retrying the connection attempt any more.
This usually occurs because the destination host is down, or because prob-
lems in the network resulted in transmissions being lost.

ECONNREFUSED
The host refused service for some reason. This is usually due to a server
process not being present at the requested name.

ENETDOWN or EHOSTDOWN
These operational errors are returned based on status information delivered
to the client host by the underlying communication services.

ENETUNREACH or EHOSTUNREACH
These operational errors can occur either because the network or host is un-
known (no route to the network or host is present), or because of status infor-
mation returned by intermediate gateways or switching nodes. Many times
the status returned is not sufficient to distinguish a network being down from
a host being down, in which case the system indicates the entire network is
unreachable.

For the server to receive a client’s connection it must perform two steps after
binding its socket. The first is to indicate a willingness to listen for incoming
connection requests:

listen(s, 5):

The second parameter to the 1isten () call specifies the maximum number of
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outstanding connections that may be queued awaiting acceptance by the server
process; this number may be limited by the system. Should a connection be
requested while the queue is full, the connection will not be refused, but rather
the individual messages that comprise the request will be ignored. This gives a
harried server time to make room in its pending connection queue while the
client retries the connection request. Had the connection been retumed with the
ECONNREFUSED error, the client would be unable to tell if the server was up or
not. As it is now it is still possible to get the ETIMEDOUT error back, though
this is unlikely. The backlog figure supplied with the listen call is currently lim-
ited by the system to a maximum of 5 pending connections on any one queue.
This avoids the problem of processes hogging system resources by setting an
infinite backlog, then ignoring all connection requests.

With a socket marked as listening, a server may accept () a connection:

struct sockaddr in from;
fromlen
newsock

sizeof from;
accept (s, (struct sockaddr *)&from, &fromlen);

(For the UNIX domain, from would be declared as a struct sockaddr_un,
but nothing different would need to be done as far as fromlen is concerned. In
the examples that follow, only Internet routines will be discussed.) A new
descriptor is returned on receipt of a connection (along with a new socket). If the
server wishes to find out who its client is, it may supply a buffer for the client
socket’s name. The value-result parameter fromlen is initialized by the server to
indicate how much space is associated with from, then modified on retum to
reflect the true size of the name. If the client’s name is not of interest, the second
parameter may be a null pointer.

accept () normally blocks. That is, accept () will not return until a connec-
tion is available or the system call is interrupted by a signal to the process.
Further, there is no way for a process to indicate it will accept connections from
only a specific individual, or individuals. It is up to the user process to consider
who the connection is from and close down the connection if it does not wish to
speak to the process. If the server process wants to accept connections on more
than one socket, or wants to avoid blocking on the accept call, there are alterna-
tives; they will be considered in the Advanced Topics section below.

With a connection established, data may begin to flow. To send and receive data
there are a number of possible calls. With the peer entity at each end of a con-
nection anchored, a user can send or receive a message without specifying the
peer. As one might expect, in this case, then the normal read () and write ()
system calls are usable,

write(s, buf, sizeof buf);
read (s, buf, sizeof buf);

In addition to read () and write(), the calls send () and recv () may be
used:
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send (s, buf, sizeof buf, flags):
recv (s, buf, sizeof buf, flags):

While send () and recv () are virtually identical to read () and write(),
the extra flags argument is important. The flags, defined in <sys/socket .h>,
may be specified as a non-zero value if one or more of the following is required:

MSG_OOB send/receive out of band data
MSG_PEEK look at data without reading
MSG_DONTROUTE  send data without routing packets (internal only)

Out of band data is a notion specific to stream sockets, and one that we will not
immediately consider. The option to have data sent without routing applied to
the outgoing packets is currently used only by the routing table management pro-
cess, and is unlikely to be of interest to the casual user. However, the ability to
preview data is of interest. When MSG_PEEK is specified with a recv () call,
any data present is returned to the user, but treated as still “unread”. That is, the
next read () orrecv () call applied to the socket will return the data previ-
ously previewed.

Discarding Sockets Once a socket is no longer of interest, it may be discarded by applying a
close() to the descriptor,

close(s):;

If data is associated with a socket that promises reliable delivery (e.g. a stream
socket) when a close takes place, the system will continue to attempt to transfer
the data. However, after a fairly long period of time, if the data is still
undelivered, it will be discarded. Should a user have no use for any pending
data, it may perform a shutdown () on the socket prior to closing it. This call
is of the form:

shutdown (s, how);

where how is O if the user is no longer interested in reading data, 1 if no more
data will be sent, or 2 if no data is to be sent or received.

Connectionless Sockets To this point we have been concerned mostly with sockets that follow a connec-
tion oriented model. However, there is also support for connectionless interac-
tions typical of the datagram facilities found in contemporary packet switched
networks. A datagram socket provides a symmetric interface to data exchange.
While processes are still likely to be client and server, there is no requirement for
connection establishment. Instead, each message includes the destination
address.

Datagram sockets are created as before. If a particular local address is needed,
the bind () operation must precede the first data transmission. Otherwise, the
system will set the local address and/or port when data is first sent. To send data,
the sendto () primitive is used,

sendto (s, buf, buflen, flags, (struct sockaddr *)&to, tolen);

The s, buf, buflen, and flags parameters are used as before. The to and tolen
values are used to indicate the address of the intended recipient of the message.

@% Ssun Revision A, of 9 May 1988

microsystems



Chapter 9 — An Advanced Socket-Based Interprocess Communications Tutorial ~ 229

@

When using an unreliable datagram interface, it is unlikely that any errors will be
reported to the sender. When information is present locally to recognize a mes-
sage that can not be delivered (for instance when a network is unreachable), the
call will return —1 and the global value errno will contain an error number.

To receive messages on an unconnected datagram socket, the recvfrom ()
primitive is provided:
recvfrom(s, buf, buflen, flags, (struct sockaddr *)&from,
&fromlen) ;

Once again, the fromlen parameter is handled in a value-result fashion, initially
containing the size of the from buffer, and modified on return to indicate the
actual size of the address from which the datagram was received.

In addition to the two calls mentioned above, datagram sockets may also use the
connect () call to associate a socket with a specific destination address. In
this case, any data sent on the socket will automatically be addressed to the con-
nected peer, and only data received from that peer will be delivered to the user.
Only one connected address is permitted for each socket at one time; a second
connect will change the destination address, and a connect to a null address
(domain AF_UNSPEC) will disconnect. Connect requests on datagram sockets
return immediately, as this simply results in the system recording the peer’s
address (as compared to a stream socket, where a connect request initiates estab-
lishment of an end to end connection). accept () and 1listen () are not used
with datagram sockets.

While a datagram socket socket is connected, errors from recent send () calls
may be returned asynchronously. These errors may be reported on subsequent
operations on the socket, or a special socket option used with getsockopt,
SO_ERROR, may be used to interrogate the error status. A select () forread-
ing or writing will return true when an error indication has been received. The
next operation will return the error, and the error status is cleared. Other of the
less important details of datagram sockets are described in the Advanced Topics
section below.
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Input/Output Multiplexing

One last facility often used in developing applications is the ability to multiplex
i/o requests among multiple sockets and/or files. This is done using the
select () call:

( )
#include <sys/time.h>
#include <sys/types.h>

fd set readmask, writemask, exceptmask;
struct timeval timeout;

select (nfds, &readmask, &writemask, &exceptmask, &timeout);

\_

select () takes as arguments pointers to three sets, one for the set of file
descriptors on which the caller wishes to be able to read data, one for those
descriptors to which data is to be written, and one for which exceptional condi-
tions are pending; out-of-band data is the only exceptional condition currently
implemented by the socket abstraction. If the user is not interested in certain
conditions (i.e., read, write, or exceptions), the corresponding argument to the
select () should be a properly cast null pointer.

Each set is actually a structure containing an array of long integer bit masks; the
size of the array is set by the definition FD_SETSIZE. The array is long enough
to hold one bit for each of FD_SETSIZE file descriptors.

The macros FD_SET (fd, &mask) and FD_CLR (fd, &mask) have been pro-
vided for adding and removing file descriptor fd in the set mask. The set should
be zeroed before use, and the macro FD_ZERO (&mask) has been provided to
clear the set mask. The parameter nfds in the select () call specifies the range
of file descriptors (i.e. one plus the value of the largest descriptor) to be exam-
ined in a set.

A timeout value may be specified if the selection is not to last more than a
predetermined period of time. If the fields in timeout are set to 0, the selection
takes the form of a poll, returning immediately. If the last parameter is a null
pointer, the selection will block indefinitely!4. select () normally returns the
number of file descriptors selected; if the select () call returns due to the
timeout expiring, then the value O is returned. If the select () terminates
because of an error or interruption, a —1 is returned with the error number in
errno, and with the file descriptor masks unchanged.

Assuming a successful return, the three sets will indicate which file descriptors
are ready to be read from, written to, or have exceptional conditions pending.
The status of a file descriptor in a select mask may be tested with the
FD_ISSET (fd, &mask) macro, which returns a non-zero value if fd is a
member of the set mask, and O if it is not.

14 To be more specific, a retum takes place only when a descriptor is selectable, or when a signal is received
by the caller, interrupting the system call.
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To determine if there are connections waiting on a socket to be used with an
accept () call, select () canbe used, followedbya FD_ ISSET (fd,
&mask) macro to check for read readiness on the appropriate socket. If
FD_ISSET retumns a non-zero value, indicating permission to read, then a con-
nection is pending on the socket.

As an example, to read data from two sockets, s/ and s2 as it is available from
each and with a one-second timeout, the following code might be used:

4 )
#include <sys/time.h>

#include <sys/types.h>

fd _set read template;
struct timeval wait;

for (;:) |
wait.tv_sec = 1; /* one second */
wait.tv_usec = 0;

FD_ZERO (&read template);

FD_SET(sl, &read_template);
FD_SET(s2, &read_template);

nb = select (FD_SETSIZE, &read template, (fd_set *) 0,
(fd_set *) 0, &wait);
if (nb <= 0) {
/*
* An error occurred during the select, or
¥ the select timed out.
*/
}
if (FD_ISSET(sl, &read_ template)) {

/* Socket #1 is ready to be read from. */
}

if (FD_ISSET(s2, &read_template)) {
/* Socket #2 is ready to be read from. */

In previous versions of select(), its arguments were pointers to integers
instead of pointers to fd_sets. This type of call will still work as long as the
number of file descriptors being examined is less than the number of bits in an
integer; however, the methods illustrated above should be used in all current pro-

grams.

select () provides a synchronous multiplexing scheme. Asynchronous
notification of output completion, input availability, and exceptional conditions
is possible through use of the SIGIO and SIGURG signals described in the
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9.2. Library Routines

@

Advanced Topics section below.

The discussion in the Basics section above indicated the possible need to locate
and construct network addresses when using the interprocess communication
facilities in a distributed environment. To aid in this task a number of routines
have been added to the standard C run-time library. In this section we will con-
sider the new routines provided to manipulate network addresses.

Locating a service on a remote host requires many levels of mapping before
client and server may communicate. A service is assigned a name that is
intended for human consumption; e.g. the login server on host monet. This
name, and the name of the peer host, must then be translated into network
addresses that are not necessarily suitable for human consumption. Finally, the
address must then used in locating a physical location and route to the service.
The specifics of these three mappings are likely to vary between network archi-
tectures. For instance, it is desirable for a network to not require hosts to be
named in such a way that their physical location is known by the client host.
Instead, underlying services in the network may discover the actual location of
the host at the time a client host wishes to communicate. This ability to have
hosts named in a location independent manner may induce overhead in connec-
tion establishment, as a discovery process must take place, but allows a host to be
physically mobile without requiring it to notify its clientele of its current loca-
tion.

Standard routines are provided for mapping host names to network addresses,
network names to network numbers, protocol names to protocol numbers, and
service names to port numbers and the appropriate protocol to use in communi-
cating with the server process. The file <netdb . h> must be included when
using any of these routines.
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Host Names

Network Names

An Internet host name to address mapping is represented by the hostent struc-
ture:

{ N\
struct hostent {
char *h_name; /* official name of host */
char **h_aliases; /* aliaslist */
int h_addrtype; /* host address type (e.g., AF_INET) */
int h_length; /* length of address */
char **h addr_list; /* list of addresses, null terminated */

b
#define h_addr h_addr_list[0] /* first address, network byte order */

\_ J

The routine gethostbyname(3N) takes an Internet host name and retumns a
hostent structure, while the routine gethostbyaddr(3N) maps Internet
host addresses into a hostent structure. The routine inet_ntoa(3N) maps an
Internet host address into an ASCII string for printing by log and error messages.

The official name of the host and its public aliases are returned by these routines,
along with the address type (domain) and a null terminated list of variable length
addresses. This list of addresses is required because it is possible for a host to
have many addresses, all having the same name. The h_addr definition is pro-
vided for backward compatibility, and is defined to be the first address in the list
of addresses in the hostent structure.

The database for these calls is provided either by the Yellow Pages name lookup
service (the preferred alternative), from the /et c/hosts file (see host s(5)),
or by use of the resolver (5) nameserver. Because of the differences in these
databases and their access protocols, the information returned may differ. When
using the Yellow Pages on the host table version of gethostbyname(), only
one address will be returned, but all listed aliases will be included. The
nameserver version may return alternate addresses, but will not provide any
aliases other than one given as argument.

As for host names, routines for mapping network names to numbers, and back,
are provided. These routines return a netent structure:

e ™)
/*

* Assumption here is that a network number

* fits in 32 bits -- probably a poor one.

*/

struct netent ({
char *n_name; /* official name of net */
char **n_aliases; /* aliaslist */
int n_addrtype; /* net address type */
int n_net; /* network number, host byte order */

}:

\ J

The routines getnetbyname (3N), getnetbynumber (3N}, and
getnetent (3N) are the network counterparts to the host routines described
above. The routines extract their information from the Yellow Pages maps
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Protocol Names

Service Names

hosts.byname and hosts .byaddr or from /etc/networks.

For protocols (which are defined in the Yellow-Pages protocols.byname
map and /etc/protocols)the protoent structure defines the protocol-
name mapping used with the routines getprotobyname(3N),
getprotobynumber(3N), and getprotoent(3N):

{ \
struct protoent {
char *p_name; / * official protocol name */
char **p aliases; /* alias list */
int p_proto; /* protocol number */
};
\ J

Information regarding services is a bit more complicated. A service is expected
to reside at a specific port and employ a particular communication protocol. This
view is consistent with the Internet domain, but inconsistent with other network
architectures. Further, a service may reside on multiple ports. If this occurs, the
higher level library routines will have to be bypassed or extended. Services
available are contained in the Yellow Pages services .byname map and the
file /etc/services. (Actually, the name services.byname is a misno-
mer, since the map actually orders Internet ports by number and protocol).!5 A
service mapping is described by the servent structure:

' N
struct servent ({
char *s_name; /* official service name */
char **s aliases; /* aliaslist */
int s_port; /* port number, network byte order */
char *s_proto; /* protocol to use */
}i
\ J

The routine get servbyname (3N) maps service names to a servent structure
by specifying a service name and, optionally, a qualifying protocol. Thus the call

sp = getservbyname ("telnet", (char *) 0);

returns the service specification for a telnet server using any protocol, while the
call

sp = getservbyname ("telnet", "tcp"):;

returns only that telnet server which uses the TCP protocol. The routines
getservbyport (3N) and getservent (3N) are also provided. The get -
servbyport () routine has an interface similar to that provided by get -
servbyname(); an optional protocol name may be specified to qualify lookups.

15 For details about the association of RPC services with pors, see the Port Mapper Program Protocol
section of the Network Services chapter.
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Miscellaneous

Table 9-1

With the support routines described above, an Internet application program
should rarely have to deal directly with addresses. This allows services to be
developed as much as possible in a network independent fashion. It is clear,
however, that purging all network dependencies is very difficult. So long as the
user is required to supply network addresses when naming services and sockets
there will always some network dependency in a program. For example, the nor-
mal code included in client programs, such as the remote login program, is of the
form shown in Figure 9-1. (This example will be considered in more detail in the
Client/Server Model section below.)

Aside from the address-related data base routines, there are several other routines
available in the run-time library that are of interest to users. These are intended
mostly to simplify manipulation of names and addresses. Table 9-1 summarizes
the routines for manipulating variable length byte strings and handling byte
swapping of network addresses and values.

C Run-time Routines

Call Synopsis

bemp (sl, s2, n) Compare byte-strings; O if same, not 0 otherwise
bcopy(sl, s2, n) | Copyn bytes from sl to s2

bzero(base, n) Zero-fill n bytes starting at base

htonl(val) 32-bit quantity from host into network byte order
htons (val) 16-bit quantity from host into network byte order
ntohl (val) 32-bit quantity from network into host byte order
ntohs(val) 16-bit quantity from network into host byte order

The byte swapping routines are provided because the operating system expects
addresses to be supplied in network order. On some architectures, such as the
VAX, host byte ordering is different than network byte ordering. Consequently,
programs are sometimes required to byte swap quantities. The library routines
that return network addresses provide them in network order so that they may
simply be copied into the structures provided to the system. This implies users
should encounter the byte swapping problem only when interpreting network
addresses. For example, if an Internet port is to be printed out the following code
would be required:

printf ("port number %d\n", ntohs(sp->s_port)) ;

On machines such as the Sun-3 and Sun-4, where these routines are unneeded,
they are defined as null macros. 16

16 Sun-4 (SPARC) machines do have alignment restrictions which network programmers need to be aware
of. See Porting Software to SPARC Systems.
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Figure 9-1

Remote Login Client Code

-
#include

#include
#include
#include
#include

<sys/types.h>
<sys/socket .h>
<netinet/in.h>
<stdio.h>
<netdb.h>

main(argc, argv)

int argc:;
char *argvl[];

struct sockaddr_in server;
struct servent *sp;
struct hostent *hp:;
int s;
sp = getservbyname ("login", "tcp"):;
if (sp == NULL) ({
fprintf (stderr,
"rlogin: tcp/login: unknown service\n");
exit (1),
}
hp = gethostbyname(argv([1]);
if (hp == NULL) {
fprintf (stderr,
"rlogin: %s: unknown host\n", argv([1l]);
exit (2);
}
bzero ({char *)&server, sizeof server);
bcopy (hp->h_addr, (char *)é&server.sin_addr,
hp->h_length);
server.sin family = hp->h_addrtype;
server.sin_port = sp->s_port;
s = socket (AF_INET, SOCK_STREAM, 0);
if (s < 0) {
perror ("rlogin: socket");
exit (3);
}

/* Connect does the bind for us */

if (connect (s, (struct sockaddr *)&server,
sizeof server) < 0) {

perror ("rlogin: connect");

exit (5);
}

. e e

exit (0);
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9.3. Client/Server Model

Servers

Figure 9-2

4

The most commonly used paradigm in constructing distributed applications is the
client/server model. In this scheme client applications request services from a
server process. This implies an asymmetry in establishing communication
between the client and server that has been examined in the Basics section above.
In this section we will look more closely at the interactions between client and
server, and consider some of the problems in developing client and server appli-
cations.

The client and server require a well known set of conventions before service may
be rendered (and accepted). This set of conventions comprises a protocol that
must be implemented at both ends of a connection. Depending on the situation,
the protocol may be symmetric or asymmetric. In a symmetric protocol, either
side may play the master or slave roles. In an asymmetric protocol, one side is
immutably recognized as the master, with the other as the slave. An example of
a symmetric protocol is the TELNET protocol used in the Internet for remote ter-
minal emulation. An example of an asymmetric protocol is the Internet file
transfer protocol, FTP. No matter whether the specific protocol used in obtaining
a service is symmetric or asymmetric, when accessing a service there is a client
process and a server process. We will first consider the properties of server
processes, then client processes.

A server process normally listens at a well known address for service requests.
That is, the server process remains dormant until a connection is requested by a
client’s connection to the server’s address. At such a time the server process
“wakes up” and services the client, performing whatever appropriate actions the
client requests of it.

Alternative schemes that use a service server may be used to eliminate a flock of
server processes clogging the system while remaining dormant most of the time.
For Internet servers, this scheme has been implemented via inetd, the so called
“internet super-server.” inetd listens at a variety of ports, determined at start-
up by reading a configuration file. When a connection is requested to a port on
which inetd is listening, inetd executes the appropriate server program to
handle the client. With this method, clients are unaware that an intermediary
such as inetd has played any part in the connection. inetd will be described
in more detail in the Advanced Topics section below.

In SunOS most servers are accessed at well known Internet addresses or UNIX
domain names. The form of their main loop is illustrated by the following code
form the remote-login server:

Remote Login Server

f TN

main(argc, argv)
int argc;
char *argvl[];

int £;

struct sockaddr_in from;
struct sockaddr_in sin;
struct servent *sp;

. S

sun Revision A, of 9 May 1988

microsystems



238

Socket-Based Network Programming

4

sp = getservbyname ("login", "tcp"):;
if (sp == NULL) {
fprintf (stderr,
"rlogind: tcp/login: unknown service\n"):
exit (1)

}

#ifndef DEBUG
/ * Disassociate server from controlling terminal . */

#endif

sin.sin port /* Restricted port */

sin.sin_addr

sp—>s_port;
INADDR_ANY;

]

f=

if (bind(f,

socket (AF_INET, SOCK_STREAM, 0);

(struct sockaddr *)&sin, sizeof sin) < 0) {

}

listen(£f, 5):
for (;:) |
int g,

len = sizeof from;

g = accept (£, (struct sockaddr *) &from, &len);

if (g < 0) {
if (errno != EINTR)
syslog (LOG_ERR,

continue;

"rlogind: accept: %m");

}
if (fork() == 0) {
close(f):;
doit (g, &from);
}
close(qg):
}
exit (0);

The first step taken by the server is 1ook up its service definition:
e '
sp = getservbyname ("login"™, "tcp"):
if (sp == NULL) ({
fprintf (stderr,
"rlogind: tcp/login: unknown service\n"):;
exit (1);

}

N J

The result of the get servbyname () call is used in later portions of the code
to define the Internet port at which it listens for service requests (indicated by a
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connection). Some standard port numbers are given in the file
/usr/include/netinet/in.h for backward compatibility purposes.

Step two is to disassociate the server from the controlling terminal of its invoker:

o R

for (i = getdtablesize()-1; i >= 0; --i)
close(i);

open("/dev/null", O_RDONLY) ;
dup2(0, 1); .
dup2 (0, 2);

i = open("/dev/tty", O_RDWR);
if (i >= 0) {
ioctl(i, TIOCNOTTY, 0);
close(i);
}
\ J

This step is important as the server will likely not want to receive signals
delivered to the process group of the controlling terminal. Note, however, that
once a server has disassociated itself it can no longer send reports of errors to a
terminal, and must log errors via syslog().

Once a server has established a pristine environment, it creates a socket and
begins accepting service requests. The bind () call is required to insure the
server listens at its expected location. It should be noted that the remote login
server listens at a restricted port number, and must therefore be run with a user-id
of root. This concept of a “restricted port number” is covered in the Advanced
Topics section below.

The main body of the loop is fairly simple:
' )
for (;:) {
int g, len = sizeof from;

g = accept (f, (struct sockaddr *)é&from, é&len);
if (g < 0) {

if (errno !'= EINTR)
syslog (LOG_ERR, "rlogind: accept: %m");
continue;

}

if (fork() == 0) { /* Child */
close (f);
doit (g, &from);

}

close(qg); /* Parent */

}
. y

An accept () call blocks the server until a client requests service. This call
could return a failure status if the call is interrupted by a signal such as
SIGCHLD (to be discussed in the Advanced Topics section below.) Therefore,
the return value from accept () is checked to insure a connection has actually
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Clients

been established, and an error report is logged via syslog () if an error has
occurred.

With a connection in hand, the server then forks a child process and invokes the
main body of the remote login protocol processing. Note how the socket used by
the parent for queuing connection requests is closed in the child, while the socket
created as a result of the accept () is closed in the parent. The address of the
client is also handed the doit () routine because it requires it in authenticating
clients.

The client side of the remote login service was shown earlier in Figure 9-1. One
can see the separate, asymmetric roles of the client and server clearly in the code.
The server is a passive entity, listening for client connections, while the client
process is an active entity, initiating a connection when invoked.

Let us consider more closely the steps taken by the client remote login process.
As in the server process, the first step is to locate the service definition for a
remote login:
4 3
sp = getservbyname ("login", "tcp"):;
if (sp == NULL) ({

fprintf (stderr,

"rlogin: tcp/login: unknown service\n");
exit (1)

}
. J

Next the destination host is 1ooked up with a gethostbyname () call:
4 )\
hp = gethostbyname (argv([1l]);
if (hp == NULL) {
fprintf (stderr, "rlogin: %s: unknown host\n", argv([1l]):;
exit (2);

}

. J

With this accomplished, all that is required is to establish a connection to the
server at the requested host and start up the remote login protocol. The address
buffer is cleared, then filled in with the Internet address of the foreign host and
the port number at which the login process resides on the foreign host:

bzero((char *)&server, sizeof server);

bcopy (hp->h_addr, (char *) &server.sin addr, hp->h_length);
server.sin_family = hp->h_addrtype:;

server.sin port = sp->s_port;

A socket is created, and a connection initiated. Note that connect () implicitly
performs abind () call, since s is unbound.
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Connectionless Servers

Table 9-2

s 2
s = socket (hp->h_addrtype, SOCK_STREAM, O0):;
if (s < 0) {
perror ("rlogin: socket") ;
exit (3);
}

if (connect (s, (struct sockaddr *)é&server,
sizeof server) < 0) {
perror ("rlogin: connect");
exit (4);
}
\ J

The details of the remote login protocol will not be considered here.

While connection-based services are the norm, some services are based on the
use of datagram sockets. One, in particular, is the rwho service which provides
users with status information for hosts connected to a local area network. This
service, while predicated on the ability to broadcast information to all hosts con-
nected to a particular network, is of interest as an example usage of datagram
sockets.

A user on any machine running the rwho server may find out the current status of
a machine with the rupt ime program. The output generated is illustrated in
Figure 9-2.

rupt ime Output

arpa up 945, Susers,load 1.15, 1.39, 131
cad up 2+12:04, 8 users,load 4.67, 5.13, 459
calder up 10:10, Ousers,load 0.27, 0.15, 0.14
dali up 2+06:28, Qusers,load 1.04, 120, 1.65
degas up 25+09:48, Ousers,load 149, 143, 141
ear up 5+00:05, Ousers,load 1.51, 154, 156
ernie down 0:24

esvax down 17:04

0oz down 16:09

statvax up 2+15:57, 3users,load 152, 1.81, 1.86

Status information for each host is periodically broadcast by rwho server
processes on each machine. The same server process also receives the status
information and uses it to update a database. This database is then interpreted to
generate the status information for each host. Servers operate autonomously,
coupled only by the local network and its broadcast capabilities.

Note that the use of broadcast for such a task is fairly inefficient, as all hosts must
process each message, whether or not using an rwho server. Unless such a ser-
vice is sufficiently universal and is frequently used, the expense of periodic
broadcasts outweighs the simplicity.
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Figure 9-3

The rwho server, in a simplified form, is pictured below. It preforms two
separate tasks. The first is to act as a receiver of status information broadcast by
other hosts on the network. This job is carried out in the main loop of the pro-
gram. Packets received at the rwho port are interrogated to insure they’ve been
sent by another rwho server process, then are time stamped with their arrival time
and used to update a file indicating the status of the host. When a host has not
been heard from for an extended period of time, the database interpretation rou-
tines assume the host is down and indicate such on the status reports. This algo-
rithm is prone to error, as a server may be down while a host is actually up.

rwho Server
4 ™\
main ()

{

sp = getservbyname ("who", "udp"):

net = getnetbyname ("localnet");

sin.sin_addr = inet_makeaddr (INADDR ANY, net);
sin.sin _port = sp->s_port;

s = socket (AF_INET, SOCK DGRAM, 0);

on = 1;
if (setsockopt (s, SOL_SOCKET, SO_BROADCAST, &on,
sizeof on) < 0) {
syslog (LOG_ERR, "setsockopt SO_BROADCAST: 3%m");
exit (1)
}

bind(s, (struct sockaddr *) &sin, sizeof sin);

signal (SIGALRM, onalrm);
onalrm();
for (;:) {
struct whod wd;
int cc, whod, len = sizeof from;

cc = recvfrom(s, (char *)&wd, sizeof (struct whod),
0, (struct sockaddr *)&from, &len);
if (cc <= 0) {

if (cc < 0 && errno != EINTR)
syslog (LOG_ERR, "rwhod: recv: 3%m");
continue;
}
if (from.sin port != sp->s_port) {

syslog (LOG_ERR, "rwhod: %d: bad from port",
ntohs (from.sin port));
continue;

}

if (!verify(wd.wd hostname)) {
syslog (LOG_ERR, "rwhod: bad host name from 3%x",
ntohl (from.sin_addr.s_addr)) ;

r~

J
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continue;

}

(void) sprintf (path, "%s/whod.%s"™, RWHODIR,
wd.wd_hostname) ;

whod = open(path, O_WRONLY|O_CREAT|O_TRUNC, 0666):

(void) time(&wd.wd_recvtime);
(void) write(whod, (char *)&wd, cc);
(void) close(whod):;
}
exit (0);
}

. J

The second task performed by the server is to supply information regarding the
status of its host. This involves periodically acquiring system status information,
packaging it up in a message and broadcasting it on the local network for other
rwho servers to hear. The supply function is triggered by a timer and runs off a
signal. Locating the system status information is somewhat involved, but unin-
teresting. Deciding where to transmit the resultant packet is somewhat prob-
lematic, however.

Status information must be broadcast on the local network. For networks that do
not support the notion of broadcast another scheme must be used to simulate or
replace broadcasting. One possibility is to enumerate the known neighbors
(based on the status messages received from other rwho servers). This, unfor-
tunately, requires some bootstrapping information, for a server will have no idea
what machines are its neighbors until it receives status messages from them.
Therefore, if all machines on a net are freshly booted, no machine will have any
known neighbors and thus never receive, or send, any status information. This is
the identical problem faced by the routing table management process in pro-
pagating routing status information. The standard solution, unsatisfactory as it
may be, is to inform one or more servers of known neighbors and request that
they always communicate with these neighbors. If each server has at least one
neighbor supplied to it, status information may then propagate through a neigh-
bor to hosts that are not (possibly) directly neighbors. If the server is able to sup-
port networks that provide a broadcast capability, as well as those which do not,
then networks with an arbitrary topology may share status information!”.

It is important that software operating in a distributed environment not have any
site-dependent information compiled into it. This would require a separate copy
of the server at each host and make maintenance a severe headache. SunOS
attempts to isolate host-specific information from applications by providing sys-
tem calls that return the necessary information!8. A mechanism exists, in the
form of an ioct1 () call, for finding the collection of networks to which a host
is directly connected. Further, a local network broadcasting mechanism has been

17 One must, however, be concemed about Joops. That is, if a host is connected to multiple networks, it will
receive status information from itself. This can lead to an endless, wasteful, exchange of information.

18 An example of such a system call is the get host name (2) call that retumns the host’s official name.
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9.4. Advanced Topics

Out Of Band Data

implemented at the socket level. Combining these two features allows a process
to broadcast on any directly connected local network which supports the notion
of broadcasting in a site independent manner. This allows a solution to the prob-
lem of deciding how to propagate status information in the case of rwho, or
more generally in broadcasting. Such status information is broadcast to con-
nected networks at the socket level, where the connected networks have been
obtained via the appropriate ioctl () calls. The specifics of such broadcastings
are complex, however, and will be covered in the Advanced Topics section
below.

A number of facilities have yet to be discussed. For most programmers, the
mechanisms already described will suffice in constructing distributed applica-
tions. However, others will find the need to utilize some of the features that we
consider in this section.

The stream socket abstraction includes the notion of out of band data. Out of
band data is a logically independent transmission channel associated with each
pair of connected stream sockets. Out of band data is delivered to the user
independently of normal data. The abstraction defines that the out of band data
facilities must support the reliable delivery of at least one out of band message at
atime. This message may contain at least one byte of data, and at least one mes-
sage may be pending delivery to the user at any one time. For communications
protocols (such as TCP) that support only in-band signaling (i.e. the urgent data
is delivered in sequence with the normal data), the system normally extracts the
data from the normal data stream and stores it separately. This allows users to
choose between receiving the urgent data in order and receiving it out of
sequence without having to buffer all the intervening data. It is possible to
“peek” (via MSG_PEEK) at out of band data. If the socket has a process group, a
SIGURG signal is generated when the protocol is notified of its existence. A pro-
cess can set the process group or process id to be informed by the SIGURG signal
via the appropriate fcnt1 () call, as described below for SIGIO. If multiple
sockets may have out of band data awaiting delivery, a select () call for
exceptional conditions may be used to determine those sockets with such data
pending. Neither the signal nor the select indicate the actual arrival of the out-
of-band data, but only notification that it is pending.

In addition to the information passed, a logical mark is placed in the data stream
to indicate the point at which the out of band data was sent. The remote login
and remote shell applications use this facility to propagate signals between client
and server processes. When a signal flushes any pending output from the remote
process(es), all data up to the mark in the data stream is discarded.

To send an out of band message the MSG_OOB flag is supplied to a send () or
sendto () calls, while to receive out of band data MSG_OOB should be indi-
cated when performing a recvfrom() orrecv () call. To find out if the read
pointer is currently pointing at the mark in the data stream, the SIOCATMARK
ioctl is provided:

ioctl (s, SIOCATMARK, &yes):
If yes is 1 on return, the next read will return data after the mark. Otherwise
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Figure 9-4

@

(assuming out of band data has arrived), the next read will provide data sent by
the client prior to transmission of the out of band signal. The routine used in the
remote login process to flush output on receipt of an interrupt or quit signal is
shown in the following example. This code reads the normal data up to the mark
(to discard it), then reads the out-of-band byte.

Flushing Terminal I/O on Receipt of Out Of Band Data

r A
#include <sys/ioctl.h>

#include <sys/file.h>

oob ()
{
int out = FWRITE;
char waste[BUFSIZ], mark;

/* flush local terminal output */
ioctl(l, TIOCFLUSH, (char *)é&out):;
for (;;) |
if (ioctl(rem, SIOCATMARK, &mark) < 0) {
perror ("ioctl");
break;
}
if (mark)
break;
(void) read(rem, waste, sizeof waste);
}
if (recv(rem, &mark, 1, MSG _OOB) < 0) {
perror (“recv");

A process may also read or peek at the out-of-band data without first reading up
to the mark. This is more difficult when the underlying protocol delivers the
urgent data in-band with the normal data, and only sends notification of its pres-
ence ahead of time (e.g., the TCP protocol used to implement socket streams in
the Internet domain). With such protocols, the out-of-band byte may not yet
have arrived when a recv () is done with the MSG_OOB flag. In that case, the
call will return an error of ENOULDBLOCK. Worse, there may be enough in-
band data in the input buffer that normal flow control prevents the peer from
sending the urgent data until the buffer is cleared. The process must then read
enough of the queued data that the urgent data may be delivered.

Certain programs that use multiple bytes of urgent data and must handle multiple
urgent signals (e.g., telnet (1C)) need to retain the position of urgent data
within the socket stream. This treatment is available as a socket-level option,
SO_OOBINLINE; see setsockopt (2) forusage. With this option, the posi-
tion of urgent data (the “mark”) is retained, but the urgent data immediately
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follows the mark within the normal data stream returned without the MSG_0OO0B
flag. Reception of multiple urgent indications causes the mark to move, but no
out-of-band data are lost.

It is occasionally convenient to make use of sockets that do not block; that is, I[/O
requests that cannot complete immediately and would therefore cause the process
to be suspended awaiting completion are not executed, and an error code is
returned. Once a socket has been created via the socket () call, it may be
marked as non-blocking by fcnt1 () as follows:

( \
#include <fcntl.h>

int s;
s = socket (AF_INET, SOCK_STREAM, 0);
if (fcntl(s, F_SETFL, FNDELAY) < 0)

perror ("fcntl F_SETFL, FNDELAY");
exit (1) ;

- )

When performing non-blocking I/O on sockets, one must be careful to check for
the error EROULDBLOCK (stored in the global variable e rrno), which occurs
when an operation would normally block, but the socket it was performed on is
marked as non-blocking. In particular, accept(), connect(), send(),
recv(), read(), and write () can all return EKOULDBLOCK, and processes
should be prepared to deal with such return codes. If an operation such as a
send () cannot be done in its entirety, but partial writes are sensible (for exam-
ple, when using a stream socket), the data that can be sent immediately will be
processed, and the retumn value will indicate the amount actually sent.

The SIGIO signal allows a process to be notified via a signal when a socket (or
more generally, a file descriptor) has data waiting to be read. Use of the SIGIO
facility requires three steps: First, the process must set up a SIGIO signal
handler by use of the signal () or sigvec () calls. Second, it must set the
process id or process group id that is to receive notification of pending input to
its own process id, or the process group id of its process group (note that the
default process group of a socket is group zero). This can be accomplished by
use of an fcntl () call. Third, it must enable asynchronous notification of
pending I/O requests with another fcnt1 () call. Sample code to allow a given
process to receive information on pending 1/O requests as they occur for a socket
s is given in Figure 9-5. With the addition of a handler for SIGURG, this code
can also be used to prepare for receipt of SIGURG signals.
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Figure 9-5

Signals and Process Groups

Use of Asynchronous Notification of I/O Requests
e )

#include <fcntl.h>

int io_handler();

signal (SIGIO, io_handler);

/* Set the process receiving SIGIO/SIGURG signalsto us. */

if (fcntl(s, F_SETOWN, getpid()) < 0) {
perror("fcntl F_SETOWN") ;
exit (1);

}

/* Allow receipt of asynchronous I/0 signals. */

if (fcntl(s, F_SETFL, FASYNC) < 0) {

perror ("fcntl F_SETFL, FASYNC");
exit (1) ;

Due to the existence of the SIGURG and SIGIO signals each socket has an asso-
ciated process number, just as is done for terminals. This value is initialized to
zero, but may be redefined at a later time with the F_SETOWN fcnt 1(), such as
was done in the code above for SIGIO. To set the socket’s process id for sig-
nals, positive arguments should be given to the fcnt 1 () call. To set the
socket’s process group for signals, negative arguments should be passed to
fcnt1(). Note that the process number indicates either the associated process id
or the associated process group; it is impossible to specify both at the same time.
A similar fcnt 1(), F_GETOWN, is available for determining the current process
number of a socket.

Note that the receipt of SIGURG and SIGIO can also be enabled by using the
ioctl () call to assign the socket to the user’s process group:
r )

/* oobdata is the out-of-band data handling routine */
signal (SIGURG, oobdata);

int pid = -getpid():
if (ioctl(client, SIOCSPGRP, (char *)&pid) < 0) {

perror ("ioctl: SIOCSPGRP") ;
}
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Figure 9-6

@

Another signal that is useful when constructing server processes is STGCHLD.
This signal is delivered to a process when any child processes have changed
state. Nommally servers use the signal to “reap” child processes that have exited
without explicitly awaiting their termination or periodically polling for exit
status. For example, the remote login server loop shown in Figure 9-2 may be
augmented as shown here:

Use of the SIGCHLD Signal
{ N\
int reaper():

signal (SIGCHLD, reaper):;
listen(£, 5);
for (;;) {

int g, len = sizeof from;

g = accept (f, (struct sockaddr *)&from, &len,);
if (g < 0) {

if (errno != EINTR)
syslog(LOG_ERR, "rlogind: accept: %m");
continue;

}

#include <wait.h>
reaper ()
{

union wait status;

while (wait3(&status, WNOHANG, 0) > 0)
continue;

If the parent server process fails to reap its children, a large number of zombie
processes may be created.

Many programs will not function properly without a terminal for standard input
and output. Since sockets do not provide the semantics of terminals, it is often
necessary to have a process communicating over the network do so through a
pseudo-terminal. A pseudo-terminal is actually a pair of devices, master and
slave, which allow a process to serve as an active agent in communication
between processes and users. Data written on the slave side of a pseudo-terminal
are supplied as input to a process reading from the master side, while data written
on the master side are processed as terminal input for the slave. In this way, the
process manipulating the master side of the pseudo-terminal has control over the
information read and written on the slave side as if it were manipulating the key-
board and reading the screen on a real terminal. The purpose of this abstraction
is to preserve terminal semantics over a network connection— that is, the slave
side appears as a normal terminal to any process reading from or writing to it.
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Figure 9-7

4

For example, the remote login server uses pseudo-terminals for remote login ses-
sions. A user logging in to a machine across the network is provided a shell with
a slave pseudo-terminal as standard input, output, and error. The server process
then handles the communication between the programs invoked by the remote
shell and the user’s local client process. When a user sends a character that gen-
erates an interrupt on the remote machine that flushes terminal output, the
pseudo-terminal generates a control message for the server process. The server
then sends an out of band message to the client process to signal a flush of data at
the real terminal and on the intervening data buffered in the network.

The name of the slave side of a pseudo-terminal is of the form /dev/ttyxy,
where x is a single letter starting at ‘p’ and continuing to ‘t’. y is a hexadecimal
digit (i.e., a single character in the range O through 9 or ‘a’ through ‘f”). The
master side of a pseudo-terminal is /dev/ptyxy, where x and y correspond to
the slave side of the pseudo-terminal.

In general, the method of obtaining a pair of master and slave pseudo-terminals is
to find a pseudo-terminal that is not currently in use. The master half of a
pseudo-terminal is a single-open device; thus, each master may be opened in turn
until an open succeeds. The slave side of the pseudo-terminal is then opened,
and is set to the proper terminal modes if necessary. The process then fork () s;
the child closes the master side of the pseudo-terminal, and exec () s the
appropriate program. Meanwhile, the parent closes the slave side of the pseudo-
terminal and begins reading and writing from the master side. Sample code mak-
ing use of pseudo-terminals is given in the following example. This code
assumes that a connection on a socket s exists, connected to a peer who wants a
service of some kind, and that the process has disassociated itself from any previ-
ous controlling terminal.

Creation and Use of a Pseudo Terminal

f T
gotpty = 0;
for (c = 'p’; !gotpty && c <= ’'s’; ct++) {

line = "/dev/ptyXX";

line[sizeof "/dev/pty" -1] = c;
line([sizeof "/dev/ptyp" -1] = '0';
if (stat(line, &statbuf) < 0)
break;
for (i = 0; 1 < 16; i++) {
line[sizeof "/dev/ptyp" -1]
= "0123456789%abcdef" [i]:;
master = open(line, O _RDWR);
if (master >= 0) {
gotpty = 1;
break;

}

}

if (!'gotpty) {
syslog (LOG_ERR, "All network ports in use");
exit (1);

}

A

\
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L

(line[sizeof "/dev/"™ -1] = 't’;

slave open(line, O_RDWR);

if (slave < 0) {
syslog (LOG_ERR,
exit (1)

/* slave is now slave side */

"Cannot open slave pty %s", line);

}

ioctl(slave, TIOCGETP, &b);
b.sg _flags = CRMOD|XTABS |ANYP;
ioctl (slave, TIOCSETP, &b);

/* Set slave tty modes */

i = fork():

if (i < 0) {
syslog (LOG_ERR,
exit (1) ;

} else if (i) {
close(slave);

"fork: %m");

/* Parent */

} else {

close(s):;

close (master) ;

dup2 (slave, 0);
dup?2 (slave, 1);
dup2 (slave, 2);
if (slave > 2)

close(slave) ;

/* Child */

If the third argument to the socket () callis 0, socket () will select a default
protocol to use with the returned socket of the type requested. The default proto-
col is usually correct, and alternate choices are not usually available. However,
when using “raw” sockets to communicate directly with lower-level protocols or
hardware interfaces, the protocol argument may be important for setting up
demultiplexing. For example, raw sockets in the Internet domain may be used to
implement a new protocol above IP, and the socket will receive packets only for
the protocol specified. To obtain a particular protocol one determines the proto-
col number as defined within the protocol domain. For the Internet domain one
may use one of the library routines discussed in the Library Routines section
above, such as getprotobyname():

( A
#include <sys/types.h>
#include <sys/socket.h>
#include <netinet/in.h>
#include <netdb.h>

pp = getprotobyname ("newtcp");
s = socket (AF_INET, SOCK_STREAM, pp->p_ proto);

\ )

This would result in a socket s using a stream based connection, but with
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Address Binding

protocol type of “newtcp” instead of the default “tcp.”

As was mentioned in the Basics section, binding addresses to sockets in the Inter-
net domain can be fairly complex. As a brief reminder, these associations are
composed of local and foreign addresses, and local and foreign ports. Port
numbers are allocated out of separate spaces, one for each system and one for
each domain on that system. Through the bind () system call, a process may
specify half of an association, the <local address, local port> part, while the
connect () and accept () primitives are used to complete a socket’s associa-
tion by specifying the <foreign address, foreign port> part. Since the associa-
tion is created in two steps the association uniqueness requirement indicated pre-
viously could be violated unless care is taken. Further, it is unrealistic to expect
user programs to always know proper values to use for the local address and local
port since a host may reside on multiple networks and the set of allocated port
numbers is not directly accessible to a user.

To simplify local address binding in the Internet domain the notion of a wildcard
address has been provided. When an address is specified as INADDR _ANY (a
manifest constant defined in <net inet/in.h>), the system interprets the
address as any valid address. For example, to bind a specific port number to a
socket, but leave the local address unspecified, the following code might be used:
s A
#include <sys/types.h>
#include <netinet/in.h>

struct sockaddr_ in sin;

s = socket (AF_INET, SOCK_STREAM, 0);
sin.sin_family = AF_ INET;

sin.sin_addr.s_addr = htonl (INADDR_ANY) ;
sin.sin_port = htons (MYPORT) ;

bind(s, (struct sockaddr *) &sin, sizeof sin);

. y

Sockets with wildcarded local addresses may receive messages directed to the
specified port number, and sent to any of the possible addresses assigned to a
host. For example, if a host has addresses 128.32.0.4 and 10.0.0.78, and a socket
is bound as above, the process will be able to accept connection requests that are
addressed to 128.32.0.4 or 10.0.0.78. If a server process wished to only allow
hosts on a given network connect to it, it would bind the address of the host on
the appropriate network.

In a similar fashion, a local port may be left unspecified (specified as zero), in
which case the system will select an appropriate port number for it. For example,
to bind a specific local address to a socket, but to leave the local port number
unspecified:

sSsun Revision A, of 9 May 1988



252

Socket-Based Network Programming

( ™)
hp = gethostbyname (hostname) ;
if (hp == NULL) {

}

bcopy (hp—>h_addr, (char *) sin.sin_addr, hp->h_length);
sin.sin port = htons(0);

bind(s, (struct sockaddr *) &sin, sizeof sin);

. J

The system selects the local port number based on two criteria. The first is that
Internet ports below IPPORT RESERVED (1024) are reserved for privileged
users (i.e., the super user); Internet ports above IPPORT _USERRESERVED
(50000) are reserved for non-privileged servers. The second is that the port
number is not currently bound to some other socket. In order to find a free Inter-
net port number in the privileged range the rresvport () library routine may
be used as follows to return a stream socket in with a privileged port number:

8 )
int lport = IPPORT RESERVED - 1;

int s;

s = rresvport (&lport);
if (s < 0) {
if (errno == EAGAIN)
fprintf (stderr, “socket: all ports in use\n");
else
perror ("rresvport: socket");

}
\ J

The restriction on allocating ports was done to allow processes executing in a
“secure” environment to perform authentication based on the originating address
and port number. For example, the r1ogin (1) command allows users to log
in across a network without being asked for a password, if two conditions hold:
First, the name of the system the user is logging in from is in the file
/etc/hosts.equiv on the system s/he is logging in to (or the system name
and the user name are in the user’s . rhosts file in the user’s home directory),
and second, that the user’s rlogin process is coming from a privileged port on the
machine from which s/he is logging in. The port number and network address of
the machine from which the user is logging in can be determined either by the
from result of the accept () call, or from the get peername () call.

In certain cases the algorithm used by the system in selecting port numbers is
unsuitable for an application. This is because associations are created in a two
step process. For example, the Internet file transfer protocol, FTP, specifies that
data connections must always originate from the same local port. However,
duplicate associations are avoided by connecting to different foreign ports. In
this situation the system would disallow binding the same local address and port
number to a socket if a previous data connection’s socket still existed. To over-
ride the default port selection algorithm, an option call must be performed prior
to address binding:
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Configuration

int on = 1;
setsockopt (s, SOL_SOCKET, SO _REUSEADDR, &on, sizeof on);
bind(s, (struct sockaddr *) &sin, sizeof sin);

With the above call, local addresses may be bound that are already in use. This
does not violate the uniqueness requirement as the system still checks at connect
time to be sure any other sockets with the same local address and port do not
have the same foreign address and port. If the association already exists, the
error EADDRINUSE is returned.

By using a datagram socket, it is possible to send broadcast packets on many net-
works connected to the system. The network itself must support broadcast; the
system provides no simulation of broadcast in software. Broadcast messages can
place a high load on a network since they force every host on the network to ser-
vice them. Consequently, the ability to send broadcast packets has been limited
to sockets that are explicitly marked as allowing broadcasting. Broadcast is typi-
cally used for one of two reasons: it is desired to find a resource on a local net-
work without prior knowledge of its address, or important functions such as rout-
ing require that information be sent to all accessible neighbors.

To send a broadcast message, a datagram socket should be created:
s = socket (AF_INET, SOCK_DGRAM, 0);
The socket is marked as allowing broadcasting,

int on = 1;
setsockopt (s, SOL_SOCKET, SO_BROADCAST, &on, sizeof on);

and at least a port number should be bound to the socket:

sin.sin_family = AF_INET;

sin.sin_addr.s_addr = htonl (INADDR_ ANY);
sin.sin_port = htons (MYPORT) ;

bind(s, (struct sockaddr *) &sin, sizeof sin);

The destination address of the message to be broadcast depends on the
network(s) on which the message is to be broadcast. The Internet domain sup-
ports a shorthand notation for broadcast on the local network, the address
INADDR BROADCAST (defined in <netinet/in.h>. To determine the list
of addresses for all reachable neighbors requires knowledge of the networks to
which the host is connected. Since this information should be obtained in a
host-independent fashion and may be impossible to derive, SunOS provides a
method of retrieving this information from the system data structures. The
SIOCGIFCONF ioctl call returns the interface configuration of a host in the
form of a single i fconf structure; this structure contains a “data area” that is
made up of an array of of i freq structures, one for each address domain sup-
ported by each network interface to which the host is connected. These struc-
tures are defined in <net/if .h> as follows:
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struct ifconf {
int ifc_len; /* size of associated buffer */
union {
caddr_t ifcu_buf;
struct ifreq *ifcu_ req;
} ifc_ifcu;
}:

#define ifc_buf ifc_ifcu.ifcu buf /* buffer address */
#define ifc_req ifc_ifcu.ifcu_req /* array of structuresreturned */

struct ifreq {

#define IFNAMSIZ 16
char ifr name [IFNAMSIZ]; /* if name, e.g. "en0” */
union {

struct sockaddr ifru addr;

struct sockaddr ifru dstaddr;

char ifru_oname [IFNAMSIZ]; /* otherif name */

short ifru flags;

char ifru datal(l]; /* interface dependent data */
} ifr ifru;

}:

#define ifr_addr ifr ifru.ifru addr  /* address */
#define ifr dstaddr ifr ifru.ifru_dstaddr/* other end of link */
#define ifr oname  ifr ifru.ifru oname /* otherifname */
#define ifr flags ifr ifru.ifru flags /* flags */

#define ifr data ifr ifru.ifru data /* for use by interface *
\

The actual call that obtains the interface configuration is
( 3
struct ifconf ifc;
char buf [BUFSIZ];

ifc.ifc_len = sizeof buf;
ifc.ifc_buf = buf;
if (ioctl(s, SIOCGIFCONF, (char *) &ifc) < 0) {

}
\ J

After this call buf will contain a list of i freq structures, one for each network to
which the host is connected. These structures will be ordered first by interface
name and then by supported address families. ifc.ifc_len will have been
modified to reflect the number of bytes used by the i freq structures.

For each structure there exists a set of “interface flags” that tell whether the net-
work corresponding to that interface is up or down, point to point or broadcast,
etc. The STOCGIFFLAGS ioctl retrieves these flags for an interface
specified by an i freq structure as follows:
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. )
struct ifreq *ifr;

ifr = ifc.ifc_req;

for (n=ifc.ifc_len/sizeof (struct ifreq);
--n >= 0; ifr++) {
/*
* We must be careful that we don’t use an interface
* devoted to an address domain other than those intended;
* if we were interested in NS interfaces, the
* AF_INET would be AF_NS.
*/
if (ifr->ifr_addr.sa_family != AF_INET)
continue;
if (ioctl(s, SIOCGIFFLAGS, (char *) ifr) < 0) {

}

/*

* Skip boring cases

*/

if ((ifr->ifr flags & IFF_UP) == I
(ifr->ifr flags & IFF_LOOPBACK) ||
(ifr—>ifr flags &
(IFF_BROADCAST | IFF_POINTTOPOINT)) == 0)
continue;

\— J

Once the flags have been obtained, the broadcast address must be obtained. In
the case of broadcast networks this is done via the STOCGIFBRDADDR

ioct1, while for point-to-point networks the address of the destination host is
obtained with STOCGIFDSTADDR.

(" )
struct sockaddr dst;

if (ifr->ifr flags & IFF_POINTTOPOINT) ({
if (ioctl(s, SIOCGIFDSTADDR, (char *) ifr) < 0) {

}
becopy ((char *) ifr->ifr dstaddr, (char *) é&dst,
sizeof ifr->ifr dstaddr);
} else if (ifr->ifr flags & IFF_BROADCAST) {
if (ioctl(s, SIOCGIFBRDADDR, (char *) ifr) < 0) {

}
bcopy ( (char *) ifr->ifr broadaddr, (char *) &dst,
sizeof ifr->ifr broadaddr) ;

After the appropriate ioct1 () s have obtained the broadcast or destination
address (now in dst), the sendto () call may be used:
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sendto(s, buf, buflen, 0, (struct sockaddr *)&dst, sizeof ds

In the above loop one sendto () occurs for every interface to which the host is
connected that supports the notion of broadcast or point-to-point addressing. If a
process only wished to send broadcast messages on a given network, code similar
to that outlined above would be used, but the loop would need to find the correct
destination address.

Received broadcast messages contain the sender’s address and port, as datagram
sockets are bound before a message is allowed to go out.

It is possible to set and get a number of options on sockets via the set -
sockopt () and getsockopt () system calls. These options include such
things as marking a socket for broadcasting, not to route, to linger on close, etc.
The general forms of the calls are:

setsockopt (s, level, optname, optval, optlen);
and

getsockopt (s, level, optname, optval, optlen);

The parameters to the calls are as follows: s is the socket on which the option is
to be applied. level specifies the protocol layer on which the option is to be
applied; in most cases this is the “socket level”, indicated by the symbolic con-
stant SOL_SOCKET, defined in <sys/socket .h>. The actual option is
specified in optname, and is a symbolic constant also defined in
<sys/socket.h>. optval and optlen point to the value of the option (in most
cases, whether the option is to be turned on or off), and the length of the value of
the option, respectively. For getsockopt(), optlen is a value-result parameter,
initially set to the size of the storage arca pointed to by optval, and modified
upon return to indicate the actual amount of storage used.

An example should help clarify things. It is sometimes useful to determine the
type (e.g., stream, datagram, etc.) of an existing socket; programs invoked by
inetd (described below) may need to perform this task. This can be accom-
plished as follows via the SO_TYPE socket option and the get sockopt ()
call:
' )
#include <sys/types.h>
#include <sys/socket.h>

int type, size;
size = sizeof (int);

if (getsockopt(s, SOL_SOCKET, SO _TYPE, (char *) &type,
&size) < 0) {

I |

After the getsockopt () call, type will be set to the value of the socket type,
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inetd

as defined in <sys/socket .h>. If, for example, the socket were a datagram
socket, zype would have the value corresponding to SOCK_DGRAM.

One of the daemons provided with SunOS is inetd, the so called “Internet
super-server.” inetd is invoked at boot time and determines from the file
/etc/inetd.conf the services for which it is to listen. Once this informa-
tion has been read and a pristine environment created, inetd proceeds to create
one socket for each serviceit is to listen for, binding the appropriate port number
to each socket.

inetd then performs a select () on all these sockets for read availability,
waiting for somebody wishing a connection to the service corresponding to that
socket. inetd then performs an accept () on the socket in question,

fork () s, dup () s the new socket to file descriptors 0 and 1 (stdin and stdout),
closes other open file descriptors, and exec () s the appropriate server.

Servers making use of inetd are considerably simplified, as inetd takes care
of the majority of the IPC work required in establishing a connection. The server
invoked by inetd expects the socket connected to its client on file descriptors 0
and 1, and may immediately perform any operations such as read(), write(),
send(), or recv(). Indeed, servers may use buffered I/O as provided by the
“stdio” conventions, as long as as they remember to use £f1ush () when
appropriate.

One call that may be of interest to individuals writing servers to be invoked by
inetdis the getpeername (} call, which retumns the address of the peer (pro-
cess) connected on the other end of the socket. For example, to log the Internet
address in “dot notation” (e.g., “128.32.0.4”) of a client connected to a server
under inetd, the following code might be used:

struct sockaddr in name;
int namelen = sizeof name;

if (getpeername (0,
(struct sockaddr *) é&name, &namelen) < 0) {
syslog (LOG_ERR, "getpeername: 3%m");
exit (1);
} else
syslog (LOG_INFO, "Connection from %s",
inet ntoa(name.sin_addr));

\_ J

While the getpeername () call is especially useful when writing programs to
run with inetd, it can be used under other circumstances. Be wamed, however,
that get peername will fail on UNIX domain sockets. "
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Overview

Q00

Socket-Based IPC Implementation
Notes

This chapter describes the internal structure of the socket-based networking facil-
ities originally developed for the 4.2BSD version of the UNIX system and subse-
quently integrated into SunOS. These facilities are based on several central
abstractions that structure and unify the external (user) view of network com-
munication as well as the internal (system) implementation. In addition, the
implementation introduces a structure for network communications that may be
used by system implementors in adding new networking facilities. The intemnal
structure is not visible to the user, rather it is intended to aid implementors of
communication protocols and network services by providing a framework that
promotes code sharing and minimizes implementation effort.

The reader is expected to be familiar with the C programming language and sys-
tem interface, as described in the System Services Overview. Basic understand-
ing of network communication concepts is assumed; where required any addi-
tional ideas are introduced.

The remainder of this document provides a description of the system internals,
avoiding, when possible, overlap with the interprocess communication tutorials.

If we consider the International Standards Organization’s (ISO) Open System
Interconnection (OSI) model of network communication [ISO81] [Zimmer-
mann80], the networking facilities described here correspond to a portion of the
session layer, all of the transport and network layers, and some datalink layers.

The network layer provides possibly imperfect data transport services with
minimal addressing structure. Addressing at this level is normally host to host,
with implicit or explicit routing optionally supported by the communicating
agents.

At the transport layer the notions of reliable transfer, data sequencing, flow con-
trol, and service addressing are normally included. Reliability is usually
managed by explicit acknowledgement of data delivered. Failure to ack-
nowledge a transfer results in retransmission of the data. Sequencing may be
handled by tagging each message handed to the network layer by a sequence
number and maintaining state at the endpoints of communication to utilize
received sequence numbers in reordering data that arrives out of order.

The session layer facilities may provide forms of addressing that are mapped into
formats required by the transport layer, service authentication and client
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Goals

10.1. Memory, Addressing

Address Representation

authentication, etc. Various systems also provide services such as data encryp-
tion and address and protocol translation.

The following sections begin by describing some of the common data structures
and utility routines, then examine the internal layering. The contents of each
layer and its interface are considered. Certain of the interfaces are protocol
implementation specific. For these cases examples have been drawn from the
Internet [Cerf78] protocol family. Later sections cover routing issues, the design
of the raw socket interface, and other miscellaneous topics.

The networking system was designed with the goal of supporting multiple proto-
col families and addressing styles. This required information to be “hidden” in
common data structures that could be manipulated by all the pieces of the sys-
tem, but that required interpretation only by the protocols that “controlled’ it.
The system described here attempts to minimize the use of shared data structures
to those kept by a suite of protocols (a protocol family), and those used for ren-
dezvous between “synchronous” and “asynchronous” portions of the system (e.g.
queues of data packets are filled at interrupt time and emptied based on user
requests).

A major goal of the system was to provide a framework within which new proto-
cols and hardware could be easily be supported. To this end, a great deal of
effort has been extended to create utility routines that hide many of the more
complex and/or hardware dependent chores of networking. Later sections
describe the utility routines and the underlying data structures they manipulate.

Common to all portions of the system are two data structures. These structures
are used to represent addresses and various data objects. Addresses are internally
described by the sockaddr structure,

struct sockaddr ({

short sa_family; / * address family * /

char sa_datall4]; / * up to 14 bytes of direct address * /
}:

All addresses belong to one or more address families which define their format
and interpretation. The sa_family field indicates the address family to which
the address belongs, and the sa_data field contains the actual data value. The
size of the data field, 14 bytes, was selected based on a study of current address
formats. Specific address formats use private structure definitions that define the
format of the data field. The system interface supports larger address structures,
although address-family-independent support facilities, for example routing and
raw socket interfaces, provide only 14 bytes for address storage. Protocols that
do not1 gse those facilities (e.g, the current UNIX domain) may use larger data
areas.

19 Later versions of the system may support variable length addresses.
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Memory Management

4

A single structure is used for data storage — the memory buffer, or “mbuf™.
There are three kinds of mbufs — “small”, “cluster”, and “loaned”. They differ
in the policies and mechanisms by which their associated storage is allocated and
managed.

Small mbufs
Small mbufs are the fundamental type and are used both on their own and as
building blocks for cluster and loaned mbufs. They contain their own
storage in the array (see below) named m_dat. That array is defined as con-
taining 112 (MLEN) bytes, so that’s all the data that a small mbuf can hold.
Small mbufs are guaranteed to start on a 128-byte boundary. The dtom
macro, described below, works correctly only with small mbufs — mistaken
attempts to use dt om with cluster and loaned mbufs are a common source of
insidious error.

Cluster mbufs
Cluster mbufs support the storage and sharing of larger amounts of data.
They do so by dynamically allocating storage, as necessary, from a pool of
fixed-sized buffers called clusters. These clusters, each of which is
MCLBYTES (1K) in size, are managed by the mbuf system itself. The mbuf
system uses a small mbuf to refer to a given cluster by setting itsm_off
field to refer to a location in the interior (most commonly, the beginning) of
the cluster. This combination of a small mbuf and a cluster is what consti-
tutes a cluster mbuf.

Cluster mbufs can be shared because clusters are reference-counted. The
routine mc1dup () arranges to share an existing cluster mbuf by increasing
its reference count and attaching a new small mbuf to it. Cluster mbufs
always have theirm cltype field set to MCL._ STATIC.

Loaned mbufs
Loaned mbufs provide for treating storage not directly managed by the mbuf
system in the same way as normal mbufs. The mbuf system uses small
mbufs to store bookkeeping information about loaned mbufs, as it does with
cluster mbufs. With loaned mbufs, however, storage is provided by the allo-
cator, who is ultimately responsible of freeing it as well. To allocate a
loaned mbuf, one calls mc1getx(), which takes as arguments the address of
the buffer to be loaned, its length, a pointer to a function, and an argument to
be passed to that function when it’s called. This function is called when the
loaned mbuf is freed, and must do whatever is necessary to clean up the
loaned buffer. Them clfun andm_clarg fields of the mbuf structure
record the pointer to this function and its argument. Loaned mbufs have
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theirm_cltype field set to MCL, LOANED.

An mbuf structure has the form:
e )
#define MSIZE 128
#define MMINOFF 12
#define MTAIL 4
#define MLEN (MSIZE-MMINOFF-MTAIL)
struct mbuf {
struct mbuf *m next; / * next buffer in chain * /
u_long m off; / * offset of data * /
short m len; / * amount of data in this mbuf */
short m_type; / * mbuf type (0 == free) */
union {
u_char mun_dat [MLEN]; /* data storage*/
struct {
short mun_cltype; /* "cluster” type* /
int (*mun_clfun) () ;
int mun_clarg;
int (*mun_clswp) () ;
} mun_cl;
} m_un;
struct mbuf *m_act; / * link in higher-level mbuf list * /
#define m dat m un.mun_dat
#define m _cltype m un.mun_cl.mun_cltype
#define m clfun m un.mun_cl.mun_clfun
#define m_clarg m un.mun_ cl.mun clarg
bi
\. J

The m_next field is used to chain mbufs together on linked lists, while the
m_act field allows lists of mbuf chains to be accumulated. By convention, the
mbufs common to a single object (for example, a packet) are chained together
with the m_next field, while groups of objects are linked viathe m_act field
(possibly when in a queue).

The m_len field indicates the amount of data, while the m_of f field is an offset
to the beginning of the data from the base of the mbuf. Thus, for example, the
macro mtod(), which converts a pointer to an mbuf to a pointer to the data stored
in the mbuf, has the form

#define mtod(x,t) ((t) ((int) (x) + (x)->m_off))

(note the ¢ parameter, a C type cast, which is used to cast the resultant pointer for
proper assignment). Since a small mbuf’s data always resides in the mbuf’s own
m_dat array, itsm_off value is always less than MSIZE. On the other hand,
storage for cluster and loaned mbufs is external to the mbufs themselves, so their
m_of f values are always at least MSIZE. The M_HASCL macro distinguishes
these two cases and is defined as

#define M HASCL(m) ((m)->m off >= MSIZE)

AS mentioned above, the dt om macro is safe to use only if M HASCL evaluates
false.

sun
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The following routines and macros may be used to allocate and free mbufs:

m = m _get(wait, type):
MGET (m, wait, type):

The subroutine m_get () and the macro MGET () each allocate an mbuf,
placing its address in m. The argument wait is either M_WAIT or

M _DONTWAIT according to whether allocation should block or fail if no
mbuf is available. The type is one of the predefined mbuf types for use in
accounting of mbuf allocation.

MCLGET (m) ;
This macro attempts to allocate an mbuf cluster to associate with the mbuf
m. If successful, the length of the mbuf is set to MCLSIZE. The routine
mclget () is similar, but returns success/failure.

mclgetx(fun, arg, addr, len, wait)
This routine wraps the storage defined by addr and len with an
MCL_LOANED mbuf. The fun argument gives a function to be called when
the resulting loaned mbuf is freed, and arg is a value that will be supplied to
that function as its argument. The argument wait is either M_WAIT or
M DONTWAILT according to whether allocation should block or fail if no
mbuf is available.

mcldup(m, n, off);
A duplicator for cluster and loaned mbufs, which duplicates m into n. If mis
a cluster mbuf, mc1dup () simply bumps its reference count and ignores
off. Butif mis aloaned mbuf, mcldup () allocates a chunk of memory and
copies it, starting at offset off.

n = m free(m):
MFREE (m, n) ;

The routinem_free () and the macro MFREE () each free a single mbuf,
m, and any associated external storage area, placing a pointer to its successor
in the chain it heads, if any, in n.

m_freem(m) ;
This routine frees an mbuf chain headed by m.

By insuring that mbufs always reside on 128 byte boundaries, it is always possi-
ble to locate the mbuf associated with a data area by masking off the low bits of
the virtual address. This allows modules to store data structures in mbufs and
pass them around without concern for locating the original mbuf when it comes
time to free the structure. Note that this works only with objects stored in the
internal data buffer of the mbuf. The dtom macro is used to convert a pointer
into an mbuf’s data area to a pointer to the mbuf,

#define dtom(x) ((struct mbuf *) ((int)x & ~(MSIZE-1)))

Mbufs are used for dynamically allocated data structures such as sockets as well
as memory allocated for packets and headers. Statistics are maintained on mbuf
usage and can be viewed by users using the netstat () program. The follow-
ing utility routines are available for manipulating mbuf chains:
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10.2. Internal Layering

m

= m_copy(m0, off, len}:;

The m_copy () routine create a copy of all, or part, of a list of the mbufs in
m0. len bytes of data, starting off bytes from the front of the chain, are
copied. Where possible, reference counts are manipulated in preference to
core to core copies. The original mbuf chain must have at least off + len
bytes of data. If len is specified as M_COPYALL, all the data present, offset
as before, is copied.

m_cat (m,n);

The mbuf chain, n, is appended to the end of m. Where possible, compac-
tion is performed.

m_cpytoc(m, off, len, cp)

Copies a part of the contents of the mbuf m to the contiguous memory
pointed to by cp, skipping the first off bytes and copying the next len bytes.
It returns the number of bytes remaining in the mbuf following the portion
copied. m is left unaltered.

mﬁadj (m, diff) ;

The mbuf chain, m is adjusted in size by diff bytes. If diff is non-negative,
diff bytes are shaved off the front of the mbuf chain. If diff is negative, the
alteration is performed from back to front. No space is reclaimed in this
operation; alterations are accomplished by changing the m_len and m_off
fields of mbufs.

m pullup(m0, size):
After a successful call to m_pullup(), the mbuf at the head of the returned
list, m, is guaranteed to have at least size bytes of data in contiguous memory
within the data area of the mbuf (allowing access via a pointer, obtained
using the mt od () macro, and allowing the mbuf to be located from a
pointer to the data area using dt om, defined below). If the original data was
less than size bytes long, len was greater than the size of an mbuf data area
(112 bytes), or required resources were unavailable, m is 0 and the original
mbuf chain is deallocated.

This routine is particularly useful when verifying packet header lengths on
reception. For example, if a packet is received and only 8 of the necessary
16 bytes required for a valid packet header are present at the head of the list
of mbufs representing the packet, the remaining 8 bytes may be “pulled up”
with a single m_pullup () call. If the call fails the invalid packet will
have been discarded.

The internal structure of the network system is divided into three layers. These
layers correspond to the services provided by the socket abstraction, those pro-
vided by the communication protocols, and those provided by the hardware inter-
faces. The communication protocols are normally layered into two or more indi-
vidual cooperating layers, though they are collectively viewed in the system as
one layer providing services supportive of the appropriate socket abstraction.

The following sections describe the properties of each layer in the system and the
interfaces to which each must conform.
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Socket Layer The socket layer deals with the interprocess communication facilities provided
by the system. A socket is a bidirectional endpoint of communication which is
“typed” by the semantics of communication it supports. For more information
about the system calls used to manipulate sockets, see A Socket-Based Interpro-
cess Communications Tutorial and An Advanced Socket-Based Interprocess
Communications Tutorial, both sections of Network Programming.

A socket consists of the following data structure:

4 Ty

struct socket {

short so_type; / * generic type, see socket.h * /
short so_options; / * from socket call */

short  so_linger; / * time to linger while closing */
short so_state; / * internal state flags SS_*, below * /
caddr_t so_pcb; / * protocol control block */

struct protosw *so_proto; /* protocol handle */
/*
* Variables for connection queueing. A socket where accepts occur is so_head
* in all subsidiary sockets. If so_head is 0, the socket is not related to an
* accept. For head socket so_q0 queues partially completed connections, while
* so_qis a queue of connections ready to be accepted. If a connection is
* aborted and it has so_head set, then it has to be pulled out of either
* so_q0 or so_q. We allow connections to queue up based on current
* queue lengths and limit on number of queued connections for this socket.

*/
struct socket *so_head; / * back pointer to accept socket * /
struct socket *so _q0; / * queue of partial connections * /
struct socket *so_gq; / * queue of incoming connections * /
short  so_gOlen; / * partials on so_q0 */
short so_qglen; / * number of connections on so_q */
short so_qglimit; / * max # of queued connections * /
short  so_timeo; / * connection timeout * /
u_short so_error; / * error affecting connection * /
short So_pgrp; / * pgrp for signals * /
u_short so_oobmark; / * chars to oob mark * /
/*
* Variables for socket buffering.
*/
struct sockbuf so_rcv; / * receive buffer */
struct sockbuf so_snd; / * send buffer */
/*

* Hooks for alternative wakeup strategies.
* These are used by kernel subsystems wishing to access the socket
* abstraction. If so_wupfunc is nonnull, it is called in place of
* wakeup any time that wakeup would otherwise be called with an
* argument whose value is an address lying within a socket structure.
*/
struct wupalt *so_wupalt;
}i

struct wupalt {

int  (*wup_func) (); /* function to call instead of wakeup * /
caddr_t wup_arg; /* argument for so_wupfunc */
\. J
@ sun Revision A, of 9 May 1988
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Socket State

/¥ Other state information here, e.g. for a stream
* connected to a socket
*/

}i

Each socket contains two send and receive data queues, so_rcv and so_snd
(see below for a discussion), as well as protocol information, private data, error
information and pointers to routines which provide supporting services.

The type of the socket, so_type is defined at socket creation time and used in
selecting those services that are appropriate to support it. The supporting proto-
col is selected at socket creation time and recorded in the socket data structure
for later use. Protocols are defined by a table of procedures, the protosw struc-
ture, which will be described in detail later. A pointer to a protocol-specific data
structure, the “protocol control block,” is also present in the socket structure.
Protocols control this data structure, which normally includes a back pointer to
the parent socket structure to allow easy lookup when returning information to a
user (for example, placing an error number in the so_error field). Other
entries in the socket structure are used in queuing connection requests, validating
user requests, storing socket characteristics (e.g. options supplied at the time a
socket is created), and maintaining a socket’s state.

Processes “rendezvous at a socket” in many instances. For instance, when a pro-
cess wishes to extract data from a socket’s receive queue and it is empty, or lacks
sufficient data to satisfy the request, the process blocks, supplying the address of
the receive queue as a “wait channel’ to be used in notification. When data
arrives for the process and is placed in the socket’s queue, the blocked process is
identified by the fact it is waiting “on the queue.”

A socket’s state is defined from the following:

#define SS_NOFDREF 0x001 /* no file table ref any more */
#define SS_ISCONNECTED 0x002 /* socket connected to a peer * /
#define SS_ISCONNECTING 0x004 /*in process of connecting to peer* /
#define SS_ISDISCONNECTING 0x008 /* in process of disconnecting */
#define SS_CANTSENDMORE 0x010 /* can’t send more data to peer */
#define SS_CANTRCVMORE 0x020 /* can’t take more data from peer * /
#define SS_RCVATMARK 0x040 /* at mark on input */
#define SS_PRIV 0x080 /* privileged */
#define SS_NBIO 0x100 /* non-blocking ops */
#define SS_ASYNC 0x200 /* async ilo notify * /

\ J

The state of a socket is manipulated both by the protocols and the user (through
system calls). When a socket is created, the state is defined based on the type of
socket. It may change as control actions are performed, for example connection
establishment. It may also change according to the type of input/output the user
wishes to perform, as indicated by options set with £cnt1(). “Non-blocking”
I/O implies that a process should never be blocked to await resources. Instead,
any call that would block returns prematurely with the error EROULDBLOCK, or
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Socket Data Queues

the service request (e.g. a request for more data than is present) may be only par-
tially fulfilled.

If a process requested “asynchronous’ notification of events related to the socket,
the STGIO signal is posted to the process when such events occur. Aneventis a

change in the socket’s state; examples of such occurrences are space becoming
available in the send queue, new data available in the receive queue, connection
establishment or disestablishment, etc.

A socket may be marked “privileged” if it was created by the super-user. Only
privileged sockets may bind addresses in privileged portions of an address space
or use “raw” sockets to access lower levels of the network.

A socket’s data queue contains a pointer to the data stored in the queue and other
entries related to the management of the data. The structure of a data queue,
struct sockbuf,is:

.

s D
struct sockbuf {
u_short sb_cc; / * actual chars in buffer * /
u_short sb_hiwat; / * max actual char count * /
u_short sb_mbent; / * chars of mbufs used * /
u_short sb_mbmax; / * max chars of mbufs to use */
u_short sb_lowat; / * low water mark (not used yet) * /
struct mbuf *sb_mb; / * the mbuf chain * /
struct proc *sb sel; / * process selecting readiwrite * /
short sb_timeo; / * timeout (not used yet) * /
short  sb_flags; / * flags, see below * /
} so_rcv, so_snd;
J

Data is stored in a queue as a chain of mbufs. The actual count of data characters
as well as high and low water marks are used by the protocols in controlling the
flow of data. The amount of buffer space (characters of mbufs and associated
data clusters) is also recorded along with the limit on buffer allocation. The
socket routines cooperate in implementing the flow control policy by blocking a
process when it requests to send data and the high water mark has been reached,
or when it requests to receive data and less than the low water mark is present
(assuming non-blocking I/O has not been specified).20

A socket queue has a number of flags used in synchronizing access to the data
and in acquiring resources:

(

#define
#define

SB_SEL 0x08
SB_COLL 0x10

#define SB_MAX 65535  /* max chars in sockbuf * /

#define SB_LOCK 0x01 !/ * lock on data queue (so_xcv only)* /
#define SB_WANT 0x02 / * someone is waiting to lock * /
#define SB_WAIT 0x04 / * someone is waiting for datalspace * /

/ * buffer is selected * /
/ * collision selecting * /

20 The low-water mark is always presumed to be 0 in the current implementation.
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Socket Connection Queuing

Protocol Layer(s)

4

The last two flags are manipulated by the system in implementing the select
mechanism.

When a socket is created, the supporting protocol “reserves” space for the send
and receive queues of the socket. The limit on buffer allocation is set somewhat
higher than the limit on data characters to account for the granularity of buffer
allocation. The actual storage associated with a socket queue may fluctuate dur-
ing a socket’s lifetime, but it is assumed that this reservation will always allow a
protocol to acquire enough memory to satisfy the high water marks.

The timeout and select values are manipulated by the socket routines in imple-
menting various portions of the interprocess communications facilities and will
not be described here.

Data queued at a socket is stored in one of two styles. Stream-oriented sockets
queue data with no addresses, headers or record boundaries. The data are in
mbufs linked through the m_next field. Buffers containing access rights may be
present within the chain if the underlying protocol supports passage of access
rights. Record-oriented sockets, including datagram sockets, queue data as a list
of packets; the sections of packets are distinguished by the types of the mbufs
containing them. The mbufs that comprise a record are linked through the
m_next field; records are linked from the m_act field of the first mbuf of one
packet to the first mbuf of the next. Each packet begins with an mbuf containing
the “from” address if the protocol provides it, then any buffers containing access
rights, and finally any buffers containing data. If a record contains no data, no
data buffers are required unless neither address nor access rights are present.

In dealing with connection oriented sockets (¢.g. SOCK_STREAM) the two ends
are considered distinct. One end is termed active, and generates connection
requests. The other end is called passive and accepts connection requests.

From the passive side, a socket is marked with SO ACCEPTCONN when a
listen () call is made, creating two queues of sockets: so g0 for connections
in progress and so_q for connections already made and awaiting user accep-
tance. As a protocol is preparing incoming connections, it creates a socket struc-
ture queued on so_ g0 by calling the routine sonewconn(). When the connec-
tion is established, the socket structure is then transferred to so_q, making it
available for an accept().

If an SO_ACCEPTCONN socket is closed with sockets on either so_g0 or so_q,
these sockets are dropped, with notification to the peers as appropriate.

Each socket is created in a communications domain, which usually implies both
an addressing structure (address family) and a set of protocols that implement
various socket types within the domain (protocol family). Each domain is
defined by the following structure:
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( 3
struct domain {
int dom_family; /* PF xxx */
char *dom name;
int (*dom_init) () ; / * initialize domain structures */
int (*dom_externalize) () ;/* externalize access rights */
int (*dom_dispose) () ; / *dispose of internalized rights* /
struct protosw *dom protosw, *dom protoswNPROTOSW;
struct domain *dom next;
}i
\. J

At boot time, each domain configured into the kermnel is added to a linked list of
domains. The initialization procedure of each domain is then called. After that
time, the domain structure is used to locate protocols within the protocol family.
It may also contain procedure references for externalization of access rights at the
receiving socket and the disposal of access rights that are not received.

Protocols are described by a set of entry points and certain socket-visible charac-
teristics, some of which are used in deciding which socket type(s) they may sup-
port.

An entry in the “protocol switch” table exists for each protocol module
configured into the system. It has the following form:

{ N\
struct protosw {
short pr_type; / * socket type used for * /
struct domain *pr domain; /* domain protocol a member of */
short  pr protocol; / * protocol number * /
short  pr flags; / * socket visible attributes * /
/ * protocol-protocol hooks * /
int (*pr_input) () ; /* input to protocol (from below) * /
int (*pr_output) () ; / * output to protocol (from above) * /
int (*pr_ctlinput) (); /* control input (from below) * /
int (*pr_ctloutput) (); /*control output (from above)* /
/ * user-protocol hook * /
int (*pr_usrreq) () ; / * user request */
/ * utility hooks * /
int (*pr_init) (); / * initialization routine * /
int (*pr_fasttimo) (); /* fast timeout (200ms) * /
int (*pr_slowtimo) (); /* slow timeout (500ms) */
int (*pr_drain) () ; / * flush any excess space possible * /
}i
\. J

A protocol is called through the pr_init entry before any other. Thereafter it
is called every 200 milliseconds through the pr _fasttimo entry and every
500 milliseconds through the pr slowtimo for timer based actions. The sys-
tem will call the pr_drain entry if it is low on space and this should throw
away any non-critical data.

Protocols pass data between themselves as chains of mbufs using the
pr_input () and pr_output () routines. pr input () passes data up
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Network-Interface Layer

(towards the user) and pr output () passes it down (towards the network);
control information passes up and downon pr_ctlinput () and
pr_ctloutput(). The protocol is responsible for the space occupied by any
of the arguments to these entries and must either pass it onward or dispose of it.
(On output, the lowest level reached must free buffers storing the arguments; on
input, the highest level is responsible for freeing buffers.)

The pr_usrreq () routine interfaces protocols to the socket code and is
described below.

The pr_flags field is constructed from the following values:

—
#define PR_ATOMIC 0x01  /* exchange atomic messages only * /
#define PR _ADDR 0x02  /* addresses given with messages * /
#define PR_CONNREQUIRED 0x04  /* connection required by protocol * /
#define PR_WANTRCVD 0x08  /*want PRU RCVD calls */
#define PR_RIGHTS 0x10  /* passes capabilities * /

Protocols that are connection-based specify the PR_CONNREQUIRED flag so
that the socket routines will never attempt to send data before a connection has
been established. If the PR_WANTRCVD flag is set, the socket routines will
notify the protocol when the user has removed data from the socket’s receive
queue. This allows the protocol to implement acknowledgement on user receipt,
and also update windowing information based on the amount of space available
in the receive queue. The PR_ADDR field indicates that any data placed in the
socket’s receive queue will be preceded by the address of the sender. The
PR_ATOMIC flag specifies that each user request to send data must be performed
in a single protocol send request; it is the protocol’s responsibility to maintain
record boundaries on data to be sent. The PR_RIGHTS flag indicates that the
protocol supports the passing of capabilities; this is currently used only by the
protocols in the UNIX protocol family.

When a socket is created, the socket routines scan the protocol table for the
domain looking for an appropriate protocol to support the type of socket being
created. The pr_type field contains one of the possible socket types (€.g.
SOCK_STREAM), while the pr_domain is a back pointer to the domain struc-
ture. The pr_protocol field contains the protocol number of the protocol,
normally a well-known value.

Each network-interface configured into a system defines a path through which
packets may be sent and received. Normally a hardware device is associated
with this interface, though there is no requirement for this (for example, all sys-
tems have a software “loopback” interface used for debugging and performance
analysis). In addition to manipulating the hardware device, an interface module
is responsible for encapsulation and decapsulation of any link-layer header infor-
mation required to deliver a message to its destination. The selection of which
interface to use in delivering packets is a routing decision carried out at a higher
level than the network-interface layer. An interface may have addresses in one or
more address families. The address is set at boot time using an ioctl1 () ona
socket in the appropriate domain; this operation is implemented by the protocol
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family, after verifying the operation through the device ioct1 () entry.

An interface is defined by the following structure,

r

char
short
short
short
short
u_short
int
struct
struct

struct ifnet {

*if name;
if unit;
if mtu;
if flags;
if timer;

if promisc;

if metric;
ifaddr *if_ addrlist;
ifqueue {

struct mbuf *ifqg head;
struct mbuf *ifg tail;

/* name, e.g. “en” or “lo” */

/* sub-unit for lower level driver */
/ * maximum transmission unit * /

/ * upldown, broadcast, etc. >/

/ * time "til if watchdog called * /

/ * # of requests for promiscuous mode * /

/ * routing metric (external only) * /
/ * linked list of addresses per if * /

int ifq len;
int ifq maxlen;
int ifq drops;
} if snd; / * output queue */
/* procedure handles */
int (*if_init) (); / * init routine */
int (*if_output) () ; / * output routine * /
int (*if_ioctl) (); / * ioctl routine * /
int (*if reset) (): / * bus reset routine * /
int (*if watchdog) (); / * timer routine * /
/* generic interface statistics */
int if ipackets; / * packets received on interface * /
int if ierrors; / * input errors on interface * /
int if_ opackets; / * packets sent on interface * /
int if_oerrors; /* output errors on interface * /
int if collisions; / * collisions on csma interfaces * /
/* end statistics */
struct ifnet *if next;
struct ifnet *if upper; /* nextlayerup */
struct ifnet *if lower; /* next layer down */
int (*if_input) (); /* input routine */
int (*if_ctlin) (); /* control input routine */
int (*if_ctlout) (); /* control output routine */
#ifdef sun
struct map *if memmap; /* rmap for interface specific memory */
#endif
}:
. J
Each interface address has the following form;
~
(struct ifaddr {
struct sockaddr ifa addr; / * address of interface * /
union {
struct sockaddr ifu_broadaddr;
struct sockaddr ifu_dstaddr;
} ifa_ifu;
\_ D,
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struct ifnet *ifa ifp; / * back-pointer to interface */
struct ifaddr *ifa next; / * next address for interface * /
i
#define ifa broadaddr ifa_ifu.ifu broadaddr /*brdcast address*/
#define ifa dstaddr ifa_ifu.ifu dstaddr /*other endof link*/

The protocol generally maintains this structure as part of a larger structure con-
taining additional information conceming the address.

Each interface has a send queue and routines used for initialization (1f_init),
input (if_input), and output (if_output). If the interface resides on a sys-
tem bus, the routine if reset will be called after a bus reset has been per-
formed. An interface may also specify a timer routine, 1f _watchdog; if
if timer isnon-zero, it is decremented once per second until it reaches zero,
at which time the watchdog routine is called.

The state of an interface and certain characteristics are stored inthe if flags
field. The following values are possible:

( )
#define IFF_UP 0x1 / * interface is up * /
#define IFF_BROADCAST  0x2 / * broadcast is possible * /
#define IFF_DEBUG 0x4 / * turn on debugging * /
#define IFF LOOPBACK 0x8 / * is a loopback net * /

#define IFF_POINTOPOINT 0x10 / * interface is point-to-point link * /
#define IFF_NOTRAILERS 0x20  /*avoid use of trailers */

#define IFF_RUNNING 0x40i /* resources allocated * /
#define IFF_NOARP 0x80 / * no address resolution protocol */
#define IFF PROMISC 0x100 /* receive all packets * /
#define IFF_ALLMULTI 0x200 /* receive all multicast packets */
. J

If the interface is connected to a network that supports transmission of broadcast
packets, the IFF_BROADCAST flag will be set and the i fa broadaddr field
will contain the address to be used in sending or accepting a broadcast packet. If
the interface is associated with a point-to-point hardware link (for example,
Sunlink/INR), the IFF_POINTOPOINT flag will be setand ifa_dstaddr
will contain the address of the -host on the other side of the connection. These
addresses and the local address of the interface, if _addr, are used in filtering
incoming packets. The interface sets IFF_RUNNING after it has allocated sys-
tem resources and posted an initial read on the device it manages. This state bit
is used to avoid multiple allocation requests when an interface’s address is
changed. The IFF_NOTRAILERS flag indicates the interface should refrain
from using a trailer encapsulation on outgoing packets, or (where per-host nego-
tiation of trailers is possible) that trailer encapsulations should not be requested;
trailer protocols are described in section 14. The IFF_NOARP flag indicates the
interface should not use an “address resolution protocol” in mapping internet-
work addresses to local network addresses. The IFF_PROMISC bit is set when
the interface is in promiscuous mode, indicating that it should receive all incom-
ing packets regardless of their intended destination.

Various statistics are also stored in the interface structure. These may be viewed
by users using the netstat (1) program.
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Interface

The interface address and flags may be set with the STOCSIFADDR and SIOC-
SIFFLAGS ioctls. STOCSIFADDR is used initially to define each
interface’s address; STOGSIFFLAGS can be used to mark an interface down and
perform site-specific configuration. The destination address of a point-to-point
link is set with STOCSIFDSTADDR. Corresponding operations exist to read
each value. Protocol families may also support operations to set and read the
broadcast address. The STOCADDMULTI and SCIODELMULTI ioctls may
be used to add and remove multicast addresses from the set that the interface
accepts. In addition, the SIOCGIFCONF ioctl retrieves a list of interface
names and addresses for all interfaces and address families on the host.

The interface between the socket routines and the communication protocols is
through the pr_usrreq() routine defined in the protocol switch table. The
following requests to a protocol module are possible:

4 ™\
#define PRU_ATTACH 0 / * attach protocol * /
#define PRU_DETACH 1 /*detach protocol */
#define PRU_BIND 2 /* bind socket to address * /
#define PRU_LISTEN 3 /* listen for connection * /
#define PRU_CONNECT 4 /* establish connection to peer * /
#define PRU_ACCEPT 5 / * accept connection from peer * /
#define PRU_DISCONNECT 6 / * disconnect from peer * /
#define PRU_SHUTDOWN 7 /*won’t send any more data * /
#define PRU_RCVD 8 / * have taken data; more room now * /
#define PRU_SEND 9  /* send this data */
#define PRU_ABORT 10 /=* abort (fast DISCONNECT, DETATCH) *
#define PRU_CONTROL 11 /* control operations on protocol * /
#define PRU_SENSE 12  /* return statusintom * /
#define PRU RCVOOB 13 /* retrieve out of band data * /
#define PRU_SENDOOB 14 /* send out of band data * /
tdefine PRU_SOCKADDR 15 /* fetch socket's address * /
#define PRU PEERADDR 16 /* fetch peer’s address * /
#define PRU_CONNECT2 17 /* comnect two sockets * /
/ * begin for protocol’s internal use * /
#define PRU_FASTTIMO 18 /* 200ms timeout * /
#define PRU_SLOWTIMO 19 /* 500ms timeout * /
#define PRU_PROTORCV 20 /* receive from below */
#define PRU_PROTOSEND 21 /* send to below */
\ J

A call on the user request routine is of the form,

error = (*protosw[].pr usrreq) (so, req, m, addr, rights);
int error:;
struct socket *so; int req;
struct mbuf *m, *addr, *rights;

The mbuf data chain m is supplied for output operations and for certain other
operations where it is to receive a result. The address addr is supplied for
address-oriented requests such as PRU_BIND and PRU_CONNECT. The rights
parameter is an optional pointer to an mbuf chain containing user-specified
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capabilities (see the sendmsqg () and recvmsg () system calls). The protocol
is responsible for disposal of the data mbuf chains on output operations. A non-
zero return value gives a UNIX error number that should be passed to higher

level software. The following paragraphs describe each of the requests possible.

PRU_ATTACH -
When a protocol is bound to a socket (with the socket () system call) the
protocol module is called with this request. It is the responsibility of the
protocol module to allocate any resources necessary. The “attach” request
will always precede any of the other requests, and should not occur more
than once.

PRU_DETACH
This is the antithesis of the attach request, and is used at the time a socket is
deleted. The protocol module may deallocate any resources assigned to the
socket.

PRU_BIND
When a socket is initially created it has no address bound to it. This request
indicates that an address should be bound to an existing socket. The proto-
col module must verify that the requested address is valid and available for
use.

PRU_LISTEN
The “listen” request indicates the user wishes to listen for incoming connec-
tion requests on the associated socket. The protocol module should perform
any state changes needed to carry out this request (if possible). A “listen”
request always precedes a request to accept a connection.

PRU_CONNECT
The “connect” request indicates the user wants to a establish an association.
The addr parameter supplied describes the peer to be connected to. The
effect of a connect request may vary depending on the protocol. Virtual cir-
cuit protocols, such as TCP [Postel81b], use this request to initiate establish-
ment of a TCP connection. Datagram protocols, such as UDP [Postel80],
simply record the peer’s address in a private data structure and use it to tag
all outgoing packets. There are no restrictions on how many times a connect
request may be used after an attach. If a protocol supports the notion of
multi-casting, it is possible to use multiple connects to establish a multi-cast
group. Alternatively, an association may be broken by a
PRU_DISCONNECT request, and a new association created with a subse-
quent connect request; all without destroying and creating a new socket.

PRU_ACCEPT
Following a successful PRU_LISTEN request and the arrival of one or more
connections, this request is made to indicate the user has accepted the first
connection on the queue of pending connections. The protocol module
should fill in the supplied address buffer with the address of the connected
party.

PRU DISCONNECT
Eliminate an association created with a PRU_CONNECT request.
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PRU_SHUTDOWN
This call is used to indicate no more data will be sent and/or received (the
addr parameter indicates the direction of the shutdown, as encoded in the
soshutdown () system call). The protocol may, at its discretion, deallo-
cate any data structures related to the shutdown and/or notify a connected
peer of the shutdown.

PRU_RCVD
This request is made only if the protocol entry in the protocol switch table
includes the PR_WANTRCVD flag. When a user removes data from the
receive queue this request will be sent to the protocol module. It may be
used to trigger acknowledgements, refresh windowing information, initiate
data transfer, etc.

PRU_SEND
Each user request to send data is translated into one or more PRU_SEND
requests (a protocol may indicate that a single user send request must be
translated into a single PRU_SEND request by specifying the PR_ATOMIC
flag in its protocol description). The data to be sent is presented to the proto-
col as a list of mbufs, and an address is, optionally, supplied in the addr
parameter. The protocol is responsible for preserving the data in the
socket’s send queue if it is not able to send it immediately, or if it may need
it at some later time (e.g. for retransmission).

PRU_ABORT
This request indicates an abnormal termination of service. The protocol
should delete any existing association(s).

PRU_CONTROL
The “control” request is generated when a user performs a UNIX ioct1 ()
system call on a socket (and the ioctl is not intercepted by the socket rou-
tines). It allows protocol-specific operations to be provided outside the
scope of the common socket interface. The addr parameter contains a
pointer to a static kernel data area where relevant information may be
obtained or returned. The m parameter contains the actual ioctl ()
request code (note the non-standard calling convention). The rights parame-
ter contains a pointer to an ifnet structure if the ioctl () operation per-
tains to a particular network interface.

PRU_SENSE
The “sense” request is generated when the user makes an fstat () system
call on a socket; it requests status of the associated socket. This currently
returns a standard stat () structure. It typically contains only the optimal
transfer size for the connection (based on buffer size, windowing informa-
tion and maximum packet size). The m parameter contains a pointer to a
static kernel data area where the status buffer should be placed.

PRU_RCVOOB
Any “out-of-band” data presently available is to be returned. An mbuf is
passed to the protocol module, and the protocol should either place data in
the mbuf or attach new mbufs to the one supplied if there is insufficient
space in the single mbuf. An error may be returned if out-of-band data is not
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(yet) available or has already been consumed. The addr parameter contains
any options such as MSG_PEEK to examine data without consuming it.

PRU_SENDOOB
Like PRU_SEND, but for out-of-band data.

PRU_SOCKADDR
The local address of the socket is retumed, if any is currently bound to it.
The address (with protocol specific format) is returned in the addr parame-
ter.

PRU_PEERADDR
The address of the peer to which the socket is connected is returned. The
socket must be in a SS_ISCONNECTED state for this request to be made to
the protocol. The address format (protocol specific) is returned in the addr
parameter.

PRU_CONNECT2
The protocol module is supplied two sockets and requested to establish a
connection between the two without binding any addresses, if possible. This
call is used in implementing the socketpair (2) system call.

The following requests are used internally by the protocol modules and are never
generated by the socket routines. In certain instances, they are handed to the
pr_usrregq routine solely for convenience in tracing a protocol’s operation
(e.g. PRU_SLOWTIMO).

PRU_FASTTIMO
A “fast timeout” has occurred. This request is made when a timeout occurs
in the protocol’s pr_fastimo routine. The addr parameter indicates
which timer expired.

PRU_SLOWTIMO
A “slow timeout” has occurred. This request is made when a timeout occurs
in the protocol’s pr_slowtimo () routine. The addr parameter indicates
which timer expired.

PRU_PROTORCV
This request is used in the protocol-protocol interface, not by the routines. It
requests reception of data destined for the protocol and not the user. No pro-
tocols currently use this facility.

PRU_PROTOSEND
This request allows a protocol to send data destined for another protocol
module, not a user. The details of how data is marked “addressed to proto-
col” instead of “addressed to user” are left to the protocol modules. No pro-
tocols currently use this facility.

The interface between protocol modules is through the pr_usrreq(),
pr_input(), pr_output(), pr_ctlinput(),and pr ctloutput () rou-
tines. The calling conventions for all but the pr usrreq() routine are
expected to be specific to the protocol modules and are not guaranteed to be con-
sistent across protocol families. We will examine the conventions used for some

sun Revision A, of 9 May 1988

microsystems



Chapter 10 — Socket-Based IPC Implementation Notes 279

pr_output ()

pr_input ()

of the Internet protocols in this section as an example.

The Intermnet protocol UDP uses the convention,

error = udp_ output(inp, m);
int error;
struct inpcb *inp;
struct mbuf *m;

where the inp, “internet protocol control block”, passed between modules con-
veys per connection state information, and the mbuf chain contains the data to be
sent. UDP performs consistency checks, appends its header, calculates a check-
sum, etc. before passing the packet on. UDP is based on the Intemet Protocol, IP
[Postel81a], as its transport. UDP passes a packet to the IP module for output as
follows:

error = ip_output(m, opt, ro, flags):
int error;
struct mbuf *m, *opt;
struct route *ro; int flags;

The call to IP’s output routine is more complicated than that for UDP, as befits
the additional work the IP module must do. The m parameter is the data to be
sent, and the opt parameter is an optional list of IP options which should be
placed in the IP packet header. The ro parameter is is used in making routing
decisions (and passing them back to the caller for use in subsequent calls). The
final parameter, £1ags, contains flags indicating whether the user is allowed to
transmit a broadcast packet and if routing is to be performed. The broadcast flag
may be inconsequential if the underlying hardware does not support the notion of
broadcasting.

All output routines return 0 on success and a UNIX error number if a failure
occurred that could be detected immediately (no buffer space available, no route
to destination, etc.).

Both UDP and TCP use the following calling convention,

(void) (*protosw(].pr_input) (m, ifp):
struct mbuf *m;
struct ifnet *ifp;

Each mbuf list passed is a single packet to be processed by the protocol module.
The interface from which the packet was received is passed as the second param-
eter.

The IP input routine is a software interrupt level routine, and so is not called with
any parameters. It instead communicates with network interfaces through a
queue, ipintrq, which is identical in structure to the queues used by the net-
work interfaces for storing packets awaiting transmission. The software interrupt
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pr_ctlinput ()

pr_ctloutput ()

is enabled by the network interfaces when they place input data on the input
queue.

This routine is used to convey “control”” information to a protocol module (i.e.
information that might be passed to the user, but is not data).

The common calling convention for this routine is,

(void) (*protosw[].pr_ctlinput) (req, addr);
int req;
struct sockaddr *addr;

The req parameter is one of the following,

#define  PRC_IFDOWN 0  /* interface transition * /
#define PRC_ROUTEDEAD 1 / * select new route if possible * /
#define  PRC_QUENCH 4  /* some said to slow down * /
#define PRC_MSGSIZE 5 / * message size forced drop */
#define  PRC_HOSTDEAD 6  /* normally fromIMP */
#define  PRC_HOSTUNREACH 7 /*ditto x/

#define  PRC_UNREACH_ NET 8 / * no route to network * /
#define  PRC_UNREACH HOST 9 /* no route to host * /

#define  PRC_UNREACH PROTOCOL 10 /* dst says bad protocol * /
#define  PRC_UNREACH PORT 11 /* bad port # */

#define  PRC_UNREACH _NEEDFRAG 12 /*IP_DF causeddrop */
#define  PRC_UNREACH SRCFAIL 13 /* source route failed * /
#define  PRC_REDIRECT NET 14 /* netrouting redirect */
#define  PRC_REDIRECT HOST 15 /* host routing redirect * /
#define PRC_REDIRECT TOSNET 16 /* redirectfor type & net */
#define  PRC_REDIRECT TOSHOST 17 /* redirectfor tos & host */
#define  PRC_TIMXCEED_INTRANS 18 /* packet expired in transit * /
#define  PRC_TIMXCEED REASS 19 /* lifetime expired onreassq */
#define  PRC_PARAMPROB 20  /* header incorrect * /

\_ J

while the addr parameter is the address to which the condition applies. Many of
the requests have obviously been derived from ICMP (the Intemet Control Mes-
sage Protocol [Postel81c]), and from error messages defined in the 1822
host/IMP convention [BBN78]. Mapping tables exist to convert control requests
to UNIX error codes that are delivered to a user.

This is the routine that implements per-socket options at the protocol level for
getsockopt () and setsockopt(). The calling convention is,
e Y\
error = (*protosw([].pr_ctloutput) (op,so,level, optname, mp) ;
int op:;
struct socket *so;
int level, optname;
struct mbuf **mp;

\ J

where op is one of PRCO_SETOPT or PRCO_GETOPT, so is the socket whence
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10.5. Protocol/Network-
Interface Interface

Packet Transmission

Packet Reception

@

the call originated, and 1evel and optname are the protocol level and option
name supplied by the user. The results of a PRCO_GETOPT call are retumed in
an mbuf whose address is placed in mp before return. Ona PRCO_SETOPT call,
mp contains the address of an mbuf containing the option data; the mbuf should
be freed before return.

The lowest layer in the set of protocols that comprise a protocol family must
interface itself to one or more network interfaces in order to transmit and receive
packets. Itis assumed that any routing decisions have been made before handing
a packet to a network interface; in fact this is absolutely necessary in order to
locate any interface at all (unless, of course, one uses a single “hardwired” inter-
face). There are two cases with which to be concerned, transmission of a packet
and receipt of a packet; each will be considered separately.

Assuming a protocol has a handle on an interface, ifp, a (struct ifnet *), it
transmits a fully formatted packet with the following call,
e 2
error = (*ifp->if output) (ifp, m, dst)

int error;

struct ifnet *ifp;

struct mbuf *m;

struct sockaddr *dst;
\ Y,

The output routine for the network interface transmits the packet m to the dst
address, or retumns an error indication (a UNIX error number). In reality
transmission may not be immediate or successful; normally the output routine
simply queues the packet on its send queue and primes an interrupt driven rou-
tine to actually transmit the packet. For unreliable media, such as the Ethernet,
“successful” transmission simply means that the packet has been placed on the
cable without a collision. On the other hand, an 1822 interface guarantees proper
delivery or an error indication for each message transmitted. The model
employed in the networking system attaches no promises of delivery to the pack-
ets handed to a network interface, and thus corresponds more closely to the Eth-
ernet. Errors retumed by the output routine are only those that can be detected
immediately, and are normally trivial in nature (no buffer space, address format
not handled, etc.). No indication is received if errors are detected after the call
has returned.

Each protocol family must have one or more “lowest level” protocols. These
protocols deal with internetwork addressing and are responsible for the delivery
of incoming packets to the proper protocol processing modules. In the PUP
model [Boggs78] these protocols are termed Level 1 protocols, in the ISO model,
network layer protocols. In this system each such protocol module has an input
packet queue assigned to it. Incoming packets received by a network interface
are queued for the protocol module, and a software interrupt is posted to initiate
processing.

Three macros are available for queuing and dequeuing packets:
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10.6. Gateways and
Routing Issues

Routing Tables

IF ENQUEUE (ifq, m)
This places the packet m at the tail of the queue ifg.

IF DEQUEUE (ifq, m)
This places a pointer to the packet at the head of queue ifg in m and removes
the packet from the queue. A zero value will be returned in m if the queue is

empty.

IF DEQUEUEIF (ifq, m, ifp)
Like IF_DEQUEUE, this removes the next packet from the head of a queue
and returns it in m. A pointer to the interface on which the packet was
received is placed in ifp, a (struct ifnet *).

IF PREPEND (ifq, m)
This places the packet m at the head of the queue ifg.

Each queue has a maximum length associated with it as a simple form of conges-
tion control. The macro IF_QFULL (ifg) retumns 1 if the queue is filled, in
which case the macro IF_DROP (ifq) should be used to increment the count of
the number of packets dropped, and the offending packet is dropped. For exam-
ple, the following code fragment is commonly found in a network interface’s
input routine,

if (IF QFULL(inqg)) {
IF_DROP (ing) ;
m_freem(m) ;

} else
IF_ENQUEUE (ing, m);

The system has been designed with the expectation that it will be used in an
intemetwork environment. The “canonical” environment was envisioned to be a
collection of local area networks connected at one or more points through hosts
with multiple network interfaces (one on each local area network), and possibly a
connection to a long haul network (for example, the ARPANET). Insuch an
environment, issues of gatewaying and packet routing become very important.
Certain of these issues, such as congestion control, have been handled in a
simplistic manner or specifically not addressed. Instead, where possible, the net-
work system attempts to provide simple mechanisms upon which more involved
policies may be implemented. As some of these problems become better under-
stood, the solutions developed will be incorporated into the system.

This section will describe the facilities provided for packet routing. The simplis-
tic mechanisms provided for congestion control are described in the Buffering,
Congestion Control section below.

The network system maintains a set of routing tables for selecting a network
interface to use in delivering a packet to its destination. These tables are of the
form:
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( )
struct rtentry {
u_long rt_hash; / * hash key for lookups * /
struct sockaddr rt_dst; / * destination net or host * /
struct sockaddr rt_gateway; [/*forwarding agent */
short  rt_flags; / * see below * /
short rt_refent; / * # of references to structure * /
u_long rt_use; / * packets sent using route * /
struct ifnet *rt ifp; / * interface to give packet to * /
}:
\_ J

The routing information is organized in two separate tables, one for routes to a
host and one for routes to a network. The distinction between hosts and networks
is necessary so that a single mechanism may be used for both broadcast and
multi-drop type networks, and also for networks built from point-to-point links.

Each table is organized as a hashed set of linked lists. Two 32-bit hash values
are calculated by routines defined for each address family; one based on the des-
tination being a host, and one assuming the target is the network portion of the
address. Each hash value is used to locate a hash chain to search (by taking the
value modulo the hash table size) and the entire 32-bit value is then used as a key
in scanning the list of routes. Lookups are applied first to the routing table for
hosts, then to the routing table for networks. If both lookups fail, a final lookup
is made for a “wildcard” route (by convention, network Q). The first appropriate
route discovered is used. By doing this, routes to a specific host on a network
may be present as well as routes to the network. This also allows a “fall back”
network route to be defined to a “smart” gateway which may then perform more
intelligent routing.

Each routing table entry contains a destination (the desired final destination), a
gateway to which to send the packet, and various flags which indicate the route’s
status and type (host or network). A count of the number of packets sent using
the route is kept, along with a count of “held references” to the dynamically allo-
cated structure to insure that memory reclamation occurs only when the route is
not in use. Finally, a pointer to the a network interface is kept; packets sent using
the route should be handed to this interface.

Routes are typed in two ways: either as host or network, and as “direct” or
“indirect”. The host/network distinction determines how to compare the
rt_dst field during lookup. If the route is to a network, only a packet’s desti-
nation network is compared to the rt _dst entry stored in the table. If the route
is to a host, the addresses must match bit for bit.

The distinction between “direct” and “indirect” routes indicates whether the des-
tination is directly connected to the source. This is needed when performing
local network encapsulation. If a packet is destined for a peer at a host or net-
work which is not directly connected to the source, the internetwork packet
header will contain the address of the eventual destination, while the local net-
work header will address the intervening gateway. Should the destination be
directly connected, these addresses are likely to be identical, or a mapping
between the two exists. The RTF_GATEWAY flag indicates that the route is to an
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Routing Table Interface

“indirect” gateway agent, and that the local network header should be filled in
from the rt_gateway field instead of from the final internetwork destination
address.

It is assumed that multiple routes to the same destination will not be present;
only one of multiple routes, that most recently installed, will be used.

Routing redirect control messages are used to dynamically modify existing rout-
ing table entries as well as dynamically create new routing table entries. On
hosts where exhaustive routing information is too expensive to maintain (e.g.
work stations), the combination of wildcard routing entries and routing redirect
messages can be used to provide a simple routing management scheme without
the use of a higher level policy process. Current connections may be rerouted
after notification of the protocols by means of their pr_ctlinput () entries.
Statistics are kept by the routing table routines on the use of routing redirect mes-
sages and their affect on the routing tables. These statistics may be viewed using
.netstat (1)

Status information other than routing redirect control messages may be used in
the future, but at present they are ignored. Likewise, more intelligent “metrics”
may be used to describe routes in the future, possibly based on bandwidth and
monetary COSLS.

A protocol accesses the routing tables through three routines, one to allocate a
route, one to free a route, and one to process a routing redirect control message.
The routine rtalloc () performs route allocation; it is called with a pointer to
the following structure containing the desired destination:

struct route {
struct rtentry *ro_rt;
struct sockaddr ro_dst;

The route retumed is assumed “held” by the caller until released with an
rtfree () call. Protocols which implement virtual circuits, such as TCP, hold
onto routes for the duration of the circuit’s lifetime, while connection-less proto-
cols, such as UDP, allocate and free routes whenever their destination address
changes.

The routine rtredirect () is called to process a routing redirect control mes-
sage. Itis called with a destination address, the new gateway to that destination,
and the source of the redirect. Redirects are accepted only from the current
router for the destination. If a non-wildcard route exists to the destination, the
gateway entry in the route is modified to point at the new gateway supplied. Oth-
erwise, a new routing table entry is inserted reflecting the information supplied.
Routes to interfaces and routes to gateways which are not directly accessible
from the host are ignored.
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User Level Routing Policies

10.7. Raw Sockets

Control Blocks

Routing policies implemented in user processes manipulate the kemel routing
tables through two ioctl () calls. The commands STOCADDRT and SIOC-
DELRT add and delete routing entries, respectively; the tables are read through
the /dev/kmem device. The decision to place policy decisions in a user process
implies that routing table updates may lag a bit behind the identification of new
routes, or the failure of existing routes, but this period of instability is normally
very small with proper implementation of the routing process. Advisory infor-
mation, such as ICMP error messages and IMP diagnostic messages, may be read
from raw sockets (described in the next section).

Several routing policy processes have already been implemented. The system
standard “routing daemon’ uses a variant of the Xerox NS Routing Information
Protocol [Xerox82] to maintain up-to-date routing tables in our local environ-
ment. Interaction with other existing routing protocols, such as the Intemet EGP
(Exterior Gateway Protocol), has been accomplished using a similar process.

A raw socket is an object that allows users direct access to a lower-level protocol.
Raw sockets are intended for knowledgeable processes that wish to take advan-
tage of some protocol feature not directly accessible through the normal inter-
face, or for the development of new protocols built atop existing lower level pro-
tocols. For example, a new version of TCP might be developed at the user level
by utilizing a raw IP socket for delivery of packets. The raw IP socket interface
attempts to provide an identical interface to the one a protocol would have if it
were resident in the kemnel.

The raw socket support is built around a generic raw socket interface, (possibly)
augmented by protocol-specific processing routines. This section will describe
the core of the raw socket interface.

Every raw socket has a protocol control block of the following form:

' )
struct rawcb {
struct rawcb *rcb_next; / * doubly linked list * /
struct rawcb *rcb_prev;

struct  socket *rcb socket; /* back pointer to socket * /
struct  sockaddr rcb_faddr; /* destination address */
struct  sockaddr rcb_laddr; /* sockels address */
struct sockproto rcb_proto; /* protocol family, protocol * /

caddr_t rcb_pcb; / * protocol specific stuff */
struct mbuf *rcb options; / * protocol specific options * /
struct route rcb_ route; / * routing information * /
int rcbh _cc; / *bytes of rawintr queued data* /
int rcb_mbent; / *bytes of rawintr queued mbufs* /
short rcb flags;
}:
\ ),

All the control blocks are kept on a doubly linked list for performing lookups
during packet dispatch. Associations may be recorded in the control block and
used by the output routine in preparing packets for transmission. The

rcb proto structure contains the protocol family and protocol number with
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which the raw socket is associated. The protocol, family, and addresses are used
to filter packets on input; this will be described in more detail shortly. If any
protocol-specific information is required, it may be attached to the control block
using the rcb_pcb field. Protocol-specific options for transmission in outgoing
packets may be stored in rcb_options. rcb _ccand rcb_mbcent are used
to keep track of the resources consumed by the raw socket.

A raw socket interface is datagram oriented. That is, each send or receive on the
socket requires a destination address. This address may be supplied by the user
or stored in the control block and automatically installed in the outgoing packet
by the output routine. Since it is not possible to determine whether an address is
present or not in the control block, two flags, RAW_LADDR and RAW_FADDR,
indicate if a local and foreign address are present. Routing is expected to be per-
formed by the underlying protocol if necessary.

Input Processing Input packets are “assigned” to raw sockets based on a simple pattern matching
scheme. Each network interface or protocol gives unassigned packets to the raw
input routine with the call:

e ™)

raw_input (m, proto, src, dst)

struct mbuf *m;
struct sockproto *proto;
struct sockaddr *src, *dst:;
\ J

The data packet then has a generic header prepended to it of the form
4 ™
struct raw_header {

struct sockproto raw_proto;

struct sockaddr raw dst;

struct sockaddr raw_src;

}:
L y,

and it is placed in a packet queue for the “raw input protocol” module. Packets
taken from this queue are copied into any raw sockets that match the header
according to the following rules,

1) The protocol family of the socket and header agree.

2) If the protocol number in the socket is non-zero, then it agrees with that
found in the packet header.

3) Ifalocal address is defined for the socket, the address format of the local
address is the same as the destination address’s and the two addresses agree
bit for bit.

4) The rules of 3) are applied to the socket’s foreign address and the packet’s
source address.

A basic assumption is that addresses present in the control block and packet
header (as constructed by the network interface and any raw input protocol
module) are in a canonical form that may be “block compared”.
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Output Processing

10.8. Buffering, Congestion
Control

Memory Management

Protocol Buffering Policies

@?& sun Revision A, of 9 May 1988

On output the raw pr_usrreq() routine passes the packet and a pointer to the
raw control block to the raw protocol output routine for any processing required
before it is delivered to the appropriate network interface. The output routine is
normally the only code required to implement a raw socket interface.

One of the major factors in the performance of a protocol is the buffering policy
used. Lack of a proper buffering policy can force packets to be dropped, cause
falsified windowing information to be emitted by protocols, fragment host
memory, degrade the overall host performance, etc. Due to problems such as
these, most systems allocate a fixed pool of memory to the networking system
and impose a policy optimized for “normal” network operation.

The networking system developed for UNIX is little different in this respect. At
boot time a fixed amount of memory is allocated by the networking system. At
later times more system memory may be requested as the need arises, but at no
time is memory ever returned to the system. It is possible to garbage collect
memory from the network, but difficult. In order to perform this garbage collec-
tion properly, some portion of the network will have to be “turned off”” as data
structures are updated. The interval over which this occurs must kept small com-
pared to the average inter-packet arrival time, or too much traffic may be lost,
impacting other hosts on the network, as well as increasing load on the intercon-
necting mediums. In our environment we have not experienced a need for such
compaction, and thus have left the problem unresolved.

The mbuf structure was introduced in the Memory, Addressing section, above. In
this section a brief description will be given of the allocation mechanisms, and
policies used by the protocols in performing connection level buffering.

The basic memory allocation routines manage a private page map, the size of
which determines the maximum amount of memory that may be allocated by the
network. A small amount of memory is allocated at boot time to initialize the
mbuf and mbuf cluster free lists. When the free lists are exhausted, more
memory is requested from the system memory allocator if space remains in the
map. If memory cannot be allocated, callers may block awaiting free memory, or
the failure may be reflected to the caller immediately. The allocator will not
block awaiting free map entries, however, as exhaustion of the resource map usu-
ally indicates that buffers have been lost due to a “leak.” An array of reference
counts parallels the cluster pool and is used when multiple references to a cluster
are present.

64 mbufs fit into a 8Kbyte page of memory. Data can be placed into a mbuf by
copying, or, better, the memory that contains that data can be treated as a tem-
porary (“loaned”) mbuf. This second alternative is far more efficient than an
actual copy.

Protocols reserve fixed amounts of buffering for send and receive queues at
socket creation time. These amounts define the high and low water marks used
by the socket routines in deciding when to block and unblock a process. The
reservation of space does not currently result in any action by the memory
management routines.
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Queue Limiting

Packet Forwarding

10.9. Out of Band Data

Protocols that provide connection level flow control do this based on the amount
of space in the associated socket queues. That is, send windows are calculated
based on the amount of free space in the socket’s receive queue, while receive
windows are adjusted based on the amount of data awaiting transmission in the
send queue. Care has been taken to avoid the “silly window syndrome”
described in [Clark82] at both the sending and receiving ends.

Incoming packets from the network are always received unless memory alloca-
tion fails. However, each Level 1 protocol input queue has an upper bound on
the queue’s length, and any packets exceeding that bound are discarded. It is
possible for a host to be overwhelmed by excessive network traffic (for instance a
host acting as a gateway from a high bandwidth network to a low bandwidth net-
work). As a “defensive” mechanism the queue limits may be adjusted to throttle
network traffic load on a host. Consider a host willing to devote some percentage
of its machine to handling network traffic. If the cost of handling an incoming
packet can be calculated so that an acceptable “packet handling rate” can be
determined, then input queue lengths may be dynamically adjusted based on a
host’s network load and the number of packets awaiting processing. Obviously,
discarding packets is not a satisfactory solution to a problem such as this (simply
dropping packets is likely to increase the load on a network); the queue lengths
were incorporated mainly as a safeguard mechanism.

When packets can not be forwarded because of memory limitations, the system
attempts to generate a “source quench” message. In addition, any other problems
encountered during packet forwarding are also reflected back to the sender in the
form of ICMP packets. This helps hosts avoid unneeded retransmissions.

Broadcast packets are never forwarded due to possible dire consequences. In an
early stage of network development, broadcast packets were forwarded and a
“routing loop” resulted in network saturation and every host on the network
crashing.

Out of band data is a facility peculiar to the stream socket abstraction defined.
Little agreement appears to exist as to what its semantics should be. TCP defines
the notion of “urgent data” as in-line, while the NBS protocols [Burruss81] and
numerous others provide a fully independent logical transmission channel along
which out of band data is to be sent. In addition, the amount of the data which
may be sent as an out of band message varies from protocol to protocol; every-
thing from 1 bit to 16 bytes or more.

A stream socket’s notion of out of band data has been defined as the lowest rea-
sonable common denominator (at least reasonable in our minds); clearly this is
subject to debate. Out of band data is expected to be transmitted out of the nor-
mal sequencing and flow control constraints of the data stream. A minimum of 1
byte of out of band data and one outstanding out of band message are expected to
be supported by the protocol supporting a stream socket. It is a protocol’s prero-
gative to support larger-sized messages, or more than one outstanding out of
band message at a time.
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