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EXAMPLE
m4 filel file2 > outputfile

will run the m4 macro processor on the files "filel" and "file2", redirecting
the output into "outputfile".
SEE ALSO

cc(1), epp(1).
The M4 Macro Processor by B. W. Kernighan and D. M. Ritchie.
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NAME
mé68k, pdpll, u3b, vax — provide truth value about your processor type

SYNOPSIS
mé68k

pdpll
u3b
vax

DESCRIPTION

The following commands will return a true value (exit code of 0) if you are
on a processor that the command name indicates.

m68k True if you are on a 68000.

pdpll True if you are on a PDP-11/45 or PDP-11/70.
u3b True if you are on a 3B20S.

vax True if you are on a VAX-11/750 or VAX-11/780.

The commands that do not apply will return a false (non-zero) value.
These commands are often used within make (1) makefiles and shell pro-
cedures to increase portability.

SEE ALSO
sh(1), test(1), true(1).
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NAME

mail, rmail — send mail to users or read mail

SYNOPSIS

mail [ —epgr 1 [ —f file ]
mail [ —t ] persons
rmail [ —t ] persons

DESCRIPTION

Mail without arguments prints a user’s mail, message-by-message, in last-
in, first-out order. For each message, the user is prompted with a ?, and a
line is read from the standard input to determine the disposition of the
message:

<new-line> Go on to next message.

+ Same as <new-line>.

d Delete message and go on to next message.

p Print message again.

- Go back to previous message.

s [ files] Save message in the named files (mbox is default).

w [files] Save message, without its header, in the named files
(mbox is default).

m [ persons] Mail the message to the named persons (yourself is
default).

q Put undeleted mail back in the mailfile and stop.

EOT (control-d) Same as g.

X Put all mail back in the mailfile unchanged and stop.

! command Escape to the shell to do command.

* Print a command summary.

The optional arguments alter the printing of the mail:

—e causes mail not to be printed. An exit value of 0 is returned if
the user has mail; otherwise, an exit value of 1 is returned.

-p causes all mail to be printed without prompting for disposition.

—q causes mail to terminate after interrupts. Normally an inter-
rupt only causes the termination of the message being printed.

-r causes messages to be printed in first-in, first-out order.

—f file causes mail to use file (e.g., mbox) instead of the default
mailfile.

When persons are named, mail takes the standard input up to an end-of-file
(or up to a line consisting of just a .) and adds it to each person’s mailfile.
The message is preceded by the sender’s name and a postmark. Lines that
look like postmarks in the message, (i.e., "From ...") are preceded with a
>. The —t option causes the message to be preceded by all persons the
mail is sent to. A person is usually a user name recognized by login(1). If
a person being sent mail is not recognized, or if mail is interrupted during
input, the file dead.letter will be saved to allow editing and resending.

To denote a recipient on a remote system, prefix person by the system
name and exclamation mark (see wucp(1C)). Everything after the first exc-
lamation mark in persons is interpreted by the remote system. In particular,
if persons contains additional exclamation marks, it can denote a sequence
of machines through which the message is to be sent on the way to its ulti-
mate destination. For example, specifying alblcde as a recipient’s name
causes the message to be sent to user blcde on system a. System a will
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interpret that destination as a request to send the message to user cde on
system b. This might be useful, for instance, if the sending system can
access system a but not system b, and system a has access to system b.

The mailfile may be manipulated in two ways to alter the function of mail.
The other permissions of the file may be read-write, read-only, or neither
read nor write to allow different levels of privacy. If changed to other than
the default, the file will be preserved even when empty to perpetuate the
desired permissions. The file may also contain the first line:

Forward to person

which will cause all mail sent to the owner of the mailfile to be forwarded
to person. This is especially useful to forward all of a person’s mail to one
machine in a multiple machine environment.

Rmail only permits the sending of mail; uucp(1C) uses rmail as a security
precaution.

When a user logs in, the presence of mail, if any, is indicated. Also,
notification is made if new mail arrives while using mail.

EXAMPLE

FILES

mail carolyn

accepts whatever message is typed up to an EOF. Carolyn will be notified
that she has mail the next time she logs in.

If you want to read mail that has been sent to you, simply type
mail

/etc/ passwd to identify sender and locate persons
/usr/mail/ user  incoming mail for user, i.e., the mailfile
$HOME/mbox saved mail

SMAIL variable containing path name of mailfile
/tmp/max temporary file
/usr/mail/*.lock lock for mail directory
dead.letter unmailable text
SEE ALSO

BUGS

login(1), uucp(1C), write(1).

Race conditions sometimes result in a failure to remove a lock file.
After an interrupt, the next message may not be printed; printing may be
forced by typing a p.
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NAME

MAKE (1)

make — maintain, update, and regenerate groups of programs

SYNOPSIS
make [—f
[-m] [-t]
DESCRIPTION

makefile] [—p]l [—i]l [-k] [-s] [-r] [=n] [-b] [—e]
[—d] [—q] [names]

The following is a brief description of all options and some special names:
—f makefile Description file name. Makefile is assumed to be the name of

-r

-n

-b

—m

.DEFAULT

.PRECIOUS

.SILENT
IGNORE

July 1984

a description file. A file name of — denotes the standard
input. The contents of makefile override the built-in rules if
they are present.

Print out the complete set of macro definitions and target
descriptions.

Ignore error codes returned by invoked commands. This
mode is entered if the fake target name .IGNORE appears in
the description file.

When a command returns nonzero status, abandon work on
the current entry, but continue on other branches that do not
depend on that entry.

Silent mode. Do not print command lines before executing.
This mode is also entered if the fake target name .SILENT
appears in the description file.

Do not use the built-in rules.

No execute mode. Print commands, but do not execute them.
Even lines beginning with an @ are printed.

Compatibility mode for old makefiles.
Environment variables override assignments within makefiles.

Print a memory map showing text, data, and stack. This
option is a no-operation on systems without the getu system
call.

Touch the target files (causing them to be up-to-date) rather
than issue the usual commands.

Debug mode. Print out detailed information on files and
times examined.

Question. The make command returns a zero or non-zero
status code depending on whether the target file is or is not
up-to-date.

If a file must be made but there are no explicit commands or
relevant built-in rules, the commands associated with the
name .DEFAULT are used if it exists.

Dependents of this target will not be removed when quit or
interrupt are hit.

Same effect as the —s option.
Same effect as the —i option.
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Make executes commands in makefile to update one or more target names.
Name is typically a program. If no —f option is present, makefile,
Makefile, s.makefile, and s.Makefile are tried in order. If makefile is —,
the standard input is taken. More than one — makefile argument pair may
appear.

Make updates a target only if it depends on files that are newer than the
target. All prerequisite files of a target are added recursively to the list of
targets. Missing files are deemed to be out of date.

Makefile contains a sequence of entries that specify dependencies. The first
line of an entry is a blank-separated, non-null list of targets, then a :, then
a (possibly null) list of prerequisite files or dependencies. Text following a
; and all following lines that begin with a tab are shell commands to be exe-
cuted to update the target. The first line that does not begin with a tab or
# begins a new dependency or macro definition. Shell commands may be
continued across lines with the < backslash> <new-line> sequence.
Everything printed by make (except the initial tab) is passed directly to the
shell as is. Thus,

echo a\
b

will produce
ab
exactly the same as the shell would.
Sharp (#) and new-line surround comments.

The following makefile says that pgm depends on two files a.o and b.o, and
that they in turn depend on their corresponding source files (a.c and b.c)
and a common file incl.h:

pgm: a.0o b.o
cc a.0 b.o —o pgm
a.o0: incLh a.c

¢ —cC a.c
b.o: inclLh b.c
cc —c b.c

Command lines are executed one at a time, each by its own shell. The first
one or two characters in a command can be the following: —, @, — @, or
@—. If @ is present, printing of the command is suppressed. If — is
present, make ignores an error. A line is printed when it is executed unless
the —s option is present, or the entry .SILENT: is in makefile, or unless
the initial character sequence contains a @. The —n option specifies print-
ing without execution; however, if the command line has the string
$(MAKE) in it, the line is always executed (see discussion of the
MAKEFLAGS macro under Environment). The —t (touch) option updates
the modified date of a file without executing any commands.

Commands returning non-zero status normally terminate make. If the —i
option is present, or the entry .IGNORE: appears in makefile, or the initial
character sequence of the command contains —, the error is ignored. If
the —k option is present, work is abandoned on the current entry, but con-
tinues on other branches that do not depend on that entry.
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The —b option allows old makefiles (those written for the old version of
make) to run without errors. The difference between the old version of
make and this version is that this version requires all dependency lines to
have a (possibly null or implicit) command associated with them. The pre-
vious version of make assumed if no command was specified explicitly that
the command was null.

Interrupt and quit cause the target to be deleted unless the target is a
dependency of the special name .PRECIOUS.

Environment
The environment is read by make. All variables are assumed to be macro
definitions and processed as such. The environment variables are pro-
cessed before any makefile and after the internal rules; thus, macro assign-
ments in a makefile override environment variables. The —e option causes
the environment to override the macro assignments in a makefile.

The MAKEFLAGS environment variable is processed by make as containing
any legal input option (except —f, —p, and —d) defined for the command
line. Further, upon invocation, make "invents" the variable if it is not in
the environment, puts the current options into it, and passes it on to invo-
cations of commands. Thus, MAKEFLAGS always contains the current
input options. This proves very useful for "super-makes". In fact, as noted
above, when the —n option is used, the command $(MAKE) is executed
anyway;, hence, one can perform a make —n recursively on a whole
software system to see what would have been executed. This is because
the —n is put in MAKEFLAGS and passed to further invocations of
$(MAKE). This is one way of debugging all of the makefiles for a software
project without actually doing anything.

Macros

Entries of the form stringl = string?2 are macro definitions. String2 is
defined as all characters up to a comment character or an unescaped new-
line. Subsequent appearances of $(stringl[:substl=[subst2]]) are replaced
by string2. The parentheses are optional if a single character macro name is
used and there is no substitute sequence. The optional :substl= subst2 is a
substitute sequence. If it is specified, all non-overlapping occurrences of
substl in the named macro are replaced by subst2. Strings (for the pur-
poses of this type of substitution) are delimited by blanks, tabs, new-line
characters, and beginnings of lines. An example of the use of the substi-
tute sequence is shown under Libraries.

Internal Macros
There are five internally maintained macros which are useful for writing
rules for building targets.

$+ The macro $+ stands for the file name part of the current dependent
with the suffix deleted. It is evaluated only for inference rules.

$@ The $@ macro stands for the full target name of the current target. It
is evaluated only for explicitly named dependencies.

$< The $< macro is only evaluated for inference rules or the .DEFAULT
rule. It is the module which is out of date with respect to the target
(i.e., the "manufactured" dependent file name). Thus, in the .c.o rule,
the $< macro would evaluate to the .c file. An example for making
optimized .o files from .c files is:
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.C.0:
cc —¢ —0 $*c

or:

.Cc.0:
cc —¢ —0 $<
$? The $? macro is evaluated when explicit rules from the makefile
are evaluated. It is the list of prerequisites that are out of date with

respect to the target; essentially, those modules which must be
rebuilt.

$% The $% macro is only evaluated when the target is an archive
library member of the form lib(file.o). In this case, $@ evaluates
to lib and $% evaluates to the library member, file.o.

Four of the five macros can have alternative forms. When an upper case D
or F is appended to any of the four macros the meaning is changed to
"directory part" for D and "file part" for F. Thus, $(@D) refers to the
directory part of the string $@. If there is no directory part, ./ is gen-
erated. The only macro excluded from this alternative form is $?. The
reasons for this are debatable.

Suffixes
Certain names (for instance, those ending with .0) have inferable prere-
quisites such as .c, .s, etc. If no update commands for such a file appear in
makefile, and if an inferable prerequisite exists, that prerequisite is com-
piled to make the target. In this case, make has inference rules which allow
building files from other files by examining the suffixes and determining an
appropriate inference rule to use. The current default inference rules are:

.c .c” .sh .sh™ .c.o .c.0 .¢".c .5.0 .s".0 .y.0 .¥".0 .lLo .I".0
.yc .y .c .lc .ca .c".a .s".a .h".h

The internal rules for make are contained in the source file rules.c for the
make program. These rules can be locally modified. To print out the rules
compiled into the make on any machine in a form suitable for recompila-
tion, the following command is used:

make —fp — 2>/dev/null </dev/null

The only peculiarity in this output is the (null) string which printf(3S)
prints when handed a null string.

A tilde in the above rules refers to an SCCS file (see sccsfile (4)). Thus, the
rule .¢”.0 would transform an SCCS C source file into an object file (.0).
Because the s. of the SCCS files is a prefix it is incompatible with make’s
suffix point-of-view. Hence, the tilde is a way of changing any file refer-
ence into an SCCS file reference.

A rule with only one suffix (i.e. .c:) is the definition of how to build x from
x.c. In effect, the other suffix is null. This is useful for building targets
from only one source file (e.g., shell procedures, simple C programs).

Additional suffixes are given as the dependency list for .SUFFIXES. Order
is significant; the first possible name for which both a file and a rule exist is
inferred as a prerequisite. The default list is:

.SUFFIXES: 0 .c.y .I.s
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Here again, the above command for printing the internal rules will display
the list of suffixes implemented on the current machine. Multiple suffix
lists accumulate; .SUFFIXES: with no dependencies clears the list of
suffixes.

Inference Rules
The first example can be done more briefly:

pgm: a.0 b.o
cc a.0 b.o —o0 pgm
a.0 b.o: incl.h

This is because make has a set of internal rules for building files. The user
may add rules to this list by simply putting them in the makefile.

Certain macros are used by the default inference rules to permit the inclu-
sion of optional matter in any resulting commands. For example, CFLAGS,
LFLAGS, and YFLAGS are used for compiler options to cc(1), lex(1), and
yacc(1) respectively. Again, the previous method for examining the
current rules is recommended.

The inference of prerequisites can be controlled. The rule to create a file
with suffix .0 from a file with suffix .c is specified as an entry with .c.0: as
the target and no dependents. Shell commands associated with the target
define the rule for making a .o file from a .c file. Any target that has no
slashes in it and starts with a dot is identified as a rule and not a true target.

Libraries

If a target or dependency name contains parentheses, it is assumed to be an
archive library, the string within parentheses referring to a member within
the library. Thus lib(file.o) and $(LIB) (file.o) both refer to an archive
library which contains file.o. (This assumes the LIB macro has been previ-
ously defined.) The expression $(LIB) (filel.o file2.0) is not legal. Rules
pertaining to archive libraries have the form .XX.a where the XX is the
suffix from which the archive member is to be made. An unfortunate by-
product of the current implementation requires the XX to be different from
the suffix of the archive member. Thus, one cannot have lib(file.o)
depend upon file.o explicitly. The most common use of the archive inter-
face follows. Here, we assume the source files are all C type source:

lib: lib(filel.o) lib(file2.0) lib(file3.0)
@echo lib is now up to date
.ca:
$(cC) —c $(CFLAGS) $<
ar rv $@ $+.0
rm —f $+.0

In fact, the .c.a rule listed above is built into make and is unnecessary in
this example. A more interesting, but more limited example of an archive
library maintenance construction follows:

lib: lib(filel.0) lib(file2.0) lib(file3.0)
$(cc) —c $(CFLAGS) $(2:.0=.¢)
ar rv lib $?
rm $? @echo lib is now up to date
.c.a:

Here the substitution mode of the macro expansions is used. The $? list
is defined to be the set of object file names (inside lib) whose C source files
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are out of date. The substitution mode translates the .0 to .c. (Unfor-
tunately, one cannot as yet transform to .c”; however, this may become
possible in the future.) Note also, the disabling of the .c.a: rule, which
would have created each object file, one by one. This particular construct
speeds up archive library maintenance considerably. This type of construct
becomes very cumbersome if the archive library contains a mix of assembly
programs and C programs.

EXAMPLE

FILES

make CFLAGS=—0 —f make.special

invokes make with command file "make.special" and redefines compiler
options flag CFLAGS to be "—O".

[Mm]akefile and s.[Mm]akefile

SEE ALSO

BUGS

sh(1).
Make —A Program for Maintaining Computer Programs by S. 1. Feldman.
An Augmented Version of Make by E. G. Bradford.

Some commands return non-zero status inappropriately; use —i to over-
come the difficulty. Commands that are directly executed by the shell, not-
ably cd(1), are ineffectual across new-lines in make. The syntax (lib(filel.o
file2.0 file3.0) is illegal. You cannot build lib(file.o) from file.o. The
macro $(a:.o=.¢") doesn’t work.
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NAME

makekey — generate encryption key
SYNOPSIS

/usr/lib/makekey
DESCRIPTION

Makekey improves the usefulness of encryption schemes depending on a
key by increasing the amount of time required to search the key space. It
reads 10 bytes from its standard input, and writes 13 bytes on its standard
output. The output depends on the input in a way intended to be difficult
to compute (i.e., to require a substantial fraction of a second).

The first eight input bytes (the input key) can be arbitrary ASCII characters.
The last two (the salt) are best chosen from the set of digits, ., /, and
upper- and lower-case letters. The salt characters are repeated as the first
two characters of the output. The remaining 11 output characters are
chosen from the same set as the salt and constitute the output key.

The transformation performed is essentially the following: the salt is used
to select one of 4,096 cryptographic machines all based on the National
Bureau of Standards DES algorithm, but broken in 4,096 different ways.
Using the input key as key, a constant string is fed into the machine and
recirculated a number of times. The 64 bits that come out are distributed
into the 66 output key bits in the result.

Makekey is intended for programs that perform encryption (e.g., ed(1) and
crypt(1)). Usually, its input and output will be pipes.

EXAMPLE

/usr/lib/ makekey
abcdefgh23
23xq5GyrhLTCA

The first line invokes makekey, the second line is the input to makekey, and
the third is the new key generated by makekey.

SEE ALSO

crypt(1), ed(1), passwd(4).
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NAME

man, manprog — print entries in this manual

SYNOPSIS

man [ options ] [ section ] titles
/usr/lib/manprog file

DESCRIPTION

Man locates and prints the entry of this manual named title in the specified
section. (For historical reasons, the word "page" is often used as a synonym
for "entry” in this context.) The title is entered in lower case. The section
number may not have a letter suffix. If no section is specified, the whole
manual is searched for title and all occurrences of it are printed. Options
and their meanings are:

-t Typeset the entry in the default format (8.5"x11").

-s Typeset the entry in the small format (6"x9").

—Tst Directs the output to the MHCC STARE facility.

—Tterm Format the entry using nroff and print it on the standard output
(usually, the terminal); term is the terminal type (see ferm(5)
and the explanation below); for a list of recognized values of
term, type help term2. The default value of term is 450.

-w Print on the standard output only the path names of the entries,
relative to /usr/man, or to the current directory for —d option.

-d Search the current directory rather than /usr/man; requires the
full file name (e.g., cu.lc, rather than just cu).

-12 Indicates that the manual entry is to be produced in 12-pitch.

May be used when $STERM (see below) is set to one of 300, 300s,
450, and 1620. (The pitch switch on the DASI 300 and 300s ter-
minals must be manually set to 12 if this option is used.)

-c Causes man to invoke col(1); note that col/(1) is invoked
automatically by man unless term is one of 300, 300s, 450, 37,
4000a, 382, 4014, tek, 1620, and X.

-y Causes man to use the non-compacted version of the macros.

The above options other than —d, —¢, and —y are mutually exclusive.
Any other options are passed to troff, nroff, or the man(5) macro package.

When using nroff, man examines the environment variable STERM (see
environ (5)) and attempts to select options to nroff, as well as filters, that
adapt the output to the terminal being used. The —Tterm option overrides
the value of $TERM,; in particular, one should use —Tlp when sending the
output of man to a line printer.

Section may be changed before each title.
If the first line of the input for an entry consists solely of the string:

I \"x
where x is any combination of the three characters c, e, and t, and where
there is exactly one blank between the double quote ( ) and x, then man
will preprocess its input through the appropriate combination of cw(l),
eqn (1) (negn for nroff) and tbl(1), respectively; if eqn or negn are invoked,
they will automatically read the file /usr/pub/egnchar (see egnchar (5)).
The man command executes manprog that takes a file name as its argu-

ment. Manprog calculates and returns a string of three register definitions
used by the formatters identifying the date the file was last modified. The
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returned string has the form:
—rd day —rm month —ry year

and is passed to nroff which sets this string as variables for the man macro
package. Months are given from 0 to 11, therefore month is always 1 less
than the actual month. The man macros calculate the correct month. If
the man macro package is invoked as an option to nroff/ troff (i.e., nroff
—man file), then the current day/month/year is used as the printed date.

EXAMPLE

man man

would reproduce on the terminal this entry, as well as any other entries
named "man" that may exist in other sections of the manual, e.g., man(5).

FILES
/ust/man/u_man/man[1-6]/« the UniPlus™ User’s Manual
/usr/man/a_man/man[1781/* the UniPlus™ Administrator’s Manual
/usr/man/local/man[1-8]/* local additions
/usr/lib/manprog calculates modification dates of entries
SEE ALSO
cw(l), eqn(1), nroff(1), tbl(1), troff(1), environ(5), man(5), term(5).
BUGS

All entries are supposed to be reproducible either on a typesetter or on a
terminal. However, on a terminal some information is necessarily lost.

Pages bearing the same name in both manuals will result in the UniPlus™
Administrator’s Manual entry being printed first, if no section argument is
supplied.
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NAME
mesg — permit or deny messages

SYNOPSIS
mesg [n][y]
DESCRIPTION
' Mesg with argument n forbids messages via write(1) by revoking non-user
write permission on the user’s terminal. Mesg with argument y reinstates
permission. All by itself, mesg reports the current state without changing
it.
EXAMPLE
mesg y
changes the permission to "yes", and the system reports:
Is Yes; Was No
or whatever is the current and former state of your message permission.
FILES
/dev/tty*
SEE ALSO
write(1).

DIAGNOSTICS
Exit status is O if messages are receivable, 1 if not, 2 on error.
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NAME

mkdir — make a directory
SYNOPSIS

mkdir dirname ...
DESCRIPTION

Mkdir creates specified directories in mode 777 (possibly altered by
umask (1)). Standard entries, ., for the directory itself, and .., for its
parent, are made automatically. These and other directories beginning with
. are not visible in listings unless you use the -a option to /s.

Mkdir requires write permission in the parent directory.

EXAMPLE
mkdir letters

creates a directory letters as a subdirectory of the directory you are in at
the time you employ the command.

SEE ALSO
rm(1), sh(1), umask(1).

DIAGNOSTICS
Mkdir returns exit code 0 if all directories were successfully made; other-
wise, it prints a diagnostic and returns non-zero.
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NAME

mkstr — create an error message file by massaging C source
SYNOPSIS

mkstr [ — ] messagefile prefix file ...
DESCRIPTION

Mkstr is used to create files of error messages. Its use can make programs
with large numbers of error diagnostics much smaller, and reduce system
overhead in running the program as the error messages do not have to be

constantly swapped in and out. .

Mkstr will process each of the specified files, placing a massaged version of
the input file in a file whose name consists of the specified prefix and the
original name.

To process the error messages in the source to the message file mksir keys
on the string ‘error(™ in the input stream. Each time it occurs, the C
string starting at the " is placed in the message file followed by a new-line
character and a null character; the null character terminates the message so
it can be easily used when retrieved, the new-line character makes it possi-
ble to sensibly cat the error message file to see its contents. The massaged
copy of the input file then contains a Iseek pointer into the file which can be
used to retrieve the message, i.e.:

char efilname[l = "/usr/lib/pi_strings";
int efil= —1;

error(al, a2, a3, ad)

char buf[256];

if (efil < 0) {
efil = open(efilname, 0);
if (efil < 0) {
oops:
perror (efilname);
exit(1);

}

}

if (Iseek(efil, (long) al, 0) | | read(efil, buf, 256) <= 0)
goto oops;

printf(buf, a2, a3, a4);

The optional — causes the error messages to be placed at the end of the
specified message file for recompiling part of a large mkstred program.

EXAMPLE
If the current directory has files "a.c" and "b.c", then

mKstr exs X *.c

would create a new file "exs" which holds all the error messages extracted
from the source files "a.c” and "b.c", as well as two new source files "xa.c"
and "xb.c" which no longer contains the extracted error messages.

SEE ALSO
Iseek(2).
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BUGS
All the arguments except the name of the file to be processed are unneces-
sary.

AUTHORS
Bill Joy and Charles Haley.
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NAME
mm, osdd, checkmm — print/check documents formatted with the MM
macros

SYNOPSIS .
mm [ options ] | files }

osdd [ options ] [ files ]
checkmm [ files ]

DESCRIPTION
Mm can be used to type out documents using nroff and the MM text-
formatting macro package. It has options to specify preprocessing by tbl(1)
and/or negn (see egn(1)) and postprocessing by various terminal-oriented
output filters. The proper pipelines and the required arguments and flags
for nroff and MM are generated, depending on the options selected.

Osdd is equivalent to the command mm —meosd. For more information
about the OSDD adapter macro package, see mosd(5).

Options for mm are given below. Any other arguments or flags (e.g.,
—1C3) are passed to nroff or to MM, as appropriate. Such options can
occur in any order, but they must appear before the files arguments. If no
arguments are given, mm prints a list of its options.

—Tterm Specifies the type of output terminal; for a list of recognized
values for term, type help term2. If this option is not used, mm
will use the value of the shell variable STERM from the environ-
ment (see profile(4) and environ(5)) as the value of term, if
$TERM is set; otherwise, mm will use 450 as the value of term. If
several terminal types are specified, the last one takes precedence.

-12 Indicates that the document is to be produced in 12-pitch. May
be used when $STERM is set to one of 300, 300s, 450, and 1620.
(The pitch switch on the DASI 300 and 300s terminals must be
manually set to 12 if this option is used.)

—c Causes mm to invoke col (1); note that col(1) is invoked automat-
ically by mm unless term is one of 300, 300s, 450, 37, 4000a, 382,
4014, tek, 1620, and X.

—-e Causes mm to invoke negn; also causes neqn to read the
/usr/pub/eqnchar file (see egnchar(5)).

-t Causes mm to invoke thi(1).

—-E Invokes the —e option of nroff.

-y Cause)s)mm to use the non-compacted ver§ion of the macros (see
mm(5)).

Checkmm is a program for checking the contents of the named files for
errors in the use of the Memorandum Macros, missing or unbalanced negn
delimiters, and .EQ/.EN pairs. Note: The user need not use the checkeq
program (see eqn(1)). Appropriate messages are produced. The program
skips all directories, and if no file name is given, standard input is read.

EXAMPLE
Assuming that the shell variable $STERM is set in the environment to 450,
the two command lines below are equivalent:

mm —t —rC3 —12 ghh=*
tbl ghh* | nroff —cm —T450—12 —h —1C3
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Mm reads the standard input when — is specified instead of any file names.
(Mentioning other files together with — leads to disaster.) This option
allows mm to be used as a filter, e.g.:

cat dws | mm —

HINTS

1. Mm invokes nroff with the ~h flag. With this flag, nroff assumes that
the terminal has tabs set every 8 character positions.

2. Use the —olist option of nroff to specify ranges of pages to be output.
Note, however, that mm, if invoked with one or more of the —e, —t,
and — options, together with the —olist option of nroff may cause a
harmless "broken pipe" diagnostic if the last page of the document is not
specified in list.

3. If you use the —s option of nroff (to stop between pages of output), use
line-feed (rather than return or new-line) to restart the output. The —s
option of nroff does not work with the —c option of mm, or if mm
automatically invokes col(1) (see —c option above).

4. If you lie to mm about the kind of terminal its output will be printed on,
yow’ll get (often subtle) garbage; however, if you are redirecting output
into a file, use the —T37 option, and then use the appropriate terminal
filter when you actually print that file.

SEE ALSO
col(1), cw(l), env(l), eqn(l), greek(1), mmt(1), nroff(1), tbl(1),
profile(4), mm(5), mosd(5), term(5).

DIAGNOSTICS
mm "mm: no input file" if none of the arguments is a readable file
and mm is not used as a filter.
checkmm "Cannot open filename" if file(s) is unreadable. The remaining
output of the program is diagnostic of the source file.
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NAME

mmt, mvt — typeset documents, view graphs, and slides

SYNOPSIS

mmt [ options ] [ files ]
mvt [ options ] [ files ]

DESCRIPTION

These two commands are very similar to mm (1), except that they both
typeset their input via troff(1), as opposed to formatting it via nroff; mmt
uses the MM macro package, while mvt uses the Macro Package for View
Graphs and Slides. These two commands have options to specify prepro-
cessing by tbl(1) and/or egn(1). The proper pipelines and the required
arguments and flags for zroff(1) and for the macro packages are generated,
depending on the options selected.

Options are given below. Any other arguments or flags (e.g., —rC3) are
passed to troff(1) or to the macro package, as appropriate. Such options
can occur in any order, but they must appear before the files arguments. If
no arguments are given, these commands print a list of their options.

—e Causes these commands to invoke eqn(1); also causes egn to read
the /usr/pub/eqnchar file (see egnchar (5)).

-t Causes these commands to invoke bl (1).

—Tst Directs the output to the MH STARE facility.

—a Invokes the —a option of troff(1).

—y  Causes mmt to use the non-compacted version of the macros (see
mm (5)). No effect for mvt.

These commands read the standard input when — is specified instead of
any file names.

Mt is just a link to mmt.

HINT
Use the —olist option of troff(1) to specify ranges of pages to be output.
Note, however, that these commands, if invoked with one or more of the
—e, —t, and — options, together with the —olist option of troff(1) may
cause a harmless "broken pipe" diagnostic if the last page of the document
is not specified in list.
EXAMPLE
mmt -t -rC3 -12 -Tst file
is equivalent to
tbl file | troff -cm -Tst -12 -h -rC3
SEE ALSO
env(l), eqn(1), mm(1), tbl(1), tc(1), troff(1), profile(4), environ(5),
mm(5), mv(5).
DIAGNOSTICS

"m[mv]t: no input file" if none of the arguments is a readable file and the
command is not used as a filter.
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NAME

more — file perusal filter for crt viewing
SYNOPSIS

more [ —dfln ] [ + linenumber | +/pattern ] [ name ... ]
DESCRIPTION

More is a filter which allows examination of a continuous text one screenful
at a time on a CRT terminal. It normally pauses after each screenful, print-
ing "--More--" at the bottom of the screen.

If the user then types a carriage return, one more line is displayed. If the
user hits a space, another screenful is displayed. If a space is preceded by
an integer, that number of lines is printed. If the user hits d or control-D,
11 more lines (usually half a screenful) are displayed (a "scroll").

More looks in the user’s environment and, if necessary, the file
/etc/termecap to determine terminal characteristics and to determine the
default window size. On a terminal capable of displaying 24 lines, the
default window size is 22 lines.

If more is reading from a file, rather than a pipe, then a percentage is
displayed along with the "--More--" prompt. This gives the fraction of the
file (in characters, not lines) that has been read so far.

The following options are available:

—n is an integer which is the size (in lines) of the window which more will
use instead of the default.

—c More will draw each page by beginning at the top of the screen and
erasing each line just before it draws on it. This avoids scrolling the
screen, making it easier to read while more is writing. This option will
be ignored if the terminal does not have the ability to clear to the end
of a line.

—d causes more to prompt the user with the message "Hit space to con-
tinue, Rubout to abort" at the end of each screenful.

—f causes more to count logical, rather than screen lines. That is, long
lines are not folded. This option is recommended if nroff output is
being piped through ul/, since the latter may generate escape
sequences. These escape sequences contain characters which would
ordinarily occupy screen positions, but which do not print when they
are sent to the terminal as part of an escape sequence. Thus more
may think that lines are longer than they actually are, and fold lines
erroneously.

—1 causes more not to treat control-L (form feed) specially. If this option
is not given, more will pause after any line that contains a control-L,
as if the end of a screenful had been reached. Also, if a file begins
with a form feed, the screen will be cleared before the file is printed.

—s Squeeze multiple blank lines from the output, producing only one
blank line. Especially helpful when viewing nroff output, this option
maximizes the useful information present on the screen.

—u Normally, more will handle underlining such as produced by nroffin a
manner appropriate to the particular terminal: if the terminal can per-
form underlining or has a stand-out mode, more will output appropri-
ate escape sequenc3s to enable underlining or stand-out mode for
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underlined information in the source file. The —u option suppresses
this processing.

+ linenumber
option causes more to start up at linenumber

+/ pattern
causes more to start up two lines before the line containing the regular
expression pattern.

Once inside more, other sequences may be typed when more pauses. The
sequences and their effects are as follows (i is an optional integer argu-
ment, defaulting to 1) :

= display the current line number
start up the editor vi at the current line
h help command; give a description of all the more commands

i'n skip to the i-th next file given in the command line (Skips to last file
if n doesn’t make sense.)

i:p skip to the i-th previous file given in the command line. If this com-
mand is given in the middle of printing out a file, then more goes back
to the beginning of the file. If i doesn’t make sense, more skips back
to the first file. If more is not reading from a file, the bell is rung and
nothing else happens.

i:f  display the current file name and line number.

iqor:Q
exit from more (same as q or Q).
(dot) repeat the previous command.

iz same as typing a space except that i, if present, becomes the new win-
dow size.

is  skip i lines and print a screenful of lines
if  skip i screenfuls and print a screenful of lines

in  skip to the i-th next file given in the command line (skips to last file
if n doesn’t make sense)

ip  skip to the i-th previous file given in the command line. If this com-
mand is given in the middle of printing out a file, then more goes
back to the beginning of the file. If i doesn’t make sense, more skips
back to the first file. If more is not reading from a file, the bell is
rung and nothing else happens.

qorQ
Exit from more.

i/expr
search for the i-th occurrence of the regular expression expr. If there
are less than i occurrences of expr and the input is a file (rather than
a pipe), then the position in the file remains unchanged. Otherwise, a
screenful is displayed, starting two lines before the place where the
expression was found. The user’s erase and kill characters may be
used to edit the regular expression. Erasing back past the first column
cancels the search command.
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)

(single quote) Go to the point from which the last search started. If
no search has been performed in the current file, this command goes
back to the beginning of the file.

!command
invoke a shell with command.

The commands take effect immediately, i.e., it is not necessary to type a
carriage return. Up to the time when the command character itself is
given, the user may hit the line kill character to cancel the numerical argu-
ment being formed. In addition, the user may hit the erase character to
redisplay the "--More--(xx%)" message.

At any time when output is being sent to the terminal, the user can hit the
quit key (normally control—\). More will stop sending output, and will
display the usual "--More--" prompt. The user may then enter one of the
above commands in the normal manner. Unfortunately, some output is
lost when this is done, due to the fact that any characters waiting in the
terminal’s output queue are flushed when the quit signal occurs.

The terminal is set to noecho mode by this program so that the output can
be continuous. What you type will thus not show on your terminal, except
for the /" and "!" commands.

If the standard output is not a teletype, then more acts just like cat, except
that a header is printed before each file (if there is more than one).

EXAMPLE

nroff —ms +2 doc.n | more
would show the rnroff output on the terminal screen.

FILES
/etc/termcap Terminal data base
/usr/lib/more.help Help file

AUTHOR

Eric Shienbrood
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NAME

NEWFORM (1)

newform — change the format of a text file

SYNOPSIS

newform [—s] [—itabspec] [—otabspec] [—bn]l [—en] [—pn] [—an]
[—f] [—cchar] [~1n] [files]

DESCRIPTION

Newform reads lines from the named files, or the standard input if no input
file is named, and reproduces the lines on the standard output. Lines are
reformatted in accordance with command line options in effect.

Except for —s, command line options may appear in any order, may be
repeated, and may be intermingled with the optional files. Command line
options are processed in the order specified. This means that option
sequences like —e 15 —160 will yield results different from —1 60 —el5.
Options are applied to all files on the command line.

—1i rabspec

—o tabspec

—1n

—-en

—ck
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Input tab specification: expands tabs to spaces, according to the
tab specifications given. Tabspec recognizes all tab specification
forms described in rabs(1). In addition, tabspec may be — —,
in which newform assumes that the tab specification is to be
found in the first line read from the standard input (see
fspec(4)). If no tabspec is given, tabspec defaults to —8. A
tabspec of —0 expects no tabs; if any are found, they are
treated as —1.

Output tab specification: replaces spaces by tabs, according to
the tab specifications given. The tab specifications are the same
as for —i tabspec. If no tabspec is given, tabspec defaults to —8.
A tabspec of —0 means that no spaces will be converted to tabs
on output.

Set the effective line length to n characters. If » is not entered,
—1 defaults to 72. The default line length without the —1
option is 80 characters. Note that tabs and backspaces are con-
sidered to be one character (use —i to expand tabs to spaces).

Truncate n characters from the beginning of the line when the
line length is greater than the effective line length (see —1n).
Default is to truncate the number of characters necessary to
obtain the effective line length. The default value is used when
—b with no » is used. This option can be used to delete the
sequence numbers from a COBOL program as follows:

newform —I11 —b7 file-name

The —I11 must be used to set the effective line length shorter
than any existing line in the file so that the —b option is
activated.

Same as —b n except that characters are truncated from the end
of the line.

Change the prefix/append character to k. Default character for
k is a space.

Prefix n characters (see —c k) to the beginning of a line when
the line length is less than the effective line length. Default is
to prefix the number of characters necessary to obtain the
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—an

DIAGNOSTICS

NEWFORM (1)

effective line length.

Same as —p n except characters are appended to the end of a
line.

Write the tab specification format line on the standard output
before any other lines are output. The tab specification format
line which is printed will correspond to the format specified in
the last —o option. If no —o option is specified, the line which
is printed will contain the default specification of —8.

Shears off leading characters on each line up to the first tab and
places up to 8 of the sheared characters at the end of the line.
If more than 8 characters (not counting the first tab) are
sheared, the eighth character is replaced by an * and any char-
acters to the right of it are discarded. The first tab is always
discarded.

An error message and program exit will occur if this option is
used on a file without a tab on each line. The characters
sheared off are saved internally until all other options specified
are applied to that line. The characters are then added at the
end of the processed line.

For example, to convert a file with leading digits, one or more

tabs, and text on each line, to a file beginning with the text, all

tabs after the first expanded to spaces, padded with spaces out

to column 72 (or truncated to column 72), and the leading

digits placed starting at column 73, the command would be:
newform —s —i —1 —a —e file-name

All diagnostics are fatal.

usage: ... Newform was called with a bad option.

not —s format There was no tab on one line.

can’t open file Self explanatory.

internal line too long A line exceeds 512 characters after being
expanded in the internal work buffer,

tabspec in error A tab specification is incorrectly formatted, or

specified tab stops are not ascending.

tabspec indirection illegal A tabspec read from a file (or standard input) may

EXIT CODES

not contain a fabspec referencing another file (or
standard input).

0 — normal execution
1 — for any error

SEE ALSO

csplit(1), tabs(1), fspec(4).

BUGS

Newform normally only keeps track of printable characters; however, for
the —i and —o options, newform will keep track of backspaces in order to
line up tabs in the appropriate logical columns.

Newform will not prompt the user if a tabspec is to be read from the stan-
dard input (by use of —i—— or —o— —).
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If the —f option is used, and the last —o option specified was —o— —, and
was preceded by either a —o— — or a —i— —, the tab specification format
line will be incorrect.
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NAME

newgrp — log in to a new group
SYNOPSIS

newgrp [—1 [ group ]
DESCRIPTION

Newgrp changes the group identification of its caller, analogously to
login(1). The same person remains logged in, and the current directory is
unchanged, but calculations of access permissions to files are performed
with respect to the new group ID.

Newgrp without an argument changes the group identification to the group
in the password file; in effect it changes the group identification back to the
caller’s original group.

An initial — flag causes the environment to be changed to the one that
would be expected if the user actually logged in again.

A password is demanded if the group has a password and the user himself
does not, or if the group has a password and the user is not listed in
/etc/group as being a member of that group.

When most users log in, they are members of the group named other.

EXAMPLE
newgrp grpnam

would set the user’s group ID to that of the group named "grpnam".

FILES
/etc/group
/etc/passwd

SEE ALSO
login(1), group(4).

BUGS
There is no convenient way to enter a password into /etc/group. Use of
group passwords is not encouraged, because, by their very nature, they
encourage poor security practices. Group passwords may disappear in the
future.

October 1983 -1-



NEWS (1) NEWS (1)

NAME

news = print news items

SYNOPSIS

news { —al[ -n] [ -s]/[items ]

DESCRIPTION

News is used to keep the user informed of current events. By convention,
these events are described by files in the directory /usr/news.

When invoked without arguments, news prints the contents of all current
files in /usr/news, most recent first, with each preceded by an appropriate
header. News stores the "currency" time as the modification date of a file
named .news_time in the user’s home directory (the identity of this direc-
tory is determined by the environment variable $HOME); only files more
recent than this currency time are considered "current".

The —a option causes news to print all items, regardiess of currency. In
this case, the stored time is not changed.

The —n option causes news to report the names of the current items
without printing their contents, and without changing the stored time.

The —s option causes news to report how many current items exist,
without printing their names or contents, and without changing the stored
time. It is useful to include such an invocation of news in one’s .profile
file, or in the system’s /etc/profile.

All other arguments are assumed to be specific news items that are to be
printed.

If a delete is typed during the printing of a news item, printing stops and
the next item is started. Another delete within one second of the first
causes the program to terminate.

EXAMPLE

FILES

news

will print out all files in /usr/news that have not been read previously by
the account owner.

/etc/profile
/usr/news/*
$HOME/.news_time

SEE ALSO

profile(4), environ(5).
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NAME

nice — run a command at low priority
SYNOPSIS

nice [ —increment ] command [ arguments ]
DESCRIPTION

Nice executes command with a lower CPU scheduling priority. If the incre-
ment argument (in the range 1-19) is given, it is used; if not, an increment
of 10 is assumed.

The super-user may run commands with priority hlgher than normal by
using a negative increment, e.g., — —10.

EXAMPLE
For the Bourne shell:

nice -10 date

would cause the program date to be processed at a priority lower than nor-
mal (0), i.e., at +10. In the C shell, the same is achieved by typing in

nice +10 date

SEE ALSO
nohup(1), nice(2).

DIAGNOSTICS
Nice returns the exit status of the subject command.

BUGS
An increment larger than 19 is equivalent to 19.
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NAME
nl — line numbering filter

SYNOPSIS
nl [—htype] [—btypel [—ftypel [—vstart#] [—iincr] [—p] [—lnum]
[—ssep] [—wwidth] [—nformat] [—ddelim] file

DESCRIPTION
NIl reads lines from the named file or the standard input if no file is named
and reproduces the lines on the standard output. Lines are numbered on
the left in accordance with the command options in effect.

NI views the text it reads in-terms of logical pages. Line numbering is reset
at the start of each logical page. A logical page consists of a header, a
body, and a footer section. Empty sections are valid. Different line
numbering options are independently available for header, body, and footer
(e.g., no numbering of header and footer lines while numbermg blank lines
only in the body).

The start of logical page sections are signaled by input lines containing
nothing but the following delimiter character(s):

Line contents Start of

e\ header
\:\: body
\: footer

Unless optioned otherwise, nl/ assumes the text being read is in a single log-
ical page body.

Command options may appear in any order and may be intermingled with
an optional file name. Only one file may be named. The options are:

—b type Specifies which logical page body lines are to be numbered.
Recognized types and their meaning are: a, number all lines; t,
number lines with printable text only;, n, no line numbering;
p string, number only lines that contain the regular expression
specified in string. Default type for logical page body is t (text
lines numbered).

—h type Same as —b type except for header. Default type for logical
page header is n (no lines numbered).

—f type Same as —b fype except for footer. Default for logical page
footer is n (no lines numbered).

-p Do not restart numbering at logical page delimiters.

—v starth  Start}f is the initial value used to number logical page lines.
Default is 1.

—iincr Incr is the increment value used to number logical page lines.
Default is 1.
—s sep Sep is the character(s) used in separating the line number and

the corresponding text line. Default sep is a tab.

—w width Width is the number of characters to be used for the line
number. Default width is 6.

—n format Format is the line numbering format. Recognized values are:
In, left justified, leading zeroes suppressed; rm, right justified,
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—1 num

—d xx

EXAMPLE

NL (1)

leading zeroes suppressed; rz, right justified, leading zeroes
kept. Default format is rn (right justified).

Num is the number of blank lines to be considered as one.
For example, —12 results in only the second adjacent blank
being numbered (if the appropriate —ha, —ba, and/or —fa
option is set). Default is 1.

The delimiter characters specifying the start of a logical page
section may be changed from the default characters (\:) to two
user specified characters. If only one character is entered, the
second character remains the default character (:). No space
should appear between the —d and the delimiter characters.
To enter a backslash, use two backslashes.

nl —v10 —il10 —d!+ filel file2

will number "filel” and "file2" starting at line number 10 with an increment
of ten. The logical page delimiters are !+.

SEE ALSO
pr(1).
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NAME
nm — print name list
SYNOPSIS .
nm [ —gnoprsu ] [ file ... ]
DESCRIPTION

Nm prints the name list (symbol table) of each object file in the argument
list. If an argument is an archive, a listing for each object file in the
archive will be produced. If no file is given, the symbols in a.out are listed.

Each symbol name is preceded by its value (blanks if undefined) and one
of the letters U (undefined), A (absolute), T (text segment symbol), D
(data segment symbol), B (bss segment symbol), R (register symbol), F
(file symbol), or C (common symbol). If the symbol is local (non-
external) the type letter is in lower case. The output is sorted alphabeti-
cally.

Options are:
—g Print only global (external) symbols.
—n Sort numerically rather than alphabetically.

—o Prepend file or archive element name to each output line rather than
only once. This option can be used to make piping to grep(1) more
meaningful.

—p Don’t sort; print in symbol-table order.
—r Sort in reverse order.

—s Sort according to the size of the external symbol (computed from the
difference between the value of the symbol and the value of the sym-
bol with the next highest value). This difference is the value printed.
This flag turns on —g and —n and turns off —u and —p.

—u Print only undefined symbols.

EXAMPLE
nm

prints the symbol list of a.out , the default output file for the C compiler.

SEE ALSO
ar(1), a.out(5), ar(5).
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NAME

nohup — run a command immune to hangups (sh only)
SYNOPSIS

nohup command [ arguments ]
DESCRIPTION

Nohup executes command immune to terminate (EOT, control-D) signal
from the controlling terminal. With nohup, the priority is automatically
incremented by 5. Nohup should be used with processes running in back-
ground (with "&") in order to prevent it from responding to interrupts or
stealing the input from the next person who logs in on the same terminal.
In csh, processes run in background are automatically immune to hangups.

If output is not redirected by the user, it will be sent to nohup.out. If
nohup.out is not writable in the current directory, output is redirected to
$HOME/nohup.out.

EXAMPLE
nohup nroff -ms docsfile | lpr
runs the nroff command shown, immune to hangups, quits, and interrupts.

FILES
nohup.out standard output and standard error file.

SEE ALSO
csh(1), nice(1), nice(2).
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NAME

NROFEF (1)

nroff — format text

SYNOPSIS

nroff [ options ] [ files ]

DESCRIPTION

Nroff formats text contained in files (standard input by default) for printing
on typewriter-like devices and line printers. Its capabilities are described in
the NROFF/TROFF User’s Manual cited below.

An argument consisting of a minus (—) is taken to be a file name
corresponding to the standard input. The options, which may appear in any
order, but must appear before the files, are:

—o list

-n N
—s N

—raN
—i

-q

-z

—m name

—C name

—k name

—T name
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Print only pages whose page numbers appear in the list of
numbers and ranges, separated by commas. A range N— M
means pages N through M; an initial ~ N means from the
beginning to page N; and a final N— means from N to the end.
(See BUGS below.)

Number first generated page N.

Stop every N pages. Nroff will halt after every N pages (default
N=1) to allow paper loading or changing, and will resume upon
receipt of a line-feed or new-line (new-lines do not work in
pipelines, e.g., with mm(1)). This option does not work if the
output of nroff is piped through co/(1). When nroff halts
between pages, an ASCII BEL is sent to the terminal.

Set register a (which must have a one-character name) to N.
Read standard input after files are exhausted.

Invoke the simultaneous input-output mode of the .rd request.
Print only messages generated by .tm (terminal message)
requests.

Prepend to the input files the non-compacted (ASCH text) macro
file /usr/lib/tmac/tmac. name.

Prepend to the input files the compacted macro files
/usr/lib/macros/cmp.[nt].[dt]. name and
/usr/lib/macros/ucmp. [nt]. name.

Compact the macros used in this invocation of nroff, placing the
output in files [dt].name in the current directory.

Prepare output for specified terminal. Known names are 37 for
the (default) TELETYPE® Model 37 terminal, tn300 for the GE
TermiNet 300 (or any terminal without haif-line capability),
300s for the DASI 300s, 300 for the DASI 300, 450 for the DASI
450, 1p for a (generic) ASCII line printer, 382 for the DTC-382,
4000A for the Trendata 4000A, 832 for the Anderson Jacobson
832, X for a (generic) EBCDIC printer, and 2631 for the Hewlett
Packard 2631 line printer.

Produce equally-spaced words in adjusted lines, using the full
resolution of the particular terminal.

Use output tabs during horizontal spacing to speed output and
reduce output character count. Tab settings are assumed to be
every 8 nominal character widths.

Set the emboldening factor (number of character overstrikes)
for the third font position (bold) to n, or to zero if n is missing.
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EXAMPLE

FILES

nroff -04,8-10 -T300S -mabc filel file2
requests formatting of pages 4, 8, 9, and 10 of a document contained in the
files named "filel" and "file2", specifies the output terminal as a DASI-300S,
and invokes the macro package abc.

/usr/lib/suftab suffix hyphenation tables
/tmp/ta$# temporary file
/usr/lib/tmac/tmac.» standard macro files and pointers
/usr/lib/macros/* standard macro files
/usr/lib/term/ terminal driving tables for nroff

SEE ALSO

BUGS

col(1), cw(1), eqn(1), greek(1), mm(1), tbl(1), troff (1), mm(5).
NROFF/TROFF User’s Manual
A TROFF Tutorial

Nroff believes in Eastern Standard Time; as a result, depending on the time
of the year and on your local time zone, the date that nroff generates may
be off by one day from your idea of what the date is.

When nroff is used with the —o /ist option inside a pipeline (e.g., with one
or more of cw(l), egn(1), and ¢I/(1)), it may cause a harmless "broken
pipe" diagnostic if the last page of the document is not specified in list.
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NAME

(UniSoft) NROFF7(1)

nroff7 — text formatting and typesetting

SYNOPSIS

nroff7 [ option ] ... [ file ] ...

DESCRIPTION

Nroff7 formats text in the named files for typewriter-like devices. See also
nroff(1) troff(1), and troff7(1). The full capabilities of nroff and troff are
described in the Nroff/Troff User’s Manual.

If no file

argument is present, the standard input is read. An argument

consisting of a single minus (—) is taken to be a file name corresponding to
the standard input.

The options, which may appear in any order so long as they appear before
the files, are:

—olist

-nN
-sN

EXAMPLE

Print only pages whose page numbers appear in the comma-
separated list of numbers and ranges. A range N— M means
pages N through M, an initial —N means from the beginning to
page N, and a final N— means from N to the end.

Number first generated page N.

Stop every N pages. Nroff7 will halt prior to every N pages
(default N=1) to allow paper loading or changing, and will
resume upon receipt of a newline.

Prepend the macro file /usr/lib/tmac/tmac.name to the input

Jiles.

Set register a (one-character) to N.

Read standard input after the input files are exhausted.
Invoke the simultaneous input-output mode of the rd request.

Prepare output for specified terminal. Known names are 37 for
the (default) Teletype Corporation Model 37 terminal, tn300 for
the GE TermiNet 300 (or any terminal without half-line capabil-
ity), 300S for the DASI-300S, 300 for the DASI-300, and 450 for
the DASI-450 (Diablo Hyterm).

Produce equally-spaced words in adjusted lines, using full termi-
nal resolution.

Use output tabs during horizontal spacing to speed output and
reduce output character count. Tab settings are assumed to be:
every 8 nominal character widths.

nroff7 -s4 -me filea

will nroff7 the named file using the —me macro package, stopping every 4

pages.

FILES
/usr/lib/suftab suffix hyphenation tables
/tmp/ta* temporary file

/usr/lib/tmac/tmac.* standard macro files
/usr/lib/term/* terminal driving tables for nroff7
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NAME
od — octal dump

SYNOPSIS
od [ —bedosx ] [file] [ [ + Joffsetl . I[ b ] 1]

DESCRIPTION
Od dumps file in one or more formats as selected by the first argument. If
the first argument is missing, —o is default. The meanings of the format
options are:

—b Interpret bytes in octal.

—c¢ Interpret bytes in ASCII. Certain non-graphic characters appear as C
escapes: null=\0, backspace=\b, form-feed=\f, new-line=\n,
return=\r, tab=\t; others appear as 3-digit octal numbers.

—d Interpret words in unsigned decimal.
—o Interpret words in octal.

—s Interpret words in signed decimal.
—x Interpret words in hex.

The file argument specifies which file is to be dumped. If no file argument
is specified, the standard input is used.

The offset argument specifies the offset in the file where dumping is to
commence. This argument is normally interpreted as octal bytes. If . is
appended, the offset is interpreted in decimal. If b is appended, the offset
is interpreted in blocks of 512 bytes. If the file argument is omitted, the
offset argument must be preceded by +.

Dumping continues until end-of-file.

EXAMPLE
od -d filea +2

produces an octal dump of "filea" divided up into 32-bit words expressed in
decimal equivalents with the dump starting point offset by 2 octal bytes.

SEE ALSO
dump(1).
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NAME

pack, pcat, unpack — compress and expand files

SYNOPSIS

pack [ — | name ...
pcat name ...
unpack name ...

DESCRIPTION

Pack attempts to store the specified files in a compressed form. Wherever
possible (and useful), each input file name is replaced by a packed file
name.z with the same access modes, access and modified dates, and owner
as those of name. If pack is successful, name will be removed. Packed
files can be restored to their original form using unpack or pcat.

Pack uses Huffman (minimum redundancy) codes on a byte-by-byte basis.
If the — argument is used, an internal flag is set that causes the number of
times each byte is used, its relative frequency, and the code for the byte to
be printed on the standard output. Additional occurrences of — in place of
name will cause the internal flag to be set and reset.

The amount of compression obtained depends on the size of the input file
and the character frequency distribution. Because a decoding tree forms
the first part of each .z file, it is usually not worthwhile to pack files smaller
than three blocks, unless the character frequency distribution is very
skewed, which may occur with printer plots or pictures.

Typically, text files are reduced to 60-75% of their original size. Load
modules, which use a larger character set and have a more uniform distri-
bution of characters, show little compression, the packed versions being
about 90% of the original size.

Pack returns a value that is the number of files that it failed to compress.
No packing will occur if:

the file appears to be already packed,

the file name has more than 12 characters;

the file has links;

the file is a directory;

the file cannot be opened;

no disk storage blocks will be saved by packing;
a file called name.z already exists;

the .z file cannot be created,

an 1/0 error occurred during processing.

The last segment of the file name must contain no more than 12 characters
to allow space for the appended .z extension. Directories cannot be
compressed.

Pcat does for packed files what car(1) does for ordinary files. The specified
files are unpacked and written to the standard output. Thus to view a
packed file named name.z use:

pcat name.z
or just:
pcat name
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To make an unpacked copy, say nnn, of a packed file named name.z
(without destroying name.z) use the command:

pcat name > nnn

Pcat returns the number of files it was unable to unpack. Failure may
occur if:

the file name (exclusive of the .z) has more than 12 characters;
the file cannot be opened,
the file does not appear to be the output of pack.

Unpack expands files created by pack. For each file name specified in the
command, a search is made for a file called name.z (or just name, if name
ends in .z). If this file appears to be a packed file, it is replaced by its
expanded version. The new file has the .z suffix stripped from its name,
and has the same access modes, access and modification dates, and owner
as those of the packed file.

Unpack returns a value that is the number of files it was unable to unpack.
Failure may occur for the same reasons that it may in pcat, as well as for
the following:

a file with the "unpacked" name already exists;
if the unpacked file cannot be created.

EXAMPLE
pack filel

will pack file "filel" into "filel.z" and removes "filel1" if packing is successful.
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NAME
passwd — change login password
SYNOPSIS
passwd name
DESCRIPTION
This command changes (or installs) a password associated with the login
name.
The program prompts for the old password (if any) and then for the new
one (twice). The caller must supply these. New passwords should be at
least four characters long if they use a sufficiently rich alphabet and at least
six characters long if monocase. Only the first eight characters of the pass-
word are significant.
Only the owner of the name or the super-user may change a password; the
owner must prove he knows the old password. Only the super-user can
create a null password.
The password file is not changed if the new password is the same as the old
password, or if the password has not "aged" sufficiently; see passwd (4).
EXAMPLE
passwd
will give the respondence
Changing password for < username >
and will then prompt for your present password and for the new password
(twice).
FILES
/etc/ passwd
SEE ALSO

login(1), crypt(3C), passwd(4).
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NAME
paste — merge same lines of several files or subsequent lines of one file

SYNOPSIS
paste filel file2 ...
paste —dlist filel file2 ...
paste —s [—dlist] filel file2 ...

DESCRIPTION

In the first two forms, paste concatenates corresponding lines of the given
input files filel, file2, etc. It treats each file as a column or columns of a
table and pastes them together horizontally (parallel merging). If you will,
it is the counterpart of cat(1) which concatenates vertically, i.e., one file
after the other. In the last form above, paste subsumes the function of an
older command with the same name by combining subsequent lines of the
input file (serial merging). In all cases, lines are glued together with the
tab character, or with characters from an optionally specified list. Output is
to the standard output, so it can be used as the start of a pipe, or as a filter,
if — is used in place of a file name.

The meanings of the options are:

—d Without this option, the new-line characters of each but the last file
(or last line in case of the —s option) are replaced by a tab character.
This option allows replacing the tab character by one or more alter-
nate characters (see below).

list  One or more characters immediately following —d replace the default
tab as the line concatenation character. The list is used circularly, i.e.,
when exhausted, it is reused. In parallel merging (i.e., no —s
option), the lines from the last file are always terminated with a new-
line character, not from the list. The list may contain the special
escape sequences: \n (new-line), \t (tab), \\ (backslash), and \0
(empty string, not a null character). Quoting may be necessary, if
characters have special meaning to the shell (e.g., to get one
backslash, use —d"\\\\" ).

—s Merge subsequent lines rather than one from each input file. Use tab
for concatenation, unless a list is specified with —d option. Regard-
less of the list, the very last character of the file is forced to be a
new-line.

—  May be used in place of any file name, to read a line from the stan-
dard input. (There is no prompting).

EXAMPLE
Is | paste —d"" —

list directory in one column.
Is | paste — — — —
list directory in four columns.
paste —s —d"\t\n" file
combine pairs of lines into lines.

SEE ALSO
cut(1), grep(1),
pr(1): pr —t —m... works similarly, but creates extra blanks, tabs and
new-lines for a nice page layout.
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DIAGNOSTICS
line too long Output lines are restricted to 511 characters.

too many files Except for —s option, no more than 12 input files may be
specified. .
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NAME

PR (1)

pr — print files

SYNOPSIS

pr [ options ] [ files ]

DESCRIPTION

Pr prints the named files on the standard output. If file is —, or if no files
are specified, the standard input is assumed. By default, the listing is
separated into pages, each headed by the page number, a date and time,
and the name of the file.

By default, columns are of equal width, separated by at least one space;
lines which do not fit are truncated. If the —s option is used, lines are not
truncated and columns are separated by the separation character.

If the standard output is associated with a terminal, error messages are
withheld until pr has completed printing.

The below options may appear singly or be combined in any order:

+k
-k

—a

—m

—eck

—ick

—nck

-wk

-0k

-1k

July 1984

Begin printing with page k (default is 1).

Produce k-column output (default is 1). The options —e and —i
are assumed for multi-column output. Also, the —k option must
be used if the —w (column width) option is used.

Print multi-column output across the page.

Merge and print all files simultaneously, one per column (overrides
the — k, and —a options).

Double-space the output.

Expand input tabs to character positions k+1, 2« k+1, 3« k+1, etc.
If k is O or is omitted, default tab settings at every eighth position
are assumed. Tab characters in the input are expanded into the
appropriate number of spaces. If ¢ (any non-digit character) is
given, it is treated as the input tab character (default for ¢ is the
tab character).

In output, replace white space wherever possible by inserting tabs to
character positions k+1, 2« k+1, 3*» k+1, etc. If k is 0 or is omit-
ted, default tab settings at every eighth position are assumed. If ¢
(any non-digit character) is given, it is treated as the output tab
character (default for c is the tab character).

Provide k-digit line numbering (default for k is 5). The number
occupies the first k+1 character positions of each column of nor-
mal output or each line of —m output. If ¢ (any non-digit charac-
ter) is given, it is appended to the line number to separate it from
whatever follows (default for ¢ is a tab).

For multi-column output, set the width of a line to k character
positions instead of the default 72 characters. This option must be
used with the —k (number of columns) option.

Offset each line by k character positions (default is 0). The
number of character positions per line is the sum of the width and
offset.

Set the length of a page to & lines (default is 66).

-1-
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—h Use the next argument as the header to be printed instead of the
file name.

-p Pause before beginning each page if the output is directed to a ter-
minal (pr will ring the bell at the terminal and wait for a carriage
return).

—f Use form-feed character for new pages (default is to use a sequence
of line-feeds). Pause before beginning the first page if the standard
output is associated with a terminal.

-r Print no diagnostic reports on failure to open files.

-t Print neither the five-line identifying header nor the five-line trailer
normally supplied for each page. Quit printing after the last line of
each file without spacing to the end of the page.

—sc Separate columns by the single character c¢ instead of by the
appropriate number of spaces (default for ¢ is a tab).

EXAMPLE
pr —3dh "file list" filel file2

prints "filel" and "file2" as a double-spaced, three-column listing headed by
"file list".

pr —e9 —t < filel > file2
writes "filel" on "file2", expanding tabs to columns 10, 19, 28, 37, ... .

FILES
/dev/ttyx  to suspend messages

SEE ALSO
cat(1).
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NAME

printenv — print out the environment
SYNOPSIS

printenv [ argument ]
DESCRIPTION

Printenv takes an environment variable name as an argument and prints
only the value of that variable. If no argument is given, it prints the values
for the entire environment.

Examples of environment variable names are:

HOME path name of user’s home directory.

SHELL the shell present at login.

PATH search path for binary programs.

TERM type of terminal used.

USER the login name of the user.

TERMCAP terminal capabilities string.

EXINIT a startup list of commands read by ex, editand vi.
EXAMPLE

printenv HOME
prints the path name of your home directory.

SEE ALSO
csh(1), sh(1), environ(4).
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NAME

prof — display profile data
SYNOPSIS

prof [ ~v] [ —-al[~-11[—-low [ —highl]/[file]
DESCRIPTION

Prof interprets the file mon.out produced by the monitor (3C) subroutine.
Under default modes, the symbol table in the named object file (a.out
default) is read and correlated with the mon.out profile file. For each
external symbol, the percentage of time spent executing between that sym-
bol and the next is printed (in decreasing order), together with the number
of times that routine was cailed and the number of milliseconds per call.

If the —a option is used, all symbols are reported rather than just external
symbols. If the —1 option is used, the output is listed by symbol value
rather than decreasing percentage.

If the —v option is used, all printing is suppressed and a graphic version of
the profile is produced on the standard output for display by the plot(1G)
filters. The optional arguments low and high, by default 0 and 100, cause a
selected percentage of the profile to be plotted with accordingly higher reso-
lution.

In order for the number of calls to a routine to be tallied, the —p option of
cc must have been given when the file containing the routine was compiled.
This option also arranges for the mon.out file to be produced automatically.

EXAMPLE
If a.out has been compiled with the —p option and has been executed,
then

prof a.out
would print profile information for each routine in a.out.

FILES
mon.out for profile
a.out for namelist
SEE ALSO

cc(1), tplot(1G), profil(2), monitor(3C).

BUGS
Beware of quantization errors.
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NAME

PRS (1)

prs — print an SCCS file

SYNOPSIS

prs [—d[dataspec]] [—r[SID}] [—e] [—1] [—a] files

DESCRIPTION

Prs prints, on the standard output, parts or all of an SCCS file (see
scesfile (4)) in a user supplied format. If a directory is named, prs behaves
as though each file in the directory were specified as a named file, except
that non-SCCS files (last component of the path name does not begin with
s.), and unreadable files are silently ignored. If a name of — is given, the
standard input is read; each line of the standard input is taken to be the
name of an SCCS file or directory to be processed; non-SCCS files and
unreadable files are silently ignored.

Arguments to prs, which may appear in any order, consist of keyletter argu-
ments, and file names.

All the described keyletter arguments apply independently to each named
file:

—d[dataspec] Used to specify the output data specification. The dataspec
is a string consisting of SCCS file data keywords (see DATA
KEYWORDS) interspersed with optional user supplied text.

—r[siD] Used to specify the SCCS IDentification (SID) string of a
delta for which information is desired. If no SID is
specified, the SID of the most recently created delta is

assumed.

—e Requests information for all deltas created earlier than and
including the delta designated via the ~r keyletter.

-1 Requests information for all deltas created later than and
including the delta designated via the —r keyletter.

—-a Requests printing of information for both removed, i.e.,

delta type = R, (see rmdel(1)) and existing, i.e., delta type
= D, deltas. If the —a keyletter is not specified, informa-
tion for existing deltas only is provided.

DATA KEYWORDS

Data keywords specify which parts of an SCCS file are to be retrieved and
output. All parts of an SCCS file (see sccsfile(4)) have an associated data
keyword. There is no limit on the number of times a data keyword may
appear in a dataspec.

The information printed by prs consists of: (1) the user supplied text; and
(2) appropriate values (extracted from the SCCS file) substituted for the
recognized data keywords in the order of appearance in the daraspec. The
format of a data keyword value is either Simple (S), in which keyword sub-
stitution is direct, or Multi-line (M), in which keyword substitution is fol-
lowed by a carriage return.

User supplied text is any text other than recognized data keywords. A tab
is specified by \t and carriage return/new-line is specified by \n.
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Keyword
:Dt:
:DL:
:Li:
:Ld:
:Lu:
:DT:

TABLE 1. SCCS Files Data Keywords

Data Item

Delta information
Delta line statistics
Lines inserted by Delta
Lines deleted by Delta
Lines unchanged by Delta
Delta type

SCCS ID string (SID)
Release number

Level number

Branch number
Sequence number
Date Delta created
Year Delta created
Month Delta created
Day Delta created
Time Delta created
Hour Delta created
Minutes Delta created
Seconds Delta created

Programmer who created Delta

Delta sequence number
Predecessor Delta seq-no.

Seq-no. of deltas incl., excl., ignored

Deltas included (seq #)
Deltas excluded (seq #)
Deltas ignored (seq #)
MR numbers for delta
Comments for delta
User names

Flag list

Module type flag

MR validation flag

MR validation pgm name
Keyword error/warning flag
Branch flag

Joint edit flag

Locked releases

User defined keyword
Module name

Floor boundary

Ceiling boundary
Default SID

Null delta flag

File descriptive text
Body

Gotten body

A form of what(1) string
A form of what(1) string
what(1) string delimiter
SCCS file name

SCCS file path name

*:Dt: = :DT: :I: :D: :T: :P: :DS: :DP:
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File Section
Delta Table

User Names
Flags

Comments
Body

N/A
N/A
N/A
N/A
N/A

PRS (1)

Value
See below™*
:Li:/:Ld:/:Lu:
nnnnn
nnnnn
nnnnn
Dor R
:R:.:L:.:B:.:S:
nnnn
nnnn
nnnn
nnnn
:Dy:/:Dm:/:Dd:
nn
nn
nn
:Th:::Tm::Ts:
nn
nn
nn
logname
nnnn
nnnn
:Dn:/:Dx:/:Dg:
:DS: :DS:...
:DS: :DS:...
:DS: :DS:...
text
text
text
text
text
yes or no
text
yes or no
yes or no
yes or no
:R:...
text
text
:R:
:R:
HE
yes or no
text
text
text
ZM:\tI:
2Z:Y: M idZ:
@@#)
text
text

Format
S

S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
S
M
M
M
M
S
N
S
S
S
S
S
S
S
N
S
S
S
M
M
M
S
S
S
S
S
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EXAMPLE
prs —d"Users and/or user IDs for :F: are:\n:UN:" s.file

may produce on the standard output:
Users and/or user IDs for s.file are:
Xyz
131
abc
prs —d"Newest delta for pgm :M:: :I: Created :D: By :P:" —r s.file
may produce on the standard output:
Newest delta for pgm main.c: 3.7 Created 77/12/1 By cas
As a special case:
prs s.file
may produce on the standard output:

D 1.1 77/12/1 00:00:00 cas 1 000000/00000/00000
MRs:

bl178-12345

b179-54321

COMMENTS:

this is the comment line for s.file initial delta

for each delta table entry of the "D" type. The only keyletter argument
allowed to be used with the special case is the —a keyletter.

FILES

SEE ALSO
admin(1), delta(1), get(1), help(1), sccsfile(4).
"Source Code Control System User’s Guide"

DIAGNOSTICS
Use help (1) for explanations.
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NAME

Ps(1)

ps — report process status

SYNOPSIS

ps [ options ]

DESCRIPTION

Ps prints certain information about active processes. Without options,
information is printed about processes associated with the current terminal.
Otherwise, the information that is displayed is controlled by the following

options:

—-e
—d

—a

—f

-1
—c corefile
—s swapdev

—n namelist

—t thist

—p plist

—u ulist

—g glist

The column

given below;

Print information about all processes.

Print information about all processes, except process group
leaders.

Print information about all processes, except process group
leaders and processes not associated with a terminal.

Generate a full listing. (Normally, a short listing containing
only process ID, terminal ("tty") identifier, cumulative execu-
tion time, and the command name is printed.) See below for
meaning of columns in a full listing.

Generate a long listing. See below.

Use the file corefile in place of /dev/mem.

Use the file swapdev in place of /dev/swap. This is useful
when examining a corefile; a swapdev of /dev/null will cause
the user block to be zeroed out.

The argument will be taken as the name of an alternate
namelist (/unix is the default).

Restrict listing to data about the processes associated with the
terminals given in tlist, where tlist can be in one of two forms:
a list of terminal identifiers separated from one another by a
comma, or a list of terminal identifiers enclosed in double
quotes and separated from one another by a comma and/or
one or more spaces.

Restrict listing to data about processes whose process ID
numbers are given in plist, where plist is in the same format
as tist.

Restrict listing to data about processes whose user ID numbers
or login names are given in wulist, where ulist is in the same
format as tlist. In the listing, the numerical user ID will be
printed unless the —f option is used, in which case the login
name will be printed.

Restrict listing to data about processes whose process groups
are given in glist, where glist is a list of process group leaders
and is in the same format as tlist.

headings and the meaning of the columns in a ps listing are
the letters f and I indicate the option (full or long) that causes

the corresponding heading to appear; all means that the heading always
appears. Note that these two options only determine what information is
provided for a process; they do not determine which processes will be listed.

F ()]
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02 system process;
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S W
UID ((8)]
PID (all)
PPID (£,
) (£,)
STIME (f)
PRI ®
NI m
ADDR (D)
SZ m
WCHAN (1)
TTY (all)
TIME (all)
CMD (all)

PS (1)

04 locked in core (e.g., for physical 1/0);
10 being swapped;
20 being traced by another process;
40 another tracing flag.
The state of the process:
0 non-existent;
sleeping;
waiting;
running;
intermediate;
terminated;
stopped;
growing.
The user ID number of the process owner; the login name
is printed under the —f option.
The process ID of the process; it is possible to kill a process
if you know this datum.
The process ID of the parent process.
Processor utilization for scheduling.
Starting time of the process.
The priority of the process; higher numbers mean lower
priority.
Nice value; used in priority computation.
The memory address of the process, if resident; otherwise,
the disk address.
The size in blocks of the core image of the process.
The event for which the process is waiting or sleeping; if
blank, the process is running.
The controlling terminal for the process.
The cumulative execution time for the process.
The command name; the full command name and its argu-
ments are printed under the —f option.

XHN= R g®

A process that has exited and has a parent, but has not yet been waited for

by the parent,

is marked <defunct>.

Under the —f option, ps tries to determine the command name and argu-
ments given when the process was created by examining memory or the
swap area. Failing this, the command name, as it would appear without the
—f option, is printed in square brackets.

EXAMPLE

ps —ef

displays information about all processes, with or without terminals.

FILES
/unix
/dev/mem
/dev/swap
/etc/passwd
/etc/ps_data
/dev

SEE ALSO

system namelist.

memory.

the default swap device.

supplies UID information.

internal data structure.

searched to find terminal ("tty") names.

kill(1), nice(1).
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BUGS
Things can change while ps is running; the picture it gives is only a close
approximation to reality. Some data printed for defunct processes are
irrelevant. )
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NAME
ptx — permuted index

SYNOPSIS
ptx [ options ] [ input [ output ] ]

DESCRIPTION
Prx generates the file output that can be processed with a text formatter to
produce a permuted index of file input (standard input and output default).
It has three phases: the first does the permutation, generating one line for
each keyword in an input line. The keyword is rotated to the front. The
permuted file is then sorted. Finally, the sorted lines are rotated so the
keyword comes at the middle of each line. Ptx output is in the form:

.xx "tail" "before keyword" "keyword and after" "head"

where .xx is assumed to be an nroff or troff macro provided by the user, or
provided by the mpoc(5) macro package. The before keyword and keyword
and after fields incorporate as much of the line as will fit around the key-
word when it is printed. Tail and head, at least one of which is always the
empty string, are wrapped-around pieces small enough to fit in the unused
space at the opposite end of the line.

The following options can be applied:

= Fold upper and lower case letters for sorting.

-t Prepare the output for the phototypesetter.

-wn Use the next argument, n, as the length of the output line.
The default line length is 72 characters for nroff and 100 for
troff

—-gn Use the next argument, n, as the number of characters that pex

will reserve in its calculations for each gap among the four parts
of the line as finally printed. The default gap is 3.

—o only  Use as keywords only the words given in the only file.

—i ignore Do not use as keywords any words given in the ignore file. If
the —i and —o options are missing, use /usr/lib/eign as the
ignore file.

—b break Use the characters in the break file to separate words. Tab,
new-line, and space characters are always used as break charac-
ters.

-r Take any leading non-blank characters of each input line to be a
reference identifier (as to a page or chapter), separate from the
text of the line. Attach that identifier as a 5th field on each
output line.

The index for this manual was generated using ptx.

EXAMPLE
If "filel" contains: once upon a time
in the middle of a large
dark forest

ptx filel
responds with:
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.xx Hy nn lldark forest" "

'xx "nn |'darkll Vlforest" "n

Xx "" "in the middle of a" "large
.xx "" "in the" "middle of a large
.xx LU 1) llonce upon a time" nn

.xx "" "once" "upon a time" ""

" oun

FILES
/bin/sort
/usr/lib/eign
/usr/lib/tmac/tmac.ptx

SEE ALSO
nroff (1), troff (1), mm<(5), mptx(5).

BUGS
Line length counts do not account for overstriking or proportional spacing.
Lines that contain tildes (*) are botched, because ptx uses that character
internally.
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NAME

put — puts a file onto a remote machine.

SYNOPSIS

put [ —p port] [ —sSPEED 1 [ —i [ ID 1] fromfile | tofile }
put [ —p port] [ —sSPEED 1 —c¢ command | args ]

DESCRIPTION

Put is part of system of programs useful for transferring files between UNIX
systems. It is the "uploader” designed to transmit files from a local machine
to a remote machine. For a brief discussion of the take/put system and
installation instructions, see the companion document: Installation and Over-
view of the UniSoft Take/Put File Transfer System.

The default port is /dev/tty0; the —p option can be used to specify an
alternate output port. The default speed is determined by the system; the
—s option can be used to specify a speed. If tofile is unspecified, then it is
assumed to be the same as fromfile. If fromfile is a directory, tofile must be
a directory on the remote machine (or if nonexistent, the last existent
directory specified in the pathname must be writable).

The —ilID] option specifies a system ID and is the mechanism for remap-
ping pathnames on the remote machine. The system ID is passed to the
remote machine where it is used to generate pathname prefixes (using the
/ete/take_oem file) which are appended to the rofile pathname supplied by
put. If an ID is specified when using the —i option, it is used on the
remote machine. If no ID is specified, the default ID is read from the
/ete/sys_id file if it exists; if the /etc/sys_id does not exist, the system ID
is considered to be the user name of the invoker of put7 (i.e., the user who
logged in over the port used).

The —c¢ option is useful for executing an arbitrary command on the remote
machine. All arguments following the —c flag are collected, transmitted to
the remote machine and executed as a single command. The standard
input to the put program is sent to the remote machine to become the stan-
dard input to the command specified. The standard error of the remote
command becomes the standard error of put. The standard output of the
remote command is not returned. The exit status of the remote command
is returned as the exit status of put.

In order to perform its function, put(1C) interfaces with the program
/usr/bin/put7 on the remote machine.

EXAMPLE

FILES

put /a/b/c

puts the contents of the directory (or file) "/a/b/c" on the local machine
into a similarly named directory (or file) on the remote machine; if "/a/b/c"
did not previously exist on the remote machine, it is created; otherwise it is
overwritten.

put file.c /x/y/z

puts the contents of "file.c" on the local machine into "/x/y/z/file.c" on the
remote machine. Note that "file.c" is created on the remote machine if "z"
is a directory; if "z" is a file rather than a directory, its contents are
overwritten but its name remains "z" rather than becoming "file.c".
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fromfile The local file name. When using the —i option, this file should
be specified as a pathname starting at the root of the local
machine.

tofile The remote file name; if tofile is null, tofile is defaulted to
Sromfile.

SEE ALSO
cu(1C), take(1C)
Installation and Overview of the UniSoft Take/Put File Transfer System
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NAME

put? — puts a file onto a remote machine.

SYNOPSIS

put? [ —p port1 [ —sSPEED | [ —ilID] 1 fromfile [ tofile ]
put? [ —p port1 [ —sSPEED | —c¢ command [ args ]

DESCRIPTION

Put7 is part of system of programs useful for transferring files between
UNIX systems. It is the "uploader" designed to transmit files from a local
machine to a remote machine. For a brief discussion of the take/put sys-
tem and installation instructions, see the companion document: " Overview of
the UniSoft Take/Put File Transfer System'.

The default port is /dev/tty0; the —p option can be used to specify an
alternate output port. The default speed is determined by the system; the
—s option can be used to specify a speed. If tofile is unspecified, then it is
assumed to be the same as fromfile. If fromfile is a directory, tofile must be
a directory on the remote machine (or if nonexistent, the last existent
directory specified in the pathname must be writabie).

The —ilID] option specifies a system ID and is the mechanism for remap-
ping pathnames on the remote machine. The system ID is passed to the
remote machine where it is used to generate pathname prefixes (using the
/etc/take_oem file) which are appended to the tofile pathname supplied by
put7. If an ID is specified when using the —i option, it is used on the
remote machine. If no ID is specified, the default ID is read from the
/etc/sys_id file if it exists; if the /etc/sys_id does not exist, the system ID
is considered to be the user name of the invoker of put6 (i.e., the user who
logged in over the port used).

The —c¢ option is useful for executing an arbitrary command on the remote
machine. All arguments following the —c flag are collected, transmitted to
the remote machine and executed as a single command. The standard
input to the put7 program is sent to the remote machine to become the
standard input to the command specified. The standard error of the remote
command becomes the standard error of put7. The standard output of the
remote command is not returned. The exit status of the remote command
is returned as the exit status of put7.

In order to perform its function, put7(1C) interfaces with the program
/usr/bin/put6 on the remote machine.

EXAMPLE

FILES

put7 /a/b/c

puts the contents of the directory (or file) "/a/b/c" on the local machine
into a similarly named directory (or file) on the remote machine; if "/a/b/c"
did not previously exist on the remote machine, it is created; otherwise it is
overwritten.

put? file.c /x/y/z

puts the contents of "file.c" on the local machine into "/x/y/z/file.c" on the
remote machine. Note that "file.c” is created on the remote machine if "z"
is a directory; if "z" is a file rather than a directory, its contents are
overwritten but its name remains "z" rather than becoming "file.c".
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fromfile The local file name. When using the —i option, this file should
be specified as a pathname starting at the root of the local
machine.

file The remote file name; if tofile is null, tofile is defaulted to

Sromfile.

SEE ALSO
cu(1C), take7(1)
Overview of the UniSoft Take/Put File Transfer System
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NAME
pwd — working directory name

SYNOPSIS
pwd
DESCRIPTION
Pwd prints the path name of the working (current) directory.
EXAMPLE
pwd
produces a pathname, such as /usr/games, indicating what directory you
are currently in.
SEE ALSO
cd(1).

DIAGNOSTICS
"Cannot open .." and "Read error in .." indicate possible file system trouble
and should be referred to a UNIX system programming counselor.
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NAME
rcp — remote file copy

SYNOPSIS
rep filel file2
rep [ —r ] file ... directory

DESCRIPTION
Rcep copies files between machines. Each file or directory argument is either
a remote file name of the form "rhost:path", or a local file name (containing
no ‘.’ characters, or a ‘/’ before any :’s.)

If the —r is specified and any of the source files are directories, rcp copies
each subtree rooted at that name; in this case the destination must be a
directory.
If path is not a full path name, it is interpreted relative to your login direc-
tory on rhost. A path on a remote host may be quoted (using \, ", or ") so
that the metacharacters are interpreted remotely.
Rcp does not prompt for passwords; your current local user name must exist on
rhost and allow remote command execution via remsh (IN)
Rcp handles third party copies, where neither source nor target files are on
the current machine. Hostnames may also take the form "rhost.rname" to
use rname rather than the current user name on the remote host.

SEE ALSO
remsh(1N), rlogin(1N).

BUGS

Doesn’t detect in all cases the fact that a target of a copy might be a file in
cases where only a directory should be legal.

This command is provisional and may be changed in future releases.
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NAME

rcvhex — translates Motorola S-records from downloading into a file
SYNOPSIS

revhex [ —p port 1 [ —¢ command ] file
DESCRIPTION

Rcvhex translates Motorola S-records shipped from a port into a file. The
following options are available:

p port specifies an alternate port for reception; the default port is
/dev/tty0.

¢ command ship the specified command (in quotes) over the remote port;
the default is to not ship anything.

ifile File to be created by rcvhex.
The file’s starting address must be zero and successive records must be
sequential.

AUTHOR

Asa Romberger, UniSoft Systems
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NAME

regcmp — regular expression compile
SYNOPSIS

regemp [ — ] files
DESCRIPTION

Regemp, in most cases, precludes the need for calling regcmp (3X) from C
programs. This saves on both execution time and program size. The com-
mand regcmp compiles the regular expressions in file and places the output
in file.i. If the — option is used, the output will be placed in file.c. The
format of entries in file is a name (C variable) followed by one or more
blanks followed by a regular expression enclosed in double quotes. The
output of regemp is C source code. Compiled regular expressions are
represented as extern char vectors. File.i files may thus be included into C
programs, or file.c files may be compiled and later loaded. In the C pro-
gram which uses the regemp output, regex(abc,line) will apply the regular
expression named abc to line. Diagnostics are self-explanatory.

EXAMPLE
name "([A—Za—z]l[A—Za—z0—-9 ]+)$0"

teino "\ ({0,1}([2—91[011{1—91)$0\){0,1} »"
"([2-91[0—91{2H$1[ —1{0,1}"
"([0—91{4})$2"

In the C program that uses the regcmp output,
regex(telno, line, area, exch, rest)
will apply the regular expression named telno to line.

SEE ALSO
regemp(3X).
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NAME

remsh — remote shell

SYNOPSIS

remsh host [ —1 username ] [ —n ] command
host [ —1 username ] [ —n ] command

DESCRIPTION

FILES

Remsh connects to the specified host, and executes the specified command.
Remsh copies its standard input to the remote command, the standard out-
put of the remote command to its standard output, and the standard error
of the remote command to its standard error. Interrupt, quit and terminate
signals are propagated to the remote command; remsh normally terminates
when the remote command does.

The remote username used is the same as your local username, unless you
specify a different remote name with the —1 option. This remote name
must be equivalent(in the sense of rlogin(1N))to the originating account;
no provision is made for specifying a password with a command.

If you omit command, then instead of executing a single command, you will
be logged in on the remote host using rlogin (IN).

Shell metacharacters which are not quoted are interpreted on the local
machine, while quoted metacharacters are interpreied on the remote
machine. Thus the command

remsh otherhost cat remotefile > > localfile
appends the remote file "remotefile" to the local file "localfile", while
remsh otherhost cat remotefile "> >" otherremotefile
appends "remotefile" to "otherremotefile".

Host names are given in the file /etc/hosts. Each host has one standard
name (the first name given in the file), which is rather long and unambigu-
ous, and optionally one or more nicknames. The host names for local
machines maybe linked to the remsh command in some convenient place,
normally in the directory /usr/hest. If this directory is in one’s search
path, then the remsh can be omitted. If no input is desired, you should
redirect the input of remsh to /dev/null using the —n option.

/etc/hosts
/usr/hosts/*
/etc/remsh

SEE ALSO

BUGS

rlogin (IN).

You cannot run an interactive command (like vi(1)); use rlogin (1).
This command is provisional and may change in future releases.

July 1984 o1-



RESET (1) (UniSoft) RESET (1)

NAME
reset — reset the teletype bits to a sensible state

SYNOPSIS
reset

DESCRIPTION
Reset sets the terminal to cooked mode, turns off "cbreak" and "raw"
modes, turns on "nl", and restores special characters that are undefined to
their default values.
This is most useful after a program dies leaving a terminal in a funny state;
you have to type <LF>reset<LF> to get it to work as <CR> often
doesn’t work; often none of this will echo.
It isn’t a bad idea to follow reset with tset(1).

EXAMPLE

reset

returns the user’s terminal to a usable state after being accidentally set by
an interrupted process.

SEE ALSO
stty(1), tset(1).

BUGS

Doesn’t set tabs properly; it can’t intuit personal choices for interrupt and
line kill characters, so it leaves these the old UNIX standards "? (delete) for
interrupt and @ for line kill.

It could well be argued that the shell should be responsible for insuring that
the terminal remains in a sane state; this would eliminate the need for this
program.
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NAME

rlogin — remote login

SYNOPSIS

rlogin rhost [ —ec ] [ —1 username 1]
thost [ —1 username ]

DESCRIPTION

Riogin connects your terminal on the current local host system lhost to the
remote host system rhost.

Each host has a file /etc/hosts.equiv which contains a list of rhosts with
which it shares account names. (The host names must be the standard
names as described inremsh (1N)and printed by flogin(1).) When you rlogin
as the same user on an equivalent host, you don’t need to give a password.
Each user may also have a private equivalence list in a file ".rhosts" in his
login directory. Each line in this file should contain a rhost and a username
separated by a space, giving additional cases where logins without pass-
words are to be permitted. If the originating user is not equivalent to the
remote user, then a login and password will be prompted for on the remote
machine as in login (1).

All echoing takes place at the remote site, so that (except for delays) the
rlogin is transparent. Flow control via control-S (°S) and control-Q ("Q) is
handled properly. A line of the form "°." disconnects from the remote
host, where "™ is the escape character. A different escape character may be
specified by the —e option. Other cu(1C) "™ options available; see cu (1C)
documentation for details.

SEE ALSO

FILES

BUGS

cu(1C), remsh(1N).
/usr/hosts/* for rhost version of the command

The ""%put" cu function should be made to work.
More terminal characteristics should be propagated.

This command is provisional and may be revised and/or renamed in future
releases.

July 1984 -1-



RM (1) RM (1)
NAME
rm, rmdir — remove files or directories
SYNOPSIS
rm [ —fri ] file ...
rmdir dir ...
DESCRIPTION

Rm removes the entries for one or more files from a directory. If an entry
was the last link to the file, the file is destroyed. Removal of a file requires
write permission in its directory, but neither read nor write permission on
the file itself.

If a file has no write permission and the standard input is a terminal, its
permissions are printed and a line is read from the standard input. If that
line begins with y the file is deleted, otherwise the file remains. No ques-
tions are asked when the —f option is given or if the standard input is not
a terminal.

If a designated file is a directory, an error comment is printed unless the
optional argument —r has been used. In that case, rm recursively deletes
the entire contents of the specified directory, and the directory itself.

If the —i (interactive) option is in effect, rm asks whether to delete each
file, and, under —r, whether to examine each directory.

Rmdir removes entries for the named directories, which must be empty.

EXAMPLE

rm -r dirname

will remove the entire contents of the named directory and all subdirec-
tories, and finally the directory itself, with no questions asked.

SEE ALSO

unlink(2).

DIAGNOSTICS

Generally self-explanatory. It is forbidden to remove the file .. merely to
avoid the antisocial consequences of inadvertently doing something like:

rm —r.*
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NAME

rmdel — remove a delta from an SCCS file

SYNOPSIS

rmdel —rSID files

DESCRIPTION

Rmdel removes the delta specified by the SID from each named SCCS file.
The delta to be removed must be the newest (most recent) delta in its
branch in the delta chain of each named SCCS file. In addition, the SID
specified must not be that of a version being edited for the purpose of mak-
ing a delta (i.e., if a p-file (see get(1)) exists for the named SCCS file, the
SID specified must rot appear in any entry of the p-file).

If a directory is named, rmdel behaves as though each file in the directory
were specified as a named file, except that non-SCCS files (last component
of the path name does not begin with s.) and unreadable files are silently
ignored. If a name of — is given, the standard input is read; each line of
the standard input is taken to be the name of an SCCS file to be processed,
non-SCCS files and unreadable files are silently ignored.

The exact permissions necessary to remove a delta are documented in the
Source Code Control System User’s Guide. Simply stated, they are either: (1)
if you make a delta you can remove it; or (2) if you own the file and direc-
tory you can remove a delta.

EXAMPLE

FILES

rmdel -rl1.2 s.testl.c
would remove the latest delta version (i.e., 1.2) for "s.testl.c".

x-file (see deita(1))
z-file (see delta (1))

SEE ALSO

delta(1), get(1), help(1), prs(1), sccsfile(4).
Source Code Control System User’s Guide

DIAGNOSTICS

Use help (1) for explanations.
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NAME

rstat — network statistics program

SYNOPSIS

rstat [—Amisr] [—pprotocol] [—a] [interval]l [system] {[corel

DESCRIPTION

The rstat command symbolically displays the contents of various network-
related data structures. The options have the following meaning:

—a show the state of all sockets; this is the default
—i show the state of interfaces which have been auto-configured

—m show statistics recorded by the memory management routines (the
network manages a "private share" of memory)

—Ppproto
show the state of sockets utilizing protocol proto, the protocol is
specified symbolically, e.g., "tcp”

—s show per-protocol statistics
—r show the routing tables

—A give the kernel address of the protocol "state block" associated with an
active socket (used for debugging)

The arguments, system and core allow substitutes for the defaults /unix and
/dev/kmem.

If an interval is specified, rstat will continuously display the requested infor-
mation, pausing interval seconds before refreshing the screen.

DISPLAYS

There are a number of display formats, depending on the information
presented. The default display, for active sockets, shows the local and
remote addresses, send and receive queue sizes (in bytes), protocol, and,
optionally, the internal state of the protocol.

Address formats vary according to their "address family”. Internet address
are displayed as "address/port", where port is printed symbolically if it is a
well-known service (e.g., telnet). The address portion is a hex representa-
tion in the "standard network format". Unspecified, or "wildcard",
addresses and ports appear as "*". Raw socket addresses may appear
unspecified (e.g., "unspec") if no address was supplied when the socket was
created.

Protocols are normally printed symbolically, though they may also appear as
"protocol-family/protocol”.

The interface display provides a table of cumulative statistics regarding
packets transferred, errors, and collisions. The network address (currently
Internet specific) of the interface and the maximum transmission unit
("mtu") are also displayed.

The routing table display indicates the available routes and their status.
Each route consists of a destination host or network and a gateway to use
in forwarding packets. The flags field shows the state of the route ("U" if
"up"), and whether the route is a direct route ("D"). Direct routes are
created for each interface attached to the local host. The refcnt field gives
the current number of active uses of the route. Connection oriented proto-
cols normally hold on to a single route for the duration of a connection
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while connectionless protocols obtain a route then discard it. The use field
provides a count of the number of packets sent using that route. The inter-
face entry indicates the network interface utilized for the route.

BUGS
The formats and all need to be redone. Network address should be
displayed symbolically (e.g., "ucbmonet", "sri-prmh"). Interval statistics are
more convenient when watching the net during a transfer. The notion of
errors is ill-defined.
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NAME
ruptime — show host status of local machines

SYNOPSIS
ruptime [ —a ]

DESCRIPTION
Ruptime gives a status line like uptime for each machine on the local net-
work; these are formed from packets broadcast by each host on the net-
work once a minute.

Machines for which no status report has been received for 5 minutes are
shown as being down.

Users idle an hour or more are not counted unless the —a flag is given.

FILES
/etc/whod.*  data files

SEE ALSO
rwho(IN).

BUGS
This command is provisional and may change in future releases.
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NAME

rwho — who is logged in on local machines
SYNOPSIS

rwho [ —a 1 [ —u 1 [ systemname(s) 1 [ — systemname(s) |
DESCRIPTION

The rwho command produces output similar to who, but for all machines
on the local network. If no report has been received from a machine for 5
minutes, then rwho assumes the machine is down, and does not report
users last known to be logged into that machine.
If a user hasn’t typed to the system for an hour or more, then the user will
be omitted from the output of rwho unless the —a flag is given. Rwho nor-
mally sorts its output by systemname, the —u option will cause rwho to sort
its output by username. If a systemname is given, only information for that
system in printed. If a —systemname is given, output is suppressed for that
system.

FILES
/etc/whod.* information about other machines

BUGS
This is unwieldy when the number of machines on the local net is large.

This command is provisional and may change in future releases.
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NAME
sact — print current SCCS file editing activity

SYNOPSIS
sact files

DESCRIPTION
Sact informs the user of any impending deltas to a named SCCS file. This
situation occurs when get(1) with the —e option has been previously exe-
cuted without a subsequent execution of delta(1). If a directory is named
on the command line, sact behaves as though each file in the directory
were specified as a named file, except that non-SCCS files and unreadable
files are silently ignored. If a name of — is given, the standard input is
read with each line being taken as the name of an SCCS file to be processed.

The output for each named file consists of five fields separated by spaces.

Field 1 specifies the SID of a delta that currently exists in the SCCS
file to which changes will be made to make the new delta.

Field 2 specifies the SID for the new delta to be created.

Field 3 contains the logname of the user who will make the delta
(i.e., executed a get for editing).

Field 4 contains the date that get —e was executed.
Field 5 contains the time that get —e was executed.

EXAMPLE
If the user has done a get —e, but not a delta to merge the new changes,
doing a

sact s.testl.c
would show:
1.2 1.3 eryk 82/11/10 16:10:35

indicating that a new version numbered 1.3 is in the process of being made
from version numbered 1.2 by user "eryk". The get —e for the file was
done on 82/11/10 at 16:10:35.

SEE ALSO
delta(1), get(1), unget(1).

DIAGNOSTICS
Use help (1) for explanations.
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NAME

sadp — disk access profiler
SYNOPSIS

sadp [ —th ] [ —d device [ —drive] ] s [ n ]
DESCRIPTION

Sadp reports disk access location and seek distance, in tabular or histogram
form. It samples disk activity once every second during an interval of s
seconds. This is done repeatedly if n is specified. Cylinder usage and disk
distance are recorded in units of eight cylinders.

Valid values of device are rp06, rm05, and disk. Drive specifies the disk
drives and it may be:

a drive number in the range supported by device,
two numbers separated by a minus (indicating an inclusive range),

or
a list of drive numbers separated by commas.

Up to eight disk drives may be reported. The —d option may be omitted,
if only one device is present.

The —t flag causes the data to be reported in tabular form. The —h flag
produces a histogram on the printer of the data. Default is —t.

EXAMPLE
sadp —d rp06 —0 900 4

will generate 4 tabular reports, each describing cylinder usage and seek dis-
tance of rp06 disk drive 0 during a 15 minute interval.

FILES
/dev/kmem
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NAME
sag — system activity graph

SYNOPSIS
sag [ options ]

DESCRIPTION
Sag graphically displays the system activity data stored in a binary data file
by a previous sar(1) run. Any of the sar data items may be plotted singly,
or in combination; as cross plots, or versus time. Simple arithmetic combi-
nations of data may be specified. Sag invokes sar and finds the desired
data by string-matching the data column header (run sar to see what’s
available). These options are passed thru to sar:

—s time Select data later than time in the form hh[:mm]. Default is
08:00.

—e time Select data up to time. Default is 18:00.
—i sec  Select data at intervals as close as possible to sec seconds.

~f file Use file as the data source for sar. Default is the current daily
data file /usr/adm/sa/sadd.

Other options:

—T term Produce output suitable for terminal term. See tplot(1G) for
known terminals. If term is vpr, output is processed by vpr —p
and queued to a Versatec printer. Default for term is STERM.

—X spec x axis specification with spec in the form:
"name [op name]...[lo hil"

—y spec y axis specification with spec in the same form as above.

Name is either a string that will match a column header in the sar report,
with an optional device name in square brackets, e.g., r+w/s [dsk—1], or
an integer value. Op is +, —, *, or / surrounded by blanks. Up to five
names may be specified. Parentheses are not recognized. Contrary to cus-
tom, + and — have precedence over * and /. Evaluation is left to right.
Thus A/ A + B »*100 is evaluated (A/(A+B))*100, and
A+ B/C+ Dis (A+B)/(C+D). Lo and ki are optional numeric
scale limits. If unspecified, they are deduced from the data.

A single spec is permitted for the x axis. If unspecified, time is used. Up
to 5 spec’s separated by ; may be given for —y. Enclose the —x and —y
arguments in "" if blanks or \<CR> are included. The —y default is:

—y "%usr 0 100; %usr + %sys 0 100; %usr + %sys + %wio 0 100"

EXAMPLE
sag

wil show today’s CPU utilization.

FILES
/usr/adm/sa/sadd daily data file for day dd.

SEE ALSO
sar(1), tplot(1G).
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NAME
sar — system activity reporter

SYNOPSIS
sar [ —ubdycwaqvmA] [—o filel t [ n ]

sar [ —ubdycwaqgvmA] [—s time] [—e time] [—i sec] [—f file]

DESCRIPTION

Sar, in the first instance, samples cumulative activity counters in the
operating system at »n intervals of ¢ seconds. If the —o option is specified,
it saves the samples in file in binary format. The default value of n is 1.
In the second instance, with no sampling interval specified, sar extracts
data from a previously recorded file, either the one specified by —f option
or, by default, the standard system activity daily data file
/usr/adm/sa/sa dd for the current day dd. The starting and ending times
of the report can be bounded via the —s and —e time arguments of the
form hhl: mml: ss1]. The —i option selects records at sec second intervals.
Otherwise, all intervals found in the data file are reported.

In either case, subsets of data to be printed are specified by option:

—u Report CPU utilization (the default):
%usr, %sys, %wio, %idle — portion of time running in user mode,
running in system mode, idle with some process waiting for block 1/0,
and otherwise idle.

—b Report buffer activity:
bread/s, bwrit/s — transfers per second of data between system
buffers and disk or other block devices;
Iread/s, lwrit/s — accesses of system buffers;
Y%rcache, %wcache — cache hit ratios, e.g., 1 — bread/lIread;
pread/s, pwrit/s — transfers via raw (physical) device mechanism.

—d Report activity for each block device, e.g., disk or tape drive:
%Dbusy, avque — portion of time device was busy servicing a transfer
request, average number of requests outstanding during that time;
r+w/s, blks/s — number of data transfers from or to device, number
of bytes transferred in 512 byte units;
avwait, avserv — average time in ms. that transfer requests wait idly
on queue, and average time to be serviced (which for disks includes
seek, rotational latency and data transfer times).

—y Report TTY device activity:
rawch/s, canch/s, outch/s — input character rate, input character rate
processed by canon, output character rate;
rcvin/s, xmtin/s, mdmin/s — receive, transmit and modem interrupt
rates.

—c¢ Report system calls:
scall/s — system calls of all types;
sread/s, swrit/s, fork/s, exec/s — specific system calls;
rchar/s, wchar/s — characters transferred by read and write system

calls.
—w Report system swapping and switching activity:
swpin/s, swpot/s, bswin/s, bswot/s — number of transfers and

number of 512 byte units transferred for swapins (including initial
loading of some programs) and swapouts;
pswch/s — process switches.
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—a Report use of file access system routines:
iget/s, namei/s, dirblk/s.

—q Report average queue length while occupied, and % of time occupied:
rung-sz, %runocc — run queue of processes in memory and runnable;
swpq-sz, Y%swpocc — swap queue of processes swapped out but ready

to run.
—v Report status of text, process, inode and file tables:
text-sz, proc-sz, inod-sz, file-sz — entries/size for each table,
evaluated once at sampling point;
text-ov, proc-ov, inod-ov, file-ov — overflows occurring between

sampling points.

—m Report message and semaphore activities:
msg/s, sema/s — primitives per second.

—A Report all data. Equivalent to —udgbwcayvm.

EXAMPLE
sar

shows today’s CPU activity so far.
sar —o temp 60 10

watches CPU activity evolve for 10 minutes and saves data.
sar —d —f temp

later reviews disk and tape activity from that period.

FILES
/usr/adm/sa/sa dd daily data file, where dd are digits representing the day
of the month.
SEE ALSO
sag(1G).
sar(1M) in the UniPlust Administrator’s Manual.
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NAME

scesdiff — compare two versions of an SCCS file
SYNOPSIS

scesdiff —rSID1 —rSID2 [—pl [—sn] files
DESCRIPTION

Scesdiff compares two versions of an SCCS file and generates the differences
between the two versions. Any number of SCCS files may be specified, but
arguments apply to all files. ’

—rSID? SIDI and SID2 specify the deltas of an SCCS file that are to
be compared. Versions are passed to bdiff(1) in the order

given.
-p pipe output for each file through pr(1).
—sn n is the file segment size that bdiff will pass to diff(1). This

is useful when diff fails due to a high system load.

EXAMPLE
scesdiff —rl.1 —rl.2 s.testl.c

would show the differences between version 1.1 and version 1.2 of the file
"testl.c".

FILES
/tmp/get?????  Temporary files

SEE ALSO
bdiff (1), get(1), help(1), pr(1).
Source Code Control System.

DIAGNOSTICS
"file: No differences’ If the two versions are the same.
Use help (1) for explanations.
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NAME

SDIFF (1)

sdiff — side-by-side difference program

SYNOPSIS

sdiff [ options ... ] filel file2

DESCRIPTION

Sdiff uses the output of diff(1) to produce a side-by-side listing of two files
indicating those lines that are different. Each line of the two files is printed
with a blank gutter between them if the lines are identical, a < in the
gutter if the line only exists in filel, a > in the gutter if the line only exists
in file2, and a | for lines that are different.

The following options exist:

-—wn

-1
—-s
—o output

EXAMPLE

If "filel" contains:

and "file2" contains:

then

Use the next argument, n, as the width of the output line. The
default line length is 130 characters.

Only print the left side of any lines that are identical.
Do not print identical lines.

Use the next argument, output, as the name of a third file that is
created as a user controlled merging of filel and file2. ldentical
lines of filel and file2 are copied to output. Sets of differences,
as produced by diff(1), are printed; where a set of differences
share a common gutter character. After printing each set of
differences, sdiff prompts the user with a % and waits for one of
the following user-typed commands:

append the left column to the output file

append the right column to the output file

turn on silent mode; do not print identical lines

turn off silent mode

call the editor with the left column

call the editor with the right column

call the editor with the concatenation of left and right
call the editor with a zero length file

exit from the program

= 0o 0o 0o 0o <4 n - -
o -

On exit from the editor, the resulting file is concatenated on the
end of the output file.

X
a
b
c
d
y
a
d
c

sdiff filel file2
would print:
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X

a a

b <

¢ <

d d
> ¢

SEE ALSO
diff (1), ed().
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NAME

sed — stream editor
SYNOPSIS

sed [ —n ] [ —escript] [ —f sfile ] [ files ]
DESCRIPTION

Sed copies the named files (standard input default) to the standard output,
edited according to a script of commands. The —f option causes the script
to be taken from file sfile; these options accumulate. If there is just one
—e option and no —f options, the flag —e may be omitted. The —n
option suppresses the default output. A script consists of editing com-
mands, one per line, of the following form:

[ address [ , address 1 ] function [ arguments ]

In normal operation, sed cyclically copies a line of input into a pattern space
(unless there is something left after a D command), applies in sequence all
commands whose addresses select that pattern space, and at the end of the
script copies the pattern space to the standard output (except under —n)
and deletes the pattern space.

Some of the commands use a hold space to save all or part of the pattern
space for subsequent retrieval.

An address is either a decimal number that counts input lines cumulatively
across files, a $ that addresses the last line of input, or a context address,
i.e., a /regular expression/ in the style of ed (1) modified thus:

In a context address, the construction \ regular expression?, where ?
is any character, is identical to /regular expression/. Note that in
the context address \xabc\xdefx, the second x stands for itself,
so that the regular expression is abexdef.

The escape sequence \n matches a new-line embedded in the pattern
space.

A period . matches any character except the terminal new-line of the
pattern space.

A command line with no addresses selects every pattern space.

A command line with one address selects each pattern space that
matches the address.

A command line with two addresses selects the inclusive range from
the first pattern space that matches the first address through the
next pattern space that matches the second. (If the second
address is a number less than or equal to the line number first
selected, only one line is selected.) Thereafter the process is
repeated, looking again for the. first address.

Editing commands can be applied only to non-selected pattern spaces by
use of the negation function ! (below).

In the following list of functions the maximum number of permissible
addresses for each function is indicated in parentheses.

The text argument consists of one or more lines, all but the last of which
end with \ to hide the new-line. Backslashes in text are treated like
backslashes in the replacement string of an s command, and may be used
to protect initial blanks and tabs against the stripping that is done on every
script line. The rfile or wfile argument must terminate the command line
and must be preceded by exactly one blank. Each wfile is created before
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processing begins. There can be at most 10 distinct wfile arguments.

(1) a\

text
(2) b label
2) e\

text
2)d
@D
Qe

@G
@h

2QH
i\

text
)1
2)n
(2)N

2p
QP

(N)q
Q) r rfile

Append. Place text on the output before reading the next input
line.

Branch to the : command bearing the label. If label is empty,
branch to the end of the script.

Change. Delete the pattern space. With 0 or 1 address or at the
end of a 2-address range, place fext on the output. Start the
next cycle.

Delete the pattern space. Start the next cycle.

Delete the initial segment of the pattern space through the first
new-line. Start the next cycle.

Replace the contents of the pattern space by the contents of the
hold space. :

Append the contents of the hold space to the pattern space.
Replace the contents of the hold space by the contents of the
pattern space.

Append the contents of the pattern space to the hold space.

Insert. Place rext on the standard output.

List the pattern space on the standard output in an unambigu-
ous form. Non-printing characters are spelled in two-digit ASCII
and long lines are folded.

Copy the pattern space to the standard output. Replace the pat-
tern space with the next line of input.

Append the next line of input to the pattern space with an
embedded new-line. (The current line number changes.)

Print. Copy the pattern space to the standard output.

Copy the initial segment of the pattern space through the first
new-line to the standard output.

Quit. Branch to the end of the script. Do not start a new cycle.
Read the contents of rfile. Place them on the output before
reading the next input line.

(2) s/ regular expression | replacement/ flags

(2) t label

Substitute the replacement string for instances of the regular
expression in the pattern space. Any character may be used
instead of /. For a fuller description see ed(1). Flags is zero or
more of:

g Global. Substitute for all nonoverlapping instances
of the regular expression rather than just the first one.
P Print the pattern space if a replacement was made.

w wfile Write. Append the pattern space to wfile if a replace-
ment was made.
Test. Branch to the : command bearing the label if any substi-
tutions have been made since the most recent reading of an
input line or execution of a t. If label is empty, branch to the
end of the script.

(2) w wfile Write. Append the pattern space to wfile.

) x

Exchange the contents of the pattern and hold spaces.

() y/ stringl [ string2/
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and string2 must be equal.

(2)! function
Don’t. Apply the function (or group, if function is {) only to
lines not selected by the address(es).

(0) : label This command does nothing; it bears a label for b and t com-
mands to branch to.

)= Place the current line number on the standard output as a line.
@ { Execute the following commands through a matching } only
when the pattern space is selected.
) An empty command is ignored.
EXAMPLE

sed -f sedfile inputfile > filea

will process the "inputfile" according to the sedfile script, and place the
results in "filea".

The sedfile script

4 a\
XXXXXXXXXXXXX

would insert a row of Xs after line 4.

SEE ALSO
awk(1), ed(1), grep(1).
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NAME

SH(1)

sh, rsh — shell, the standard/restricted command programming language

SYNOPSIS

sh [ —ceiknrstuvx ] [ args ]
rsh [ —ceiknrstuvx ] [ args ]

DESCRIPTION

Sh is a command programming language that executes commands read
from a terminal or a file. Rsh is a restricted version of the standard com-
mand interpreter sh; it is used to set up login names and execution
environments whose capabilities are more controlled than those of the stan-
dard shell. See Invocation below for the meaning of arguments to the shell.

Commands.

A simple-command is a sequence of non-blank words separated by blanks (a
blank is a tab or a space). The first word specifies the name of the com-
mand to be executed. Except as specified below, the remaining words are
passed as arguments to the invoked command. The command name is
passed as argument 0 (see exec(2)). The value of a simple-command is its
exit status if it terminates normally, or (octal) 200+ status if it terminates
abnormally (see signal(2) for a list of status values).

A pipeline is a sequence of one or more commands separated by | (or, for
historical compatibility, by *). The standard output of each command but
the last is connected by a pipe(2) to the standard input of the next com-
mand. Each command is run as a separate process; the shell waits for the
last command to terminate.

A list is a sequence of one or more pipelines separated by ;, &, &&, or |,
and optionally terminated by ; or &. Of these four symbols, ; and & have
equal precedence, which is lower than that of && and | . The symbols &&
and || also have equal precedence. A semicolon (;) causes sequential exe-
cution of the preceding pipeline; an ampersand (&) causes asynchronous
execution of the preceding pipeline (i.e., the shell does not wait for that
pipeline to finish). The symbol && ( | ) causes the list following it to be
executed only if the preceding pipeline returns a zero (non-zero) exit
status. An arbitrary number of new-lines may appear in a list, instead of
semicolons, to delimit commands.

A command is either a simple-command or one of the following. Unless
otherwise stated, the value returned by a command is that of the last
simple-command executed in the command.

for name [ in word ... ] do list done
Each time a for command is executed, name is set to the next word
taken from the in word list. If in word ... is omitted, then the for
command executes the do /ist once for each positional parameter that
is set (see Parameter Substitution below). Execution ends when there
are no more words in the list.

case word in [ pattern [ | pattern] ...) list ;3] ... esac
A case command executes the /ist associated with the first pattern that
matches word. The form of the patterns is the same as that used for
file-name generation (see File Name Generation below).

if list then list [ elif list then list] ... [ else list ] fi
The list following if is executed and, if it returns a zero exit status,
the list following the first then is executed. Otherwise, the list
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following elif is executed and, if its value is zero, the list following the
next then is executed. Failing that, the else list is executed. If no
else list or then list is executed, then the if command returns a zero
exit status.

while /ist do list done
A while command repeatedly executes the while /ist and, if the exit
status of the last command in the list is zero, executes the do /ist, oth-
erwise the loop terminates. If no commands in the do list are exe-
cuted, then the while command returns a zero exit status; until may
be used in place of while to negate the loop termination test.

(lisH
Execute /list in a sub-shell.

{ list;}
list is simply executed.

The following words are only recognized as the first word of a command
and when not quoted:

if then else elif fi case esac for while until do dome { }

Comments.
A word beginning with # causes that word and all the following characters
up to a new-line to be ignored.

Command Substitution.
The standard output from a command enclosed in a pair of grave accents (
¢ “) may be used as part or all of a word; trailing new-lines are removed.

Parameter Substitution.
The character $ is used to introduce substitutable parameters. Positional
parameters may be assigned values by set. Variables may be set by writing:

name= value [ name=valuel ...
Pattern-matching is not performed on value.

${ parameter}
A parameter is a sequence of letters, digits, or underscores (a name),
a digit, or any of the characters =, #, ?, —, $, and !. The value, if
any, of the parameter is substituted. The braces are required only
when parameter is followed by a letter, digit, or underscore that is not
to be interpreted as part of its name. A name must begin with a letter
or underscore. If parameter is a digit, then it is a positional parameter.
If parameter is » or then all the positional parameters, starting with
$1, are substituted (separated by spaces). Parameter $0 is set from
argument zero when the shell is invoked.

${ parameter :— word}
If parameter is set and is non-null, then substitute its value; otherwise
substitute word.

${ parameter := word)}
If parameter is not set or is null, then set it to word, the value of the
parameter is then substituted. Positional parameters may not be
assigned to in this way.

${ parameter :? word)
If parameter is set and is non-null, then substitute its value; otherwise,
print word and exit from the shell. If word is omitted, then the mes-
sage "parameter null or not set" is printed.
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${ parameter -+ word)
If parameter is set and is non-null, then substitute word, otherwise
substitute nothing.

In the above, word is not evaluated unless it is to be used as the substituted
string, so that, in the following example, pwd is executed only if d is not
set or is null:

echo ${d:— ‘pwd ‘}

If the colon (:) is omitted from the above expressions, then the shell only
checks whether parameter is set or not.

The following parameters are automatically set by the shell:

# The number of positional parameters in decimal.

- Flags supplied to the shell on invocation or by the set com-
mand.

9

The decimal value returned by the last synchronously exe-
cuted command.

The process number of this shell.

The process number of the last background command
invoked.

o

The following parameters are used by the shell:

HOME  The default argument (home directory) for the c¢d com-
mand.

PATH The search path for commands (see Execution below). The
user may not change PATH if executing under rsh.

CDPATH The search path for the cd command.

MAIL If this variable is set to the name of a mail file, then the
shell informs the user of the arrival of mail in the specified

file.
PS1 Primary prompt string, by default "$".
PS2 Secondary prompt string, by default " > ".
IFS Internal field separators, normally space, tab, and new-line.

The shell gives default values to PATH, PS1, PS2, and IFS, while HOME
and MAIL are not set at all by the shell (although HOME is set by
login (1)).

Blank Interpretation.

After parameter and command substitution, the results of substitution are
scanned for internal field separator characters (those found in IFS) and split
into distinct arguments where such characters are found. Explicit null argu-
ments ("" or ’’) are retained. Implicit null arguments (those resulting
from parameters that have no values) are removed.

File Name Generation.

Following substitution, each command word is scanned for the characters s,
?,and [. If one of these characters appears, then the word is regarded as a
pattern. The word is replaced with alphabetically sorted file names that
match the pattern. If no file name is found that matches the pattern, then
the word is left unchanged. The character . at the start of a file name or
immediately following a /, as well as the character / itself, must be
matched explicitly.

. Matches any string, including the null string.
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? Matches any single character.

[...] Matches any one of the enclosed characters. A pair of charac-
ters separated by — matches any character lexically between the
pair, inclusive. If the first character following the opening " [" is
a"!", then any character not enclosed is matched.

Quoting.
The following characters have a special meaning to the shell and cause ter-
mination of a word unless quoted:

; & () | © < > new-line space tab

A character may be quoted (i.e., made to stand for itself) by preceding it
with a \. The pair \new-line is ignored. All characters enclosed between a
pair of single quote marks (*’), except a single quote, are quoted. Inside
double quote marks (""), parameter and command substitution occurs and
\ quotes the characters \, ¢, ", and $. "$+" is equivalent to "$1 $2 ...",
whereas "$@" is equivalent to "$1 $2 ...".

Prompting.
When used interactively, the shell prompts with the value of PS1 before
reading a command. If at any time a new-line is typed and further input is
needed to complete a command, then the secondary prompt (i.e., the value
of PS2) is issued.

Input/Output.
Before a command is executed, its input and output may be redirected
using a special notation interpreted by the shell. The following may appear
anywhere in a simple-command or may precede or follow a command and
are not passed on to the invoked command; substitution occurs before word
or digit is used:

< word
Use file word as standard input (file descriptor 0).

> word
Use file word as standard output (file descriptor 1). If the file does
not exist then it is created; otherwise, it is truncated to zero length.

>> word
Use file word as standard output. If the file exists, then output is
appended to it (by first seeking to the end-of-file); otherwise, the
file is created.

<<[—]word
The shell input is read up to a line that is the same as word, or to
an end-of-file. The resulting document becomes the standard
input. If any character of word is quoted, then no interpretation is
placed upon the characters of the document; otherwise, parameter
and command substitution occurs, (unescaped) \new-line is
ignored, and \ must be used to quote the characters \, $, ¢, and the
first character of word. If — is appended to <<, then all leading
tabs are stripped from word and from the document.

< & digit
The standard input is duplicated from file descriptor digit (see
dup (2)). Similarly for the standard output using >.

< & — The standard input is closed. Similarly for the standard output
using >,
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If one of the above is preceded by a digit, then the file descriptor created is
that specified by the digit (instead of the default 0 or 1). For example:

2> &1
creates file descriptor 2 that is a duplicate of file descriptor 1.

If a command is followed by &, then the default standard input for the
command is the empty file /dev/null. Otherwise, the environment for the
execution of a command contains the file descriptors of the invoking shell
as modified by input/output specifications.

Redirection of output is not allowed in the restricted shell.

Environment.

The environment (see environ (5)) is a list of name-value pairs that is passed
to an executed program in the same way as a normal argument list. The
shell interacts with the environment in several ways. On invocation, the
shell scans the environment and creates a parameter for each name found,
giving it the corresponding value. Executed commands inherit the same
environment. If the user modifies the values of these parameters or creates
new ones, none of these affects the environment unless the export com-
mand is used to bind the shell’s parameter to the environment. The
environment seen by any executed command is thus composed of any
unmodified name-value pairs originally inherited by the shell, plus any
modifications or additions, all of which must be noted in export commands.

The environment for any simple-command may be augmented by prefixing it
with one or more assignments to parameters. Thus:

TERM =450 cmd args and
(export TERM; TERM = 450; cmd args)

are equivalent (as far as the above execution of ¢md is concerned).
If the —k flag is set, all keyword arguments are placed in the environment,

even if they occur after the command name. The following first prints a=b
¢ and then c:

echo a=b ¢
set —k
echo a=b ¢

Signals.

The INTERRUPT and QUIT signals for an invoked command are ignored if
the command is followed by &; otherwise signals have the values inherited
by the shell from its parent, with the exception of signal 11 (but see also
the trap command below).

Execution.

Each time a command is executed, the above substitutions are carried out.
Except for the Special Commands listed below, a new process is created and
an attempt is made to execute the command via exec (2).

The shell parameter PATH defines the search path for the directory contain-
ing the command. Alternative directory names are separated by a colon
(:). The default path is :/bin:/usr/bin (specifying the current directory,
/bin, and /usr/bin, in that order). Note that the current directory is
specified by a null path name, which can appear immediately after the equal
sign or between the colon delimiters anywhere else in the path list. If the
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command name contains a / then the search path is not used; such com-
mands will not be executed by the restricted shell. Otherwise, each direc-
tory in the path is searched for an executable file. If the file has execute
permission but is not an a.out file, it is assumed to be a file containing shell
commands. A sub-shell (i.e., a separate process) is spawned to read it. A
parenthesized command is also executed in a sub-shell.

Special Commands.

The following commands are executed in the shell process and, except as
specified, no input/output redirection is permitted for such commands:

: No effect; the command does nothing. A zero exit code is returned.

. file

Read and execute commands from file and return. The search path

specified by PATH is used to find the directory containing file.

break { n ]
Exit from the enclosing for or while loop, if any. If n is specified,
then break » levels.

continue [ 7 ]
Resume the next iteration of the enclosing for or while loop. If n is
specified then resume at the n-th enclosing loop.

cd[argl
Change the current directory to arg. The shell parameter HOME is
the default arg. The shell parameter CDPATH defines the search path
for the directory containing arg. Alternative directory names are
separated by a colon (:). The default path is <null> (specifying the
current directory). Note that the current directory is specified by a
null path name, which can appear immediately after the equal sign or
between the colon delimiters anywhere else in the path list. If arg
begins with a /, then the search path is not used. Otherwise, each
directory in the path is searched for arg. The ¢d command may not
be executed by rsh.

eval [arg...]
The arguments are read as input to the shell and the resulting
command(s) executed.

exec [arg...]
The command specified by the arguments is executed in place of this
shell without creating a new process. Input/output arguments may
appear and, if no other arguments are given, cause the shell
input/output to be modified.

exit [ n ]
Causes a shell to exit with the exit status specified by n. If n is omit-
ted, then the exit status is that of the last command executed (an
end-of-file will also cause the shell to exit.)

export [ name ...
The given names are marked for automatic export to the environment
of subsequently-executed commands. If no arguments are given, then
a list of all names that are exported in this shell is printed.

newgrp [arg ... ]
Equivalent to exec newgrp arg ....

read [ name ... ]
One line is read from the standard input and the first word is assigned
to the first name, the second word to the second name, etc., with left-
over words assigned to the last name. The return code is 0 unless an
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end-of-file is encountered.

readonly [ name ... 1]
The given names are marked readonly and the values of the these
names may not be changed by subsequent assignment. If no argu-
ments are given, then a list of all readonly names is printed.

set [— —ekntuvx [arg...]1]
—e Exit immediately if a command exits with a non-zero exit status.
—k All keyword arguments are placed in the environment for a

command, not just those that precede the command name.

—n Read commands but do not execute them.
—t Exit after reading and executing one command.
—u Treat unset variables as an error when substituting.
—v Print shell input lines as they are read.
—x Print commands and their arguments as they are executed.
— — Do not change any of the flags; useful in setting $1 to —.
Using + rather than — causes these flags to be turned off. These
flags can also be used upon invocation of the shell. The current set of
flags may be found in $—. The remaining arguments are positional

parameters and are assigned, in order, to $1, $2, .... If no arguments
are given, then the values of all names are printed.

shift [ n ]
The positional parameters from $n+1 ... are renamed $1 .... If n is

not given, it is assumed to be 1.

test Evaluate conditional expressions. See fest(1) for usage and descrip-
tion.

times
Print the accumulated user and system times for processes run from
the shell.

trap [argl [ n]...
arg is a command to be read and executed when the shell receives
signal(s) n. (Note that arg is scanned once when the trap is set and
once when the trap is taken.) Trap commands are executed in order of
signal number. Any attempt to set a trap on a signal that was ignored
on entry to the current shell is ineffective. An attempt to trap on sig-
nal 11 (memory fault) produces an error. If arg is absent, then all
trap(s) n are reset to their original values. If arg is the null string,
then this signal is ignored by the shell and by the commands it
invokes. If n is 0, then the command arg is executed on exit from
the shell. The trap command with no arguments prints a list of com-
mands associated with each signal number.

ulimit [ —fp1[n]
imposes a size limit of n
—f imposes a size limit of n blocks on files written by child processes

(files of any size may be read). With no argument, the current
limit is printed.

—p changes the pipe size to n (UNIX/RT only).
If no option is given, —f is assumed.

umask [ nnn ]
The user file-creation mask is set to nnn (see umask(2)). If nnn is
omitted, the current value of the mask is printed.

wait [ n]
Wait for the specified process and report its termination status. If » is
not given, then all currently active child processes are waited for and
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the return code is zero.

Invocation.

If the shell is invoked through exec(2) and the first character of argument
zero is —, commands are initially read from /etc/profile and then from
SHOME/ .profile, if such files exist. Thereafter, commands are read as
described below, which is also the case when the shell is invoked as
/bin/sh. The flags below are interpreted by the shell on invocation only;
Note that unless the —¢ or —s flag is specified, the first argument is
assumed to be the name of a file containing commands, and the remaining
arguments are passed as positional parameters to that command file:

—c string If the —c flag is present, then commands are read from string.

-s If the ~s flag is present or if no arguments remain, then com-
mands are read from the standard input. Any remaining argu-
ments specify the positional parameters. Shell output is written
to file descriptor 2.

—i If the —i flag is present or if the shell input and output are
attached to a terminal, then this shell is interactive. In this case,
TERMINATE is ignored (so that kill 0 does not kill an interactive
shell) and INTERRUPT is caught and ignored (so that wait is
interruptible). In all cases, QUIT is ignored by the shell.

-r If the —r flag is present, the shell is a restricted shell.
The remaining flags and arguments are described under the set command
above.

Rsh Only.

Rsh is used to set up login names and execution environments whose capa-
bilities are more controlled than those of the standard shell. The actions of
rsh are identical to those of sk, except that the following are disallowed:

changing directory (see cd (1)),

setting the value of SPATH,

specifying path or command names containing /,
redirecting output (> and > >).

The restrictions above are enforced after .profile is interpreted.

When a command to be executed is found to be a shell procedure, rsh
invokes sh to execute it. Thus, it is possible to provide to the end-user
shell procedures that have access to the full power of the standard shell,
while imposing a limited menu of commands; this scheme assumes that the
end-user does not have write and execute permissions in the same direc-
tory.

The net effect of these rules is that the writer of the .profile has complete
control over user actions, by performing guaranteed setup actions and leav-
ing the user in an appropriate directory (probably not the login directory).

The system administrator often sets up a directory of commands (i.e.,
/usr/rbin) that can be safely invoked by rsh. Some systems also provide a
restricted editor red.

EXIT STATUS
Errors detected by the shell, such as syntax errors, cause the shell to return
a non-zero exit status. If the shell is being used non-interactively then exe-
cution of the shell file is abandoned. Otherwise, the shell returns the exit
status of the last command executed (see also the exit command above).
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EXAMPLE
sh -x scriptl

will execute each command in "scriptl”, echoing the command just before
executing it.
FILES
/etc/ profile
$HOME/ .profile
/tmp/sh*
/dev/null

SEE ALSO
cd(1), env(1), login(1), newgrp(l), test(1), umask(1), dup(2), exec(2),
fork(2), pipe(2), signal(2), ulimit(2), umask(2), wait(2), a.out(4),
profile(4), environ(5).

BUGS
The command readonly (without arguments) produces the same output as
the command export.
If << is used to provide standard input to an asynchronous process
invoked by &, the shell gets mixed up about naming the input document; a
garbage file /tmp/sh+ is created and the shell complains about not being
able to find that file by another name.
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NAME

size — size of an object file
SYNOPSIS

size [ —x] [ object ... }
DESCRIPTION

Size prints the decimal number of bytes required by the text, data, and bss
portions, and their sum in decimal and (hexidecimal), of each object-file
argument. If no file is specified, a.out is used.

If the —x option is specified, size prints the hexidecimal number of bytes
required by the text, data, and bss portions, and their sum in hexidecimal
and (decimal).

EXAMPLE
size
prints the number of bytes for the various portions of the a.out file, and
their sum in decimal and hexidecimal.

SEE ALSO
a.out(5).
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NAME
sleep — suspend execution for an interval

SYNOPSIS
sleep time

DESCRIPTION
Sleep suspends execution for time seconds. It is used to execute a com-
mand after a certain amount of time as in:

(sleep 105; command) &
or to execute a command every so often, as in:

while true
do
command
sleep 37
done
EXAMPLE
label:

command > > x
command > > x
date >> x
sleep 10

goto label

The preceding sh(1) script would execute the two commands and append
the results to file "x", then sleep for 10 seconds and repeat the process.

SEE ALSO
alarm(2), sleep(3C).

BUGS
Time must be less than 65536 seconds.
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sno — SNOBOL interpreter

SYNOPSIS

sno [ files ]

DESCRIPTION
Sno is a SNOBOL compiler and interpreter (with slight differences). Sno
obtains input from the concatenation of the named files and the standard
input. All input through a statement containing the label end is considered
program and is compiled. The rest is available to syspit.

Sno differs from SNOBOL in the following ways:

SEE ALSO

There are no unanchored searches. To get the same effect:
a* b unanchored search for b.
a *x* b = x ¢ unanchored assignment
There is no back referencing.
X = "abc"
a *x* X is an unanchored search for abc.

Function declaration is done at compile time by the use of the (non-
unique) label define. Execution of a function call begins at the state-
ment following the define. Functions cannot be defined at run time,
and the use of the name define is preempted. There is no provision
for automatic variables other than parameters. Examples:

define f( )
define f(a, b, ¢)

All labels except define (even end) must have a non-empty statement.

Labels, functions and variables must all have distinct names. In par-
ticular, the non-empty statement on end cannot merely name a label.

If start is a label in the program, program execution will start there.
If not, execution begins with the first executable statement; define is
not an executable statement.

There are no builtin functions.

Parentheses for arithmetic are not needed. Normal precedence
applies. Because of this, the arithmetic operators / and * must be set
off by spaces.

The right side of assignments must be non-empty.
Either > or " may be used for literal quotes.
The pseudo-variable sysppt is not available.

awk(1).
SNOBOL, a String Manipulation Language, by D. J. Farber, R. E. Griswold,
and I. P. Polonsky, JACM 11 (1964), pp. 21-30.
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NAME
sort — sort and/or merge files

SYNOPSIS
sort [—cmubdfinrtx] [+posl [—pos2]] ... [—o output] [names]

DESCRIPTION
Sort sorts lines of all the named files together and writes the result on the
standard output. The name — means the standard input. If no input files
are named, the standard input is sorted.

The default sort key is an entire line. Default ordering is lexicographic by
bytes in machine collating sequence. The ordering is affected globally by
the following options, one or more of which may appear.

b Ignore leading blanks (spaces and tabs) in field comparisons.

d "Dictionary" order: only letters, digits and blanks are significant in com-
parisons.

f Fold upper case letters onto lower case.

i Ignore characters outside the ASCII range 040-0176 in non-numeric
comparisons.

n  An initial numeric string, consisting of optional blanks, optional minus
sign, and zero or more digits with optional decimal point, is sorted by
arithmetic value. Option n implies option b.

r Reverse the sense of comparisons.
tx "Tab character" separating fields is x.

The notation + posl — pos2 restricts a sort key to a field beginning at pos!
and ending just before pos2. Posl and pos2 each have the form m. n,
optionally followed by one or more of the flags bdfinr, where m tells a
number of fields to skip from the beginning of the line and n tells a
number of characters to skip further. If any flags are present they override
all the global ordering options for this key. If the b option is in effect »n is
counted from the first non-blank in the field; b is attached independently to
pos2. A missing .n means .0; a missing — pos2 means the end of the line.
Under the —tx option, fields are strings separated by x; otherwise fieids
are non-empty non-blank strings separated by blanks.

When there are multiple sort keys, later keys are compared only after all
earlier keys compare equal. Lines that otherwise compare equal are
ordered with all bytes significant.

These option arguments are also understood:

¢ Check that the input file is sorted according to the ordering rules; give
no output uniess the file is out of sort.

Merge only, the input files are already sorted.

u Suppress all but one in each set of equal lines. Ignored bytes and bytes
outside keys do not participate in this comparison.

o The next argument is the name of an output file to use instead of the
standard output. This file may be the same as one of the inputs.

EXAMPLE
sort —u +0f +0 list
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prints in alphabetical order all the unique spellings in a list of words (capi-
talized words differ from uncapitalized).

sort —t: +2n /etc/passwd
prints the password file (passwd(4)) sorted by user ID (the third colon-
separated field).

sort —um +0 —1 dates

print the first instance of each month in an already sorted file of (month-
day) entries (the options —um with just one input file make the choice of a
unique representative from a set of equal lines predictable).

FILES
/usr/tmp/stm???

SEE ALSO
comm(1), join(1), uniq(1).

DIAGNOSTICS
Comments and exits with non-zero status for various trouble conditions
and for disorder discovered under option —c.

BUGS
Very long lines are silently truncated.
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NAME

spell, hashmake, spellin, hashcheck — find spelling errors

SYNOPSIS

spell [ —v1 [ —-b1[—-x]1[-111 +local file ] [ files ]
/usr/lib/spell/hashmake

/usr/lib/spell/spellin n

/usr/lib/spell/hashcheck spelling_list

DESCRIPTION

Spell collects words from the named files and looks them up in a spelling
list. Words that neither occur among nor are derivable (by applying certain
inflections, prefixes, and/or suffixes) from words in the spelling list are
printed on the standard output. If no files are named, words are collected
from the standard input. .

Spell ignores most troff(1), tbl(1), and egn (1) constructions.

Under the —v option, all words not literally in the spelling list are printed,
and plausible derivations from the words in the spelling list are indicated.

Under the —b option, British spelling is checked. Besides preferring centre,
colour, programme, speciality, travelled, etc., this option insists upon -ise in
words like standardise, Fowler and the OED to the contrary notwithstanding.

Under the —x option, every plausible stem is printed with = for each
word.

By default, spell (like deroff(1)) follows chains of included files (.so and
.nx troff(1) requests), unless the names of such included files begin with
/usr/lib. Under the —1 option, spell will follow the chains of all included
files.

Under the + local file option, words found in local_file are removed from
spell’s output. Local_file is the name of a user-provided file that contains a
sorted list of words, one per line. With this option, the user can specify a
set of words that are correct spellings (in addition to spell’s own spelling
list) for each job.

The spelling list is based on many sources, and while more haphazard than
an ordinary dictionary, is also more effective with respect to proper names
and popular technical words. Coverage of the specialized vocabularies of
biology, medicine, and chemistry is light.

Pertinent auxiliary files may be specified by name arguments, indicated
below with their default settings (see FILES). Copies of all output are accu-
mulated in the history file. The stop list filters out misspellings (e.g.,
thier=thy—y+ier) that would otherwise pass.

Three routines help maintain and check the hash lists used by spell:

hashmake Reads a list of words from the standard input and writes the
corresponding nine-digit hash code on the standard output.

spellin Reads n hash codes from the standard input and writes a
compressed spelling list on the standard output.

hashcheck Reads a compressed spelling list and recreates the nine-digit
hash codes for all the words in it; it writes these codes on the
standard output.
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EXAMPLE
spell filea fileb filec > misteaks

would put a list of the words from "filea", "fileb" and "filec" that were not
part of the on-line dictionary into file "misteaks". The on-line dictionary
rejects technical terms and proper names it does not know and treats them
as misspellings.

FILES
D_SPELL=/usr/lib/spell/hlist[ab] hashed spelling lists, American & Brit-
ish
S_SPELL=/usr/lib/spell/hstop hashed stop list
H_SPELL=/usr/lib/spell/spellhist history file
/usr/lib/spell/spellprog program

SEE ALSO
deroff(1), eqn(1), sed(1), sort(1), tbl(1), tee(1), troff(1).

BUGS
The spelling list’s coverage is uneven; new installations will probably wish
to monitor the output for several months to gather local additions; typi-
cally, these are kept in a separate local file that is added to the hashed
spelling_list via spellin.
The British spelling feature was done by an American.
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NAME

spline — interpolate smooth curve
SYNOPSIS

spline [ options ]
DESCRIPTION

Spline takes pairs of numbers from the standard input as abscissas and ordi-
nates of a function. It produces a similar set, which is approximately
equally spaced and includes the input set, on the standard output. The
cubic spline output (R. W. Hamming, Numerical Methods for Scientists and
Engineers, 2nd ed., pp.349ff) has two continuous derivatives, and
sufficiently many points to look smooth when plotted.

The following options are recognized, each as a separate argument:

—a Supply abscissas automatically (they are missing from the input);
spacing is given by the next argument, or is assumed to be 1 if next
argument is not a number.

—k The constant k wused in the boundary value computation:
Yo = kyi,  yi= ky.21
is set by the next argument (default kK = 0).

—n Space output points so that approximately » intervals occur between
the lower and upper x limits (default n = 100).

—p Make output periodic, i.e., match derivatives at ends. First and last
input values should normally agree.

—x Next 1 (or 2) arguments are lower (and upper) x limits. Normally,
these limits are calculated from the data. Automatic abscissas start at
lower limit (default 0).

EXAMPLE

spline -n 10 > spline.out
00
12
24
39

will create the file "spline.out" with the contents:

3.000000 8.999999
2.666667 7.096296
2.333333 5.370370
2.000000 4.000000
1.666667 3.096296
1.333333 2.503703
1.000000 2.000000
0.666667 1.407407
0.333333 0.725926
0.000000 0.000000

DIAGNOSTICS

BUGS

When data is not strictly monotone in x, spline reproduces the input
without interpolating extra points.

A limit of 1,000 input points is enforced silently.
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NAME )

split — split a file into pieces
SYNOPSIS

split [ —n ] [ file [ name 1 ]
DESCRIPTION

Split reads file and writes it in #-line pieces (default 1000 lines) onto a set
of output files. The name of the first output file is name with aa appended,
and so on lexicographically, up to zz (a maximum of 676 files). Name can-
not be longer than 12 characters. If no output name is given, x is default.

If no input file is given, or if — is given in its stead, then the standard
input file is used.

EXAMPLE
split -100 filea newfile

would split "filea" into 100-line pieces and put them in "newfileaa",
"newfilebb", and so forth until the end of filea.

SEE ALSO
bfs(1), csplit(1).
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NAME

ssp — make output single spaced
SYNOPSIS

ssp [ name ... ]
DESCRIPTION

Ssp removes extra blank lines and causes all output to be single spaced. It
can be used directly, or as a filter after nroff or other text formatting opera-
tions.

EXAMPLE .
nroff -ms filea fileb | ssp > > filec

would nroff the files with the —ms macro package, then single space the
output and direct it to "filec".
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NAME

strings — find the printable strings in an object, or other binary file
SYNOPSIS

strings [ — 1 [ —o 1 [ —number] file ...
DESCRIPTION

Strings looks for ascii strings in a binary file. A string is any sequence of 4
or more printing characters ending with a newline or a null. Unless the —
flag is given, strings only looks in the initialized data space of object files. If
the —o flag is given, then each string is preceded by its offset in the file (in
octal). If the — number flag is given, then number is used as the minimum
string length rather than 4.

Strings is useful for identifying random object files and many other things.

EXAMPLE
strings objl

will locate the ASCII-character strings in the object file "objl".

SEE ALSO
od(1).

BUGS
The algorithm for identifying strings is extremely primitive.
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NAME
strip — remove symbols and relocation bits

SYNOPSIS
strip name ...

DESCRIPTION
Strip removes the symbol table and relocation bits ordinarily attached to the
output of the assembler and link editor. This is useful to save space after a
program has been debugged.

The effect of strip is the same as use of the —s option of /d.

If name is an archive file, strip will remove the local symbols from any
a.out format files it finds in the archive. Certain libraries, such as those
residing in /lib, have no need for local symbols. By deleting them, the size
of the archive is decreased and link editing performance is increased.

EXAMPLE
strip a.out

removes the symbol table and relocation bits from a.out.

FILES
/tmp/stm»* temporary file

SEE ALSO
1d(1).
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NAME

stty — set the options for a terminal

SYNOPSIS

stty [ —a] [ —g ] [ options ]

DESCRIPTION

Stty sets certain terminal I/0 options for the device that is the current stan-
dard input; without arguments, it reports the settings of certain options;
with the —a option, it reports all of the option settings; with the —g
option, it reports current settings in a form that can be used as an argu-
ment to another s#y command. Detailed information about the modes
listed in the first five groups below may be found in termio(7) for asynchro-
nous lines, or in stermio(7) for synchronous lines in the UNIX System
Administrator’s Manual . Options in the last group are implemented using
options in the previous groups. Note that many combinations of options
make no sense, but no sanity checking is performed. The options are
selected from the following:

Control Modes

parenb (—parenb) enable (disable) parity generation and detection.

parodd (—paredd) select odd (even) parity.

csS ¢s6 cs7 cs8 select character size (see termio(7)).
hang up phone line immediately.

50 75 110 134 150 200 300 600 1200 1800 2400 4800 9600 exta exth
Set terminal baud rate to the number given, if possi-
ble. (All speeds are not supported by all hardware
interfaces.) 19200 is equivalent to exta. 38400 is
equivalent to extb.

hupel (—hupel) hang up (do not hang up) a DATA-PHONE® data set
connection on last close.

hup (—hup) same as hupel (—hupcl).

cstopb (—cstopb) use two (one) stop bits per character.

cread (—cread) enable (disable) the receiver.

clocal (—clocal) assume a line without (with) modem control.

Input Modes

ignbrk (~ignbrk) ignore (do not ignore) break on input.

brkint (—brkint) signal (do not signal) INTR on break.

ignpar (—ignpar) ignore (do not ignore) parity errors.

parmrk (—parmrk) mark (do not mark) parity errors (see termio(7)).

inpck (—inpck) enable (disable) input parity checking.

istrip (—istrip) strip (do not strip) input characters to seven bits.

inler (—inler) map (do not map) NL to CR on input.

igner (~igner) ignore (do not ignore) CR on input.

icrnl (—icrnl) map (do not map) CR to NL on input.

iucle (—iuclc) map (do not map) upper-case alphabetics to lower
case on input.

ixon (—ixon) enable (disable) START/STOP output control. Output

is stopped by sending an ASCII DC3 and started by
sending an ASCII DC1.
ixany (—ixany) allow any character (only DC1) to restart output.
ixoff (—ixoff) request that the system send (not send) START/STOP
characters when the input queue is nearly empty/full.
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Output Modes

opost (—opost)
olcuc (—olcuc)

onlcr (—onler)
ocrnl (—ocrnl)
onocr (—onocr)
onlret (—onlret)

ofill (—ofill)
ofdel (— ofdel)
cr0 erl cr2 cr3

nl0 nll
tab0 tabl tab2 tab3

bs0 bs1
10 ff1
vt0 vtl

Local Modes

isig (—isig)
icanon (—icanon)
xcase (—xcase)

echo (—echo)
echoe (—echoe)

echok (—echok)
Ifke (—I1fke)
echonl (—echonl)
noflsh (—noflsh)
stwrap (—stwrap)

stflush (—stflush)

stappl (—stappl)

Control Assignments

control-character ¢
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post-process output (do not post-process output;
ignore all other output modes).

map (do not map) lower-case alphabetics to upper
case on output.

map (do not map) NL to CR-NL on output.

map (do not map) CR to NL on output.

do not (do) output CRs at column zero.

on the terminal NL performs (does not perform) the
CR function.

use fill characters (use timing) for delays.

fill characters are DELs (NULSs).

select style of delay for carriage returns (see fer-
mio(7)).

select style of delay for line-feeds (see termio(7)).
select style of delay for horizontal tabs (see termio(7)
or stermio(7)).

select style of delay for backspaces (see termio(7)).
select style of delay for form-feeds (see termio(7)).
select style of delay for vertical tabs (see termio(7)).

enable (disable) the checking of characters against
the special control characters INTR and QUIT.

enable (disable) canonical input (ERASE and KILL
processing).

canonical (unprocessed) upper/lower-case presenta-
tion.

echo back (do not echo back) every character typed.
echo (do not echo) ERASE character as a backspace-
space-backspace string. Note: this mode will erase
the ERASEed character on many CRT terminals; how-
ever, it does not keep track of column position and,
as a result, may be confusing on escaped characters,
tabs, and backspaces.

echo (do not echo) NL after KILL character.

the same as echok (—echok); obsolete.

echo (do not echo) NL.

disable (enable) flush after INTR or QUIT.

disable (enable) truncation of lines longer than 79
characters on a synchronous line.

enable (disable) flush on a synchronous line after
every write(2).

use application mode (use line mode) on a synchro-
nous line.

set control-character to c, where control-character is
erase, kill, intr, quit, eof, eol, ctab, min, or time
(ctab is used with —stappl; see stermio(7)), (min
and time are used with —icanon; see rermio(7)). If ¢
is preceded by an (escaped from the shell) caret (7),
then the value used is the corresponding CTRL char-
acter (e.g., “"d” is a CTRL-d); *““*?” is interpreted as
DEL and ““"—"" is interpreted as undefined.
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line i set line discipline to i (0 < i < 127 ).
Combination Modes

evenp or parity enable parenb and cs7.

oddp enable parenb, c¢s7, and parodd.

—parity, —evenp, or —oddp
disable parenb, and set cs8.

raw (—raw or cooked)
enable (disable) raw input and output (no ERASE,
KILL, INTR, QUIT, EOT, or output post processing).

nl (=nl) unset (set) icrnl, onler. In addition —nl unsets
inlcr, igncr, ocrnl, and onlret.
lcase (—lcase) set (unset) xcase, iucle, and olcuc.

LCASE (—LCASE) same as lcase (—Ilcase).
tabs (—tabs or tab3)
preserve (expand to spaces) tabs when printing.

ek reset ERASE and KILL characters back to normal #
and
sane resets all modes to some reasonable values.
term set all modes suitable for the terminal type term,
where ferm is one of tty33, tty37, vt05, tn300, ti700,
or tek.
SEE ALSO

tabs(1), ioctl(2).
stermio(7), termio(7) in the UNIX System Adminstrator’s Manual.
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NAME

SU (1)

su — become super-user or another user

SYNOPSIS

sul ~11[name [arg ... 1]

DESCRIPTION

Su allows one to become another user without logging off. The default
user name is root (i.e., super-user).

To use su, the appropriate password must be supplied (unless one is
already super-user). If the password is correct, su will execute a new shell
with the user ID set to that of the specified user. To restore normal user ID
privileges, type an EOF to the new shell.

Any additional arguments are passed to the shell, permitting the super-user
to run shell procedures with restricted privileges (an arg of the form —c¢
string executes string via the shell). When additional arguments are passed,
/bin/sh is always used. When no additional arguments are passed, su uses
the shell specified in the password file.

An initial — flag causes the environment to be changed to the one that
would be expected if the user actually logged in again. This is done by
invoking the shell with an arg0 of —su causing the .profile in the home
directory of the new user ID to be executed. Otherwise, the environment is
passed along with the possible exception of $PATH, which is set to
/bin:/etc:/usr/bin for root. Note that the .profile can check arg0 for —sh
or —su to determine how it was invoked.

EXAMPLE

FILES

su unisoft

would cause the system to prompt for UniSoft’s password; if the password
is typed in correctly, UniSoft’s identity is substituted for yours, so far as
the system is concerned.

/etc/passwd system’s password file
$SHOME/ .profile  user’s profile

SEE ALSO

env(1), login(1), sh(1), environ(5).
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NAME .

sum — print checksum and block count of a file
SYNOPSIS

sum [ —r ] file
DESCRIPTION

Sum calculates and prints a 16-bit checksum for the named file, and also
prints the number of blocks in the file. It is typically used to look for bad
spots, or to validate a file communicated over some transmission line. The
option —r causes an alternate algorithm to be used in computing the check-
sum.

EXAMPLE
sum filea

produces the checksum and the block count of "filea".

SEE ALSO
we(l).

DIAGNOSTICS
"Read error" is indistinguishable from end of file on most devices; check
the block count.
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NAME
sum7 — sum and count blocks in a file

SYNOPSIS
sum? file

DESCRIPTION
Sum?7 calculates and prints a 16-bit checksum for the named file, and also
prints the number of blocks in the file, to the nearest whole block. It is
typically used to look for bad spots, or to validate a file communicated over
some transmission line.

EXAMPLE
sum7 sum?7.1

produces the checksum and the block count of this manual section, namely:
21009 1

SEE ALSO
we(l).
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NAME

sumdir — sum and count characters in the files in the given directories
SYNOPSIS

sumdir [directories]
DESCRIPTION

Sumdir calculates and prints a 16-bit checksum for the named file, and also
prints the number of characters in the file. It is typically used to look for
bad spots on the file system, or to validate a file transmitted over some
transmission line. The output from this program differs from the output
from the sum (1) program in that sumdir prints the number of characters
rather than the number of blocks in the file.

Sumdir provides a recursive checksum of all files in the specified directory.

EXAMPLE
sumdir manl

produces the checksum and the character count of the files in the directory
manl.

SEE ALSO
sum(1).
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NAME
sync — update the super block

SYNOPSIS
sync
DESCRIPTION
Sync executes the sync system primitive. If the system is to be stopped,
sync must be called to insure file system integrity. It will flush all previ-
ously unwritten system buffers out to disk, thus assuring that all file
modifications up to that point will be saved. See sync(2) for details.
EXAMPLE
sync
should be typed to flush all internal disk buffers, before bringing down the
system.
SEE ALSO
sync(2).
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NAME
tabs — set tabs on a terminal

SYNOPSIS
tabs [ tabspec ] [ . +mn 1 [ —Ttype ]

DESCRIPTION
Tabs sets the tab stops on the user’s terminal according to the tab
specification tabspec, after clearing any previous settings. The user must of
course be logged in on a terminal with remotely-settable hardware tabs.

Users of GE TermiNet terminals should be aware that they behave in a
different way than most other terminals for some tab settings: the first
number in a list of tab settings becomes the left margin on a TermiNet ter-
minal. Thus, any list of tab numbers whose first element is other than 1
causes a margin to be left on a TermiNet, but not on other terminals. A
tab list beginning with 1 causes the same effect regardless of terminal type.
It is possible to set a left margin on some other terminals, although in a
different way (see below).

Four types of tab specification are accepted for tabspec: "canned", repetitive,
arbitrary, and file. If no fabspec is given, the default value is —8, i.e.,
UNIX "standard" tabs. The lowest column number is 1. Note that for tabs,
column 1 always refers to the left-most column on a terminal, even one
whose column markers begin at 0, e.g., the DASI 300, DASI 300s, and DASI
450.

—code Gives the name of one of a set of "canned" tabs. The legal codes
and their meanings are as follows:

—-a 1,10,16,36,72
Assembler, IBM $/370, first format

—a2 1,10,16,40,72
Assembler, IBM S/370, second format

- 1,8,12,16,20,55
COBOL, normal format

—-c2 1,6,10,14,49
COBOL, compact format (columns 1-6 omitted). Using this code,
the first typed character corresponds to card column 7, one space
gets you to column 8, and a tab reaches column 12. Files using
this tab setup should include a format specification as follows:

<:t—c2 mé6 s66 d:>

—c3 1,6,10,14,18,22,26,30,34,38,42,46,50,54,58,62,67
COBOL compact format (columns 1-6 omitted), with more tabs
than —c2. This is the recommended format for COBOL. The
appropriate format specification is:

<:it—c3 mé6 s66 d:>
—f 1,7,11,15,19,23

FORTRAN

-p 1,5,9,13,17,21,25,29,33,37,41,45,49,53,57,61
PL/I

-s 1,10,55
SNOBOL

—u 1,12,20,44
UNIVAC 1100 Assembler

In addition to these "canned” formats, three other types exist:
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nl,n2,...

— —file

TABS (1)

A repetitive specification requests tabs at columns 1+n, 1+2*n,
etc. Note that such a setting leaves a left margin of » columns on
TermiNet terminals only. Of particular importance is the value
—8: this represents the UNIX "standard" tab setting, and is the
most likely tab setting to be found at a terminal. It is required for
use with the nroff —h option for high-speed output. Another spe-
cial case is the value —0, implying no tabs at all.
The arbitrary format permits the user to type any chosen set of
numbers, separated by commas, in ascending order. Up to 40
numbers are allowed. If any number (except the first one) is pre-
ceded by a plus sign, it is taken as an increment to be added to
the previous value. Thus, the tab lists 1,10,20,30 and
1,10,+10,+10 are considered identical.
If the name of a file is given, tabs reads the first line of the file,
searching for a format specification. If it finds one there, it sets
the tab stops according to it, otherwise it sets them as —8. This
type of specification may be used to make sure that a tabbed file is
printed with correct tab settings, and would be used with the pr(1)
command:

tabs — — file; pr file

Any of the following may be used also; if a given flag occurs more than
once, the last value given takes effect:

—Tuype

+mn

Tabs usually needs to know the type of terminal in order to set
tabs and always needs to know the type to set margins. Type is a
name listed in term(5). If no —T flag is supplied, rabs searches
for the STERM value in the environment (see environ(5)). If no
type can be found, tabs tries a sequence that will work for many
terminals.

The margin argument may be used for some terminals. It causes
all tabs to be moved over n columns by making column n+1 the
left margin. If +m is given without a value of n, the value
assumed is 10. For a TermiNet, the first value in the tab list
should be 1, or the margin will move even further to the right.
The normal (left-most) margin on most terminals is obtained by
+m0. The margin for most terminals is reset only when the + m
flag is given explicitly.

Tab and margin setting is performed via the standard output.

EXAMPLE
tabs —c¢

will send commands to the terminal to remotely set the tabs for COBOL format.
tabs 6,12,18

will set tabs in columns 6, 12 and 18.
tabs —10

will set tabs in columns 11, 21, 31, 41, 51, 61, and 71.

DIAGNOSTICS

illegal tabs when arbitrary tabs are ordered incorrectly.
illegal increment when a zero or missing increment is found in an arbi-
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unknown tab code when a "canned" code cannot be found.

can't open if — — file option used, and file can’t be opened.

file indirection if — — file option used and the specification in that file
points to yet another file. Indirection of this form is
not permitted.

SEE ALSO
nroff (1), environ(4), term(5), tset(1).

BUGS
There is no consistency among different terminals regarding ways of clear-
ing tabs and setting the left margin.
It is generally impossible to usefully change the left margin without also
setting tabs.

Tabs clears only 20 tabs (on terminals requiring a long sequence), but is
willing to set 40.
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NAME

tail — deliver the last part of a file

SYNOPSIS

tail [ +[number]l [1bc[f] 1] [ file ]

DESCRIPTION

Tail copies the named file to the standard output beginning at a designated
place. If no file is named, the standard input is used.

Copying begins at distance + number from the beginning, or — number from
the end of the input (if number is null, the value 10 is assumed). Number
is counted in units of lines, blocks, or characters, according to the
appended option 1, b, or ¢. When no units are specified, counting is by
lines.

With the —f ("follow") option, if the input file is not a pipe, the program
will not terminate after the line of the input file has been copied, but will
enter an endless loop, wherein it sleeps for a second and then attempts to
read and copy further records from the input file. Thus it may be used to
monitor the growth of a file that is being written by some other process.

EXAMPLE

tail —f fred

will print the last ten lines of the file "fred", followed by any lines that are
appended to "fred" between the time fail is initiated and killed.

tail —15cf fred

will print the last 15 characters of the file "fred", followed by any lines that
are appended to "fred" between the time tail is initiated and killed.

SEE ALSO

BUGS

dd(1).

Tails relative to the end of the file are treasured up in a buffer, and thus
are limited in length. Various kinds of anomalous behavior may happen
with character special files.

October 1983 -1-



TAKE (1C) (UniSoft) TAKE(1C)

NAME

take — takes a file from a remote machine

SYNOPSIS

take [ —p port ] [ —sSPEED 1 [ —i [ ID 1 ] fromfile [ tofile ]
take [ —p port ]} [ —sSPEED 1 —c¢ command [ args ]

DESCRIPTION

Take is part of system of programs useful for transferring files between
UNIX systems. It is the "downloader" designed to transmit files from a
remote machine to a local machine. For a brief discussion of the take/put
system and installation instructions, see the companion document: Installa-
tion and Overview of the UniSoft Take/Put File Transfer System.

Take transfers a file, directory, or output from a command given at a
remote machine. The default port is /dev/tty0; the —p option can be used
to specify an alternate port. The default speed is determined by the system;
the —s option can be used to specify a specific speed. The —i [ ID ] option
remaps pathnames on the remote machine. The ID (if present) is passed to
the remote machine where it is used to locate a line containing pathname
prefixes (using the /etc/takelist file discussed below). If no ID is given
after the —i flag, then the default system ID is read from the /ete/sys_id
file (if it exists); otherwise take7 will use the account name of the invoker
(i.e., the person who logged in to the port used) to determine which line of
/etc/takelist to apply. See the overview document for details of the map-
ping.

The —c option is useful for executing an arbitrary command on the remote
machine. All arguments following the —c flag are collected, transmitted to
the remote machine and executed as a single command. The standard out-
put and standard error from this command are returned as the standard
output and standard error of take.

In order to perform its function, fake(1C) interfaces with the program
/usr/bin/take7 on the remote machine.

EXAMPLE

FILES

take /a/b/c

takes the contents of the directory (or file) "/a/b/c" on the remote machine
and copies them into a similarly named directory (or file) on the local
machine; if "/a/b/c" did not previously exist on the local machine, it is
created; otherwise it is overwritten.

take file.c /x/y/z/filename

takes the contents of "file.c" from the remote machine and copies them into
"/x/y/z/filename" on the local machine. Note that if "filename" exists on
the local machine, its contents are overwritten.

fromfile The remote file name. When using the —i option, this file
should usually be specified as a pathname starting at the root of
the local machine.

tofile The local file name; if tofile is null, tofile is defaulted to fromfile.
If rofile is a directory, then fofile has the last segment of the
JSromfile path appended to it.
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SEE ALSO
cu(1C), put(1C)
Installation and Overview of the UniSoft Take/Put File Transfer System
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NAME
take7 — takes a file from a remote machine.
SYNOPSIS
take7 [ —p port ] [ —sSPEED ] [ —ilIDI ] fromfile [ tofile ]
take7 [ —p port] [ —sSPEED | —c command | args ]
DESCRIPTION

Take?7 is part of system of programs useful for transferring files between
UNIX systems. It is the "downloader" designed to transmit files from a
remote machine to a local machine. For a brief discussion of the take/put
system and installation instructions, see the companion document: Overview
of the UniSoft Take/Put File Transfer System.

Take7 transfers a file, directory, or output from a command given at a
remote machine. The default port is /dev/tty0; the —p option can be used
to specify an alternate port. The default speed is determined by the system;
the —s option can be used to specify a specific speed. The —i[ID] option
remaps pathnames on the remote machine. The ID (if present) is passed to
the remote machine where it is used to locate a line containing pathname
prefixes (using the /etc/takelist file discussed below). If no ID is given
after the —i flag, then the default system ID is read from the /etc/sys_id
file (if it exists); otherwise take6 will use the account name of the invoker
(i.e., the person who logged in to the port used) to determine which line of
/ete/takelist to apply. See the overview document for details of the map-
ping.

The —c option is useful for executing an arbitrary command on the remote
machine. All arguments following the —c flag are collected, transmitted to
the remote machine and executed as a single command. The standard out-
put and standard error from this command are returned as the standard
output and standard error of take7.

In order to perform its function, take7(1C) interfaces with the program
/usr/bin/take6 on the remote machine.

EXAMPLE

FILES

take7 /a/b/c

takes the contents of the directory (or file) "/a/b/c" on the remote machine
and copies them into a similarly named directory (or file) on the local
machine; if "/a/b/c¢" did not previously exist on the local machine, it is
created; otherwise it is overwritten.

take file.c /x/y/z/filename

takes the contents of "file.c" from the remote machine and copies them into
"/x/y/z/filename" on the local machine. Note that if "filename" exists on
the local machine, its contents are overwritten.

fromfile The remote file name. When using the —i option, this file
should usually be specified as a pathname starting at the root of
the local machine.

tofile The local file name; if tofile is null, tofile is defaulted to fromfile.
If tofile is a directory, then tofile has the last segment of the
Sromfile path appended to it.
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SEE ALSO
cu(1), put7(1)
Overview of the UniSoft Take/Put File Transfer System
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NAME

TAR(1)

tar — tape file archiver

SYNOPSIS

tar [ key 1 [ files ]

DESCRIPTION

Tar saves and restores files on magnetic tape. Its actions are controlled by
the key argument. The key is a string of characters containing at most one
function letter and possibly one or more function modifiers. Other argu-
ments to the command are files (or directory names) specifying which files
are to be dumped or restored. In all cases, appearance of a directory name
refers to the files and (recursively) subdirectories of that directory.

The function portion of the key is specified by one of the following letters:

r

X

The named files are written on the end of the tape. The ¢ func-
tion implies this function.

The named files are extracted from the tape. If a named file
matches a directory whose contents had been written onto the
tape, this directory is (recursively) extracted. The owner,
modification time, and mode are restored (if possible). If no files
argument is given, the entire content of the tape is extracted.
Note that if several files with the same name are on the tape, the
last one overwrites all earlier ones.

The names of the specified files are listed each time that they
occur on the tape. If no files argument is given, all the names on
the tape are listed.

The named files are added to the tape if they are not already there,
or have been modified since last written on that tape.

Create a new tape; writing begins at the beginning of the tape,
instead of after the last file. This command implies the r function.

The following characters may be used in addition to the letter that selects
the desired function:

0,...,7 This modifier selects the drive on which the tape is mounted. The

v

October 1983

default is 1.
Normally, tar does its work silently. The v (verbose) option
causes it to type the name of each file it treats, preceded by the
function letter. With the t function, v gives more information
about the tape entries than just the name.
causes tar to print the action to be taken, followed by the name of
the file, and then wait for the user’s confirmation. If a word
beginning with y is given, the action is performed. Any other
input means "no". ‘
causes far to use the next argument as the name of the archive
instead of /dev/mt?. If the name of the file is —, tar writes to
the standard output or reads from the standard input, whichever is
appropriate. Thus, tar can be used as the head or tail of a pipe-
line. Tar can also be used to move hierarchies with the command:
cd fromdir; tar ¢f — .| (cd todir; tar xf —)
causes tfar to use the next argument as the blocking factor for tape
records. The default is 1, the maximum is 20. This option should
only be used with raw magnetic tape archives (see f above). The
block size is determined automatically when reading tapes (key
letters x and t).
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1 tells tar to complain if it cannot resolve all of the links to the files
being dumped. If 1 is not specified, no error messages are printed.
m tells tar to not restore the modification times. The modification

time of the file will be the time of extraction.

This version of far is capable of writing more than one tape or disk. The
user will be prompted to change media when necessary. The next two
options are used for tapes; the last is for disks.

d causes far to use the next argument as the tape’s density. The
default density is 1600BPI1.

s causes tar to use the next argument as the tape’s length in feet.
The default length is 2300 feet.

B causes far to use the next argument as the number of 512-byte

blocks in the disk.
The tar header format is as follows:

# define TBLOCK 512
# define NBLOCK 40
# define NAMSIZ 100
union hblock {
char dummy[TBLOCKI;
struct header {
char name[NAMESIZ];
char model[8];
char uid[8];
char gid[8];
char size[12];
char mtime[12];
char chksum[8];
char linkflag,
char linkname[NAMESIZ];
} dbuf;
} dblock, tbuf[INBLOCKI;

EXAMPLE

FILES

cd fromdir; tar ¢f — . | (cd todir; tar xf —)
will copy directories from one directory tree to another.

/dev/rmt?

/dev/mt?

/tmp/tar*

/bin/mkdir  build directories during recovery
/bin/pwd get working directory name

DIAGNOSTICS

BUGS

Complaints about bad key characters and tape read/write errors.
Complaints if enough memory is not available to hold the link tables.

There is no way to ask for the n-th occurrence of a file.

Tape errors are handled ungracefully.

The u option can be slow.

The b option should not be used with archives that are going to be updated.
The current magnetic tape driver cannot backspace raw magnetic tape. If
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the archive is on a disk file, the b option should not be used at all, because
updating an archive stored on disk can destroy it.

The current limit on file-name length is 100 characters.

Empty directories are skipped when creating a tar archive.
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NAME
tbi — format tables for nroff or troff

SYNOPSIS
thl [ —TX ] { files ]

DESCRIPTION :
Thl is a preprocessor that formats tables for nroff or troff. The input files
are copied to the standard output, except for lines between .TS and .TE

command lines, which are assumed to describe tables and are re-formatted
by tbl. (The .TS and .TE command lines are not aitered by ¢bl).

.TS is followed by global options. The available global options are:

center center the table (default is left-adjust);

expand make the table as wide as the current line length;
box enclose the table in a box;

doublebox enclose the table in a double box;

allbox enclose each item of the table in a box;

tab (x) use the character x instead of a tab to separate items in a
line of input data.

The global options, if any, are terminated with a semi-colon (;).

Next come lines describing the format of each line of the table. Each such
format line describes one line of the actual table, except that the last format
line (which must end with a period) describes all remaining lines of the
table. Each column of each line of the table is described by a single key-
letter, optionally followed by specifiers that determine the font and point
size of the corresponding item, that indicate where vertical bars are to
appear between columns, that determine column width, inter-column spac-
ing, etc. The available key-letters are:

¢ center item within the column;

r right-adjust item within the column;

1 left-adjust item within the column;

n numerically adjust item in the column: units positions of numbers
are aligned vertically;

span previous item on the left into this column;

center longest line in this column and then left-adjust all other
lines in this column with respect to that centered line;

span down previous entry in this column;

_ replace this entry with a horizontal line;

= replace this entry with a double horizontal line.

The characters B and I stand for the bold and italic fonts, respectively; the
character | indicates a vertical line between columns.

The format lines are followed by lines containing the actual data for the
table, followed finally by .TE. Within such data lines, data items are nor-
mally separated by tab characters.

8 »

If a data line consists of only _ or =, a single or double line, respectively,
is drawn across the table at that point; if a single item in a data line consists
of only _ or =, then that item is replaced by a single or double line.

Full details of all these and other features of tb/ are given in the reference
manual cited below.
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~The —TX option forces thl to use only full vertical line motions, making the
output more suitable for devices that cannot generate partial vertical line
motions (e.g., line printers).

If no file names are given as arguments (or if — is specified as the last
argument), tbl reads the standard input, so it may be used as a filter.
When it is used with eqn (1) or negn, tbl should come first to minimize the
volume of data passed through pipes.

EXAMPLE

In the following input, "I represents a tab (which should be typed as a
genuine tab):

TS

center box ;

cBss

ol cls

“lece

llnn.

Household Population

Town "1 Households
“INumber "I Size
Bedminster "1789"13.26
Bernards Twp. 13087 "13.74
Bernardsville "12018 "13.30
Bound Brook "13425"13.04
Bridgewater "17897 "13.81
Far Hills"1240°13.19

.TE
yields:
Household Population
Town Households
Number  Size
Bedminster 789 3.26
Bernards Twp. 3087 3.74
Bernardsville 2018 3.30
Bound Brook 3425 3.04
Bridgewater 7897 3.81
Far Hills 240 3.19
SEE ALSO

cw(1), eqn(1), mm(1), mmt(1), nroff(1), troff(1), mm(5), mv(5)
TBL—A Program to Format Tables.

BUGS
See BUGS under nroff(1).
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NAME

tc — phototypesetter simulator
SYNOPSIS

tc[ =t]1 [ —=sn] [ —pl]lfile]
DESCRIPTION

Tc interprets its input (standard input default) as device codes for a Wang
Laboratories, Inc. C/A/T phototypesetter. The standard output of tc is
intended for a Tektronix 4014 terminal with ASCII and APL character sets.
The sixteen typesetter sizes are mapped into the 4014’s four sizes; the
entire TROFF character set is drawn using the 4014’s character generator,
with overstruck combinations where necessary. Typical usage is:

troff —t files | tc

At the end of each page, tc waits for a new-line (empty line) from the key-
board before continuing on to the next page. In this wait state, the com-
mand e will suppress the screen erase before the next page; s n will cause
the next n pages to be skipped; and !cmd will send cmd to the shell.

The command line options are:
—t  Don’t wait between pages (for directing output into a file).
—sn  Skip the first n pages.

—p/ Set page length to /;. / may include the scale factors p (points), i
(inches), ¢ (centimeters), and P (picas); default is picas.
SEE ALSO
4014(1), sh(1), tplot(1G), troff(1).

BUGS
Font distinctions are lost.
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NAME

tee — pipe fitting
SYNOPSIS

tee [ —i]l [ —allfile] ..
DESCRIPTION

Tee transcribes the standard input to the standard output and makes copies
in the files. The —i option ignores interrupts; the —a option causes the
output to be appended to the files rather than overwriting them.

EXAMPLE
make | tee x

will cause the output of the make program to be recorded on file "x" as well
as printed on standard output.
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NAME
test — condition evaluation command

SYNOPSIS
test expr
[ expr ]

DESCRIPTION
Test evaluates the expression expr and, if its value is true, returns a zero
(true) exit status; otherwise, a non-zero (false) exit status is returned; test
also returns a non-zero exit status if there are no arguments. The follow-
ing primitives are used to construct expr:

—r file true if file exists and is readable.

—w file true if file exists and is writable.

—x file true if file exists and is executable.

~f file true if file exists and is a regular file.

—d file true if file exists and is a directory.

—c file true if file exists and is a character special file.
~b file true if file exists and is a block special file.

—p file true if file exists and is a named pipe (fifo).

—u file true if file exists and its set-user-ID bit is set.

—g file true if file exists and its set-group-ID bit is set.
-k file true if file exists and its sticky bit is set.

—s file true if file exists and has a size greater than zero.

—t [fildes] true if the open file whose file descriptor number is fildes (1 by
default) is associated with a terminal device.

—z sl true if the length of string s is zero.

—n sl true if the length of the string s/ is non-zero.
sl = 52  true if strings s/ and s2 are identical.

sl 1= s2 true if strings s/ and s2 are not identical.

sl true if s/ is not the null string.

nl—eq n2 true if the integers n/ and n2 are algebraically equal. Any of
the comparisons —ne, —gt, —ge, —It, and —le may be used
in place of —eq.

These primaries may be combined with the following operators:

! unary negation operator.

—a binary and operator.

-0 binary or operator (—a has higher precedence than —o).
(expr) parentheses for grouping.

Notice that all the operators and flags are separate arguments to fest.
Notice also that parentheses are meaningful to the shell and, therefore,
must be escaped.
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EXAMPLE

Test is typically used in shell scripts (sk (1)), as in the following example
which prints the message "foo is a directory" if it is found to be one when
tested.

if (test -d foo) then
echo "foo is a dir"
fi
SEE ALSO
find(1), sh(1).
WARNING
In the second form of the command (i.e., the one that uses [], rather than
the word test), the square brackets must be delimited by blanks.
Some UNIX systems do not recognize the second form of the command.

Note test is built into /bin/sh and will not work in /bin/csh.
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NAME

time — time a command

SYNOPSIS

time command

DESCRIPTION

The command is executed; after it is complete, time prints the elapsed time
during the command, the time spent in the system, and the time spent in
execution of the command. Times are reported in seconds.

The execution time can depend on what kind of memory the program hap-
pens to land in; the user time in MOS is often half what it is in core.

The times are printed on standard error.

EXAMPLE

time nroff man filea
will, in sh, perform the formatting and report the time at the end of the
file, e.g.:

real 22.0
user 8.6
sys 6.4

In c¢sh, on the other hand, the time report might be:
8.9u 7.0s 0:29 54%

which reports the user time, system time, real time, and percentage of real
time that the CPU was active, which is the sum of the user and system
times divided by real elapsed time.

SEE ALSO

timex (1), times(2).
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NAME
timex — time a command; report process data and system activity

SYNOPSIS
timex [options] command

DESCRIPTION
The given command is executed; the elapsed time, user time and system
time spent in execution are reported in seconds. Optionally, process
accounting data for the command and all its children can be listed or sum-
marized, and total system activity during the execution interval can be
reported.

The output of timex is written on standard error.
Options are:

—p List process accounting records for command and all its children.
Suboptions f, h, k, m, r, and t modify the data items reported, as
defined in acctcom (1). The number of blocks read or written and the
number of characters transferred are always reported.

—o Report the total number of blocks read or written and total characters
transferred by command and all its children.

—s Report total system activity (not just that due to command) that
occurred during the execution interval of command. All the data
items listed in sar(1) are reported.

EXAMPLE
timex ps -el

runs the ps command (with the correct options), then produces statistics

concerning the command and system activity during the command to the

standard error.
SEE ALSO

acctcom(1), sar(1).
WARNING

Process records associated with command are selected from the accounting

file /usr/adm/pacct by inference, since process genealogy is not available.

Background processes having the same user-id, terminal-id, and execution
time window will be spuriously included.
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NAME

touch — update access and modification times of a file
SYNOPSIS

touch [ —amc ] [ mmddhhmm [yy] ] files
DESCRIPTION

Touch causes the access and modification times of each argument to be
updated. If no time is specified (see date(1)) the current time is used.
The —a and —m options cause touch to update only the access or
modification times respectively (default is —am). The —c option silently
prevents touch from creating the file if it did not previously exist.

The return code from touch is the number of files for which the times
could not be successfully modified (including files that did not exist and
were not created).

Note that you can’t fouch a numeric filename without preceding that
filename with the date or with a non-numeric filename on the command
line. For example,

touch 100
will not work, however
touch 0723093584 100

or
touch filel 100
will work.
EXAMPLE

touch filea fileb
sets the "date last modified" of the two files to the current date.

SEE ALSO
date(1), utime(2).
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NAME

(UniSoft) TP (1)

tp — manipulate tape archive

SYNOPSIS

tp [ key ] { name ... ]

DESCRIPTION

Tp saves and restores files on DECtape or other magnetic tape. Its actions
are controlled by the key argument. The key is a string of characters con-

taining

at most one function letter and possibly one or more function

modifiers. Other arguments to the command are file or directory names
specifying which files are to be dumped, restored, or listed. In all cases,
appearance of a directory name refers to the files and (recursively) sub-
directories of that directory.

Tp is useful for importing tapes made on older systems.
The function portion of the key is specified by one of the following letters:

r

The named files are written on the tape. If files with the same
names already exist, they are replaced. "Same" is determined by
string comparison, so .abc can never be the same as /usr/sho/abc
even if /usr/sbo is the current directory. If no file argument is
given, . is the default.

Updates the tape. u is like r, but a file is replaced only if its
modification date is later than the date stored on the tape; that is to
say, if it has changed since it was dumped. u is the default com-
mand if none is given.

Deletes the named files from the tape. At least one name argu-
ment must be given. This function is not permitted on magnetic
tapes.

Extracts the named files from the tape to the file system. The
owner and mode are restored. If no file argument is given, the
entire contents of the tape are extracted.

Lists the names of the specified files. If no file argument is given,
the entire contents of the tape is listed.

The following characters may be used in addition to the letter which selects
the function desired.

m
0,...,7

October 1983

Specifies magnetic tape as opposed to DECtape.

This modifier selects the drive on which the tape is mounted. For
DECtape, x is default; for magnetic tape 0 is the default.

Normally & does its work silently. The v (verbose) option causes it
to type the name of each file it treats preceded by the function
letter. With the t function, v gives more information about the
tape entries than just the name.

Means a fresh dump is being created; the tape directory is cleared
before beginning. Usable only with r and u. This option is
assumed with magnetic tape since it is impossible to selectively
overwrite magnetic tape.

Errors reading and writing the tape are noted, but no action is
taken. Normally, errors cause a return to the command level.
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(UniSoft) TP(1)

f Use the first named file, rather than a tape, as the archive. This
option is known to work only with x.
w Causes tp to pause before treating each file, type the indicative
letter and the file name (as with v) and await the user’s response.
Response y means "yes", so the file is treated. Null response
means "no", and the file does not take part in whatever is being
done. Response x means "exit"; the f command terminates
immediately. In the x function, files previously asked about have
been extracted already. With r, u, and d, no change has been made
to the tape. '
EXAMPLE
tp x filel
extracts "filel" from a # formatted magnetic tape mounted on drive 0.
FILES
/dev/tap?
/dev/mt?
SEE ALSO

ar(1), cpio(1), tar(1).

DIAGNOSTICS

Several; the non-obvious one is "Phase error", which means the file
changed after it was selected for dumping but before it was dumped.

BUGS

A single file with several links to it is treated like several files.

Binary-coded control information makes magnetic tapes written by &
difficult to carry to other machines; tar (1) avoids the problem.

Tp does not copy zero-length files to tape.
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NAME

tplot — graphics filters
SYNOPSIS

tplot [ —Tterminal [ —e raster ] ]
DESCRIPTION

These commands read plotting instructions (see plot(4)) from the standard
input and in general produce, on the standard output, plotting instructions
suitable for a particular rerminal. If no terminal is specified, the environ-
ment parameter STERM (see environ (5)) is used. Known fterminals are:

300 DASI 300.

300S DASI 300s.

450 DASI 450.

4014 Tektronix 4014.

ver Versatec D1200A. This version of plot places a scan-converted
image in /usr/tmp/raster$$ and sends the result directly to the
plotter device, rather than to the standard output. The —e option
causes a previously scan-converted file raster to be sent to the
plotter.

EXAMPLE
tplot -T4014 graph.out

will use the encoded information in "graph.out" to plot a graph on a Tek-
tronix 4014-type terminal.

FILES
/usr/1ib/t300
/usr/1ib/t300s
/usr/lib/t450
/usr/lib/t4014
/usr/lib/ vplot
/usr/tmp/raster$$

SEE ALSO
plot(3X), plot(4), term(5).
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NAME

TR (1)

tr — translate characters

SYNOPSIS

tr [ —cds ] [ stringl [ string2 ] ]

DESCRIPTION

Tr copies the standard input to the standard output with substitution or
deletion of selected characters. Input characters found in stringl are
mapped into the corresponding characters of string2. Any combination of
the options —cds may be used:

-c Complements the set of characters in stringl with respect to the
universe of characters whose ASCII codes are 001 through 377
octal.

-d Deletes all input characters in stringl.

- Squeezes all strings of repeated output characters that are in string2

to single characters.

The following abbreviation conventions may be used to introduce ranges of
characters or repeated characters into the strings:

[a—z] Stands for the string of characters whose ASCH codes run from
character a to character z, inclusive.

[a* n] Stands for » repetitions of a. If the first digit of n is 0, » is con-
sidered octal; otherwise, n is taken to be decimal. A zero or miss-
ing n is taken to be huge; this facility is useful for padding string2.

The escape character \ may be used as in the shell to remove special mean-
ing from any character in a string. In addition, \ followed by 1, 2, or 3
octal digits stands for the character whose ASCII code is given by those
digits.

EXAMPLE

tr —cs "[A—2Z][a—z]" "[\012«]" <filel >file2

creates a list of all the words in "filel" one per line in "file2", where a word
is taken to be a maximal string of alphabetics. The strings are quoted to
protect the special characters from interpretation by the shell; 012 is the
ASCII code for newline.

In this case, tr has substituted the newline character for all the alphabetics
in "filel", reconstituted the alphabetics with the —c option, squeezed the
newlines to one per occurrence, with the —s option, and directed the out-
put to "file2".

SEE ALSO

BUGS

ed(1), sh(1), ascii(5).

Won’t handle ASCII NUL in stringl or string2, always deletes NUL from
input.
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NAME

TROFF (1)

troff — typeset text

SYNOPSIS

troff [ options 1 [ files ]

DESCRIPTION

Troff formats text contained in files (standard input by default) for a Wang
Laboratories, Inc., C/A/T phototypesetter. Its capabilities are described in
the NROFF/TROFF User’s Manual cited below.

An argument consisting of a minus (—) is taken to be a file name
corresponding to the standard input. The options, which may appear in any
order, but must appear before the files, are:

—olist

-nN
—sN

—raN
=i

-q

-z
—mname

—cname

—kname

-pN
—T name

EXAMPLE

Print only pages whose page numbers appear in the /ist of
numbers and ranges, separated by commas. A range N—M
means pages N through M; an initial — N means from the
beginning to page N, and a final N— means from N to the end.
(See BUGS below.)

Number first generated page N.

Stop every N pages. Troff will stop the phototypesetter every N
pages, produce a trailer to allow changing cassettes, and resume
when the typesetter’s start button is pressed.

Set register @ (which must have a one-character name) to N.
Read standard input after files are exhausted.

Invoke the simulitaneous input-output mode of the .rd request.
Print only messages generated by .tm (terminal message)
requests.

Prepend to the input files the non-compacted (ASCII text) macro
file /usr/lib/tmac/tmac.name.

Prepend to the input files the compacted macro files
/usr/lib/macros/cmp. [nt].[dt]. name and
/usr/lib/macros/ucmp. [nt}. name.

Compact the macros used in this invocation of troff, placing the
output in files [dt].name in the current directory (see the May
1979 Addendum to the NROFF/TROFF User’s Manual for details
of compacting macro files).

Direct output to the standard output instead of the photo-
typesetter.

Refrain from feeding out paper and stopping phototypesetter at
the end of the run.

Wait until phototypesetter is available, if it is currently busy.
Report whether the phototypesetter is busy or available. No text
processing is done.

Send a printable ASCII approximation of the results to the stan-
dard output.

Print all characters in point size N while retaining all prescribed
spacings and motions, to reduce phototypesetter elapsed time.
Use font-width tables for device name (the font tables are found
in /usr/lib/font/ name/+). Currently, no names are supported.

troff -04,8-10 -mabc filel file2

requests formatting of pages 4, 8, 9, and 10 of a document contained in the
files named "filel" and "file2", and invokes the macro package abc.
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FILES
/usr/lib/suftab suffix hyphenation tables
/tmp/ta$# temporary file
/usr/lib/tmac/tmac.* standard macro files and pointers
/usr/lib/macros/* standard macro files
/usr/lib/font/* font width tables for troff
SEE ALSO
cw(1), eqn(1), mmt(1), nroff(1), tb1(1), tc(1), mm(5), mv(5).
NROFF/TROFF User’s Manual and A TROFF Tutorial
BUGS

Troff believes in Eastern Standard Time; as a result, depending on the time
of the year and on your local time zone, the date that troff generates may
be off by one day from your idea of what the date is.

When troff is used with the —olist option inside a pipeline (e.g., with one or
more of cw(1), egn(1), and tbI(1)), it may cause a harmless "broken pipe"
diagnostic if the last page of the document is not specified in /list.
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NAME

TROFF7(1)

troff7 — text formatting and typesetting

SYNOPSIS

troff7 [ option } ... [file ] ...

DESCRIPTION

Troff7 formats text in the named files for printing on a Graphic Systems
C/A/T phototypesetter; nroff is used for for typewriter-like devices. Their
capabilities are described in the NroffiTroff User’s Manual.

If no file argument is present, the standard input is read. An argument
consisting of a single minus (—) is taken to be a file name corresponding to
the standard input. The options, which may appear in any order so long as
they appear before the files, are:

—olist Print only pages whose page numbers appear in the comma-
separated list of numbers and ranges. A range N— M means
pages N through M, an initial —N means from the beginning to
page N; and a final N— means from N to the end.

—nN Number first generated page N.

—-sN Stop every N pages. Nroff will halt prior to every N pages
(default N=1) to allow paper loading or changing, and will
resume upon receipt of a newline. Troff7 will stop the photo-
typesetter every N pages, produce a trailer to allow changing
cassettes, and resume when the typesetter’s start button is
pressed.

—mname Prepend the macro file /usr/lib/tmac/tmac.name to the input
files.

~raN Set register @ (one-character) to N.

-i Read standard input after the input files are exhausted.

—-q Invoke the simultaneous input-output mode of the rd request.

Troff7 only

—t Direct output to the standard output instead of the photo-
typesetter.

—f Refrain from feeding out paper and stopping phototypesetter at
the end of the run.

-w Wait until phototypesetter is available, if currently busy.

-b Report whether the phototypesetter is busy or available. No text
processing is done.

—a Send a printable ASCII approximation of the results to the stan-
dard output.

-pN Print all characters in point size N while retaining all prescribed
spacings and motions, to reduce phototypesetter elapsed time.

-g Prepare output for a GCOS phototypesetter and direct it to the

standard output (see gcat(1)).

If the file /usr/adm/tracct is writable, troff7 keeps phototypesetter accounting
records there. The integrity of that file may be secured by making troff7 a
"set-user-id" program.
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FILES
/usr/1ib/suftab
/tmp/ta*
/usr/lib/tmac/tmac.*
/usr/lib/term/*
/usr/lib/font/*
/dev/cat
/usr/adm/tracct

SEE ALSO
eqn(1), tbl(1)

suffix hyphenation tables
temporary file

standard macro files

terminal driving tables for nroff7
font width tables for troff7
phototypesetter

accounting statistics for /dev/cat

Nroff/Troff User’s Manual by J. F. Ossanna,
A TROFF Tutorial by B. W, Kernighan.

October 1983
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NAME

true, false — provide truth values
SYNOPSIS

true

false

DESCRIPTION
True does nothing, successfully. Faise does nothing, unsuccessfully. They
are typically used in input to sk (1).

EXAMPLE
while true
do

command

done

SEE ALSO

sh(1).
DIAGNOSTICS

True has exit status zero, false nonzero.
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NAME

tset, reset — set or reset the teletype bits to a sensible state
SYNOPSIS

tset [ options ]

reset
DESCRIPTION

Tset causes terminal dependent processing such as setting erase and Kkill
characters, setting or resetting delays, and the like. It first determines the
ype of terminal involved, names for which are specified by the
/etc/termeap data base, and then does necessary initializations and mode
settings. In the case where no argument types are specified, tser simply
reads the terminal type out of the environment variable TERM and re-
initializes the terminal. The rest of this manual concerns itself with type
initialization, done typically once at login, and options used at initialization
time to determine the terminal type and set up terminal modes.

When used in a startup script ".profile" (for sh (1) users) or ".login" (for
csh (1) users), it is desirable to give information about the types of terminal
usually used, for terminals which are connected to the computer through a
modem. These ports are initially identified as being dialup or plugboard or
arpanet etc. To specify what terminal type is usually used on these ports,
—m is followed by the appropriate port type identifier, an optional baud-
rate specification, and the terminal type to be used if the mapping condi-
tions are satisfied. If more than one mapping is specified, the first applica-
ble mapping prevails. A missing type identifier matches all identifiers.

Baud rates are specified as with sty (1), and are compared with the speed of
the diagnostic output (which is almost always the control terminal). The
baud rate test may be any combination of: >, =, <, @, and !; @ is a
synonym for = and ! inverts the sense of the test. To avoid problems with
metacharacters, it is best to place the entire argument to —m within ** char-
acters; users of csh (1) must also put a "\" before any "!" used here.

Thus
tset —m ‘dialup>300:adm3a’ —m dialup:dw2 —m ’plugboard:?adm3a’

causes the terminal type to be set to an admJ3a if the port in use is a dialup
at a speed greater than 300 baud; to a dw2 if the port is (otherwise) a
dialup (i.e., at 300 baud or less). If the type above begins with a question
mark, the user is asked if s/he really wants that type. A null response
means to use that type; otherwise, another type can be entered which will
be used instead. Thus, in this case, the user will be queried on a plugboard
port as to whether they are using an adm3a. For other ports the port type
will be taken from the /etc/ttytype file or a final, default zype option may
be given on the command line not preceded by a —m.

It is often desirable to return the terminal type, as specified by the —m
options, and information about the terminal to a shell’s environment. This
can be done using the —s option; using the Bourne shell, s# (1):

eval ‘tset —s options ... "
or using the C shell, csh (1):

tset -s options ... > tset$$
source tset$$
rm tset$$
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These commands cause tset to generate as output a sequence of shell com-
mands which place the variables TERM and TERMCAP in the environment;
see environ (5).

Once the terminal type is known, tser engages in terminal mode setting.
This normally involves sending an initialization sequence to the terminal
and setting the single character erase (and optionally the line-kill (full line
erase)) characters.

On terminals that can backspace but not overstrike (such as a CRT), and
when the erase character is the default erase character ("#" on standard
systems), the erase character is changed to a Control-H (backspace).

Other options are:

—e set the erase character to be the named character ¢ on all terminals,
the default being the backspace character on the terminal, usually "H.

-k is similar to —e but for the line kill character rather than the erase
character; ¢ defaults to "X (for purely historical reasons); "U is the
preferred setting. No Kill processing is done if —k is not specified.

—1 suppresses outputting terminal initialization strings.
—Q suppresses printing the "Erase set to" and "Kill set to" messages.

—S Outputs the strings to be assigned to TERM and TERMCAP in the
environment rather than commands for a shell.

Reset sets the terminal to cooked mode, turns off "cbreak" and "raw"
modes, turns on "nl", and restores special characters that are undefined to
their default values.

This is most useful after a program dies leaving a terminal in a funny state;
you have to type <LF>reset<LF> to get it to work as <CR> often
doesn’t work; often none of this will echo.

It isn’t a bad idea to follow reset with rset.

EXAMPLE

FILES

A typical csh ".login" file using rser would be:

set noglob

set term = (‘tset - -S -r -d\?h19°)
setenv TERM "$term[1]"

setenv TERMCAP "$term[2]"
unset term noglob

This ".login" sets the environment variables TERM and TERMCAP for the
user’s current terminal according to the file /etc/ttytype. If the terminal
line is a dialup line, the user is prompted for the proper terminal type.

reset

returns the user’s terminal to a usable state after being accidentally set by
an interrupted process.

/etc/ttytype  terminal id to type map database
/etc/termcap terminal capability database

SEE ALSO

csh(1), sh(1), stty(1), environ(4), ttytype(4), termcap(5).
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BUGS
Should be merged with sty (1).

Reset doesn’t set tabs properly; it can’t intuit personal choices for interrupt
and line kill characters, so it leaves these the old UNIX standards "?
(delete) for interrupt and @ for line kill.

It could well be argued that the shell should be responsible for insuring that
the terminal remains in a sane state; this would eliminate the need for this

program.
NOTES
For compatibility with earlier versions of fser, a number of flags are
accepted whose use is discouraged:
—d type equivalent to —m dialup:type
—p type equivalent to —m plugboard:type
—a type equivalent to —m arpanet:type
—-Ec Sets the erase character to ¢ only if the terminal can backspace.
- prints the terminal type on the standard output
-r prints the terminal type on the diagnostic output.
AUTHOR

Eric Allman
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NAME
tsort — topological sort
SYNOPSIS
tsort [ file ]
DESCRIPTION
Tsort produces on the standard output a totally ordered list of items con-

sistent with a partial ordering of items mentioned in the input file. If no
file is specified, the standard input is understood.

The input consists of pairs of items (nonempty strings) separated by blanks.
Pairs of different items indicate ordering. Pairs of identical items indicate
presence, but not ordering.

EXAMPLE
ar cr library ‘lorder *.0 | tsort*

intends to build a new library from existing .o files.

SEE ALSO
lorder(1).

DIAGNOSTICS
0dd data: there is an odd number of fields in the input file.

BUGS
Uses a quadratic algorithm; not worth fixing for the typical use of ordering
a library archive file.
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NAME

tty — get the terminal’s name
SYNOPSIS

tty [ =11 [ —s ]
DESCRIPTION

Tty prints the path name of the user’s terminal. The —1 option prints the
synchronous line number to which the user’s terminal is connected, if it is
on an active synchronous line. The —s option inhibits printing of the
terminal’s path name, allowing one to test just the exit code.

EXAMPLE
tty

produces /dev/tty7 if user is on tty7.

EXIT CODES
2 if invalid options were specified,
0 if standard input is a terminal,
1 otherwise.

DIAGNOSTICS
"not on an active synchronous line" if the standard input is not a synchro-
nous terminal and -1 is specified.
"not a tty" if the standard input is not a terminal and —s is not specified.
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NAME
ul — do underlining
SYNOPSIS
ul [ —t terminal 1 | name ... ]
DESCRIPTION

Ul reads the named files (or standard input if none are given) and
translates occurrences of underscores to the sequence which indicates
underlining. If —t is present, rerminal is used as the terminal kind. Other-
wise, first the environment is searched, and if necessary, /etc/termcap is
read to determine the appropriate sequences for underlining. If none of the
fields us, ue, or uc are present, and if so and se are present, standout mode
is used to indicate underlining. If the terminal can overstrike, or handles
underlining automatically, u/ behaves like cat(1). If the terminal cannot
underline, underlining is ignored.

EXAMPLE

FILES

ul filel

displays "filel" on the terminal with underlined portions of the file either
underlined, or in reverse video when this option is supported for the termi-
nal.

/bin/cat concatenate and print
/etc/termcap terminal capability data base

SEE ALSO

BUGS

man(1), nroff (1).

Nroff usually outputs a series of backspaces and underlines intermixed with
the text to indicate underlining. No attempt is made to optimize the back-
ward motion.

AUTHOR

Mark Horton
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NAME

umask — set file-creation mode mask
SYNOPSIS

umask [ 000 }
DESCRIPTION

The user file-creation mode mask is set to 000. The three octal digits refer
to read/write/execute permissions for owner, group, and others, respectively
(see chmod(2) and umask(2)). The value of each specified digit is sub-
tracted from the corresponding "digit" specified by the system for the crea-
tion of a file (see creat(2)). For example, umask 022 removes group and
others write permission (files normally created with mode 777 become
mode 755; files created with mode 666 become mode 644).

If 000 is omitted, the current value of the mask is printed.
Umask is recognized and executed by the shell.

EXAMPLE
umask 22

sets file-creation mode mask such that at file creation, the write bits will be
zeroed out for group and other users, regardless of mode specification in
create.

SEE ALSO
chmod(1), sh(1), chmod(2), creat(2), umask(2).
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UNAME (1)

uname — print name of current UNIX System

SYNOPSIS

uname [ —snrvma ]

DESCRIPTION
Uname prints the current system name of the UNIX System on the standard
output file. It is mainly useful to determine what system one is using. The
options cause selected information returned by uname (2) to be printed:

—Ss

—n

-I
-V
=m

—a

print the system name (default).

print the nodename (the nodename may be a name that the system
is known by to a communications network).

print the operating system release.
print the operating system version.
print the machine hardware name.
print all the above information.

Arguments not recognized default the command to the —s option.

EXAMPLE

uname

on UniPlus* would print on the screen

SEE ALSO

unix

uname(2).
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NAME

unget — undo a previous get of an SCCS file
SYNOPSIS

unget [—rSID] [—s] [—n] files
DESCRIPTION

Unget undoes the effect of a get —e done prior to creating the intended
new delta. If a directory is named, unger behaves as though each file in the
directory were specified as a named file, except that non-SCCS files and
unreadable files are silently ignored. If a name of — is given, the standard
input is read with each line being taken as the name of an SCCS file to be
processed.

Keyletter arguments apply independently to each named file.

—r SID Uniquely identifies which delta is no longer intended. (This
would have been specified by get as the "new delta"). The
use of this keyletter is necessary only if two or more out-
standing gets for editing on the same SCCS file were done by
the same person (login name). A diagnostic results if the
specified SID is ambiguous, or if it is necessary and omitted
on the command line.

—-s Suppresses the printout, on the standard output, of the
intended delta’s SID.
-n Causes the retention of the gotten file which would normally
be removed from the current directory.
EXAMPLE
% unget s.testl.c
1.2
undoes version 1.2 of "testl.c" set up for editing by an earlier
get-e.
SEE ALSO
delta(1), get(1), sact(1).
DIAGNOSTICS

Use help (1) for explanations.
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NAME

uniq — report repeated lines in a file

SYNOPSIS

unig [ —ude { +n 1 [ —=n 1] [ input [ output 1 ]

DESCRIPTION

Uniq reads the input file comparing adjacent lines. In the normal case, the
second and succeeding copies of repeated lines are removed; the remainder
is written on the output file. Input and output should always be different.
Note that repeated lines must be adjacent in order to be found; see sort(1).
If the —u flag is used, just the lines that are not repeated in the original file
are output. The —d option specifies that one copy of just the repeated lines
is to be written. The normal mode output is the union of the —u and —d
mode outputs.

The —c option supersedes —u and —d and generates an output report in
default style but with each line preceded by a count of the number of times
it occurred.

The n arguments specify skipping an initial portion of each line in the com-
parison:

—n The first n fields together with any blanks before each are ignored. A
field is defined as a string of non-space, non-tab characters separated
by tabs and spaces from its neighbors.

+n The first n characters are ignored. Fields are skipped before charac-
ters.

EXAMPLE

uniq filel
prints contents of "filel" with adjacent identical lines removed.

SEE ALSO

comm(1), sort(1).
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NAME

units — conversion program

SYNOPSIS

units

DESCRIPTION .

Units converts quantities expressed in various standard scales to their
equivalents in other scales. It works interactively, as in the examples
below.

A quantity is specified as a multiplicative combination of units optionally
preceded by a numeric multiplier. Powers are indicated by suffixed positive
integers, division by the usual sign (see the second example below).

Units only does multiplicative scale changes; thus it can convert Kelvin to
Rankine, but not Celsius to Fahrenheit. Most familiar units, abbreviations,
and metric prefixes are recognized, together with a generous leavening of
exotica and a few constants of nature including:

pi ratio of circumference to diameter,
c speed of light,

e charge on an electron,

g acceleration of gravity,

force same as g,

mole Avogadro’s number,

water pressure head per unit height of water,
au astronomical unit.

Pound is not recognized as a unit of mass; Ib is. Compound names are run
together, (e.g., lightyear). British units that differ from their U.S. counter-
parts are prefixed thus: brgallon. For a complete list of units, type:

cat /usr/lib/ unittab

EXAMPLE
You have: inch
You want: cm
* 2.540000e+00
/ 3.937008e—01
You have: 15 Ibs force/in2"
You want: atm
* 1.020689¢+00
/ 9.797299¢~01
FILES
/usr/lib/unittab
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NAME

updater — update files between two machines
SYNOPSIS

updater [ key ] local remote ...
DESCRIPTION '

Updater updates files between two machines.
One of the following key letters must be included:
t Take files from the remote machine, updating the local machine.

p Put files from the local machine onto the remote machine, updating the
remote machine.

d List the difference between files on the local and remote machines.
The following key letters are optional:

u Update a file only if it exists on both machines; this is the default condi-
tion.

r Replace a file if it did not exist on the destination machine.
Local refers to the local directory name.

Remote refers to the remote directory names. Only one remote name can
be specified if the p (put) key is specified.

ALGORITHM
Open /dev/tty0 to the remote machine.

Stty the local port and send a stty command to the remote machine to con-
dition both ends of the connection.

Send a "cd remote ; sumdir . | sort +2 > /tmp/rXXXXX" to remote
machine for each remote system; "cd local ; sumdir . | sort >
/tmp/1XXXXX" for local machine.

Wait for remote to complete.
Take /tmp/rXXXXX.
Do a comparison between the local and the union of the remotes:

exists on remote only:
If both the t and r keys are specified, take the file; otherwise list
the file.
exists on local only:
If both p and r keys are specified, put the file; otherwise list the
file.
exist on both but different: )
If t key is specified, take the file.
If p key is specified, put the file.
If d key is specified, list the file.
same:
nothing

EXAMPLE
updater d . .

uses /dev/tty0 to communicate with a remote machine and compares direc-
tories on the remote and local systems.
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NAME
uucp, uulog, uuname — unix to unix copy

SYNOPSIS
uucp [ options ] source-files destination-file
uulog [ options ]
uuname [ —1]

DESCRIPTION

Uucp.

Uucp copies files named by the source-file arguments to the destination-file

argument. A file name may be a path name on your machine, or may have
the form:

system-name!path-name

where system-name is taken from a list of system names which uucp knows
about. The system-name may also be a list of names such as

in which case an attempt is made to send the file via the specified route,
and only to a destination in PUBDIR (see below). Care should be taken to
insure that intermediate nodes in the route are willing to forward informa-
tion.

The shell metacharacters ?, * and [...] appearing in path-name will be
expanded on the appropriate system.

Path names may be one of:
(1) a full path name;

(2) a path name preceded by ~user where user is a login name on the
specified system and is replaced by that user’s login directory;

(3) a path name preceded by ~/user where user is a login name on
the specified system and is replaced by that user’s directory under
PUBDIR;

(4) anything else is prefixed by the current directory.

If the result is an erroneous path name for the remote system, the copy will
fail. If the destination-file is a directory, the last part of the source-file name
is used.

If a simple ~user destination is inaccessible to uucp, data is copied to a spool
directory and the user is notified by mail(1).

Uucp preserves execute permissions across the transmission and gives 0666
read and write permissions (see chmod(2)).

The following options are interpreted by uucp:

—-d Make all necessary directories for the file copy (default).
—f Do not make intermediate directories for the file copy.
—-c Use the source file when copying out rather than copying the file

to the spool directory (default).
-C Copy the source file to the spool directory.

—m file Report status of the transfer in file. If file is omitted, send mail to
the requester when the copy is completed.
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—n user Notify user on the remote system that a file was sent.

—esys Send the wucp command to system sys to be executed there.
(Note: this will only be successful if the remote machine allows
the uucp command to be executed by /usr/lib/uucp/uuxqt.)

Uucp returns on the standard output a string which is the job number of
the request. This job number can be used by uustat to obtain status or ter-
minate the job.

Uulog.

Uulog queries a summary log of wucp and uux(1C) transactions in the file
/usr/spool/uucp/LOGFILE.

The options cause uulog to print logging information:
—ssys  Print information about work involving system sys.
—u user Print information about work done for the specified user.

Uuname.

Uuname lists the uucp names of known systems. The —1 option returns
the local system name.

EXAMPLE

uucp filel unisoft! /usr/spool/uucppublic/file2

sends "filel" from the local machine, via the uucp network, to the "unisoft"
machine, where it is saved as file "/usr/spool/uucppublic/file2".

FILES
/usr/spool/uucp spool directory
/usr/spool/uucppublic public directory for receiving and sending (PUB-
DIR)
/usr/lib/uucp/* other data and program files
SEE ALSO

mail(1), uux(1C).

WARNING

BUGS

The domain of remotely accessible files can (and for obvious security rea-
sons, usually should) be severely restricted. You will very likely not be
able to fetch files by path name; ask a responsible person on the remote
system to send them to you. For the same reasons you will probably not
be able to send files to arbitrary path names. As distributed, the remotely
accessible files are those whose names begin /usr/spool/uucppublic
(equivalent to “nuuep or just ~ ).

All files received by uucp will be owned by uucp.

The —m option will only work sending files or receiving a single file.
Receiving multiple files specified by special shell characters ? = [...] will
not activate the —m option.
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NAME

uustat — uucp status inquiry and job control

SYNOPSIS

uustat [ options ]

DESCRIPTION

Uustat will display the status of, or cancel, previously specified uucp com-
mands, or provide general status on uucp connections to other systems.
The following options are recognized:

—jjobn Report the status of the wucp request jobn. If all is used for
Jjobn, the status of all wucp requests is reported. If jobn is omit-
ted, the status of the current user’s uucp requests is reported.

—kjobn Kill the uucp request whose job number is jobn. The killed uucp
request must belong to the person issuing the wustatr command
unless one is the super-user.

—rjobn Rejuvenate jobn. That is jobn is touched so that its modification
time is set to the current time. This prevents uuclean from delet-
ing the job until the jobs modification time reaches the limit
imposed by uuclean,

—c hour Remove the status entries which are older than Aour hours. This
administrative option can only be initiated by the user uucp or
the super-user.

—u user Report the status of all uucp requests issued by user.

~ssys  Report the status of all wucp requests which communicate with
remote system sys.

—o0 hour Report the status of all uucp requests which are older than hour
hours.

—y hour Report the status of all uucp requests which are younger than
hour hours.

—m mch Report the status of accessibility of machine mch. If mch is
specified as all, then the status of all machines known to the
local uucp are provided.

—M mch This is the same as the —m option except that two times are
printed. The time that the last status was obtained and the time
that the last successful transfer to that system occurred.

-0 Report the wucp status using the octal status codes listed below.
If this option is not specified, the verbose description is printed
with each uucp request.

—-q List the number of jobs and other control files queued for each
machine and the time of the oldest and youngest file queued for
each machine. If a lock file exists for that system, its date of
creation is listed.

When no options are given, wuustat outputs the status of all uucp requests
issued by the current user. Note that only one of the options —j, —m,
—k, —¢, —r, can be used with the rest of the other options.

For example, the command:
uustat —uhdc —smhtsa —y72

will print the status of all uwcp requests that were issued by user hdc to
communicate with system mhisa within the last 72 hours. The meanings of
the job request status are:
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job-number user remote-system command-time status-time status

where the status may be either an octal number or a verbose description.
The octal code corresponds to the following description:

OCTAL
000001
000002
000004
000010
000020
000040
000100
000200
000400
001000
002000
004000
010000
020000

STATUS

the copy failed, but the reason cannot be determined
permission to access local file is denied
permission to access remote file is denied
bad wucp command is generated

remote system cannot create temporary file
cannot copy to remote directory

cannot copy to local directory

local system cannot create temporary file
cannot execute uucp

copy (partially) succeeded

copy finished, job deleted

job is queued

job killed (incomplete)

job killed (complete)

The meanings of the machine accessibility status are:

system-name time status

where fime is the latest status time and status is a self-explanatory descrip-
tion of the machine status.

FILES

/usr/spool/uucp spool directory
/usr/lib/uucp/L_stat  system status file
/usr/lib/uucp/R_stat  request status file

SEE ALSO
uucp(1C).
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NAME
uuto, uupick — public UNIX System-to-UNIX System file copy
SYNOPSIS
uuto [ options 1 source-files destination
uupick [ —s system ]
DESCRIPTION
Uuto sends source-files to destination. Uuto uses the uucp (1C) facility to
send files, while it allows the local system to control the file access. A

source-file name is a path name on your machine. Destination has the
form:

system! user

where system is taken from a list of system names that #ucp knows about
(see uuname). Logname is the login name of someone on the specified sys-
tem.

Two options are available:

-p Copy the source file into the spool directory before transmission.
—m  Send mail to the sender when the copy is complete.

The files (or sub-trees if directories are specified) are sent to PUBDIR on
system, where PUBDIR is a public directory defined in the uucp source.
Specifically the files are sent to

PUBDIR/receive/ user/ mysystem/files.
The destined recipient is notified by mail (1) of the arrival of files.

Uupick accepts or rejects the files transmitted to the user. Specifically,
uupick searches PUBDIR for files destined for the user. For each entry (file
or directory) found, the following message is printed on the standard out-
put:

from system: lfile file-name] [dir dirname] ?

Uupick then reads a line from the standard input to determine the disposi-
tion of the file:

<new-line> Go on to next entry.

d Delete the entry.

m [ dir} Move the entry to named directory dir (current directory
is default).

aldirl Same as m except moving all the files sent from system.

P Print the content of the file.

q Stop.

EOT (control-d) Same as gq.

command Escape to the shell to do command.

* Print a command summary.

Uupick invoked with the —ssystem option will only search the PUBDIR for
files sent from system.

EXAMPLE
uuto -p filel file2 file3 ucbvax!Joe
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would send the three files to user Joe on ucbvax
uupick [executed by Joel
would tell him what has arrived and from where.

FILES
PUBDIR/usr/spool/uucppublic  public directory

SEE ALSO
mail(1), uucp(1C), uustat(1C), uux(1C)
uuclean(1M) in the UniPlus™ Administrator’s Manual.
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NAME

uux — unix to unix command execution

SYNOPSIS

uux [ options ] command-string

DESCRIPTION

Uux will gather zero or more files from various systems, execute a com-
mand on a specified system and then send standard output to a file on a
specified system. Note that, for security reasons, many installations will
limit the list of commands executable on behalf of an incoming request
from uux. Many sites will permit little more than the receipt of mail (see
mail (1)) via uux.

The command-string is made up of one or more arguments that look like a
Shell command line, except that the command and file names may be
prefixed by system-name!. A null system-name is interpreted as the local
system.

File names may be one of
(1) a full path name;

(2) a path name preceded by “xxx where xxx is a login name on the
specified system and is replaced by that user’s login directory;,

(3) anything else is prefixed by the current directory.

Any special shell characters such as < >;| should be quoted either by quot-
ing the entire command-string, or quoting the special characters as individual
arguments.

Uux will attempt to get all files to the execution system. For files which are
output files, the file name must be escaped using parentheses.

Uux will notify you if the requested command on the remote system was
disallowed. The response comes by remote mail from the remote machine.

The following options are interpreted by wux:

- The standard input to wux is made the standard input to the
command-string.

-n Send no notification to user.

—m file Report status of the transfer in file. If file is omitted, send mail to
the requester when the copy is completed.

Uux returns an ASCII string on the standard output which is the job
number. This job number can be used by wustat to obtain the status or ter-
minate a job.

EXAMPLE

FILES

uux "!diff usg!/usr/dan/f1 pwba!/a4/dan/f1 > !f1.diff"

will get the "f1" files from the usg and pwba machines, execute a diff com-
mand and put the results in "f1.diff" in the local directory.

uux aluucp b!/usr/file \ (c!/usr/file\)

will send a uucp command to system a to get /usr/file from system b and
send it to system c.

/usr/lib/uucp/L.sys List of system names and when to call them
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/usr/lib/uucp/L-cmd
/usr/lib/uucp/L-devices
/usr/lib/uucp/L-dialcodes
/usr/lib/uucp/SYSTEMNAME
/usr/lib/uucp/ USERFILE
prefixes
/usr/lib/uucp/uucico
/usr/lib/uucp/uuclean
uucp

/usr/lib/uucp/uuxqt
/usr/spool/ uucp

SEE ALSO
uucp(1C)

uux(c)

List of commands for uuxqt to execute

List of device codes and speeds

List of phone numbers in L.sys

Name of this system

List of wusers and required pathname

copy in, copy out program; called by wuucp
spool directory cleanup program; called by

command execution program; called by wucp
spool directory

uuclean(1M) in the UniPlus™ Administrator’s Manual.

BUGS

Only the first command of a shell pipeline may have a system-name!. All
other commands are executed on the system of the first command.

The use of the shell metacharacter » will probably not do what you want it
to do. The shell tokens < < and > > are not implemented.
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NAME

val — validate SCCS file

SYNOPSIS

val —
val files

DESCRIPTION

Val determines if the specified file is an SCCS file meeting the characteris-
tics specified by the optional argument list. Arguments to va/ may appear
in any order. The arguments consist of keyletter arguments, which begin
with a —, and named files.

Val has a special argument, —, which causes reading of the standard input
until an end-of-file condition is detected. Each line read is independently
processed as if it were a command line argument list.

Val generates diagnostic messages on the standard output for each com-
mand line and file processed and also returns a single 8-bit code upon exit
as described below.

The keyletter arguments are defined as follows. The effects of any keyletter
argument apply independently to each named file on the command line.

- The presence of this argument silences the diagnostic mes-
sage normally generated on the standard output for any
error that is detected while processing each named file on a
given command line.

~rSID The argument value SID (SCCS IDentification String) is an
SCCS delta number. A check is made to determine if the
SID is ambiguous (e.g., —rl is ambiguous because it phy-
sically does not exist but implies 1.1, 1.2, etc. which may
exist) or invalid (e.g., —rl.0 or —rl.1.0 are invalid
because neither case can exist as a valid delta number). If
the SID is valid and not ambiguous, a check is made to
determine if it actually exists.

—mname The argument value name is compared with the SCCS
%M% keyword in file.

—ytype The argument value fype is compared with the SCCS %Y %
keyword in file.

The 8-bit code returned by val is a disjunction of the possible errors, i.e.,
can be interpreted as a bit string where (moving from left to right) set bits
are interpreted as follows:

bit 0 = missing file argument,;
bit 1 = unknown or duplicate keyletter argument;

bit 2 = corrupted SCCS file;

bit 3 = can’t open file or file not SCCS;
bit 4 = SID is invalid or ambiguous;
bit 5 = SID does not exist;

bit 6 = %Y%, —y mismatch;

bit 7 = %M%, —m mismatch;

Note that val can process two or more files on a given command line and in
turn can process multiple command lines (when reading the standard
input). In these cases an aggregate code is returned — a logical OR of the
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codes generated for each command line and file processed.
EXAMPLE
val -
-yc -mabc s.abc
-mxyz -ypll s.xyz
first checks if file "s.abc" has a value c for its type flag and value abc for
the module name flag. Once processing of the first file is completed, val
then processes the remaining files (in this case "s.xyz") to determine if they
meet the characteristics specified by the keyletter arguments associated with
them.
SEE ALSO
admin(1), delta(1), get(1), prs(1).
DIAGNOSTICS
Use help (1) for explanations.
BUGS

Val can process up to 50 files on a single command line. Any number
above 50 will produce a core dump.
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NAME

vc(1)

vc — version control

SYNOPSIS

ve [—a] [—t] [—cchar] [—s] [keyword=value ... keyword=valuel

DESCRIPTION

The ve command copies lines from the standard input to the standard out-
put under control of its arguments and control statements encountered in the
standard input. In the process of performing the copy operation, user
declared keywords may be replaced by their string value when they appear in
plain text and/or control statements.

The copying of lines from the standard input to the standard output is con-
ditional, based on tests (in control statements) of keyword values specified
in control statements or as vc command arguments.

A control statement is a single line beginning with a control character,
except as modified by the —t keyletter (see below). The default control
character is colon (), except as modified by the —c keyletter (see below).
Input lines beginning with a backslash (\) followed by a control character
are not control lines and are copied to the standard output with the
backslash removed. Lines beginning with a backslash followed by a non-
control character are copied in their entirety.

A keyword is composed of 9 or less alphanumerics; the first must be alpha-
betic. A value is any ASCII string that can be created with ed(1); a numeric
value is an unsigned string of digits. Keyword values may not contain
blanks or tabs.

Replacement of keywords by values is done whenever a keyword sur-
rounded by control characters is encountered on a version control state-
ment. The —a keyletter (see below) forces replacement of keywords in all
lines of text. An uninterpreted control character may be included in a
value by preceding it with \. If a literal \ is desired, then it too must be
preceded by \.

Keyletter arguments

—a Forces replacement of keywords surrounded by control char-
acters with their assigned value in all text lines and not just
in vc statements.

—t All characters from the beginning of a line up to and includ-
ing the first tab character are ignored for the purpose of
detecting a control statement. If one is found, all characters
up to and including the tab are discarded.

—cchar Specifies a control character to be used in place of :.

-s Silences warning messages (not error) that are normally
printed on the diagnostic output.

Version Control Statements

:dct keywordl, ..., keyword]
Used to declare keywords. All keywords must be declared.

:asg keyword=value

Used to assign values to keywords. An asg statement overrides the
assignment for the corresponding keyword on the vc command line
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and all previous asg’s for that keyword. Keywords declared, but
not assigned values have null values.

:if condition

:end

Used to skip lines of the standard input. If the condition is true all
lines between the if statement and the matching end statement are
copied to the standard output. If the condition is false, all interven-
ing lines are discarded, including control statements. Note that
intervening if statements and matching end statements are recog-
nized solely for the purpose of maintaining the proper if-end match-
ing.

The syntax of a condition is:

<cond> = ["not" ] <or>

<or> = <and> | <and> "I" <or>

<and> = <exp> | <exp> "&" <and>

<exp> ="(" <or> ")"| <value> <op> <value>
<op> e "=ll|l‘l!=lv[ll<"|">ll

<value> = <arbitrary ASCII string> | <numeric string>

The available operators and their meanings are:

equal

not equal

and

or

greater than

less than

used for logical groupings

may only occur immediately after the if, and when
present, inverts the value of the entire condition

The > and < operate only on unsigned integer values (e.g., : 012 >
12 is false). All other operators take strings as arguments (e.g., : 012
!= 12 is true). The precedence of the operators (from highest to
lowest) is:

AV TR

—~
~

=]
Q
-

= |= > < all of equal precedence
&
|

Parentheses may be used to alter the order of precedence.

Values must be separated from operators or parentheses by at least
one blank or tab.

sitext

:on
:off

October 1983

Used for keyword replacement on lines that are copied to the standard
output. The two leading control characters are removed, and key-
words surrounded by control characters in text are replaced by their
value before the line is copied to the output file. This action is
independent of the —a keyletter.

Turn on or off keyword replacement on all lines.
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:ctl char
Change the control character to char.

:msg message
Prints the given message on the diagnostic output.

efr message
Prints the given message followed by:
ERROR: err statement on line ... (915)
on the diagnostic output. Vc halts execution, and returns an exit code

of 1.
EXAMPLE
If you have a file named "note" containing:
:dcl NAME,PLACE

:NAME:,
Just a note to remind you that we have a meeting
scheduled Monday morning at :PLACE.:.
the command
vc -a NAME=Joe PLACE=UniSoft < note
will produce

Joe,
Just a note to remind you that we have a meeting
scheduled Monday morning at UniSoft.
DIAGNOSTICS
Use help (1) for explanations.
EXIT CODES
0 — normal
1 — any error
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NAME
version — reports version number of files

SYNOPSIS

: version name ...

DESCRIPTION
Version takes a list of files and reports the version number. If the file is
not a binary, it reports: "not a binary". If no version number is associated
with the file, it reports: "pre history". Version is useful for determining
which version of the current program you are running.

EXAMPLE

version /bin/version
prints the version number of the version program.
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NAME

vI(1)

vi, view — screen oriented (visual) display editor based on ex

SYNOPSIS

vi [ —ttag]l |l —-r11{ +command] | —wn ] name ...
view [ —t tag] [ —=r 1 [ +command] [ —wn ] name ...

DESCRIPTION

Vi (visual) is a display oriented text editor based on ex(1). £x and vi run
the same code; it is possible to get to the command mode of ex from within
vi and vice-versa.

Vi puts up a screenful of text at a time (unless a smaller window is
specified) and allows rapid and fluid cursor motion to the place where you
want to begin adding, changing, or deleting text. With vi, editing can be
done on characters, words, lines, or sections at a time. When multi-
character changes are made, it is necessary to hit the ESCAPE key to
return to cursor motion mode.

View is an invocation of vi which disallows writing. View is useful for
browsing through a file when no modifications are intended.

Using ex commands and calling up the Shell by typing (!) are done with a
colon (:) and the appropriate command sequence, such as that to find a
string or write the file.

The Vi Command Summary (below), the Vi Quick Reference card and the
Introduction to Display Editing with Vi provide full details on using vi.

The following options are recognized:

-t Equivalent to an initial fag command, editing the file contain-
ing the tag and positioning the editor at its definition.

-r Used in recovering after an editor or system crash, retrieving
the last saved version of the named file. If no file is specified,
a list of saved files will be reported.

+ command indicates that the editor should begin by executing the
specified command. If command is omitted, then it defaults to
$, positioning the editor at the last line of the first file initially.
Other useful commands here are scanning patterns of the form
"/pat" or line numbers, e.g., "+ 100" to start at line 100.

—-wn sets the default window size to n, and is useful in dialups, to
start in small windows.

Name arguments indicate files to be edited.

Vi Command Summary

Cursor Motion: Forward Back
letter (space) "H, h
word right-limit E,e
word left-limit W,w B,b
sentence ) (
paragraph } {
section/function ]] [l
line: same/limit $ 0
1st charac +,<ret> -
same column "n,LF “p
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FILES

VI(1)
- specified <line#>G <line#>G
1/2 screenful “d “u
screenful °f “b
Undoing Errors (see also: change, insert, delete)
u undo last change
U restore current line
"Np retrieve Nth last delete
<esc> abandon incomplete command (without completing it)
:q! drastic! abandon without saving.
Insert Change
i before cursor cw<newword> change word to newword
I before 1st non-blank C change rest of line
a after cursor s substitute character
A at end-of-line S substitute lines
o open line below rx replace 1 character
(0} open line above R replace characters
<esc> terminates insert Xp transpose character
<esc> terminates change
Delete Delete during Insert
X character last character "H
X ...before cursor last word W
dw word all input this line @
de ...but leave punctuation
dd line

(#)dd  number of lines
D rest of line

See ex(1).

EXAMPLE

vi text

would invoke the editor with the file named "text". For further examples,
see An Introduction to Display Editing with Vi.

SEE ALSO

ex(1), edit(1)
Vi Quick Reference card, An Introduction to Display Editing with Vi,

AUTHOR

BUGS

William Joy .
Mark Horton added macros to visual mode.

Software tabs using "T work only immediately after the autoindent.

Left and right shifts on intelligent terminals don’t make use of insert and
delete character operations in the terminal.

The wrapmargin option can be fooled since it looks at output columns when

. blanks are typed. If a long word passes through the margin and onto the

next line without a break, then the line won’t be broken.

Insert/delete within a line can be slow if tabs are present on intelligent ter-
minals, since the terminals need help in doing this correctly.
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Saving text on deletes in the named buffers is somewhat inefficient.

The source command does not work when executed as :source; there is no
way to use the :append, :change, and :insert commands, since it is not
possible to give more than one line of input to a : escape. To use these on
a :global you must Q to ex command mode, execute them, and then
reenter the screen editor with vi or open.
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NAME
wait — await completion of process

SYNOPSIS
wait

DESCRIPTION
Wait until all processes started with & have completed, and report on
abnormal terminations.

Because the wait(2) system call must be executed in the parent process, the
shell itself executes wait, without creating a new process.

EXAMPLE
wait
waits for all child processes to terminate.

SEE ALSO
sh(1).

BUGS
Not all the processes of a 3- or more-stage pipeline are children of the
shell, and thus can’t be waited for.
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NAME
wc — word count
SYNOPSIS
we [ —lwe ] [ names ]
DESCRIPTION
We counts lines, words and characters in the named files, or in the stan-
dard input if no names appear. It also keeps a total count for all named

files. A word is a maximal string of characters delimited by spaces, tabs, or
new-lines.

The options 1, w, and ¢ may be used in any combination to specify that a
subset of lines, words, and characters are to be reported. The default is
—lwe.

When names are specified on the command line, they will be printed along
with the counts.

EXAMPLE
wc filea fileb filec

reports the number of lines, words, and characters in each of the files.
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NAME
what — identify SCCS files

SYNOPSIS
what files

DESCRIPTION
What searches the given files for all occurrences of the pattern that ger (1)
substitutes for %Z% (this is @ (#) at this printing) and prints out what fol-
lows until the first " , > , new-line, \ , or null character. For example, if
the C program in file f.c contains

char ident[] = " @ (#)identification information";
and f.c is compiled to yield f.o and a.out, then the command
what f.c f.o a.out

will print
f.c.
identification information
f.o:
identification information
a.out:

identification information

What is intended to be used in conjunction with the SCCS command gez (1),
which automatically inserts identifying information, but it can also be used
where the information is inserted manually.

EXAMPLE
If "testl.c" has the following string

char v[] = "@(#)1 testl.c 2";
typing
what testl.c
would print the following:

testl.c:
1 testl.c 2
SEE ALSO
get(1), help(1).
DIAGNOSTICS
Use help(1) for explanations.

BUGS
It’s possible that an unintended occurrence of the pattern @ (#) could
be found just by chance, but this causes no harm in nearly all cases.
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NAME
who — who is on the system

SYNOPSIS
who [ —uTlpdbrtas] [ file ]

who am i

DESCRIPTION
Who can list the user’s name, terminal line, login time, elapsed time since
activity occurred on the line, and the process-ID of the command inter-
preter (shell) for each current UNIX System user. It examines the
/etc/utmp file to obtain its information. If file is given, that file is exam-
ined. Usually, file will be /etc/wtmp, which contains a history of all the
logins since the file was last created.

Who with the am i option identifies the invoking user.
Except for the default —s option, the general format for output entries is:
name [state] line time activity pid [comment] [exit]

With options, who can list logins, logoffs, reboots, and changes to the sys-
tem clock, as well as other processes spawned by the init process. These
options are:

—u This option lists information about those users who are currently
logged in. The name is the user’s login name. The line is the name
of the line as found in the directory /dev. The time is the time that
the user logged in. The activity is the number of hours and minutes
since activity last occurred on that particular line. A dot (.) indicates
that the terminal has seen activity in the last minute and is therefore
"current". If more than twenty-four hours have elapsed or the line
has not been used since boot time, the entry is marked old. This field
is useful when trying to determine whether a person is working at the
terminal or not. The pid is the process-ID of the user’s shell. The
comment is the comment field associated with this line as found in
/etc/inittab (see inittab(4)). This can contain information about
where the terminal is located, the telephone number of the dataset,
type of terminal if hard-wired, etc.

—T This option causes the state of the terminal line to be printed. The
state describes whether someone else can write to that terminal. A +
appears if the terminal is writable by anyone; a — appears if it is not.
Root can write to all lines having a + or a — in the state field. If a
bad line is encountered, a ? is printed.

—1 This option lists only those lines on which the system is waiting for
someone to login. The name field is LOGIN in such cases. Other
fields are the same as for user entries except that the state field
doesn’t exist.

—p This option lists any other process which is currently active and has
been previously spawned by init. The name field is the name of the
program executed by init as found in /etc/inittab. The state, line,
and activity fields have no meaning. The comment field shows the id
field (;f the line from /etc/inittab that spawned this process. See init-
tab(4).
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-b

-r

-s
EXAMPLE

WHO (1)

This option displays all processes that have expired and not been
respawned by init. The exit field appears for dead processes and con-
tains the termination and exit values (as returned by wait(2)), of the
dead process. This can be useful in determining why a process ter-
minated.

This option indicates the time and date of the last reboot.

This option indicates the current run-level of the init process. Follow-
ing the run-level and date information are three fields which indicate
the current state, the number of times that state was previously
entered, and the previous state.

This option indicates the last change to the system clock (via the
date (1) command) by root. See su(1).

This option processes /etc/utmp or the named file with all options
turned on.

This option is the default and lists only the name, line and time fields.

who am i

reports the name under which you are currently logged in. This could be a
name other than the original name under which you logged in, if the su
command has been used.

FILES

/etc/utmp
/etc/wtmp
/etc/inittab

SEE ALSO

date(1), login(1), mesg(1), su(1), wait(2), inittab(4), utmp(4)
init(1M) in the UniPlus* Administrator’s Manual.
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NAME

write — write to another user

SYNOPSIS

write user [ line ]

DESCRIPTION

Write copies lines from your terminal to that of another user. When first
called, it sends the message:

Message from yourname (tty??) [ date]...

to the person you want to talk to. When it has successfully completed the
connection it also sends two bells to your own terminal to indicate that
what you are typing is being sent.

The recipient of the message should write back at this point. Communica-
tion continues until an end of file is read from the terminal or an interrupt
is sent. At that point write writes EOT on the other terminal and exits.

If you want to write to a user who is logged in more than once, the line
argument may be used to indicate which line or terminal to send to (e.g.,
tty00); otherwise, the first instance of the user found in /etc/utmp is
assumed and the following message posted:

user is logged on more than one place.
You are connected to "terminal’.
Other locations are:

terminal

Permission to write may be denied or granted by use of the mesg (1) com-
mand. Writing to others is normally allowed by default. Certain com-
mands, in particular nroff(1) and pr(1) disallow messages in order to
prevent interference with their output. However, if the user has super-user
permissions, messages can be forced onto a write inhibited terminal.

If the character ! is found at the beginning of a line, write calls the shell to
execute the rest of the line as a command.

The following protocol is suggested for using write: when you first write to
another user, wait for them to write back before starting to send. Each per-
son should end a message with a distinctive signal (i.e., (o) for "over") so
that the other person knows when to reply. The signal (o0) (for "over and
out") is suggested when conversation is to be terminated.

EXAMPLE

write unisoft tty7

writes unisoft on terminal 7, unless messages have been refused with
mesg (1).

FILES
/etc/utmp to find user
/bin/sh to execute !
SEE ALSO

mail(1), mesg(1), nroff(1), pr(1), sh(1), who(1).

DIAGNOSTICS

user not logged in if the person you are trying to write to is not logged in.
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NAME

xargs — construct argument list(s) and execute command
SYNOPSIS

xargs [flags] [ command [initial-arguments] ]
DESCRIPTION

Xargs combines the fixed initial-arguments with arguments read from stan-
dard input to execute the specified command one or more times. The
number of arguments read for each command invocation and the manner in
which they are combined are determined by the flags specified.

Command, which may be a shell file, is searched for, using one’s $PATH.
If command is omitted, /bin/echo is used.

Arguments read in from standard input are defined to be contiguous strings
of characters delimited by one or more blanks, tabs, or new-lines; empty
lines are always discarded. Blanks and tabs may be embedded as part of an
argument if escaped or quoted: Characters enclosed in quotes (single or
double) are taken literally, and the delimiting quotes are removed. Outside
of quoted strings a backslash (\) will escape the next character.

Each argument list is constructed starting with the initial-arguments, fol-
lowed by some number of arguments read from standard input (Exception:
see —i flag). Flags —i, —1, and —n determine how arguments are selected
for each command invocation. When none of these flags are coded, the
initial-arguments are followed by arguments read continuously from stan-
dard input until an internal buffer is full, and then command is executed
with the accumulated args. This process is repeated until there are no more
args. When there are flag conflicts (e.g., —1 vs. —n), the last flag has pre-
cedence. Flag values are:

—lnumber  Command is executed for each non-empty number lines of
arguments from standard input. The last invocation of com-
mand will be with fewer lines of arguments if fewer than
number remain. A line is considered to end with the first
new-line unless the last character of the line is a blank or a
tab; a trailing blank/tab signals continuation through the next
non-empty line. If number is omitted, 1 is assumed. Option
—x is forced.

—ireplstr Insert mode: command is executed for each line from standard
input, taking the entire line as a single arg, inserting it in
initial-arguments for each occurrence of replstr. A maximum
of 5 arguments in initial-arguments may each contain one or
more instances of repistr. Blanks and tabs at the beginning of
each line are thrown away. Constructed arguments may not
grow larger than 255 characters, and option —x is also forced.
{} is assumed for repistr if not specified.

—nnumber Execute command using as many standard input arguments as
possible, up to number arguments maximum. Fewer argu-
ments will be used if their total size is greater than size char-
acters, and for the last invocation if there are fewer than
number arguments remaining. If option ~x is also coded,
each number arguments must fit in the size limitation, else
xargs terminates execution.
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—t Trace mode: The command and each constructed argument list
are echoed to file descriptor 2 just prior to their execution.
-p Prompt mode: The user is asked whether to execute command

each invocation. Trace mode (—t) is turned on to print the
command instance to be executed, followed by a ?... prompt.
A reply of y (optionally followed by anything) will execute the
command; anything else, including just a carriage return,
skips that particular invocation of command.

-X Causes xargs to terminate if any argument list would be
greater than size characters; —x is forced by the options —i
and —1. When neither of the options —i, —1, or —n are
coded, the total length of all arguments must be within the
size limit.

—ssize The maximum total size of each argument list is set to size
characters; size must be a positive integer less than or equal to
470. If —s is not coded, 470 is taken as the default. Note
that the character count for size includes one extra character
for each argument and the count of characters in the com-
mand name.

—eeofstr Eofstr is taken as the logical end-of-file string. Underbar (_)
is assumed for the logical EOF string if —e is not coded. —e
with no eofstr coded turns off the logical EOF string capability
(underbar is taken literally). Xargs reads standard input until
either end-of-file or the logical EOF string is encountered.

Xargs will terminate if either it receives a return code of —1 from, or if it
cannot execute, command. When command is a shell program, it should
explicitly exit (see sh(1)) with an appropriate value to avoid accidentally
returning with —1.

EXAMPLE
Is $1 | xargs —i —t mv $1/{} $2/{}

will move all files from directory $1 to directory $2, and echo each move
command just before doing it.

(logname; date; echo $0 $x) | xargs > >log

will combine the output of the parenthesized commands onto one line,
which is then echoed to the end of file "log".

Is | xargs —p —1 ar r arch
Is | xargs —p —1| xargs ar r arch

causes the user to be asked which files in the current directory are to be
archived and archives them into "arch" one at a time in the first instance, or
as in the second instance, many at a time.

echo $+* | xargs —n2 diff

will execute diff (1) with successive pairs of arguments originally typed as
shell arguments.

DIAGNOSTICS
Self explanatory.
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NAME

yacc — yet another compiler-compiler

SYNOPSIS

yacc [ —vdlt ] grammar

DESCRIPTION

Yacc converts a context-free grammar into a set of tables for a simple auto-
maton which executes an LR(1) parsing algorithm. The grammar may be
ambiguous; specified precedence rules are used to break ambiguities.

The output file, y.tab.c, must be compiled by the C compiler to produce a
program yyparse. This program must be loaded with the lexical analyzer
program, yylex, as well as main and yyerror, an error handling routine.
These routines must be supplied by the user; lex(1) is useful for creating
lexical analyzers usable by yacc.

If the —v flag is given, the file y.output is prepared, which contains a
description of the parsing tables and a report on conflicts generated by
ambiguities in the grammar.

If the —d flag is used, the file y.tab.h is generated with the #define state-
ments that associate the yacc-assigned "token codes" with the user-declared
"token names". This allows source files other than y.tab.c to access the
token codes.

If the —1 flag is given, the code produced in y.tab.c will not contain any
#line constructs. This should only be used after the grammar and the
associated actions are fully debugged.

Runtime debugging code is always generated in y.tab.c under conditional
compilation control. By default, this code is not included when y.tab.c is
compiled. However, when yacc’s —t option is used, this debugging code
will be compiled by default. Independent of whether the —t option was
used, the runtime debugging code is under the control of YYDEBUG, a
pre-processor symbol. If YYDEBUG has a non-zero value, then the debug-
ging code is included. If its value is zero, then the code will not be
included. The size and execution time of a program produced without the
runtime debugging code will be smaller and slightly faster.

EXAMPLE
yacc filel.y
invokes yacc to process file "filel.y" in yacc-format.
FILES
y.output
y.tab.c
y.tab.h defines for token names
yacc.tmp, yacc.debug, yacc.acts temporary files
/usr/lib/yaccpar parser prototype for C programs
SEE ALSO
lex(1)
YACC— Yet Another Compiler Compiler.
DIAGNOSTICS

The number of reduce-reduce and shift-reduce conflicts is reported on the
standard error output; a more detailed report is found in the y.output file.
Similarly, if some rules are not reachable from the start symbol, this is also
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reported.

BUGS
Because file names are fixed, at most one yacc process can be active in a
given directory at a time.
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